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Introduction 
The purpose of this document is to define a repeatable architectural approach for implementing a scalable model for an symmetric multiprocessor (SMP)-based Microsoft® SQL Server® 2008 data warehouse. The end result of this process represents the recommended minimal SQL Server configuration, inclusive of all the software and hardware, required to achieve and maintain a baseline level of “out of box” scalable performance when deploying SQL Server data warehousing (SSDW) sequential data access workload scenarios versus traditional random I/O methods. 

The target audience for this document consists of IT planners, architects, DBAs, CIOs, CTOs, and business intelligence (BI) users with an interest in options for their BI applications and in the factors that affect those options.

Important Points and Caveats

· The approach described here is exclusively designed for, and is only applicable to, sequential data workloads. Use of this approach on other workload types is not appropriate and may yield configurations that are inefficient.

· ALL recommendations and best practices defined in this document must be implemented in their entirety in order to preserve and maintain the sequential order of the data. 

· The recommendations detailed in this paper have been reached through recent lab-based testing against benchmark databases. Real-world situations might challenge the ability to maintain a pure sequential workload. We will update this document with additional practices to help maintain the optimal data layout under more diverse conditions as the use of these architectures becomes more widespread.

Out of Scope Items

This document is not applicable to:

·  Non-sequential data access workloads. 

· The sizing and configuration of a system backup solution. 

· The sizing and configuration of a high availability solution.

· The sizing and consolidation of server platforms to support SQL Server Integration Services, SQL Server Analysis Services and SQL Server Reporting Services. 

While it is physically possible to consolidate many of the above SQL Server components onto the same server hardware stack, it is not generally the recommended approach to do this on the database server itself. The database server has very specific performance requirements.  In general, extreme care needs to be taken when attempting to consolidate differing applications and server workloads.
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 Philosophy and Methodology

 The general principles behind the approach described here are based on the following:

· Sequential I/O data access for data warehouse workloads will provide superior and scalable performance over traditional random I/O methods. Sequential I/O is typical of large file reads and writes, and typically involves operating on one block immediately after its neighbor. With this type of I/O, there is little penalty associated with the disk drive head having to move to a new location. Random I/O, on the other hand, involves large numbers of seeks and rotations, and is usually much slower.

· Holistically understanding the performance constraints related to implementing a configuration (hardware, software, and settings) that is designed to maximize and preserve the sequential I/O data access method.

· Maintaining and preserving the sequential order of the data in the database is the key to maintaining consistent performance.

Philosophy

Historically for any project, large or small, the selection and building of a complete and scalable SSDW configuration have been time consuming, costly and error prone efforts. Project success will ultimately depend on the ability to deploy a system that can support an expected level of performance and allow that performance to scale linearly as requirements demand.

This paper proposes a reference configuration model (Fast Track Data Warehouse) approach that can be used to provide a balanced SSDW configuration for sequential I/O data access with proven performance and scalability expectations.  The key to maintaining that performance over time is preserving the sequential order of the data on disk by preventing and/or minimizing the fragmentation of the data under normal operating conditions.

The objectives related to Fast Track include:

· Providing an initial SSDW sequential I/O data access experience with known performance and scalability characteristics.

· Developing a method that is focused on understanding the performance characteristics, limitations, and the cause-and-effect relationships of each component contained in the configuration.

· Providing proven recommendations of SSDW best practices for sequential I/O data access that are simple, easy to implement, and include holistic recommendations for database setup, configuration, and data loading.

Methodology

While this paper is focused on specific hardware for Dell, HP, and EMC, the basic principles of this process can be applied to any new or updated hardware in the stack. The process is vendor-agnostic and provides a method to compute a performance rating for new hardware of similar types (i.e., storage arrays, host bus adapters, LAN cards, etc) and once rated, each piece of hardware can then be configured into an optimally balanced SSDW configuration. 

The methodology used to develop the Fast Track model includes:

· Applying proven DATAllegro data warehouse  techniques and principles to SSDW.

· Researching and holistically understanding the constraints and limitations of the SSDW stack.

· Developing the Fast Track model to allow for repeatable implementation of an SMP SSDW.

· Defining, building, and testing reference configuration platforms using the Fast Track.

· Validating actual performance against expected based on Fast Track.

What Differentiates This Approach

Historical Methods

Historically, the majority of the published SQL Server reference configurations have been targeted at optimizing the random I/O performance of OLTP and reporting workloads. These configurations are developed specifically for these workload types, and have been determined by using numerous and wide-ranging techniques from so called vendor “sizing dartboards” to configuring a server based primarily upon budgetary constraints. 

Typically there is no underlying understanding of the cause-and-effect relationships across all the components and settings used in the stack. Moreover, there is little thought given to the physical and logical layout of the data within the RDBMS as part of the stack, causing access patterns that hinder the ability of the hardware to operate at full potential.

Often, even for OLTP and reporting workloads, when non-holistic approaches are utilized the resulting configuration is inefficient. For an SSDW, these methods often produce configurations that are inefficient when applied to SSDW sequential I/O data access workloads. Ultimately, the deployed SSDW configuration often fails to meet initial expectations for performance and scalability. 

How the Fast Track Approach Is Different

The Fast Track approach is specifically focused on building scalable CPU core-balanced configurations to support SSDW sequential I/O data access workloads. A holistic and vendor-agnostic approach is used to address the CPU to I/O balance of the system to efficiently design a configuration that is intentionally targeted at and optimized for sequential data access. This is designed to achieve the best possible performance by matching all internal components to their individual maximum performance level while not exceeding the capacity of any components above it in the stack, and then applying principles in physical and logical layout that allow the hardware to provide this maximum performance in a real environment. 

Taking a holistic approach to determining the right mix of hardware, software, layout, and configuration settings differs significantly from conventional reference architectures because the focus is on determining the right file and software configuration while maintaining maximum performance of all items in the hardware stack, starting with the CPU and the cores, and working back down to the storage.

Server Evaluation and Selection 

General Architecture Principles

The characteristics of a data warehouse workload, as we define it, are:

· Very large fact tables (>500GB), too large to fit into main memory or disk array cache.

· Most queries read rather than update; fact table updating is comparatively infrequent and is often batched.

· The concurrently active user count tends to be lower than OLTP workloads.

· Queries tend to be quite complex, and often need to join and aggregate large volumes of data.

· A majority of queries use date range restriction against the fact tables, either directly or indirectly.

The architectural principles for this SMP warehouse architecture are:

· Build configurations based on a balance between the CPU and I/O capabilities.

· Use specific disk, filegroup layouts, and simplified table structures with minimal indexing, to maximize sequential I/O and minimize random I/O with the goal of creating enough I/O to feed the CPU to its maximum capability without relying on buffer cache.
· Avoid table structures or query plan elements that tend to produce random I/O.

· Control and minimize fragmentation of data files, tables, and indexes to preserve sequential I/O.

Taking a Holistic Approach

A complete SQL Server DBMS configuration, sometimes called a “stack," is a collection of all the components that are configured to work together to support the database application. Some of the high level components in the stack include the physical server hardware and settings, memory, CPU speed and core count, operating system settings, the storage arrays, and interconnects, disk capacity and spindle speed selection, DBMS settings and configuration, and even table types, indexing strategy, and physical data layout. 

[image: image2.png]5QL Server 2008 Potential Performance Bottlenecks

A fC A
5 oA T

A fC A
5 HBA B

STORAGE

@8
o
<]
=] CONTROLLER
|

2

<]

SQL SERVER

rUresdRate | [sauserver | [WeAParthate | [SuitchportRate | [ 5 portate ] [ LUNReadate | [ OidFesd fae
fond Ao Rate




Each of these components has its own performance requirements and maximum performance capability limitations. Additionally, the interactions between each component in the stack share a cause-and-effect relationship with all other components in the stack. It is vitally important to understand and address any adverse conditions that may exist when these components are combined in a unified stack. 

The primary goal of Fast Track is a balanced configuration where all components can be utilized to their maximum capability. Maintaining a balance prevents over-building the configuration to a point of diminishing return with regard to performance; understanding the performance limits of your configuration can help prevent wasted cost for components that will never realize their potential due to other constraints within the stack. 

When to Consider Massively Parallel Processing over Symmetric Multiprocessing
Massively parallel processing (MPP) systems are out of scope for this document, but a brief overview and comparison of MPP and SMP are included to help understand the crossover point for when to consider an MPP based solution.
MPP based system configurations provide superior scaling capabilities well beyond the limitations and bottlenecks of an SMP system. MPP-based systems should be considered when there is a known initial requirement to scale beyond the performance capabilities of an SMP system or when maximum scaling flexibility is required.
By its design, an SMP-based system has fixed limitations with how far it can be scaled up. An SMP configuration is typically a single-server implementation (not considering high-availability or “HA” setups) with limited CPU sockets, bus speed, PCI card slots, memory, and other aspects that prevent upgrade beyond the capabilities of the server chassis. 

For example, SMP systems can generally scale up to the 10’s of terabytes, a number that continues to increase as hardware improves. When this limitation is reached, and more capacity is required (storage or processing), the only option is a very disruptive, expensive, and complex migration to a new larger server. 

An MPP system, by comparison, is built by using multiple independent servers that all work together to spread the data and workload; basically a well coordinated divide-and-conquer approach to accessing data. To scale an MPP system, simply add more server nodes to the MPP configuration, this allows MPP systems CPU, storage capacity, or both to be increased as required. In theory MPP systems can scale to the highest levels of known data storage capacities. To be fair, MPP systems have limitations as well but these tend to be much further out than those found with SMP. In general, many MPP bottlenecks are software related, so they can be fixed much more easily than hardware bottlenecks.

Core-Balanced Architecture

The Fast Track approach promotes the principle of a core-balanced architecture which allows for a configuration that is both initially balanced and easily scalable in sized “building blocks," each providing predictable performance. These building blocks are sized for an optimum number of storage components to drive a certain number of CPU cores. The diagrams below represent two quad core building blocks that were assembled for the HP and Dell servers using EMC CX4-240 and HP MSA2000 storage arrays. Building blocks like these can be developed and defined for any available vendor hardware mix by understanding the performance characteristics of the new hardware.

Using the building-block approach, to keep performance constant per MB of data processed, there must be enough complete building blocks used to scale up the CPU and scale out storage together. Scaling up the CPU cores in unison with storage components provides near constant performance for larger data volumes. 

It is also possible to increase storage capacity without adding more CPU cores by using larger drives or more drives per LUN; however this implies that queries covering a wider range of data will have lower performance. Important to note is that adding more data but still querying the same sized ranges per query will not decrease performance.

This diagram represents a building-block model for the minimal amount of HP MSA2000 hardware required to achieve core-balanced sequential data I/O on a quad-core system (regardless of capacity). 
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This diagram represents a building-block model for the minimal amount of EMC CX4-240 hardware required to achieve core-balanced sequential data I/O on a quad-core system (regardless of capacity). 
[image: image4.png]SQL Server 2008 Minimum Server Configuration
SMP Core-Balanced Architecture using Dual Read on EMC CX4

Version 6.7 2/9/2009 1700hrs- stm

200 MB/s
per Core
200 MB/s
per Core

200 MB/s
per Core
200 MB/s
per Core

Quad Core CPU

CPU core ratesbased on tested hardware

FCHBA1
4Gb/s

FCHBA?2
4Gb/s

Allports marked A/8

are rated at 4Gb/s

DAE1

SP—A
500 MB/s

EMC CX4-240
SP-B
500 MB/s

w1 Vault Drive

User Data, (5) 146 GB 15kFC

TempDB and

Staging G
) LogDrive

N2 (2)300GB 15kFC
User Data,
TempDB and HotSpare

Staging FG (2)300GB 15kFC

N3 HotSpare

UserData, (1)300GB 15kFC

TempDB and
Staging FG

s/awWoLe

Luna

User Data,

TempDB and
Staging FG

DAE2

PerCX4 Drive Details

*Each DAE can hold 15 drives

+Each DAE has 1 LUN per SP port

*Each LUN has (2) 300GB 15k FC drives RAIDL




Creating New Building Blocks
How to Determine the CPU Consumption Rate

The starting point for building a balanced configuration begins by understanding the maximum and average CPU core data consumption rate of the specific compute node server being used independent of storage. Once determined, this becomes the target maximum rate of data that ideally should be fed to the CPU. There are many options available when selecting back-end storage components. This approach allows the selection of components that stay within the maximum capabilities and constraints of the SMP server without overspending for storage performance that can never be fully realized. The basic process to determine the CPU consumption rate is to load a known quantity of data for testing completely into buffer cache and then run a number of timed queries to determine the CPU scan rate out of buffer cache.
The following can be used to determine the maximum CPU consumption rate of the compute node server independent of storage:

1. On a quiesced system, build a small schema of a clustered index table and a heap table with a join field, and then fill them with enough data to just fit within the buffer cache entirely. This can be checked by ensuring there is no disk I/O during queries run against these tables. This provides a data source for the test queries to use that is independent of any storage. 
2. Run multiple single-threaded (one session, MAXDOP = 1) ‘SELECT *’ queries against each test table. This forces SQL Server to feed the entire table to the CPU for processing and provides the workload to measure the maximum rate CPU consumption. The maximum rate of CPU consumption is the size of table in MB divided by the time to scan the data from buffer cache.
3. Run a simple set of queries that represent an increasing number of joins and an increasing number of aggregations between the two tables, with no spilling to disk during these operations. The number of joins and aggregations should be equivalent to the complexity of the expected workload. This established a base max join and aggregation rate. 
4. To double check these rates, repeat with higher MAXDOP levels, up to the number of cores on the system. The results should scale almost linearly. If not, the test is flawed and needs diagnosis. For example, single-threaded test queries when multi-threaded was intended, spilling to disk, and skewed datasets are just a few of common issues that should be investigated and corrected.  Note: Use aggregations like SUM in the test queries; do not use COUNT or DISTINCT COUNT as these by their single-threaded nature will not scale linearly.  
5. Average all the consumption rate results together to determine the average rate that the CPU can consume data from the buffer cache. This average rate then becomes the target rate that is used to determine the right-sized storage components for the configuration. Divide the CPU consumption rate by the number of CPU cores to determine the per CPU core consumption rate.
6. While this average rate depends entirely on the workload presented, the goal is to build enough I/O infrastructure to provide the maximum normal required bandwidth to keep the CPU cores completely busy.  For simpler queries, the system will then be I/O bound; for more complex queries it will be CPU bound.
Spreadsheet Calculator 
The spreadsheet calculator has been developed to assist with the optimization of the software configuration on the selected hardware based upon specified component performance ratings and internal data feed requirements for SQL Server.

1. The spreadsheet helps to advise the number of storage arrays, disks, and LUN’s required to achieve the specified throughput given the hardware detailed in the calculator.

2. The spreadsheet has pre-populated ratings determined from component testing and research for both the EMC CX4-240 and HP MSA2000 storage options. See above for details on how to determine the SQL Server per-core requirement for any new compute node server configuration.

3. New configurations and new hardware can be added to the calculator by cloning an existing EMC or HP sheet, renaming it to the new configuration, and entering the specific factors for the hardware being reviewed. The new sheet will then utilize the new factors when doing its calculations for LUN’s, drives, and the number of required storage arrays. 
Below is a screen shot of the Microsoft Excel® spreadsheet calculator for the HP-MSA2000.
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Variables and Fixed Values

SS CPU per CORE Requirement 190 MB/s

Max rate per SP on HP MSA2000  550 MB/s

Max number of SP's per HP MSA2000  2 each

Max rate per LUN RAID 1 on HP MSA2000  150 MB/s

Max rate per 1/2 DAE on HP MSA2000  600 MB/S

Max number of DAE's per HP MSA2000  1 each

Max number of 3.5 drives per DAE 12 each

Number of drives per LUN 2 each

Maximum number of LUN's per DAE (for data, TempDB and Staging FG) 4 each

Drive Info

300GB x 15k 272 GB 0.272 TB 250 MB/s

400GB x 10k 373 GB 0.373 TB 175 MB/s

1TB x 7.2k 1024 GB 0.9315 TB 122.5 MB/s

Calculations/Results

CPU Target compressed consumption rate (based on SS CPU per CORE Requirement) 760 MB/s 1520 MB/s 3040 MB/s 4560 MB/s 6080 MB/s

Desired Storage Array compressed consumption feed rate (based on MAX HP SP rate) 1100 MB/s 2200 MB/s 4400 MB/s 5500 MB/s 8800 MB/s

SP Math

     

Calculated number of single SP's required to achieve this rate (based on MAX SP RATE) 2.00 each 4.00 each 8.00 each 10.00 each 16.00 each

Actual (rounded) number of single SP's required to achieve this rate 2.00 each 4.00 each 8.00 each 10.00 each 16.00 each

Calculated number of HP MSA2000  to support needed SP's (2 SP's per MSA) 1.00 each 2.00 each 4.00 each 5.00 each 8.00 each

Actual (rounded) number of HP MSA2000  to support needed SP's (2 SP's per MSA) 1.00 each 2.00 each 4.00 each 5.00 each 8.00 each

DAE Math

Calculated number of DAE's required to hit desired storage array consumption rate 

(based on Max rate per 1/2 DAE)

0.92 each 1.83 each 3.67 each 4.58 each 7.33 each

Total actual (rounded) number of DAE's required to hit desired storage array consumption rate (based on Max 

rate per 1/2 DAE)

1.00 each 2.00 each 4.00 each 5.00 each 8.00 each

Calculated number of HP MSA2000  to support required DAE (based on 2 DAE per HP MSA2000 ) 0.92 each 1.83 each 3.67 each 4.58 each 7.33 each

Total actual (rounded) number of HP MSA2000 required to support all DAE's 1.00 each 2.00 each 4.00 each 5.00 each 8.00 each

LUN Math (Data and TempDB)

LUNS required per 1/2 DAE (based on Max rate per LUN/Max rate per 1/2 DAE) 4.00 each 4.00 each 4.00 each 4.00 each 4.00 each

Rounded number of LUNS per half DAE 4.00 each 4.00 each 4.00 each 4.00 each 4.00 each

Total number of LUN's required per DAE 4.00 each 4.00 each 4.00 each 4.00 each 4.00 each

Required number of LUN's for all DAE's (# of luns per DAE * total rounded number of DAE's) 4.00 each 8.00 each 16.00 each 20.00 each 32.00 each

Drive throughput based on above number of LUN's for all DAE using 300GBx15k @ 250MB/s  2000.00 MB/s 4000.00 MB/s 8000.00 MB/s 10000.00 MB/s 16000.00 MB/s

Drive throughput based on above number of LUN's per DAE using 400GBx10k @175MB/s   1400.00 MB/s 2800.00 MB/s 5600.00 MB/s 7000.00 MB/s 11200.00 MB/s

Drive throughput based on above number of LUN's per DAE using  1TBx7.2 @122.5MB/s  980.00 MB/s 1960.00 MB/s 3920.00 MB/s 4900.00 MB/s 7840.00 MB/s

Drive Math (actual/rounded drives made even numbers for raid 1 pairs)

Drive count per DAE (based on Total Number of LUNS per DAE * Number of drives per LUN) 8.00 each 8.00 each 8.00 each 8.00 each 8.00 each

Total number of drives on the appliance (based on Drive Count per DAE * Total number of DAE's) 8.00 each 16.00 each 32.00 each 40.00 each 64.00 each

Throughput Results

SP (based on Actual rounded number of MSA2000 * Max rate per SP * Max number of SP's) 1100.00 MB/s 2200.00 MB/s 4400.00 MB/s 5500.00 MB/s 8800.00 MB/s

DAE (based on Max rate per 1/2 DAE * 2 * Actual rounded number of MSA2000) 1200.00 MB/s 2400.00 MB/s 4800.00 MB/s 6000.00 MB/s 9600.00 MB/s

LUN's (based on Max rate per LUN RAID 1  * Required number of LUN's for all DAE's) 600.00 MB/s 1200.00 MB/s 2400.00 MB/s 3000.00 MB/s 4800.00 MB/s

Drive throughput based on above number of LUN's for all DAE using 300GBx15k @ 250MB/s  2000.00 MB/s 4000.00 MB/s 8000.00 MB/s 10000.00 MB/s 16000.00 MB/s

Drive throughput based on above number of LUN's per DAE using 400GBx10k @175MB/s   1400.00 MB/s 2800.00 MB/s 5600.00 MB/s 7000.00 MB/s 11200.00 MB/s

Drive throughput based on above number of LUN's per DAE using  1TBx7.2 @122.5MB/s  980.00 MB/s 1960.00 MB/s 3920.00 MB/s 4900.00 MB/s 7840.00 MB/s

Per CPU Core feed rate using 300GBx15k @ 250MB/s (based on drive throughput / # of cores) 500.00 MB/s 500.00 MB/s 500.00 MB/s 416.67 MB/s 500.00 MB/s

Per CPU Core feed rate using 400GBx10k @175MB/s (based on drive throughput / # of cores) 350.00 MB/s 350.00 MB/s 350.00 MB/s 291.67 MB/s 350.00 MB/s

Per CPU Core feed rate using  1TBx7.2 @122.5MB/s (based on drive throughput / # of cores) 245.00 MB/s 245.00 MB/s 245.00 MB/s 204.17 MB/s 245.00 MB/s

Actual User Data, TempDB and Staging FG Space (Uncompressed)

300GB 1.09 TB 2.18 TB 4.35 TB 5.44 TB 8.70 TB

400GB 1.49 TB 2.98 TB 5.97 TB 7.46 TB 11.94 TB

1TB 3.73 TB 7.45 TB 14.90 TB 18.63 TB 29.81 TB

4 8 16 24 32

Value

Est GB Est TB Est Rate

4 8 16

NUMBER OF CORES

24 32


Below is a screen shot of the Microsoft Excel® spreadsheet calculator for the EMC-CX4240.
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Tested Server Configurations
The research regarding this process was accomplished using the following server hardware. These server configurations have been analyzed and their performance rated for use in the new reference architectures.  The CPU core rates as specified in the building-block diagrams are relative only to the CPU’s and server hardware listed below. 

Note: The type of CPU used does not solely define the CPU core consumption rate. The CPU needs to be installed and rated in the intended server to account for bus-speed limitations. A method has been provided to determine the CPU core consumption rate for new processor types and servers as they become available.
	Server
	CPU
	Total

Cores
	SAN
	Drive Count
	Tested

Capacity*
	Max

Capacity**

	HP Proliant 

DL 385 G5p
	(2) AMD Opteron Shanghai 

quad core 2.7 GHz
	8
	(2) HP

MSA2000
	(16) 300GB 15k SAS
	4TB
	8TB

	HP Proliant 

DL 385 G5p
	(2) AMD Opteron Shanghai 

quad core 2.7 GHz
	8
	(2) EMC CX4-240
	(16) 300GB 15k FC
	4TB
	8TB

	HP Proliant 

DL 585 G5
	(4) AMD Opteron Shanghai 

quad core 2.7 GHz
	16
	(4) HP MSA2000
	(32) 300GB 15k SAS
	8TB
	16TB

	HP Proliant 

DL 585 G5
	(4) AMD Opteron Shanghai 

quad core 2.7 GHz
	16
	(4) EMC CX4-240
	(32) 300GB 15k FC
	8TB
	16TB

	HP Proliant 

DL 785 G5
	(8) AMD Opteron Shanghai 

quad core 2.7 GHz
	32
	(8) HP MSA2000
	(64) 300GB 15k SAS
	16TB
	32TB

	HP Proliant 

DL 785 G5
	(8) AMD Opteron Shanghai 

quad core 2.7 GHz
	32
	(8) EMC CX4-240
	(64) 300GB 15k FC
	16TB
	32TB

	Dell Power Edge 2950 MLK 
	(2) Intel Xeon 

Harpertown

quad core 2.66 GHz 
	8
	(2) EMC CX4-240
	(16) 300GB 15k FC
	4TB
	8TB

	Dell Power Edge R900
	(4) Intel Xeon Dunnington

six core 2.67GHz 
	24
	(6) EMC

CX4-240
	(48) 300GB 15k FC
	12TB
	24TB


* Core-balanced compressed capacity based on use of 300GB 15k SAS not including hot spares and log drives

** Represents storage array fully populated with 300GB 15k SAS and use of compression @ 2.5x compression ratio
How to Configure Based on Number of Cores

After the CPU core consumption rate for the server has been determined, the process for determining how to assemble a core-balanced configuration using the Fast Track approach is very straightforward. 

1. Determine the SSDW CPU core consumption rate in MB/sec for the server you intend to deploy.

2. Determine the amount of data scanned (in MB) in an average query.

3. Specify the desired target response time in seconds that you want this amount of data scanned (in MB) for the above average query.

4. Specify the estimated or actual number of active concurrent sessions that this configuration will be supporting.
5. Use the above factors to calculate the approximate number of CPU cores required:

Core Count = (Amount of Data Scanned (in MB) in an Average Query / CPU Core Consumption Rate in MB/sec) * Number of Active Concurrent Sessions / Target Response Time

Note: This provides a rough estimate. Multiple calculations may be combined and weighted to estimate an entire workload.

Example of Calculating the Number of Cores
This example makes the following assumptions:

· This is a Fast Track configuration using one of the tested HP or Dell servers listed above.  Note that all of these servers and CPU combinations have been determined to have a CPU core consumption rate of 200 MB/sec.

· Fictitious numbers representing the user counts, workload mix, data capacities, and average query depth were used to simplify the math.

· Data warehouse fact table for retail sales data is the target of the average query and contains approximately 5TB of data representing 15 months (45 weeks) of sales activity.

· Retail sales data fact table is partitioned and is index-clustered by the DATE type attribute Date of Sale.

· The workload is based on simple/average/complex queries with a 70/20/10 respective percentage mix.

· Estimated query scan sizes for the workload above are:

· Simple queries scan one day’s worth of sales data or approximately 15,000MB.

· Typical average queries scan the latest seven days of sales data, or approximately 105,000MB.

· Complex queries scan 30 days of sales data, or approximately 450,000MB.

· Target response time is 1 minute or 60 seconds.

· The total number of users expected on the system is 30 users.

· Rule of thumb used to estimate the active concurrent user count is 10 percent of the anticipated total user count, or in this case 10 percent of 30, or 3 concurrent users.

Based on the above assumptions, and not weighting for workload, the simple calculation for CPU cores required is as follows:

· Use a weighted average to account for the mixed workload scenario based on simple/average/complex queries with a 70/20/10 respective percentage mix:

Simple Query Core Count:  (((15,000MB / 200MB/sec) * 3) / 60) = 3.75 CPU cores 
Average Query Core Count:  (((105,000MB / 200MB/sec) * 3) / 60) = 26.25 CPU cores

Complex Query Core Count:  (((450,000MB / 200MB/sec) * 3) / 60) = 112.5 CPU cores

Weighted Average: (3.75 * 0.7) + (26.25 * 0.2) + (112.5 * 0.1) = 19.125 cores

How to Estimate the Amount of Buffer Cache RAM
Based on the workload and concurrency testing of the HP and Dell servers used to develop the Fast Track approach, the minimum amount of SQL Server buffer cache RAM to maintain consistent performance was found to require a minimum of 4GB buffer cache RAM per CPU core. 

While the 4GB per CPU core is a good estimated starting point when implementing Fast Track configurations, the optimum amount of buffer cache RAM required may be higher based on the actual user workload and query mix. 

Using the Fast Track approach of balancing I/O to actual CPU performance lessens the reliance on buffer cache RAM in the traditional sense for query performance. In fact, because we measure and maximize the CPU throughput from buffer cache and balance I/O to that rate, many queries may not perform any better when reading from buffer cache than reading from disk. However, a workload described as light on CPU resources but consistently hitting similar sections of tables would benefit from increased buffer cache.
DBA’s can monitor the buffer cache hit ratio under actual user workloads and concurrency to ensure that enough buffer cache is allocated for optimum performance. For more information, see Monitoring Memory Usage, in the appendix of this document.
Architectural Details

The details below are intended to be implemented strictly for sequential data access workloads and except where noted, only as a complete set. These recommendations are not intended to be implemented piecemeal or when configuring a system for non-sequential data access workloads. 
Note: Using these recommendations on non-sequential data access workloads, and/or any deviation from the below (except where noted) will likely yield a system that is inefficient. 

SQL Server Settings

Simple Recovery Mode

To prevent the need to backup the transaction log to empty it, and to allow for the use of minimal logging techniques to maximize performance, the Fast Track approach requires that the database when created be set to use Simple Recovery Mode. There are ramifications to using Simple Recovery Mode that should be reviewed and understood when implementing this approach that are beyond the scope of this document. For more information on how to set Simple Recovery Mode, see How to: View or Change the Recovery Model of a Database (SQL Server Management Studio), in the appendix of this document. 
Note: A new database inherits its recovery model from the model database, so ensure that the model database is created using Simple Recovery Mode, otherwise be sure to set that mode when creating any new or additional databases.

Startup Options

All SQL Server options and settings remain unchanged from their default out-of-box settings unless specifically called out below.
Specified startup options provide optimizations for various SQL Server engine internals. 

Add -E to startup script to the SQL Server instance:

Definition:

 -E 
Allow SQL Server to use 2MB extents


Instructions:


SQL Server Configuration



Right-click SQL Server Service


Advanced



Startup Script


Add parameters '-E' at the end of the startup script. 

Note: After making the above configuration setting modifications, the SQL Server application must be restarted to enable the changes to take effect.
Windows Configuration
All Microsoft Windows® options and settings remain unchanged from their default out-of-box settings unless specifically called out below.

Database File Initialization

Data and log files are initialized to overwrite any existing data left on the disk from previously deleted files. Data and log files are first initialized by filling the files with zeros when you perform one of the following operations:

· Create a database.

· Add files, log or data, to an existing database.

· Increase the size of an existing file (including autogrow operations).

· Restore a database or filegroup.

File initialization causes these operations to take longer. However, when data is written to the files for the first time, the operating system does not have to fill the files with zeros. In SQL Server, data files can be initialized instantaneously. This allows for fast execution of the previously mentioned file operations. Instant file initialization reclaims used disk space without filling that space with zeros. Instead, disk content is overwritten as new data is written to the files.
This setting is not required for the Fast Track approach, but it will speed up the above-mentioned operations. More information on the security ramifications and how to implement the above, see Database File Initialization, in the appendix of this document.
Database Physical Layout
General Approach

It is recommended that all SQL Server data files reside on RAID1 LUNs for the purpose of data protection as well as I/O efficiency.  For each CPU core, a system should have a minimum of one RAID1 LUN for storing primary (permanent) data. There are two data files per LUN to allow simultaneous, efficient and predictable reads from each platter of the RAID1 pair.  

These data LUNs will also store the SQL Server internal database tempdb a work location that SQL Server uses for things such as temporary tables and sort work space. Depending on the data loading approach implemented, the other use for the data LUN’s is to provide storage for a special filegroup that we call the staging filegroup. The staging filegroup is a user-created entity that is intended for explicit temporary objects associated with ETL operations. Note that the use of a staging filegroup is optional and details on other data loading staging options are found later in the document. 
The major motivation for using these separate areas for work operations is to prevent these operations from happening in the primary data storage areas, and by doing so, prevents this primary area from becoming fragmented.  Preventing fragmentation within the primary storage area is a key design goal in order to allow the storage subsystem to perform optimally while maintaining the desired balance between CPU and I/O.  

Also, if possible, size the primary data files to the full size required to hold all of the expected permanent objects in order to prevent any fragmentation that would happen as a data file autogrows. If this can be accomplished, then disable autogrow for the primary data files for a database. It is an established SSDW best practice, and it is highly recommended, to manually grow all data files when the current size limit is being approached, rather than allowing autogrow to kick-in. This will ensure that proportional fill of data will continue to evenly spread out new pages across all disks. If autogrow must be used then it is imperative that the allocation sizes for autogrow are set according to the recommendations below.
In order to eliminate performance bottlenecks associated with logging, the transaction logs for all internal and user databases should reside on a separate LUN.  This transaction log LUN should be backed by as many disk drives as needed to provide space large enough to store the largest DML operations required.

Summary Recommendations

· Data LUNs should be created as RAID1.

· Have at least one data LUN per CPU core.

· Create two primary data files per LUN for each user database.

· If implementing the staging filegroup approach, create a single staging data file per LUN for each user database.

· Create a single tempdb data file per LUN.

· Create a single transaction log per database on a single separate LUN. The log size must be at least twice the size of largest supported uncompressed DML operation. The LUN must be capable of writing data at the rate at which data can be loaded into the load staging tables.

· Fully size the primary data files, if possible, and disable file autogrow.  

· Pre-allocate the primary data files to their full extent, and then create the data files with an initial size large enough to hold the anticipated objects. Disable autogrow on the primary data files and manually grow all data files when the current size limit is being approached. The use of autogrow is highly discouraged when using the Fast Track approach but if autogrow must be used then it is imperative that the Autogrow option is set to grow in 4 MB units. 
· Staging data files (if used) and tempdb data files should have Autogrow enabled and set to 4 MB units.

· Ideally, user databases should be created first, then expand tempdb after the database files are created.  

Other Best Practices

· For large (fact) tables, partition the table on the appropriate date column with the desired granularity in order to allow for efficient deletion of aged rows.

· For large (fact) tables, create a clustered index on the appropriate date column for improved query performance through efficient range scans.

· When performing ETL operations against clustered index or partitioned tables, carefully follow the data loading procedures found later in the document. In general, first load data into a temporary table in the staging area, then insert the data into the permanent table.  Performing loads in this manner will help keep the data pages associated with the permanent tables as sequential as possible within the database files and on the disk platter.

Database Object Recommendations


The goal of the physical database architecture is to create a system which has a balance between the CPU’s computational power and the I/O bandwidth of the storage subsystem.  

When the Fast Track approach is followed, then the number of CPU cores is always proportional to the amount of storage devices in order to maintain the proper balance between CPU and I/O.  Therefore, in the specific guidelines below, the physical layout of the storage LUNs and the database filegroups and files are specified per CPU core.  This is what allows the guidelines to be used for solutions of any scale. 

Table Types

The type of table that is used to store data in the database has a significant effect on the performance of sequential access. It is very important to design the physical schema with this in mind to allow the query plans to induce sequential I/O as much as possible.

There is a choice to be made with regard to the type of table that is used to store your data. The decision comes down to how the data in the table will be accessed the majority of the time. The below decision tree can be used to help determine which type of table should be considered based on the details of the data being stored.

Table Type Decision Tree

1. If the data contains a commonly restricted date attribute then use a clustered index, clustered by date.

2. If the majority of the query workload against the table will be restricted by a column in the table then use a clustered index, clustered by that column.

3. If none of the above applies, and the majority of the queries will scan all the data then just use a heap table.

Heap Tables

Heap tables are unordered tables, laid down physically in the order that rows are inserted. These tables provide clean sequential I/O for table scans but do not allow for range based scans.

It is best to use heap tables for medium to small size tables where:

· There is NOT a date component. 

· Or, in the majority of the query workload scenarios against the table there are no columns in the dataset that are used in query restrictions.

· Or, queries normally do large scans as opposed to granular lookups, such as tables used exclusively to populate Analysis Services cubes.

Clustered Index Tables

A clustered index means that the table itself is reorganized into a tree-structured index form, with the rows in order by key column(s).  Thus, there can only be one clustered index per table.  In the data warehouse environment, a clustered index is most effective when the key is a date or date-related column, and queries often restrict by ranges on that column.  In this situation, the index can be used to substantially restrict the amount of data to be scanned.

It is best to use clustered index tables when:

· There is a date column that is restricted in many of the queries.

· Or, there are columns in the dataset that are used in query restrictions for the majority of the query workload scenarios against the table.

· Or, queries normally do granular lookups as opposed to table scans.

Table Partitioning

Partitioning is a method of breaking up the data associated with a single large table into numerous smaller segments of data files in the database. The table data that is associated with the partition is organized by using an attribute of the data in the table, known as the partitioning key. 

Table partitioning can provide a number of significant benefits for a data warehouse, all of which still apply. Links to additional information on the general best practices and benefits of table partitioning can be found in the appendix of this document.

Specific to the approach this paper describes, table partitioning provides a very significant and important benefit with regard to data management and minimizing fragmentation. Because table partitioning groups the table contents into discrete blocks of data it allows these blocks to be managed as a whole. Using this technique to delete data from your database in blocks can help reduce fragmentation in your database versus doing a row by row delete which will induce fragmentation and may not even be feasible for large tables.
In addition, large tables that are used primarily for populating Analysis Services cubes can be created as partitioned HEAP tables, with the table partitioning aligned with the cube’s partitioning. When accessed, only the relevant partitions of the large table will be scanned.
Improving Performance

Indexing Types

Non-Clustered Indexes

A non-clustered index is a separate tree-structured object that points to the underlying table.  A lookup using a non-clustered index needs to read the index, and then retrieve the underlying table rows in a separate operation.   Non-clustered indexes are generally reserved for situations where important queries can access a limited number of rows via a non-clustered index.  This "Limited number" is not precisely fixed, but is generally on the order of thousands rather than millions or billions of records.

Covering Indexes

A covering index is the term given to a non-clustered index that usually contains more than one column and improves performance of specific DML operations. The idea of setting up a covering index is so that all the columns required in a particular "select" query are "covered" by the index, in other words, all the fields requested in the select are found in the index. A covering index is created by adding certain columns as "included columns" or "non-key columns" in the index. These columns don't affect the order of the records, but do help performance.  As for non-clustered indexes, covering indexes are not normally recommended, but can be added when specific query or schema design requirements exist.

Best Practices for Indexing

The following are considered best practices for implementing indexing strategies that work well for sequential data access:

· Use a clustered index for date ranges or common restrictions, otherwise use non-indexed heap tables. 

· Put non-clustered indexes on tables where query restriction or granular lookup is required.

· Limit the use of non-clustered indexes to situations where the number of rows searched for in the average query is very low compared to overall table size.

Database Statistics

Database management systems rely on statistics to determine consistently performing and optimized query plans. Statistics are also important at query runtime, as they are used to determine the size of various crucial run-time data structures; like bitmap-filters, for example. Missing or inadequate statistics can lead to reduced effectiveness in query execution (and hence slow query times), even if the query plan itself is good.

When to run statistics and how often to update them is not dependent on any single factor. Available maintenance window and overall lack of system performance are typically the two main reasons where database statistics issues are addressed. 

Recommendations Regarding Statistics
· Ideally, statistics should be gathered on all columns in a table. If it is not possible to run statistic for all columns then at minimum you should gather statistics on all columns that are used in a WHERE or HAVING clause and on all primary key and alternate key columns.

· If a join column or primary key is a composite (i.e. is actually multiple columns), it is essential to gather statistics on the composite. Statistics on the individual columns of a composite is NOT sufficient. Note: Creating a composite index will automatically gather statistics on the composite, if you do not implement an index then statistics must me manually gathered and must reflect all columns of the composite key.
· Any statistics involving an increasing key value (such as a Date on a fact table) should be updated manually after each incremental load operation. In all other cases, statistics can be updated occasionally and should be done on a scheduled basis but it is not necessary to gather them after each and every load.

· Statistics should be gathered and updated as a conscious DBA task, whether scripted or manual.  Statistics gathering should not rely on SQL Server automatic statistics generation.

· With larger data sets, if the gathering of statistics is time consuming and problematic then it is possible to run the statistics in parallel up to the number of cores available on the configuration. An example of this approach is included in the Appendix of this document for your reference. 

Compression

SQL Server 2008 allows data to be compressed in tables, indexes and partitions which reduces the amount of physical space required to store data and increases query performance by allowing more data to fit into system memory. The amount of actual compression that can be realized varies relative to the data that is being stored and the frequency of duplicate data fields within the data. If your data is highly random then the benefits of compression will be very limited. Under the best conditions the use of compression will increase demand on the CPU to compress/decompress the data but it will reduce physical disk space requirements and under most circumstances will improve query response time via increased I/O throughput. The Fast Track method does not mandate that compression be utilized under all circumstances but in general the use of compression is highly encouraged to improve performance and reduce storage costs.
Fragmentation

It is common knowledge that the bane of any database management system is fragmentation.  It is particularly troublesome in data warehouse applications because most DML operations (i.e. Select, Update, Insert, Delete) cover much wider volumes of data than in OLTP applications.

Fragmentation in SQL Server occurs through the course of normal DDL operations (i.e. creating/dropping databases, adding/deleting filegroups, creating/dropping tables, etc.).  Although it cannot be fully eliminated, fragmentation can be significantly minimized if a few guidelines are followed as described below.

Fragmentation can happen at several levels, all of which must be controlled to preserve sequential I/O. Key to the consistent performance of your SSDW will be to keep your data as sequentially ordered as possible and limiting underlying fragmentation as much as possible. If fragmentation is allowed to occur then overall system performance will suffer as the SSDWA system is balanced for sequential data access and minimizing the physical movement of the disk head on the spindle. 

Periodic “defragmentation” will be necessary, but if the guidelines below are followed judiciously, the number of time consuming defrags can be minimized.

File System Level Fragmentation
Disk blocks per database file should be kept contiguous on the physical platter within the NTFS file system. Fragmentation at this level can be prevented by not allowing files to grow or shrink in chunks smaller than allowable fragmentation. It is best to pre-allocate all files to their expected size upon creation.

To lessen this level of fragmentation should it occur, an NTFS file system defragmentation tool can be utilized. However, it should be noted that use of this tool will not guarantee resolution of all potential levels of fragmentation that may exist, and in some extreme cases this tool may actually increase fragmentation.

Database Table Level Fragmentation
SQL Server database files hold all of the pages for all of the tables within that database. These tables can become interleaved down to the extent size (2M) or even the page level (8K). This is usually due to improper concurrency during DML operations or excessive row level updates or deletes. Following careful guidelines explained in this document will limit this type of fragmentation greatly. Using the –E option on SQL Server startup, as specified in the "Windows Configuration" section, will limit fine-grained interleaving

To lessen this level of fragmentation, all of the interleaved and fragmented tables must be truncated and re-created with proper concurrency.

Index Level Fragmentation
An index can be in different physical (page) and logical (index) order. This will also cause non-sequential I/O during table or index scans, decreasing performance.  This can be prevented through applying careful loading techniques describes in this document.

To lessen this level of fragmentation run the ALTER INDEX REORGANIZE command or drop and recreate the table according to the techniques described in the "Full Table Load" procedures defined in this document.

Data Loading Procedures

Keeping data in sequential order on the disk and preventing fragmentation when loading data into the data warehouse schema is very important to creating and maintaining a consistent level of system performance. Additionally, minimizing fragmentation also helps prevent time consuming database reorganizations. 

Unfortunately due to the nature of today’s enhanced CPU’s that provide multiple cores for the benefit of parallelization of database tasks like loading, it is very difficult to maintain low levels of fragmentation and still maintain the advantages of loading data using multiple CPU cores. 

The techniques described here will allow for a method of loading data that can scale as the system grows in size of data loaded, and provides the benefits of parallelization and efficiency by maximizing the number of CPU cores utilized while at the same time minimizing fragmentation.

The objectives of the Fast Track data loading process are:

· Maximize load performance by reducing SQL Server sort spillage to disk.

· Reduce fragmentation in the final table as the data is loaded.

· Allow for parallelization of the load the process to better utilize CPU resources thereby shortening load windows.

· Reduce the impact of the data loading process on other concurrent system workloads.

Heap tables can be loaded without the need to use a staging area. For other table types, specific details on the differences for how to load data are defined elsewhere in the document but all share the same fundamental general approach which is to: 

1. Create a heap table in the staging area to hold the data to load.

2. Load the heap table with data to be loaded to the final permanent table.

3. Use the INSERT SELECT to move the data to the final permanent table.
Reasoning Behind the Use of a Dedicated Staging Area
In order to load data into a table in sequential order, sort operations need to be executed to physically get the data into the specified sequential order before writing the data to disk.

Typically SQL Server implementations that do direct loads to a table that is partitioned or has a clustered index allow the sort spillage to fall into tempdb, With larger data load batches this can be extremely problematic for two reasons: 

· The size of spillage to tempdb may cause a terminal failure in the load by exceeding the system’s available capacity.

· The need to support a transaction log size with enough capacity to be able to support the size of the entire batched transaction. 
Each of the techniques defined below require the use of a separate staging area. The staging area can be either a separate filegroup within the database being loaded or a separate database shared by all user databases for loading. There is no significant performance difference between the two approaches and there are no specific recommendations to which to use, it is totally up to the discretion of the implementer to utilize the method that is most comfortable or required based on internal policy. 

Benefits of using a Staging area approach are:

· To reduce or eliminate sort spillage to tempdb.

· To minimize the use of the transaction log by allowing for the use of minimal logging setting when loading data into the staging area.

To reduce the user database level fragmentation typically caused by the expansion and contraction of tempdb as the staging area is self contained and can be completely dropped and recreated.

Staging Filegroup Approach

The below diagram provides a model for how the physical files are organized on the system when utilizing the Staging filegroup approach. The appendix section contains a create database script that provides an example for how to implement the staging filegroup approach.
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Staging Database Approach

The below diagram provides a model for how the physical files are organized on the system when utilizing the Staging database approach.
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Parallel Loading

SMP systems have fixed resources such as a limited number of CPU cores and total available memory. The system needs to prioritize and allocate these resources not only to SQL Server but to system functions like the OS itself as a result there is a point of diminished return when these resources are taxed to their limits. Specifically, resource contention becomes a significant issue with regard to the number of sessions executed in parallel as each of the multiple sessions must compete against each other for the same limited system resources. 
In order to realize the benefits of using a parallel approach there are a few items that must be carefully considered when choosing to use this optimization method.
When to Consider Parallel Loading

Under certain circumstances specifically described in each of the below data loading options using parallel loading techniques can help to manage data loading workload and to improve load performance. Parallel load techniques are not appropriate for smaller import data sets (<500GB) and inappropriate use of these techniques may in fact degrade performance and load times as compared to the use of established best practices for data loading.. Generally and with unless working with extremely large import datasets parallel techniques are not required.
Query Performance Degradation

Techniques used to load data in parallel can actually cause later queries against the loaded tables to run about 20-30% slower than the same table loaded using non-parallel techniques. The tradeoff is an improvement of 2-4x of data loading speed to a potential later decrease of about 20-30% in table query scan performance. The difference is attributed to a level of fragmentation that is induced when multiple threads are writing to the same table at the same time.

Note: The performance loss in query runtime due to parallel loads could be mitigated by adapting multiple filegroups per database, and placing partitions of the large tables across multiple filegroups. You would need one filegroup per parallel load thread. There can be multiple partitions per filegroup, but there must be enough filegroups to allow for affinity between load threads and discreet partitions.

Log File Size

To ensure maximum performance when using a parallel load technique the log file must be sized to at least twice the size of largest supported uncompressed DML operation for each session that is to be run in parallel. If the log file is not sized properly then parallel loading options will not operate at maximum efficiency and may become inefficient.
Estimating the Number of Parallel Load Sessions

The below data loading techniques make it possible to launch multiple simultaneous sessions in parallel to improve performance when loading larger datasets. Parallel loading techniques can be used to load data to staging or to the final permanent table. 

· For optimum performance it is highly recommended to not execute more concurrent parallel load sessions on your system than the number of total CPU cores as serious performance degradation will result.

Note: If the number of parallelized sessions exceeds more than 50% of your systems available CPU cores then you should consider using Soft-NUMA to affinitize the individual sessions to use specific CPU’s. For more information on Soft-NUMA see the link on How to Configure SQL Server to use Sort-NUMA in the appendix of this document.

Determining a Partitioned Table Load Batch Size

To maximize performance by minimizing spillage to disk during the initial load of data to the staged version of the final table the below technique can be used to estimate a batch size to use with the BULK INSERT command. The batch size is determined by the row size and number of rows of incoming file (or total size) compared to the amount of memory allowed per session by SQL Server Resource Governor.

 Calculation for Estimating Session Load Batch Size

1. Batch Size (in rows) = RAM Size Per Session / Average Row Size

2. RAM Size Per Session = Total SQL Server Memory * Resource Governor (RG)% setting (use 25% as a default factor if RG is off)
Example of Estimating Session Load Batch Size

The below example is based on the following assumptions:

· Total SQL Server System Memory = 32GB

· Resource Governor is set at 30 percent

· Average row size of data to load = 128 bytes

Batch Size (in rows) = ((32GB * .30)/128 bytes)
Heap Table Load Process

If the final permanent table is of type HEAP, then it is possible to bulk insert the data directly to the final permanent table without requiring any pre-staging of the data. The loading of the heap table can be done serially, or by carefully following the recommendations the load can be implemented to utilize parallelism to speed the loading process.

Loading a Heap Table

This method does not require the use of a staging area, it can be implemented as serial or parallel process (with conditions), it can be used to completely reload a new table, it can be used for incremental data loads, and it can be used for loading to final permanent tables that are partitioned or not.

1. BULK INSERT the data to be loaded into the final permanent heap table.

a. Use the TABLOCK option

b. Use the BATCHSIZE option only if the final permanent table is partitioned. Loading to a partitioned table will cause a sort to tempdb to occur. To minimize spillage to  tempdbunder these conditions use the method for how to determine a partitioned table load batch size described elsewhere in the document.

HEAP BULK INSERT Example: 
BULK INSERT UserDB.dbo.test_heap_table1
FROM 'Z:\DATA\data_test_table1.tbl'

WITH (DATAFILETYPE = 'char',

FIELDTERMINATOR = '\|',

ROWTERMINATOR = '\|\n',

TABLOCK,

BATCHSIZE = 10000
ERRORFILE = 'Z:\data\errors\error_test_table1.err');
2. To improve load time performance when importing large data sets, the load process can utilize parallelism by running multiple bulk insert operations simultaneously.
Note: To minimize fragmentation when utilizing the parallel load approach, the load processes should be restricted to loading only one heap table located in one filegroup.

Clustered Index Load Process

There are three options for loading, each builds in complexity on the other and there are benefits and reasons for choosing the one that best suits the requirements and SLA of your load window.

· Option 1: Simplified and Serialized is best suited to smaller full table or incremental data load sizes.
· Option 2: Optimized and Serialized is best suited to larger full table or incremental data load sizes that are partitioned or have a cluster-index.
· Option 3: Optimized and Parallelized is best suited when seeking the highest possible performance with larger full table or incremental data load sizes that are partitioned or have a clustered-index.
Option 1: Simplified and Serialized

This method minimizes transaction log use for the final table insert, it is serialized, designed for ease of use, and is best suited to smaller full table or incremental data load sizes as all data in the initial staged heap table must be able fit fully within tempdb for sorting operations.

1. Create a staging area (either filegroup or database) pre-allocated to slightly larger than the largest expected load file size.
2. Create a staging table in the staging area that has the schema as the final table but is of type HEAP to hold the staged data.

3. Open a SQL Server session.

4. Set TF610 ON within the session to enable minimal logging.

5. Bulk insert the data to be loaded into the staging heap table (see the section titled Loading a heap table for recommendations on how to parallel load a heap table).

a. Use the TABLOCK option on the bulk insert.

BULK INSERT Example: 
BULK INSERT STAGE.dbo.stg_test_table1

FROM 'Z:\DATA\data_test_table1.tbl'

WITH (DATAFILETYPE = 'char',

FIELDTERMINATOR = '\|',

ROWTERMINATOR = '\|\n',

TABLOCK,

ERRORFILE = 'Z:\data\errors\error_test_table1.err');
6. Run an INSERT/SELECT statement to move the data from the staging area to the final table located in the Permanent file group.

INSERT SELECT Example:

INSERT INTO UserDB.dbo.test_table1 SELECT * FROM STAGE.dbo.stg_test_table1 OPTION (MAXDOP 1)
7. Exit the SQL Server session.

8. If desired the staging area (filegroup or database) can now be removed from the system to release space for other purposes.
Option 2: Optimized and Serialized

This method is designed to lessen the use of tempdb and the transaction log for staging and the final target table, it is serialized but contained in a single session, allows for loading data a partition at a time, and is best suited to larger full table or incremental data load sizes that are partitioned or have a clustered-index. Note: This technique can also be used for tables that do not have partitions or a clustered-index.
1. Create a staging area (either filegroup or database) pre-allocated to slightly larger than the largest expected load file size.
2. Create a staging table in the staging area that has the schema as the final table but is of type HEAP to hold the staged data.

a. If the staging version of the table is partitioned, the bulk insert process will perform a sort on the incoming data to the staging table. To improve the chances of the sorts fitting within RAM instead of spilling to disk as the staging table is loaded, expand all the staging table VARCHAR fields to the largest size allowed, currently VARCHAR(8000). Preventing spilling to disk will significantly improve the initial staging load performance.
3. Apply any partitioning function that is on the destination table to the staging area table and note the number of partitions that are created.
4. BULK INSERT the data to be loaded into the staging heap table (see the section titled Loading a heap table for recommendations on how to parallel load a heap table).

a. Use TABLOCK option

b. Use BATCHSIZE option to help ensure that the sorts are contained in memory (how to determine the batch size value to use is described above in the section Determining a Partitioned Table Load Batch Size).

BULK INSERT Example: 
BULK INSERT STAGE.dbo.stg_test_table1

FROM 'Z:\DATA\data_test_table1.tbl'

WITH (DATAFILETYPE = 'char',

FIELDTERMINATOR = '\|',

ROWTERMINATOR = '\|\n',

TABLOCK,

BATCHSIZE = 10000
ERRORFILE = 'Z:\data\errors\error_test_table1.err');

5. Open a SQL Server session.

6. Optionally start a transaction to preserve the logical consistency of the data in case rollback capability is desired.

7. Set TF610 ON within the session to enable minimal logging.

8. For each partition in the staging table, run an INSERT SELECT statement restricted to push rows into the corresponding and specific partition of the final table.

INSERT SELECT by Partition Number Example:

The following assumptions apply to the example:

· StageDB.dbo.stg_ test_table1 has had the same partition function applied to it as as the final table UserDB.dbo.test_table1 on a date type column called test_table1_datefield. 

· The partition function created was named stg_test_table1_PF. 

· Number of partitions should be known based on the application of the partition function to the staged version of the table. It is possible to query the system for this value.

Example of how to query for the number of partitions on the staging table: 

select COUNT(partition_number) from sys.partitions where object_name(object_id)= ‘stg_test_table1';

· The specific partition number refers to integer partition number value for the specific partition you are iterating through based on the above total of existing partitions created in the staged version of the table.

insert into UserDB.dbo.test_table1 select * from StageDB.dbo.stg_ test_table1 where $PARTITION.StageDB.stg_ test_table1_PF (test_table1_datefield) = {the specific partition number} option (maxdop 1);

9. If using a transaction-based operation, then upon successful completion of all inserts, commit the transaction.

10. Exit the SQL Server session.

11. If desired, the staging area (filegroup or database) can now be removed from the system to release space for other purposes.
Option 3: Optimized and Parallelized

This method is designed to lessen the use of tempdb and the transaction log for staging and the final target table, it allows for parallelization which requires multiple sessions, allows for the simultaneous loading of data to multiple partitions at a time, and is best suited when seeking the highest possible performance with larger full table or incremental data load sizes that are partitioned or have a clustered-index. Note: This technique can also be used for tables that do not have partitions or a clustered-index.
· Create a staging area (either filegroup or database) pre-allocated to slightly larger than the largest expected load file size.
· Create a staging table in the staging area that has the schema as the final table but is of type HEAP to hold the staged data.

a. If the staging version of the table is partitioned, the bulk insert process will perform a sort on the incoming data to the staging table. To improve the chances of the sorts fitting within RAM instead of spilling to disk as the staging table is loaded, expand all the staging table VARCHAR fields to the largest size allowed, currently VARCHAR(8000). Preventing spilling to disk will significantly improve the initial staging load performance.
· Apply any partitioning function that is on the destination table to the staging area table and note the number of partitions that are created.
· BULK INSERT the data to be loaded into the staging heap table (see the section titled Loading a heap table for recommendations on how to parallel load a heap table).

a. Use the TABLOCK option.

b. Use BATCHSIZE option to help ensure that the sorts are contained in memory (how to determine the batch size value to use is described above in the section Determining a Partitioned Table Load Batch Size).

BULK INSERT Example: 
BULK INSERT STAGE.dbo.stg_test_table1

FROM 'Z:\DATA\data_test_table1.tbl'

WITH (DATAFILETYPE = 'char',

FIELDTERMINATOR = '\|',

ROWTERMINATOR = '\|\n',

TABLOCK,

BATCHSIZE = 10000
ERRORFILE = 'Z:\data\errors\error_test_table1.err');
· To minimize load time you can parallelize the loading of the data into the final permanent table up to the number of CPU cores on your server. See above section on Parallel Loading for more information.
For each of the partitions in the staging table:
a. Open a SQL Server session.

b. Optionally start a transaction to preserve the logical consistency of the data in case rollback capability is desired.

c. Set TF610 ON within the session to enable minimal logging only for this specific session.

d. Run an INSERT SELECT statement restricted to push rows into the corresponding and specific partition of the final table (see syntax and example in above Option 2 method).
e. If using a transaction based operation then upon successful completion of all inserts, commit the transaction.
f. Exit the SQL Server session.

· If desired, the staging area (filegroup or database) can now be removed from the system to release space for other purposes.

Conclusion

The end result of following the Fast Track approach as defined herein will be an SMP based SSDW configuration for sequential I/O data access workloads that is efficient and provides a known starting point for predictable and scalable performance.

For More Information

SQL Server Fast Track Data Warehouse home page
Introduction to SQL Server Fast Track Data Warehouse Architectures: An introductory-level version of this paper with an overview of data warehousing best practices
SQL Server 2008 Data Warehousing web site

Project codename Madison web site

SQL Server TechCenter web site

SQL Server DevCenter web site

SQL Server Customer Advisory Team web site
Using SQL Server To Build A Hub-and-Spoke Enterprise Data Warehouse Architecture
Hub-And-Spoke: Building an EDW with SQL Server and Strategies of Implementation
Additional References

SQL Server CAT Team 10 Best Practices for Building Large Scale Relational Data Warehouses
How to: Enable the Lock Pages in Memory Option
Tuning options for SQL Server 2005 that is running in high performance workloads
How to: Configure SQL Server to Use Soft-NUMA
Database File Initialization
How to: View or Change the Recovery Model of a Database (SQL Server Management Studio)
Monitoring Memory Usage
Scalability and VLDB Resources on Microsoft.com

HYPERLINK "http://www.microsoft.com/sql/techinfo/administration/2000/scalability.asp" 
824190 Troubleshooting Storage Area Network (SAN) Issues

HYPERLINK "http://support.microsoft.com/?id=824190" 
325590 How to Use Diskpart.exe to Extend a Data Volume 
Microsoft Storage Technologies – Multipath I/O
Support in Windows Server 2003: Improving Manageability and Performance in Hardware RAID and Storage Area Networks
INF: Support for Network Database Files
SQL Server 2000 I/O Basics whitepaper
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Appendix

Basic Terms and Key Concepts 

Understanding the following terms and key concepts are important to achieving a balanced configuration.

1. I/O Characteristics OLTP (listed here for comparison only, reference architectures are intended only for DW/OLAP workloads)

a. Data manipulation oriented.

b. Usually, large number of user connections, using simple queries that generate random accesses to the disk.

2. Data Warehouse (DW) and OLAP 

a. Data reading oriented.

b. Usually, fewer user connections, issuing complex aggregative queries that generate sequential accesses to the disk.

c. Periodic write activity must also be taken into account.

d. Operations and queries tend to be long duration.
e. Typically contains very large amounts of data.
3. Read vs. Write
a. Read - Accesses the data from drive and writing it to the buffer cache. 

b. Write - Writing the data from the buffer cachel onto the hard drive. 
4. Random I/O vs. Sequential I/O
a. Random - Accessing the data that is scattered across the disk. 

b. Sequential - Accessing the data by the order it is physically stored. 

5. Sector Size vs. Stripe Size vs. Request Block Size
a. Sector Size – The smallest physical internal storage unit on the disk. Currently fixed to 512 bytes.

b. Allocation Unit Size – NTFS Working Size Unit.
c. Stripe Size - unit of data written / accessed from a disk. set at array creation. 

d. Request Block Size -  is the Data Size Unit I/O Requests Sent By SQL Server.
e. Extent Size – the smallest size which SQL server will use to extend a table within file space.
6. Autogrow  

a. The smallest size which SQL server will use to extend a file when necessary. 

b. Autogrow also becomes the equivalent of stripe size when multiple files exist within a filegroup.
EMC CX4 Storage Array Configuration

The following settings were utilized on the EMC CX4-240 Storage Array. All other Storage Array options and settings remain unchanged from their default out-of-box settings unless specifically called out below:

· Read cache 32 MB

· Write cache 1229 MB

· Variable prefetch

· 4X prefetch factor

· Max prefetch size 4096 blocks (2MB)

· Disable prefetch size 4097 blocks

· High water mark enabled.

· Low water mark 60 %

· High water mark 80 %

· Page size 8K

I/O Performance Tools

SQLIOSIM.Exe 

· Used as a stress tool and to determine correctness of the configuration.

· Simulates various patterns of SQL Server I/O behavior to ensure rudimentary I/O safety.

· Usage – To verify that your i/o system is functioning correctly under heavy loads.

 SQLIO.Exe 

· A SQL Server I/O utility used to establish basic benchmark testing results.

· Purpose - To test maximum throughput achievable by the I/O subsystem for common SQL Server I/O types.

Create Database with Staging Filegroup Script Example

Below is an example of a database creation script used to build out an Fast Track configuration that uses a staging filegroup. It is included solely as an example for how to script the creation. The script was used in the Fast Track testing and development and should not be used as written here for other purposes as it may not be appropriate for use under all conditions.

USE [master]

GO

ALTER DATABASE UserDB SET RECOVERY SIMPLE

GO 

CREATE DATABASE [UserDB] ON  PRIMARY 

 ( NAME = N'UserDB_1a',  FILENAME = N'C:\Stor\lun\11\UserDB_1a.mdf' ,   SIZE = 40GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_2a',  FILENAME = N'C:\Stor\lun\14\UserDB_2a.mdf' ,   SIZE = 40GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_3a',  FILENAME = N'C:\Stor\lun\21\UserDB_3a.mdf' ,   SIZE = 40GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_4a',  FILENAME = N'C:\Stor\lun\24\UserDB_4a.mdf' ,   SIZE = 40GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_5a',  FILENAME = N'C:\Stor\lun\31\UserDB_5a.mdf' ,   SIZE = 40GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_6a',  FILENAME = N'C:\Stor\lun\34\UserDB_6a.mdf' ,   SIZE = 40GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_7a',  FILENAME = N'C:\Stor\lun\41\UserDB_7a.mdf' ,   SIZE = 40GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_8a',  FILENAME = N'C:\Stor\lun\44\UserDB_8a.mdf' ,   SIZE = 40GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0)

LOG ON 

 ( NAME = N'UserDB_log', FILENAME = N'C:\stor\lun\1\UserDB_log.ldf' , SIZE = 300GB , MAXSIZE = 2048GB , FILEGROWTH = 1%);

GO
ALTER DATABASE [UserDB] SET COMPATIBILITY_LEVEL = 100

GO
IF (1 = FULLTEXTSERVICEPROPERTY('IsFullTextInstalled'))

BEGIN
EXEC [UserDB].[dbo].[sp_fulltext_database] @action = 'enable'

END
GO

ALTER DATABASE [UserDB]

ADD FILE 

 ( NAME = N'UserDB_1b',  FILENAME = N'C:\Stor\lun\11\UserDB_1b.mdf' ,   SIZE = 40GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_2b',  FILENAME = N'C:\Stor\lun\14\UserDB_2b.mdf' ,   SIZE = 40GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_3b',  FILENAME = N'C:\Stor\lun\21\UserDB_3b.mdf' ,   SIZE = 40GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_4b',  FILENAME = N'C:\Stor\lun\24\UserDB_4b.mdf' ,   SIZE = 40GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_5b',  FILENAME = N'C:\Stor\lun\31\UserDB_5b.mdf' ,   SIZE = 40GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_6b',  FILENAME = N'C:\Stor\lun\34\UserDB_6b.mdf' ,   SIZE = 40GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_7b',  FILENAME = N'C:\Stor\lun\41\UserDB_7b.mdf' ,   SIZE = 40GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_8b',  FILENAME = N'C:\Stor\lun\44\UserDB_8b.mdf' ,   SIZE = 40GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0)

TO FILEGROUP [primary];

GO

ALTER DATABASE UserDB
ADD FILEGROUP [staging];

GO
ALTER DATABASE UserDB
ADD FILE

 ( NAME = N'UserDB_staging_1',  FILENAME = N'C:\Stor\lun\11\UserDB_staging_1.mdf' ,   SIZE = 100GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_staging_2',  FILENAME = N'C:\Stor\lun\14\UserDB_staging_2.mdf' ,   SIZE = 100GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_staging_3',  FILENAME = N'C:\Stor\lun\21\UserDB_staging_3.mdf' ,   SIZE = 100GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_staging_4',  FILENAME = N'C:\Stor\lun\24\UserDB_staging_4.mdf' ,   SIZE = 100GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_staging_5',  FILENAME = N'C:\Stor\lun\31\UserDB_staging_5.mdf' ,   SIZE = 100GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_staging_6',  FILENAME = N'C:\Stor\lun\34\UserDB_staging_6.mdf' ,   SIZE = 100GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_staging_7',  FILENAME = N'C:\Stor\lun\41\UserDB_staging_7.mdf' ,   SIZE = 100GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0),

 ( NAME = N'UserDB_staging_8',  FILENAME = N'C:\Stor\lun\44\UserDB_staging_8.mdf' ,   SIZE = 100GB , MAXSIZE = UNLIMITED, FILEGROWTH = 0)

TO FILEGROUP [staging];

GO
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Variables and Fixed Values





SS CPU per CORE Requirement





200





MB/s





Max rate per SP on EMC





500





MB/s





Max number of SP's per EMC Cx4





2





each





Max rate per LUN RAID 1 on EMC Cx4





240





MB/s





Max rate per 1/2 DAE on EMC Cx4





370





MB/S





Max number of DAE's per EMC Cx4





2





each





Max number of 3.5 drives per DAE





15





each





Number of drives per LUN





2





each





Maximum number of LUN's per DAE (for data, TempDB and Staging FG)





6





each





Drive Info





300GB x 15k





272





GB





0.272





TB





250





MB/s





400GB x 10k





373





GB





0.373





TB





175





MB/s





1TB x 7.2k





1024





GB





0.9315





TB





122.5





MB/s





Calculations/Results





CPU Target compressed consumption rate (based on SS CPU per CORE Requirement)





800





MB/s





1600





MB/s





3200





MB/s





4800





MB/s





6400





MB/s





Desired Storage Array compressed consumption feed rate (based on MAX EMC SP rate)





1000





MB/s





2000





MB/s





4000





MB/s





5000





MB/s





8000





MB/s





SP Math





 





 





 





Calculated number of single SP's required to achieve this rate (based on MAX SP RATE)





2.00





each





4.00





each





8.00





each





10.00





each





16.00





each





Actual (rounded) number of single SP's required to achieve this rate





2.00





each





4.00





each





8.00





each





10.00





each





16.00





each





Calculated number of Cx4 to support needed SP's (2 sp's per Cx4)





1.00





each





2.00





each





4.00





each





5.00





each





8.00





each





Actual (rounded) number of Cx4 to support needed SP's (2 sp's per Cx4)





1.00





each





2.00





each





4.00





each





5.00





each





8.00





each





DAE Math





Calculated number of DAE's required to hit desired storage array consumption rate (based on Max rate per 





1/2 DAE)





1.35





each





2.70





each





5.41





each





6.76





each





10.81





each





Total actual (rounded) number of DAE's required to hit desired storage array consumption rate (based on Max 





rate per 1/2 DAE)





2.00





each





3.00





each





6.00





each





7.00





each





11.00





each





Calculated number of Cx4 to support required DAE (based on 2 DAE per Cx4)





0.68





each





1.35





each





2.70





each





3.38





each





5.41





each





Total actual (rounded) number of Cx4 required to support all DAE's





1.00





each





2.00





each





3.00





each





4.00





each





6.00





each





LUN Math (Data and TempDB)





LUNS required per 1/2 DAE (based on Max rate per LUN/Max rate per 1/2 DAE)





1.54





each





1.54





each





1.54





each





1.54





each





1.54





each





Rounded number of LUNS per half DAE





2.00





each





2.00





each





2.00





each





2.00





each





2.00





each





Total number of LUN's required per DAE





4.00





each





4.00





each





4.00





each





4.00





each





4.00





each





Required number of LUN's for all DAE's (# of luns per DAE * total rounded number of DAE's)





8.00





each





12.00





each





24.00





each





28.00





each





44.00





each





Drive throughput based on above number of LUN's for all DAE using 300GBx15k @ 250MB/s 





4000.00





MB/s





6000.00





MB/s





12000.00





MB/s





14000.00





MB/s





22000.00





MB/s





Drive throughput based on above number of LUN's per DAE using 400GBx10k @175MB/s  





2800.00





MB/s





4200.00





MB/s





8400.00





MB/s





9800.00





MB/s





15400.00





MB/s





Drive throughput based on above number of LUN's per DAE using  1TBx7.2 @122.5MB/s 





1960.00





MB/s





2940.00





MB/s





5880.00





MB/s





6860.00





MB/s





10780.00





MB/s





Drive Math (actual/rounded drives made even numbers for raid 1 pairs)





Drive count per DAE (based on Total Number of LUNS per DAE * Number of drives per LUN)





8.00





each





8.00





each





8.00





each





8.00





each





8.00





each





Total number of drives on the appliance (based on Drive Count per DAE * Total number of DAE's)





16.00





each





24.00





each





48.00





each





56.00





each





88.00





each





Throughput Results





SP (based on Actual rounded number of CX4 * Max rate per SP * Max number of SP's)





1000.00





MB/s





2000.00





MB/s





4000.00





MB/s





5000.00





MB/s





8000.00





MB/s





DAE (based on Max rate per 1/2 DAE * 2 * Actual rounded number of CX4)





1480.00





MB/s





2220.00





MB/s





4440.00





MB/s





5180.00





MB/s





8140.00





MB/s





LUN's (based on Max rate per LUN RAID 1  * Required number of LUN's for all DAE's)





1920.00





MB/s





2880.00





MB/s





5760.00





MB/s





6720.00





MB/s





10560.00





MB/s





Drive throughput based on above number of LUN's for all DAE using 300GBx15k @ 250MB/s 





4000.00





MB/s





6000.00





MB/s





12000.00





MB/s





14000.00





MB/s





22000.00





MB/s





Drive throughput based on above number of LUN's per DAE using 400GBx10k @175MB/s  





2800.00





MB/s





4200.00





MB/s





8400.00





MB/s





9800.00





MB/s





15400.00





MB/s





Drive throughput based on above number of LUN's per DAE using  1TBx7.2 @122.5MB/s 





1960.00





MB/s





2940.00





MB/s





5880.00





MB/s





6860.00





MB/s





10780.00





MB/s





Per CPU Core feed rate using 300GBx15k @ 250MB/s (based on drive throughput / # of cores)





1000.00





MB/s





750.00





MB/s





750.00





MB/s





583.33





MB/s





687.50





MB/s





Per CPU Core feed rate using 400GBx10k @175MB/s (based on drive throughput / # of cores)





700.00





MB/s





525.00





MB/s





525.00





MB/s





408.33





MB/s





481.25





MB/s





Per CPU Core feed rate using  1TBx7.2 @122.5MB/s (based on drive throughput / # of cores)





490.00





MB/s





367.50





MB/s





367.50





MB/s





285.83





MB/s





336.88





MB/s





Actual User Data, TempDB and Staging FG Space (Uncompressed)





300GB





2.18





TB





3.26





TB





6.53





TB





7.62





TB





11.97





TB





400GB





2.98





TB





4.48





TB





8.95





TB





10.44





TB





16.41





TB





1TB





7.45





TB





11.18





TB





22.36





TB





26.08





TB





40.99





TB





24





32





Value





Est GB





Est TB





Est Rate





4





8





16





NUMBER OF CORES





4





8





16





24





32
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