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Abstract

Suicidal ideation is a major health concern in the United States, with many millions
of people reporting experiencing serious suicidal thoughts each year. Early detection of
suicidal thought is critical in preventing suicide attempts and treating affected individ-
uals. Recent research has shown how machine learning can be used to detect suicidal
ideation from phone speech data. However, given the very sensitive nature of the data
involved in this process (i.e. phone conversations of at-risk persons and prediction re-
sults), it is difficult to imagine how such an application could be used in practice. To
address this issue, we investigate a privacy-preserving variant of the ideation detection
application flow involving homomorphic evaluation of neural networks. We describe
multiple realistic use-cases to aid both affected individuals and clinical practitioners
that would be enabled as a result of this secure infrastructure. We also give first or-
der performance estimates for homomorphic evaluation of the networks proposed, and
discuss various opportunities for further analysis.

1 Introduction

Suicidal ideation, or the state of thinking about or planning a suicide, is a major public
health concern in the United States. In 2015 alone, an estimated 9.8 million adults in
the US reported having serious suicidal thoughts [AAfBHS]. Moreover, according to the
United States Center for Disease Control, the national suicide rate increased by 33 percent
between 1999 and 2017 [fDCP]. Early detection of suicidal ideation is critical to prevent
suicide attempts and provide treatment for individuals. Yet, in spite of major advances in
the fields of medical and psychological science, our ability to predict suicide has remained
roughly constant for at least several decades [FRF+17].

Clinical practitioners typically rely on self-report of suicidal thoughts in order to diag-
nose suicidal patients. However, this method of diagnosis is problematic, since a majority
of individuals who die from suicide deny suicide ideation in their last communication about
the subject before death [IHM+95, BF04]. Additionally, the current system relies on clinical
assessment as a primary means of identifying suicidal ideation. This means that individuals
who do not make a habit of regular clinical assessments, for instance, due to concerns about
cost of treatment, time constraints, lack of access, feelings of depression/lack of motivation,
or social stigma, do not receive adequate diagnosis and treatment [NRTG14, CHE+13].

In order to address some of these inefficiencies, Gideon et al. [GSMP19] proposed a
machine learning-based system for detecting suicidal ideation. By determining the emotions
present in a subject’s natural phone conversations, and noting that individuals with suicidal
ideation displayed lower emotional variability than healthy controls, the authors were able
to create a machine learning model that could predict the likelihood of suicidal ideation in
an individual.

From a security perspective, both the phone call data and the prediction output are
extremely sensitive in nature and require complete confidentiality. Any leak of medical
data could dramatically affect the patient’s well-being, whether through resulting social
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stigma, discrimination by employment or financial institutions, or other types of abuse.
The approach taken by Gideon et al. to safeguard user data involves sending encrypted
data from the user’s phone to a server compliant with U.S. patient privacy laws, which is
then able to decrypt and process the user data in the clear. Though this approach may be
sufficient for a limited number of users, assuming a heavily safeguarded, small number of
private servers used to process the user data, it does not scale well as the number of users
increases.

For many applications, a larger user base may signal the need to move from a small
private infrastructure to a larger cloud-like environment, where equipment and maintenance
costs can be outsourced and/or shared amongst multiple cloud customers. However, many
works have shown how seemingly secure cloud-based systems are often easily exploitable
by attackers, for example, due to the difficulty of detecting bugs in large cloud operating-
systems, or via the use of side-channel attacks [ZJRR12, IGI+16]. Thus, though it solves the
problem of scalability, this approach has the potential to violate user security and privacy.

Recently, researchers at Microsoft have demonstrated the feasibility of using Homomor-
phic Encryption to securely outsource Neural Networks predictions for MNIST and CIFAR
datasets [GDL+16, BEGB19, BMMP18]. In this work, we investigate the feasibility of
securely detecting suicidal intent from speech data using privacy-preserving homomorphic
encryption techniques.

Overview. We begin by describing an end-to-end flow for suicidal ideation detection, first
shown to be effective in [GSMP19]. We then describe a privacy-preserving cyclical system
of evaluations to further improve suicidal ideation detection and treatment. We discuss at a
high level the trade-offs that would need to be considered for this implementation and give
a first-order approximation of the performance of our proposed approach, using [BEGB19]
as a reference for homomorphic operation performance. Finally, we discuss extensions of
this work and identify several interesting areas for future analysis.

2 Suicide Ideation Detection

Researchers at the University of Michigan have demonstrated the feasibility of detecting
suicide ideation from natural phone call speech data using their PRIORI smartphone appli-
cation [GSMP19]. In their analysis, the researchers make use of two main neural networks:
a convolutional neural network (CNN), consisting of a feature encoder and an emotion clas-
sifier, and a dense neural network (DNN). The CNN and DNN are shown in Figure 1 and
Figure 2, respectively. We use their process as a basis for our proposed application, and
describe key components of their approach below.

2.1 Dataset

The Ecological Measurement of Affect, Speech, and Suicide (EMASS) dataset is a collec-
tion of natural phone conversations and regular reports of emotion, mood, and suicidal
thoughts. Specifically, it consists of over 400 hours of phone conversations recorded from 43
different participants, including healthy control samples and patients who experience suici-
dal ideation. The calls were recorded by the PRIORI phone application over the course of
8 weeks. The authors of [GSMP19] use the EMASS dataset to train and test their models.
The collection of this dataset is still ongoing; however, the authors plan to publish the
extracted EMASS dataset features upon completion of the study.

2.2 Application

The PRIORI application, as described in [GSMP19], utilizes neural networks to perform
various operations. For convenience, we give the steps of the application flow below (for
inference only):

1. Use the PRIORI phone application to save user-side call audio.

2. Use an algorithm for speech activity detection (such as the COMBO-SAD algo-
rithm [SH13]) to extract short segments of uninterrupted speech from a call.
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Figure 1: MADDoG Convolutional Neural Network, which consists of a Feature Encoder
(left) and an Emotion Classifier (right). Figure adapted from [GMM19].

3. Divide each segment into overlapping frames and extract a 40-dimensional log Mel-
filter bank (MFB) spectrum. This will result in a matrix of 40-by-ti, where ti is the
number of frames in segment i.

4. Pad the above matrix with enough zero vectors to get a 40-by-T matrix, where T is
the maximum number of frames in a segment for all segments in the training set.

5. Feed the 40-by-T matrix into two separate MADDoG Feature Encoders to get “segment-
level” representations of the data.

6. Feed the outputs from the MADDoG Feature Encoder into two separate MADDoG
Emotion Classifiers (one for valence and one for activation). Each classifier output will
be a 3-element vector denoting “low”, “medium”, or “high” for valence or activation,
resulting in a 6-element result. See Figure 1 for more details.

7. Repeat the above two steps for all segments in a call. This will result in a 6×N matrix,
where N is the number of segments in a call.

8. Take 31 statistics (including mean, standard deviation, skewness, kurtosis, min, max,
range, and statistics from performing a linear regression) across each row in the matrix
from the previous step. This will result in a final feature vector of 6×31 = 186 elements
per call.

9. Feed the 186-dimensional vector into five separate DNNs, where each DNN is trained
to classify one of the following emotions: Guilt, Hopelessness, Anger at Others, Anger
at Self, and Irritability. Each DNN consists of four hidden layers with widths of 1024,
512, 256, and 256, respectively. The activation function of the hidden layers is a
RReLu (Randomized Leaky ReLu), which corresponds to a LReLu (Leaky ReLu)
during model evaluation. The final layer uses a sigmoid activation function and out-
puts a 3-element vector, denoting a rating of 0, 0.5, or 1. These ratings correspond
to ratings on a Likert scale of 1-5 for emotion intensity.

10. Repeat the above steps for a set of calls. For each of the 5 emotions, calculate
the (within-subject) standard deviation. This is representative of emotion variability
across a set of calls.

11. Take the average of the 5 standard deviation values found in the previous step. Use
the result as a measure of the average emotion variability over a set of calls for a
particular individual.

12. Use either a threshold or a linear classifier to determine whether the output from the
previous step indicates suicidal ideation.
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Figure 2: Dense Neural Network used for Emotion Identification, as described in [GSMP19].

3 Use cases

As mentioned previously, the PRIORI application-based system described in [GSMP19]
sends raw speech audio to a remote server to be processed in the clear. This speech data
and the resulting network prediction constitute highly sensitive information, especially since
the PRIORI application records all (user-side) natural phone call conversations during day-
to-day life.

We propose modifications to the PRIORI application flow that would allow for a more
secure approach to suicide ideation detection. Namely, our approach would protect all user-
created data as well as the result of the suicide ideation prediction from cloud adversaries.
We call this approach “PRIORIS” to refer to a secure version of the PRIORI approach. In
this approach, the ideation detection flow would be segmented as follows:

1. Audio recording, speech activity detection, and MFB extraction

2. Evaluation of MADDoG Feature Encoders and Emotion Classifiers

3. Calculation of statistics across result

4. Evaluation of Emotion DNNs

5. Calculation of standard deviation, average, and threshold/linear classifier

We envision that steps 1, 3, and 5 would be computed in-the-clear on the local smart-
phone device, while steps 2 and 4 (i.e. the neural networks) would be calculated homomor-
phically in the cloud. This would add an additional homomorphic encryption step and data
communication step between steps (1,2) and (3,4), as well as an additional homomorphic
decryption step and data communication step between steps (2,3) and (4,5).

Preserving the privacy of this speech data could persuade more people to use emotion
detection recognition technology outside the context of clinical studies. Consequently, the
security guarantees afforded to the application flow by our proposed modifications could
render a variety of new opportunities for secure deployment. We identify three such use
cases and describe them below:

Use-Case 1: Secure Detection and Response

In this scenario, the goal of the application would be to understand and respond to the
mental health status of an individual. For example, when the application predicts that a
user is experiencing suicidal inclinations, it could alert the user and recommend a clinical
visit, potentially even displaying locations, hours of operation, and/or open appointment
slots for nearby clinics. In more extreme cases (e.g. when the prediction of suicidal ideation
is strong), the application could display the phone numbers of suicide prevention hotlines
or even immediately connect an individual to a hotline volunteer or trained professional.

Use-Case 2: Secure Clinical Assessment Assistance

The concept of using speech patterns to identify mood disorders is not new; clinicians
typically consider speech factors such intonation, conversation dominance, and voice level
(e.g. quiet, loud) when diagnosing patients with mood disorders [Guy76, YBZM78]. Figure
3 (Block 2) shows how the application could be used to augment the capabilities of clinicians
to understand the mental health of their patients from speech-level information.
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Importantly, this application would allow professionals to take into account predictions
made over a larger group of people. In the case that the application prediction matches
that of the clinician, this could help a clinician be more confident in their diagnosis. In
the case where the prediction differs, the clinician could recommend a follow-up screening.
In the controlled setting of an in-person appointment, special recording equipment can be
used instead of the patient’s phone application.

We note that there may be differences between the ability of the network to predict
suicidal ideation from structured speech (i.e. question-response, clinical assessment) versus
natural speech (i.e. phone calls to friends and family). In this case, the model used for
clinical assessment would have to be trained differently from the model used in use-cases 1
and 3. This will need to be investigated in future work.

Use-Case 3: Secure Treatment Evaluation

In many cases, suicidal ideation can be linked to a mental health disorder which can be
treated [Br̊a18]. As is the case with many mental health disorders, the treatment procedure
is usually a very iterative process [JBC+10]. For example, this may take the form of trying
a certain dose of a medication for a month, re-evaluating symptoms at another clinical visit,
adjusting the medication dose, re-evaluating symptoms at a clinic again, one month later,
etc. Additionally, psychotherapy may be used to a varying degree before the best therapy
schedule is determined.

As mentioned earlier, relying on patients to self-report suicidal ideation is problematic,
as a majority of people who die from suicide deny suicide ideation in their last communica-
tion before death [BFJ03]. In addition to outright denial, patients may simply be unable
to detect suicidal behavior in themselves, simply because they have not been trained to do
so. Moreover, a patient may rely on memory alone to describe how their mental health
has been affected as a result of the particular treatment iteration. This reliance on patient
memory is problematic, as it is unrealistic to expect an individual to remember every detail
of their mood changes across extended periods of time.

To help solve the above problems, the application could be used to track effectiveness
of treatment over time, for example, by recording the suicidal ideation prediction values
over the course of a month and plotting the change in values on a graph, as shown in
Figure 3 (Block 3). Downward trends could be interpreted as relative ineffectiveness of a
treatment iteration, while upward trends could be interpreted as relative effectiveness of
the iteration. The clinician could evaluate effectiveness of treatment without having to rely
solely on patient recollection at the time of visit. As in use-case 1, the application may also
respond with helplines or clinic availability for particularly strong predictions of suicidal
inclinations.

We note that the above use cases could be proposed without any notion of security.
However, we argue that the data input and application output constitute extremely sensitive
information, and users would not use the application without robust security guarantees.
Thus, the use cases we discuss are only possible at scale with the type of protection offered
by the secure network evaluation we propose.

We also note that the above use cases are related. An individual may initially use the
application for a preliminary diagnosis to decide whether they should seek further evaluation
from a clinician (use-case 1). During the clinical visit, the clinician may use the application
to confirm their diagnosis, utilizing the results from case 1 where helpful (use-case 2). If
diagnosed with a mental illness associated with suicide ideation, the individual would use
the application to monitor the effectiveness of the initial treatment plan (use-case 3). The
next clinical appointment would involve use-case 2 followed by use-case 3 once again. In
this way, the application could be used in a cyclical manner to enable a more accurate,
effective, and efficient treatment process.

4 Network Training

This work mainly focuses on homomorphic evaluation of the described networks. Accord-
ingly, we assume that the models referenced are trained beforehand. Nevertheless, we wish
to devote some discussion as to how such models could be obtained in practice.
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Figure 3: Use-cases for proposed secure suicide ideation detection application. Each block
number corresponds to the use-case of the same number: 1) Suicide hotline connection
upon detection of suicidal ideation, 2) Validation of clinical assessment, 3) Monitoring of
treatment effectiveness over time. Use cases may be related to each other as depicted by
(light blue) arrows between blocks. Arrows between blocks and cloud denote HE-based
data encryption and model evaluation, using Microsoft SEAL library as an example HE
infrastructure.

The authors of [GSMP19] have already demonstrated how useful models can be gen-
erated using the EMASS dataset, which we summarized in Section 2. The models they
were able to train using the EMASS dataset have proven successful at using natural phone
conversations to distinguish healthy controls from suicidal individuals, achieving an AUC
(Area Under the Curve) of 0.79. Datasets such as EMASS could therefore be used to build
initial networks.

For optimal performance, it is likely that much more data would need to be collected
in order to further train the initial models. We imagine that successful deployment of
this application would encourage enough users to volunteer their data for network training.
However, the inputs and outputs of the networks described above contain highly sensitive
data; thus, it may not be plausible that enough users would be willing to volunteer this
information. Moreover, it is possible that selecting volunteers in this manner would sig-
nificantly skew the set of training data such that it no longer resembles testing data (for
example, users may only allow evaluation of more “benign” calls, such as those made to
customer service lines, rather than calls they make to family and friends).

Ideally, we would like to collect enough useful data from users while protecting user
privacy. In order to ensure patient privacy during the training process, a variety of ap-
proaches could be taken. Federated learning, for example, which has been popularized in
recent years by Google, could allow models to be trained locally and combined later in a
privacy-preserving manner [SMK+17]. Homomorphic training could also be used to pre-
serve patient privacy. We note, however, that while some works show homomorphic training
as possible, other works report the technique as practically infeasible [NRPH19]. Future
work would therefore require a much deeper analysis of this component.

5 Homomorphic Network Evaluation

The PRIORI application flow involves the use of two types of neural networks: a CNN
(which consists of a Feature Encoder and an Emotion Classifier) and a DNN (used to
identify emotions). We now wish to analyze the amenability of each of these networks to
homomorphic evaluation.

We follow the approach of CryptoNets [GDL+16], which first described how to homo-
morphically process each layer of a CNN used to classify MNIST images. Specifically, we ap-
proximate the ReLU activation functions with square activation functions (i.e. a low-degree
polynomial), replace “pool” layers with “scaled pool” layers, and do not homomorphically
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evaluate any final sigmoid activation layers. We also make two further modifications: 1) we
do not homomorphically evaluate any final softmax layers, since, like the sigmoid layers,
these are necessary for training but not required for evaluation, and 2) we replace RReLU
activations with ReLU activations (which we approximate with square activations), since
these operations are similar given limited RReLU leakage [XWCL15]. We also model the
dilated convolution layer the same way as a convolution layer, since both are implemented
as a weighted sum. A more detailed description of the RReLU approximation is given in
the next section.

Tables 1 and 2 give the modified layers for the described CNN and DNN, respectively,
as well as their per-layer homomorphic evaluation runtimes. We obtain these estimates
through simple scaling of the execution times of similar layers used in CryptoNets 3.2
[BEGB19], which uses the BFV encryption scheme. The CryptoNets 3.2 numbers were
obtained from running the CrytoNets application on a single Intel Xeon E5-1620 CPU at
3.5GHz, with 16GB of RAM and Windows operating system. Note that these times assume
that model weights and bias values are unencrypted. We set the CNN Feature Encoder
dimension T to 600, which corresponds to a 6 second average segment length and 10ms
frame shift length for MFB extraction.

Using the first order approximation, we obtain full network evaluation time estimates of
16777.178 seconds and 194.656 seconds for the CNNs and DNNs, respectively. The authors
of [KPS+14b] use a dataset similar to the EMASS dataset for monitoring mood from speech
data and report that the phone calls made consists of 24.3 +/- 46.6 segments on average.
Assuming a similar 24 segments per call, sequential application of the CNN should take
approximately 402652.272 seconds (111.848 hours) per call. Sequential application of the
DNN should take approximately 194.656 seconds (3.244 minutes) per call. We stress that
these estimates do not include any batching, pipelining, or parallelization techniques, each
of which are expected to provide significant performance benefits (up to multiple orders
of magnitude). Simply processing each of the 24 segments in parallel, for example, would
result in only 4.66 hours per call for application of the CNN.

HE Layer Time Estimate (sec)

Conv. 11247.291
Square Activation 886.156

Dilated Conv. 3749.097
Square Activation 886.156
Scaled Max Pool 8.478

FC 3.072
Square Activation 1.477

FC 3.072
Square Activation 1.477

FC 0.072

Total 6476.331

Table 1: Layers proposed for homomorphic evaluation of MADDoG Feature Encoder and
Emotion Classifier CNN and corresponding first order approximations of evaluation times.
Results were obtained through simple scaling of execution times for similar layers used by
the CryptoNets v3.2 MNIST CNN [BEGB19], and assume T = 600.

Activation Functions As stated above, we follow the approach of CryptoNets and re-
place ReLU with square activation functions. Although such low-order polynomials can
be used to approximate ReLU activations, there are places in which the functions differ
significantly. It is therefore vital to empirically evaluate whether a such an approximation
still achieves accurate results. The CryptoNets work achieved an accuracy of 99 percent
using this square activation approximation of ReLU (for an MNIST classification network).
Therefore, it is plausible that this approximation could be used successfully in the networks
we describe as well.

The case of RReLU, however, is more complicated. As noted above, we chose to replace
RReLU with regular ReLU activations (which we then approximate with square). When
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HE Layer Time Estimate (sec)

FC 35.712
Square Activation 11.815

FC 98.305
Square Activation 5.908

FC 24.576
Square Activation 2.954

FC 12.288
Square Activation 2.954

FC 0.144

Total 194.656

Table 2: Layers proposed for homomorphic evaluation of Emotion Detection DNN and cor-
responding first order approximations of evaluation times. Results were obtained through
simple scaling of execution times for similar layers used by the CryptoNets v3.2 MNIST
CNN [BEGB19].

the choice of leakage is small, the two functions are similar (i.e. RReLUα(x) = max(αx, x) ≈
max(0, x) = ReLU(x) for small α.) The authors of [GSMP19] do not specify the particular
α they use, though they do refer to [XWCL15] (which explores small α values, between
0.01 and 0.2) as motivation for the choice of activation function . Nonetheless, the authors
of [GSMP19] do not compare the accuracy they achieved with RReLU to accuracy possible
with ReLU. This should be explored in future work.

Finally, we note that while the proposed approximation could still yield accurate results,
it may render training the network more difficult. As noted in [GDL+16], in particular,
the derivative of x2 is not bounded. Although this may result in strange behavior during
gradient descent, the authors of [GDL+16] have successfully combated this issue by adding
extra convolution layers without activation layers to prevent overfitting. The effect of this
approximation on network training should be assessed in future work.

6 Extensions and Future Work

In the previous sections, we described PRIORIS application for secure suicide ideation
detection in the context of three main use-cases. In this section, we describe some additional
extensions to the application and opportunities for future work.

Adaptation of application to other types of mood disorder detection. Suicide
ideation is highly related to mood disorders, which in turn often result in altered speech
patterns. This suggests that speech data may be used to identify other types of mood disor-
ders. In fact, this type of analysis has already been shown useful for detecting disorders such
as bipolar disorder, depression, and post-traumatic stress disorder [KPS+14a, MBQ+19].
Future work could analyze other types of mood disorder detection for their amenability
to FHE-based private-preserving machine learning. Generalizing further, it may even be
useful to construct a general mood detection and tracking application in combination with
therapeutic smartphone applications such as those commonly used for mindfulness and
relaxation.

Determining Optimal Intervention. To improve the usefulness of the proposed sys-
tem, it would be beneficial to identify exact moments when medical intervention is required.
The authors of [GMA+19] have already explored this question in the context of bipolar dis-
order. Their method involves using an initial data collection period to establish a baseline
emotion level. The authors then use anomaly detection techniques to compare subsequent
user behavior relative to this baseline in order to determine optimal medical intervention
points. This type of investigation and fine-tuning could be extended to the context of
suicide ideation detection and treatment. This is particularly significant for uses cases in-
volving smartphone monitoring of medical symptoms, as these devices have the potential to

8



provide intervention close to the time of need (see: for example, suicide prevention hotline
connection in use-case 1 above).

Choice of FHE Scheme. We perform analysis of the layer execution times with respect
to the BGV homomorphic encryption scheme, since this is the scheme used by the Cryp-
toNets 3.2 MNIST network. Microsoft SEAL also implements the CKKS scheme, which
differs from BGV in its ability to efficiently compute approximate computations on real-
valued data. CKKS is thus particularly amenable to machine learning use cases, as neural
networks typically make use of approximate values. Future work should investigate the per-
formance of the using the BGV scheme relative to using the CKKS scheme for the proposed
application.

Analysis of detection segmentation flow. In section 2.1, we proposed an initial seg-
mentation of the application flow with respect to computation execution location. However,
this initial segmentation is based on intuition. Future work should analyze the trade-off
between executing each step of the full procedure either locally in the clear or homomor-
phically on the server, including the resulting impact on overall performance, energy, and
storage requirements of the application.

The modifications we propose as a result of this analysis, as well as the choice of FHE
scheme, will likely result in variable model accuracy. However, any loss in accuracy could
potentially be offset by increasing the amount of available training data. Our proposed
application places a strong emphasis on user privacy guarantees, and would thus encourage
more widespread adoption of the PRIORIS application. This, in turn, could increase the
amount of training data available (e.g. by informing more users about the study, some of
whom may volunteer to have their data added to the training set, or via the secure training
techniques mentioned in section 4) and render the system robust enough to be integrated
into everyday mood health monitoring and clinical assessment.

7 Conclusion

In this work, we propose a privacy-preserving based suicidal ideation detection flow. We
describe how homomorphic encryption could be used for secure inference of networks previ-
ously shown useful for detecting suicidal ideation from phone speech data. We also describe
multiple use-cases that are enabled as a result of the proposed security mechanisms. Finally,
we give first-order approximations of homomorphic evaluation runtimes for the models used
in our application, and describe several directions for future research.
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