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Figure 1: Overview of an Agent AI system. This system is applicable across multiple domains and provides a foundation model
for interactive manipulation and embodied operations. Agent AI operates in both physical and virtual worlds by leveraging
cross-modal data that is acquired through interactions between diverse environments. Agent AI offers a promising approach to
unify a broad range of applications and capabilities within infrastructure and system. Furthermore, it is emerging as a promising
pathway towards Holistic Intelligence (HI).

Abstract

Recent advancements in large foundation mod-
els have remarkably enhanced our understand-
ing of sensory information in open-world en-
vironments. In leveraging the power of foun-
dation models, it is crucial for AI research to
pivot away from excessive reductionism and
toward an emphasis on systems that function
as cohesive wholes. Specifically, we empha-
size developing Agent AI—an embodied sys-
tem that integrates large foundation models into
agent actions. The emerging field of Agent AI
spans a wide range of existing embodied and
agent-based multimodal interactions, including
robotics, gaming, and healthcare systems, etc.
In this paper, we propose a novel large action

model to achieve embodied intelligent behav-
ior, the Agent Foundation Model. On top of
this idea, we discuss how agent AI exhibits
remarkable capabilities across a variety of do-
mains and tasks, challenging our understand-
ing of learning and cognition. Furthermore,
we discuss the potential of Agent AI from an
interdisciplinary perspective, underscoring AI
cognition and consciousness within scientific
discourse. We believe that those discussions
serve as a basis for future research directions
and encourage broader societal engagement.
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1 Introduction

Artificial Intelligence (AI) was historically de-
fined at the 1956 Dartmouth Conference as ar-
tificial life forms capable of collecting informa-
tion from their environment and taking effective
actions within it. Minsky’s group at MIT devel-
oped a robotic system in 1970, known as the “Copy
Demo,” that observed “blocks world” scenes and
successfully reconstructed the observed polyhe-
dral block structures (Winston, 1972). The sys-
tem, comprising observation, planning, and manip-
ulation modules, demonstrated that each of these
subproblems was highly challenging and necessi-
tated further research. Consequently, the field of
AI fragmented into specialized subfields. While
these subfields have made significant progress in-
dependently, this over-reductionism has blurred the
overarching goals of AI research.

To advance beyond the current state towards
more sophisticated AI, we emphasize the impor-
tance of embracing the holistic philosophy of Aris-
totle, which underscores the integration of com-
ponents to surpass the sum of its parts. Recent
advancements in Large Language Models (LLMs)
and Visual Language Models (VLMs) have shown
great potential in recognizing language and images
in an open-world context (OpenAI, 2023). For ex-
ample, the advanced semantic processing of LLMs
has been utilized to decompose human instruc-
tions into high-level tasks for robots (Wake et al.,
2023c,d). However, these existing multimodal
foundation models, even for GPT-4V(ision), still
face a challenge in achieving fine-grained manip-
ulation that necessitates action prediction. There-
fore, a new embodied Agent Foundation Model
was proposed (Durante et al., 2024b) which inte-
grates language proficiency, visual cognition, con-
text memory, intuitive reasoning, and can predict
the embodied actions with adaptability. This is the
first study that pretrains a foundation model for the
development of general-purpose AI agents by us-
ing embodied data collected from robotics, gaming,
and healthcare tasks.

An embodied agent is conceptualized as an in-
teractive system that communicates with humans
and interacts with environments through its percep-
tual capabilities, employing actions aligning with
human intents. This is the reason why we consider
the advance of large embodied foundation models
as a significant contribution to Agent AI, enabling
systems to parse and infer human intent from vari-
ous domain information, actions, natural-language
instructions and multimodal contexts. Moreover,

actively leveraging action-based large foundation
models makes our approach unique for developing
integrated AI systems.

Building upon the Agent AI framework, we be-
lieve that the AI community will steadily accumu-
late insights and knowledge essential for transition-
ing from AI models used for passive, structured
tasks to those capable of dynamic, interactive roles
in complex environments. This is a critical step
towards the development of Artificial General In-
telligence (AGI) (Fig. 1). In this paper, we analyze
a new architecture for Agent AI systems, along-
side a review of recent literature in Agent AI do-
mains including robotics, gaming, and healthcare.
Furthermore, we explore the cognitive aspects of
Agent AI and introduce research areas impacted
by Agent AI to engage a broader community of
researchers and actively promote its development.
Finally, we discuss future research directions, in-
cluding the ethical challenges that need to be ad-
dressed. Through these discussions, we aim to
illustrate how the development of these technolo-
gies is bringing AI agents closer to AGI, holistic
intelligence.

2 Agent AI Paradigm

2.1 Agent AI fundamentals

We define Agent AI as an intelligent agent capable
of autonomously executing appropriate and con-
textually relevant actions based on sensory input,
whether in a physical, virtual, or mixed-reality en-
vironment. Agent AI represents a new paradigm
that sheds light on embodied intelligence, empha-
sizing the importance of an integrated approach for
interactive agents in complex dynamics. This ap-
proach is motivated by the belief that intelligence
arises from the intricate interplay between learning,
memory, action, perception, planning, and cogni-
tion (Fig. 2).
Learning. Agent AI can adapt to new environ-
ments by acquiring new knowledge and updating
its skills. To this end, the agent needs to observe its
environment, understand the impact of its actions
on that environment, and learn from human demon-
strations (Wake et al., 2021). For instance, by em-
ploying reinforcement learning (RL) techniques or
supervised learning from human demonstrations
(e.g., imitation learning (IL), behavior cloning), the
agent can progressively improve its behavior.
Memory. Long-term memory enables the Agent to
remember specific operations adaptable to the envi-
ronment or user preference. In contrast, short-term
memory pertains to the history of actions taken and



Figure 2: An Agent AI paradigm for supporting embodied multi-modal generalist agent systems. There are five main modules
as shown: (1) Agent in Environment and Perception with task-planning and observation, (2) Agent Learning, (3) Memory, (4)
Action, and (5) Cognition and Consciousness. We believe that the cohesive integration of these components facilitates the
development of a holistic intelligence. A key distinction of our approach from some prior interactive strategies is that, after
training, the agent’s actions will directly influence task planning without the need for receiving feedback from the environment
to plan its subsequent actions as the previous interacive paradigm.

perceptions observed during an operation. Short-
term memory enables the system to replan and
consider next-step actions based on history.
Action. The actions of Agent AI do not necessar-
ily have to be physical actions in the real world.
Depending on the definition of the environment,
actions may include interactions in virtual reality
(VR) environments or speech directed at humans.
A suitable action is selected through a cognitive
process from learned skills, based on memory. Ad-
ditionally, real-world operations often cannot be
completed in one shot and thus require multi-round
interactions between humans or the environment
and the agent. This interaction is also orchestrated
by a cognitive process and memory (e.g., conversa-
tion history).
Perception. Like humans, robust and multimodal
perception is crucial for agents to understand their
environment. Visual perception is one of the most
important abilities, enabling the agent to compre-
hend the world, e.g., images, videos, gameplay.
Similarly, audio perception is crucial for under-
standing human intent.
Planning. Planning is an important aspect of long-
range tasks, such as a robot manipulating objects
in an environment for a specific purpose. The plan-
ning strategy typically depends on the goal of the
task. Goal-oriented planning enables flexible opera-
tion that adapts to uncertainties due to any external
and internal disturbances.
Cognitive Aspects. Agent AI focuses not only
on the performance of individual components but
also on the utility of the system as a whole. Con-
sider a scenario where a robot, right after being
unboxed, begins to communicate with a non-expert
user and swiftly adapts to carry out domestic tasks
within the user’s home setting. Realizing such a
system is challenging and requires a mechanism
that orchestrates each Agent AI components. This

orchestration functionality is referred to as the cog-
nitive aspect of Agent AI.

2.2 Agent AI Consciousness

Agent AI can go beyond a simple component or-
chestration and potentially entail a type of “con-
sciousness.” In recent challenging attempts to find
consciousness in AI based on neuroscientific in-
sights, neuroscientists have discussed Agency and
Embodiment as indicators of consciousness (Butlin
et al., 2023). Agency refers to the capacity to learn
from feedback, make decisions to pursue goals,
and adapt to conflicting objectives. It indicates
a system’s characteristic of attempting to achieve
goals through interaction with its environment. Em-
bodiment involves understanding and utilizing the
relationship between actions and feedback from
the environment to affect perception or control. It
emphasizes comprehending how one’s body and
the surrounding environment can be leveraged in
cognitive processes.

Our Agent AI predicts optimal actions based on
language (i.e., textual instructions), sensory inputs,
and action history, fulfilling Agency by generating
goal-directed actions. It also learns from the re-
lationship between its actions and environmental
outcomes, fulfilling the principle of Embodiment.
Thus, we can potentially quantify aspects of Agent
AI’s consciousness, suggesting its potential across
disciplines like neuroscience, biology, physics, bio-
logical physics, cognitive science, medical health,
and moral philosophy.

There are various approaches to developing
Agent AI. In Section 4, we will introduce a spe-
cific example of Agent AI. In Section 6, we will
discuss the main challenges and necessary actions,
including ethical concerns in Agent AI research.



3 Agent Foundation Model

Agent AI systems that interact with the environ-
ment, with humans, and amongst other agents. We
consider agent-environment interactions as encom-
passing a broader scope than embodied agents. For
instance, ambient intelligence systems, which de-
spite not only having a physical embodiment, can
be embedded into and interact with their environ-
ment. The advancement of agent systems that in-
teract with humans is another area of keen inter-
est for this area. We strongly believe that mul-
timodal interactions between humans and agents,
extending beyond high-level intention instructions,
is a promising area of research and future direc-
tion for low-level fine-grained actions manipula-
tion with human-agent interactions. We are also
interested indeveloping systems for effective agent
to agent communication and efficient collaboration
within multi-agent infrastructures and exploring
new agent paradigm and agent learning Strategy.

In this section, we provide an overview of Agent
AI system that leverages foundation models with
the latest machine-learning technologies. The sys-
tem is composed of three components: i) Interac-
tive agent transformer, ii) Agent foundation model
learning strategy with RL and IL, and iii) self im-
provement.

3.1 Agent Transformer

Figure 3: Overview of an interactive agent foundation model
framework. The transformer is designed to process multi-
modal information that conveys various levels of abstraction.
This approach facilitates a comprehensive understanding of the
context, thus enhancing coherent actions. Through learning
across a variety of task domains and applications.

We analyze a transformer-based multimodal en-
coder (Fig. 3) that enables an interactive agent to
take actions based on multimodal information. This
model is initialized with three pre-trained submod-
ules, namely, the visual module, the agent action
module and the language module.

To facilitate cross-modal information sharing,
(Durante et al., 2024b) foundation model allows the
agent to predict actions (or action tokens) to com-
plete the embodied tasks in robot, gaming, and in-
teractive healthcare domains. The model also feed

diverse historical data into the transformer model
including but not limited to previous low-level fine-
grained actions (agent information), video/images,
audio, language, or high-level instruction, as con-
text during pre-training. As a result, for any given
time step, it can predict low-level manipulation (ac-
tion) tokens, general agent types (e.g., TypeChat
in gaming), or high-level instructions (e.g., agent
intention). Moreover, the unified transformer can
also produce high-level instructions based on text
prompts, visual context, and previous actions. This
approach allows the model to take into account
both the current context and the history of interac-
tions, making it able to respond more accurately to
the task at hand.

3.2 Agent Learning Strategy
Reinforcement Learning (RL). To learn the opti-
mal relationship between states and actions based
on rewards (or penalties) received as a result of its
actions, we can use reinforcement learning. RL
is a highly scalable framework that has been ap-
plied to numerous applications, including robotics.
For many applications, it is challenging or costly
to collect human demonstrations, such as learning
policies in automatically generated virtual environ-
ments. RL is particularly effective in these sce-
narios, exemplified by the actor-critic algorithm
PPO (Schulman et al., 2017). Additionally, RL
technology can be applied to model human-AI
interactions, which is a crucial aspect of interac-
tive Agent AI. For instance, agents can be trained
via RL from human feedback (RLHF) (Ouyang
et al., 2022), allowing humans to choose desired
responses without hand-engineering rewards.
Imitation Learning (IL). IL seeks to leverage
demonstration data to mimic the actions of human
experts. For example, in robotics, one of the ma-
jor frameworks based on IL is Behavioral Cloning
(BC). BC is an approach where a robot is trained to
mimic the actions of an human expert by directly
copying them. In this approach, the expert’s actions
in performing specific tasks are recorded, and the
robot is trained to replicate these actions in similar
situations. Recent BC-based methods often incor-
porate technologies from LLM/VLMs, enabling
more advanced end-to-end models. For example,
Brohan et al. proposed RT-1 (Brohan et al., 2022)
and RT-2 (Brohan et al., 2023), transformer-based
models that output an action sequence for a robot’s
base and arm, taking a series of images and lan-
guage as input. These models are reported to show
high generalization performance as the result of
training on a large amounts of demonstration data.



Traditional RGB. Learning intelligent agent be-
havior leveraging image inputs has been of interest
for many years (Mnih et al., 2015). The inherent
challenge of using RGB input is the curse of dimen-
sionality. To solve this problem, researchers either
use more data (Jang et al., 2022; Ha et al., 2023)
or introduce inductive biases into the model design
to improve sample efficiency. In particular, authors
incorporate 3D structures into the model architec-
ture for manipulations (Zeng et al., 2021; Shridhar
et al., 2023; Goyal et al., 2023; James and Davi-
son, 2022). For robot navigation, authors (Chaplot
et al., 2020a,b) leverage maps as a representation.
Maps can either be learned from a neural network
aggregating all previous RGB inputs or through 3D
reconstruction methods such as Neural Radiance
Fields (Rosinol et al., 2022).

3.3 Optimization in the Agent System
The optimization of agent systems can be divided
into spatial and temporal aspects. Spatial optimiza-
tion considers how agents operate within a phys-
ical space to execute tasks. This includes inter-
robot coordination, resource allocation, and keep-
ing an organized space. In order to effectively op-
timize agent AI systems, especially systems with
large numbers of agents acting in parallel, previ-
ous works have focused on using large batch rein-
forcement learning (Shacklett et al., 2023). Since
datasets of multi-agent interactions for specific
tasks are rare, self-play reinforcement learning en-
ables a team of agents to improve over time. How-
ever, this may also lead to very brittle agents that
can only work under self-play and not with humans
or other independent agents since they over-fit to
the self-play training paradigm. To address this
issue, we can instead discover a diverse set of con-
ventions (Cui et al., 2023; Sarkar et al., 2023), and
train an agent that is aware of a wide range of con-
ventions. Foundation models can further help to
establish conventions with humans or other inde-
pendent agents, enabling smooth coordination with
new agents (Gong et al., 2023).

Temporal optimization, on the other hand, fo-
cuses on how agents execute tasks over time. This
encompasses task scheduling, sequencing, and
timeline efficiency. For instance, optimizing the
trajectory of a robot’s arm is an example of effi-
ciently optimizing movement between consecutive
tasks (Zhou et al., 2023b). At the level of task
scheduling, methods like LLM-DP (Dagan et al.,
2023) and ReAct (Yao et al., 2023) have been pro-
posed to solve efficient task planning by incorpo-
rating environmental factors interactively.

3.4 Self Improvement for Transformers
Currently, foundation model based AI agents have
the capacity to learn from multiple different data
sources, which allow for more flexible sources for
data for training. Two key consequences of this are
that (1) user and human-based interaction data can
be used to further refine and improve the agent and
(2) existing foundation models and model artifacts
can be used to generate training data. We discuss
each of these in more detail in the following sec-
tions, but we note that since current AI Agents are
largely tied to existing pretrained foundation mod-
els, they generally do not learn from continuous
interaction with their environments. We think this
is an exciting future direction, and initial work by
Bousmalis et al. has shown that self-improving
agents for robotic control are able to continuous
learn and improve through environmental interac-
tions without supervision (Durante et al., 2024b;
Bousmalis et al., 2023).

Furthermore, the iterative learning process can
leverage human feedback (Gong et al., 2023). For
example, in the context of robot teaching, Agent AI
understands what it needs to do from multimodal in-
structions provided by humans (Wake et al., 2021).
Based on these instructions, it generates images or
scenes and makes them operable in a virtual world.
This process is repeated by utilizing user feedback,
allowing Agent AI to gradually improve and adapt
itself to the environment.

4 Agent AI Categorization

Agent AI aims to develop agents that can adeptly
navigate and interact with a changing world. These
agents are designed to learn and solve complex
tasks through direct engagement with their envi-
ronment. The field has been propelled forward
by significant advancements in the development
of general-purpose foundation models, leading to
superhuman achievements in various AI domains
previously deemed challenging. These develop-
ments have significantly boosted the capabilities
of embodied AI. Researchers are now rapidly ad-
vancing towards creating intelligent agents that can
perceive their surroundings, engage in natural lan-
guage dialogue, understand and respond to auditory
inputs, navigate and manipulate their environment
to achieve objectives, and reason about the long-
term outcomes of their actions. We are interested in
particular with submissions that focus on the multi-
modal aspects of embodied AI systems and develop
novel methods for synthesizing meaningful agent
outputs from multi-sensory inputs.



4.1 Embodied Agent Categorization

Figure 4: Overview of the two axes for agents spaces. Embod-
ied Agent AI is classified according to the extent to which it
involves low-level fine action manipulations, which we refer
to as “manipulation actions” (e.g., action prediction) in an
environment, whether real or virtual. In contrast, an agent’s
actions may primarily aim at high-level information trans-
mission for a robot or human’s intent instruction, which we
refer to as “intention action” (e.g., general task planning).
An agent’s environment can be broadly categorized based on
whether it is the physical world or a virtual one. According to
this, we divide embodied and interactive Agent into main four
categories.

Agent AI refers to AI systems that integrate
Large foundation models. Consequently, a number
of recent AI systems that are based on LLM/VLMs
can be associated with Agent AI subcategories.
Specifically, we categorize Agent AI based by the
types of agent actions and their environments, as
illustrated in Fig. 4. Therefore, Agent AI can be
broadly grouped into four categories. This section
reviews related research (Durante et al., 2024a) and
organizes them according to these categories. We
also expand on systems combining both intention
and manipulation agents in Appendix A.

4.1.1 Manipulation action in physical
environments

Agents in this category are intended to work in
the physical world, with robotics applications be-
ing the typical example (Ahn et al., 2022a; Huang
et al., 2022b; Liang et al., 2022; Driess et al., 2023;
Brohan et al., 2023). Training agents for physical
manipulation in an end-to-end manner is typically
challenging due to the significant costs associated
with collecting a large amount of data for training.
Consequently, recent trends have shifted towards
solving higher-order task plans with large founda-
tion model and integrating these with lower-level

controllers that are trained using conventional meth-
ods RT-1 (Brohan et al., 2022) and RT-2 (Brohan
et al., 2023) and Agent foundation model (Durante
et al., 2024b).

4.1.2 Manipulation action in virtual
environments

This type of agent utilizes a virtual simulated envi-
ronment. In the robotics domain, the main objec-
tive is to train Agent AI through trial-and-error for
tasks where physical trials are impractical or risky,
including the ability to predict user actions and
devise plans for tasks within specific constraints
(Ahn et al., 2022b; Brohan et al., 2023; Durante
et al., 2024b; Gong et al., 2023). In the case of
gaming agents, the goal is not to eventually transi-
tion to the physical world, but the learning within
the simulation environment itself is the main objec-
tive (Park et al., 2023c; Wang et al., 2023b,e; Baker
et al., 2022).

There have also been a number of works that
demonstrate the ability of general-purpose visually-
aligned large language models trained on large-
scale text, image, and video data to serve as a
foundation for creating multi-modal agents that
are embodied and can act in various environments
(Baker et al., 2022; Driess et al., 2023; Brohan et al.,
2023; Durante et al., 2024b). Typically, research
on these agents involves simulation platforms for
object recognition (Kolve et al., 2017; Wang et al.,
2023d; Mees et al., 2022; Yang et al., 2023a; Ehsani
et al., 2021; Szot et al., 2021; Puig et al., 2018; Car-
roll et al., 2019; Li et al., 2021; Srivastava et al.,
2022; Mittal et al., 2023; Zhong et al., 2023; Liu
and Negrut, 2021; Saito et al., 2023; Huang et al.,
2022a).

4.1.3 Intentional action in physical
environment

A typical example of interactive agents in this
category is found in the healthcare domain, such
as applications in diagnostics and knowledge re-
trieval (Lee et al., 2023; Peng et al., 2023). In
a similar context, several works have developed
empathy-aware agents for engaging dialogue and
human-machine interactions (Chen et al., 2021;
Mao et al., 2022; Wake et al., 2023a; Savva et al.,
2019; Puig et al., 2023; Huang et al., 2018). In
other cases, Agent AI’s focus on knowledge and
logical reasoning involves integrating implicit and
explicit knowledge sources. This integration en-
ables more accurate and contextually appropri-
ate responses (Brown et al., 2020; OpenAI, 2023;
Lewis et al., 2020; Peng et al., 2023; Gao et al.,



2022; Marcus and Davis, 2019; Gao et al., 2020;
Wang et al., 2023a; Chen et al., 2020; Park et al.,
2023a; Li et al., 2023b).

4.1.4 Intentional action in virtual
environment

Studies on Agent AI in this category have high-
lighted the utility for the creation of interactive
content in gaming and both VR and XR (Chen
et al., 2021; Mao et al., 2022; Huang et al., 2023b).
Agent navigation following instruacion is also a
representative task that falls in this category (Tsoi
et al., 2022; Deitke et al., 2020). Similar to gaming
agents for intentional action, this type of Agent
AI has shown super-human performance in spe-
cific games (Meta Fundamental AI Research et al.,
2022; Yao et al., 2023). Recent robotics research
also leverages LLMs to perform task planning (Ahn
et al., 2022a; Huang et al., 2022b; Liang et al.,
2022) by decomposing natural language instruc-
tion into a sequence of subtasks, either in the natu-
ral language form or in Python code, then using a
low-level controller to execute these subtasks.

4.2 Multimodel Agent Categorization
(Non-Embodied)

These categories of Agents emphasize the impor-
tance of using multimodal information to take ben-
eficial non-embodied from their respective aspects.
This indicates the necessity for agents to possess
high recognition capabilities for both language and
vision, thereby strongly suggesting the effective-
ness of leveraging large fondation models. MUlti-
model Agent have shown significant utility across
a variety of tasks. The advancements in large-
scale foundational models and interactive artifi-
cial intelligence have opened up novel capabilities
for multimodel agent. A number of works lever-
age multi-model agents to perform task planning
(Huang et al., 2022a; Wang et al., 2023b; Yao et al.,
2023; Li et al., 2023b), and leverage the large mul-
timodels’ large internet-scale domain knowledge
and zero-shot planning abilities to perform agentic
tasks like planning and reasoning. Additionally,
(Huang et al., 2022b), (Liang et al., 2022), and
(Wang et al., 2023e) also incorporate environmen-
tal feedback to improve task performance.

Nevertheless, for agent AI to be genuinely bene-
ficial, they must offer intuitive interaction experi-
ences and adapt to a wide array of environments,
contexts, and modalities. To promote research in
this area, we proposed a broad range of categoriza-
tion relevant for multimodal agents without em-
bodied action including (Gui et al., 2022a; Park

et al., 2023b), but not limited to Simulation and en-
vironments agents (Puig et al., 2018)), generative
agents (Huang et al., 2023b), knowledge and logi-
cal inference agents (Lewis et al., 2020; Peng et al.,
2023; Wang et al., 2023a; Gui et al., 2022b), emo-
tion agent (Chen et al., 2021), Neuro-symbolic
agents (Chen et al., 2020), and agents for tradi-
tional multimodal tasks, multimodal agent systems
and infrastructure, and applications of multimodal
agents.

5 Agent AI Application Tasks

In Section 4, we categorized existing research
within the realm of Agent AI. To offer a tangi-
ble understanding of its applications, we introduce
four mission-critical domains where Agent AI can
have a major impact.

5.1 Robotics
Robots are representative agents that necessitate
effective interaction with their environment. In this
section, we introduce key elements essential for
efficient robotic operation, review research topics
where the latest large foundation models have been
applied, and share insights from recent studies.
Multimodal Systems. Recent research focuses
on developing end-to-end systems incorporating
large foundation model technologies as encoders
for input information, guiding robotic actions based
on linguistic instructions and visual cues (Huang
et al., 2018; Jiang et al., 2022; Brohan et al., 2023,
2022; Li et al., 2023f; Ahn et al., 2022b; Shah et al.,
2023b; Li et al., 2023c).
Task Planning and Skill Training. Advanced
language processing abilities of LLMs interpret in-
structions and decompose them into robot action
steps, advancing task planning technologies (Ni
et al., 2023; Li et al., 2023a; Parakh et al., 2023;
Wake et al., 2023b). For skill training, large foun-
dation models are used for designing reward func-
tions (Yu et al., 2023; Katara et al., 2023; Ma et al.,
2023), generating data for policy learning (Kumar
et al., 2023; Du et al., 2023), or as part of a reward
function (Sontakke et al., 2023).
On-site Optimization. This involves dynamically
adapting and refining robotic skills by integrating
task plans with real-time environmental data (Ahn
et al., 2022b; Zhou et al., 2023b; Raman et al.,
2023; Chen et al., 2021). Strategies seek to achieve
environment-grounded robot execution by adjust-
ing the robot’s actions at the task plan or controller
level.
Conversation Agents. LLMs contribute to natu-
ral, context-sensitive interactions with humans in



conversational robots (Ye et al., 2023; Wake et al.,
2023d). They process and generate responses that
mimic human conversation and estimate concep-
tual (Hensel et al., 2023; Teshima et al., 2022) and
emotional attributes (Zhao et al., 2023; Yang et al.,
2023b; Wake et al., 2023a) of utterances.
Navigation Agents. Robot navigation focuses on
core aspects such as map-based path planning and
SLAM (Guimarães et al., 2016). Recent work en-
ables robots to navigate in challenging environ-
ments using object names (Chaplot et al., 2020a;
Batra et al., 2020; Gervet et al., 2023; Ramakr-
ishnan et al., 2022; Zhang et al., 2021) or zero-
shot object navigation (Gadre et al., 2023; Dorbala
et al., 2023; Cai et al., 2023). Vision-Language
Navigation (VLN) interprets sentences for navi-
gation in unseen environments (Anderson et al.,
2018; Shah et al., 2023a; Zhou et al., 2023a; Dor-
bala et al., 2022; Liang et al., 2023; Huang et al.,
2023a). VLN interprets sentences rather than ob-
ject names, it requires a higher functionality to
parse input text (Wang et al., 2019).

5.2 Gaming
Games provide a unique sandbox to test the agen-
tic behavior of large foundation models, pushing
the boundaries of their collaborative and decision-
making abilities. We describe three areas in par-
ticular that highlight agent’s abilities to interact
with human players and other agents, as well as
their ability to take meaningful actions within an
environment.
NPC Behavior. In modern gaming systems, the
behavior of Non-Player Characters (NPCs) is pre-
dominantly dictated by predefined scripts crafted
by developers. These scripts encompass a range of
reactions and interactions based on various triggers
or player actions within the gaming environment.
In light of this situation, Agent AI is at the forefront
of revolutionizing NPC technologies. By leverag-
ing large foundation model, Agent AI can provide
dynamic dialogues and refine behaviors based on
player feedback and in-game data, significantly
contributing to the evolution of NPC behavior in
games.
Human-NPC Interaction. Agent AI plays a crit-
ical role in enhancing the interaction between hu-
man players and NPCs, offering a more immersive
gaming experience. The conventional interaction
paradigm is primarily one-dimensional, with NPCs
reacting in a preset manner to player inputs. Agent
AI, utilizing large foundation models, can analyze
and learn from human behavior, providing more
human-like interactions and increasing realism and

immersion (Gong et al., 2023).
Agent-based Analysis of Gaming. Gaming is an
integral part of daily life, estimated to engage half
of the world’s population (Intelligence, 2020) and
exhibits a positive impact on mental health (Granic
et al., 2014). Contemporary game systems, how-
ever, often exhibit deficiencies in interactions with
human players due to primarily hand-crafted be-
haviors by game developers. In such a context,
Agent AI proves valuable as a system that analyzes
in-game text data, such as chat logs and player feed-
back, to identify patterns of player behavior and
preferences, as well as analyzes image and video
data from gaming sessions to understand user intent
and actions.
Scene Synthesis for Gaming. Scene synthesis
is essential for creating and enhancing immersive
gaming environments, encompassing the genera-
tion of three-dimensional (3D) scenes, terrain cre-
ation, object placement, realistic lighting, and dy-
namic weather systems (Huang et al., 2023b). In
modern games, providing vast open-world envi-
ronments necessitates the use of procedural or AI-
driven techniques for automated terrain genera-
tion. Agent AI, utilizing large foundation models,
aids scene designers by formulating non-repeating,
unique landscape design rules based on the design-
ers’ desires and the current scene, ensuring seman-
tic consistency and variability of the generated as-
sets. These models expedite object placement and
assist in content generation, enhancing the design
process.

5.3 Interactive Healthcare
In healthcare, Agent AI can help both patients and
physicians by utilizing large foundation models
in understanding the intent of the user, retrieving
clinical knowledge, and grasping the undergoing
human-to-human interaction, but not limited to
these areas. Examples of application include:
Diagnostic Agents. LLMs as medical chatbots for
patient diagnosis have gained attention for their
potential to help triage and diagnose patients, pro-
viding equitable healthcare access to diverse popu-
lations (Lee et al., 2023). They offer a pathway
to improve healthcare for millions, understand-
ing various languages, cultures, and health con-
ditions, with initial results showing promise using
healthcare-knowledgeable LLMs trained on large-
scale web data (Durante et al., 2024b,a). However,
risks such as hallucination within medical contexts
are notable challenges.
Knowledge Retrieval Agents. In the medical con-
text, model hallucinations can be dangerous, po-



tentially leading to serious patient harm or death.
Approaches using agents for reliable knowledge
retrieval (Peng et al., 2023) or retrieval-based text
generation (Guu et al., 2020) are promising. Pairing
diagnostic agents with medical knowledge retrieval
agents can reduce hallucinations and improve re-
sponse quality and preciseness.
Telemedicine and Remote Monitoring. Agent-
based AI in Telemedicine and Remote Monitoring
can enhance healthcare access, improve communi-
cation between healthcare providers and patients,
and increase the efficiency of doctor-patient inter-
actions (Amjad et al., 2023). Agents can assist
in triaging messages from doctors, patients, and
healthcare providers, highlighting important com-
munications, and revolutionizing remote healthcare
and digital health industries.

5.4 Interactive Multimodal Tasks
The integration of visual and linguistic understand-
ing is a fundamental of Agent AI. Therefore, the
development of Agent AI is closely linked to the
performance of multimodal tasks, including image
captioning, visual question answering, video lan-
guage generation, and video understanding. Here
are some tasks that have recently garnered signifi-
cant interest:
Image and Language Understanding and Gen-
eration. Image-language understanding is a task
that involves the interpretation of visual content in
a given image with language and the generation
of associated linguistic descriptions. This task is
critical to the development of AI agents that can in-
teract with the world in a more human-like manner.
Some of most popular ones are image captioning
(Lin et al., 2014; Sharma et al., 2018; Young et al.,
2014; Krishna et al., 2016), referring expression
(Yu et al., 2016; Karpathy et al., 2014), and visual
question answering (Antol et al., 2015; Ren et al.,
2015; Singh et al., 2019). This demands capabil-
ities beyond object recognition, encompassing a
deep understanding of spatial relationships, visual
semantics, and integrating world knowledge for
accurate descriptive and reasoning abilities.
Video-Language Understanding and Genera-
tion. Video captioning and storytelling involve
generating coherent sentences for video frames,
challenging due to the need for a comprehensive un-
derstanding of each frame and their interrelations.
Recent advances leverage large foundation models
for improved video-language generation, emphasiz-
ing the development of agent-aware text synthesis
models for encoding sequences and generating co-
hesive paragraphs. Video understanding broadens

image understanding to include dynamic content
and requires agents to interact with visual, textual,
and audio modalities. Key tasks include captioning,
question answering, and activity recognition, fo-
cusing on temporal alignment, sequence handling,
and complex activity interpretation. Agents also
need to process audio cues like spoken words and
background sounds to grasp a video’s mood and
nuances.

Parallel research explores generating scaled
datasets from large models, then applying visual
instruction tuning (Durante et al., 2024b,a; Li et al.,
2023d; Zhu et al., 2023) on the generated data.
Considerable audio, speech, and visual expert per-
ception models are subsequently used to verbal-
ize videos. Speech is transcribed with automatic
speech recognition tools, and video descriptions
and related data are produced with various tagging,
grounding, and captioning models (Li et al., 2023e;
Maaz et al., 2023; Chen et al., 2023; Wang et al.,
2023c). These techniques demonstrate how instruc-
tion tuning video-language models on generated
datasets may lead to enhanced video-reasoning and
communication abilities.

Such agents would be able to understand the con-
text of the video, identify the key steps, and gen-
erate a coherent summary of the procedure. This
would not only enhance the interpretability of the
model but also enable it to provide useful feedback
or guidance to the user.

We expand upon more cross-modality and Mix-
reality topic discussion in Appendix B.1, Ap-
pendix B.2 and B.3.

6 Deploying Agent AI

We believe that in order to develop a system that
incorporates these elements, it is necessary to in-
volve a wide range of experts and practitioners. For
instance, there are the following important research
areas:
Exploring new paradigms. The development of
agent paradigms with integrated modalities (audio,
image, text, sensor inputs) may address common
issues in large-scale models, such as hallucinations
and biases in their outputs, which will enhance
their recognition and response capabilities for a
wide variety of applications.
General-purpose end-to-end systems. Versatile
and adaptable AI solutions can be driven by the
development of end-to-end models that are trained
with large-scale data.
Methodologies for grounding modalities. By in-
tegrating information across various modalities, we



can enhance the coherence and efficacy of data pro-
cessing. We expand on this topic in Appendix B.1.
Intuitive human interface. Developing intuitive
human interfaces can facilitate effective and mean-
ingful interactions between humans and agents.
Taming LLM/VLMs. Exploring new approaches
can address common issues in large-scale founda-
tion models, such as hallucinations and biases in
their outputs.
Bridging the gap between simulation and real.
The "sim-to-real" problem highlights the challenge
of deploying AI agents trained in simulations to the
real world, where discrepancies in conditions like
disturbances and physical properties can degrade
performance. To tackle these issues, strategies in-
clude:

• Domain randomization Introducing variabil-
ity in the simulated environment to better pre-
pare the model for real-world unpredictabil-
ity (Tobin et al., 2017; Saito et al., 2022).

• Domain adaptation Bridging sim-to-real gap
by training on both simulated and real-world
data (Zhu et al., 2017a; Rao et al., 2020; Ho
et al., 2021).

• Improvement of simulation Enhancing sim-
ulation fidelity through better replication of
real-world conditions (Zhu et al., 2017b; Al-
levato et al., 2020; Martinez-Gonzalez et al.,
2020; Müller et al., 2018; Shah et al., 2018;
Sasabuchi et al., 2023).

Multi-Agent. Agent AI interaction is currently
still a complex process that requires a combina-
tion of multiple skills. The current human-machine
interaction systems inside multi-agents are primar-
ily effectiveness of cooperation rule-based. They
do have intelligent behaviors in response to hu-
man/user actions and possess web knowledge to
some extent (Gong et al., 2023). The kind multi
agents interactions are very important in the agent
development to enable specific behaviors in the
agent system design.
Agent Infrastructure and System. Agent-based
AI is a large and fast-growing community within
the domains of entertainment, research, and indus-
try. The development of large foundation mod-
els has significantly improved the performance of
agent AI systems. However, creating agents in
this vein is limited by the increasing effort nec-
essary to create high-quality datasets and overall
cost. In industry, building high-quality agent in-
frastructure has significantly impacted multi-modal

agent copilots by using advanced hardware, diverse
data sources, and powerful software libraries (Gong
et al., 2023). The rising prevalence of Agent AI
underscores the need for robust infrastructure to
facilitate their training, evaluation, and deployment.
In response to this need, we are introducing a ded-
icated track for agent research focusing on the in-
frastructure and methodologies pertinent to the de-
velopment, evaluation, and deployment of Agent
AI. We expect this track will attract a significant
number of submissions centered on the efficiency
and optimization of agent systems. Agent AI in-
frastructure is intended to ensure that the broader
community can readily access and benefit from
these contributions, thereby fostering further ad-
vancements in the field.

We expand on biases and hallucinations in Ap-
pendix C and D respectively.

7 Challenges for Agent AI

In this paper, we put special emphasis on discover-
ing the current agent AI limitation, and we discuss
the challenges ahead for advancing towards deeper
and more comprehensive versions of AGI, includ-
ing the possible need for pursuing a new paradigm
that moves beyond next-word prediction.

Achievement of the Agent AI still have some
challenges, especially considering the dynamic sys-
tem with high modality observations in the physical
world. There still exist a number of challenges that
need to be addressed, including but not limited
to: 1) unstructured environments, where current
visual inputs affect both high-level intents and low-
level actions of the embodied agent given the same
goal instruction; 2) empathy for agent, when open
sets of objects, which require the agent’s decision-
making module to use common sense knowledge
that is hard to encode manually; 3) multi-agent
interactions and collaborations, which require the
agent to understand and operate on more than just
template-based commands, but also a context of
goals, constraints, and partial plans expressed in ev-
eryday language. To enable a more comprehensive
approach to these complex challenges, the inclu-
sion of researchers and practitioners from a broader
range of fields is critical. 4) Emergent ability for
embodied large agent foundation model. We as-
pire to broaden our collective understanding of
the potential and limitations of Agent Paradigm
by leveraging our unique and diverse perspectives.
We strongly believe that this proposed new agent
paradigm will not only enrich the perspectives of
individual practitioners, but will also enhance the



community’s collective knowledge and promote a
holistic view that is more inclusive of the wide-
ranging challenges faced by future agent AI.

8 Emergent Abilities

Despite the growing adoption of interactive agent
AI systems, the majority of proposed methods still
face a challenge in terms of their generalization
performance in unseen environments or scenar-
ios. Current modeling practices require develop-
ers to prepare large datasets for each domain to
finetune/pretrain models; however, this process is
costly and even impossible if the domain is new.
To address this issue, we propose building interac-
tive agents that leverage the knowledge-memory
of general-purpose foundation models (ChatGPT,
Dall-E, GPT-4, etc.) for novel scenarios, specifi-
cally for generating a collaborative space between
humans and agents. We discover an emergent
mechanism— which we name Mixed Reality with
Knowledge Inference Interaction—that facilitates
collaboration with humans to solve challenging
tasks in complex real-world environments and
enables the exploration of unseen environments
for adaptation to virtual reality. For this mecha-
nism, the agent learns i) micro-reactions in cross-
modality: collecting relevant individual knowledge
for each interaction task (e.g., understanding un-
seen scenes) from the explicit web source and by
implicitly inferring from the output of pretrained
models; ii) macro-behavior in reality-agnostic: im-
proving interactive dimensions and patterns in
language and multi-modality domains, and make
changes based on characterized roles, certain target
variable, influenced diversification of collaborative
information in mixed-reality and LLMs. We in-
vestigate the task of knowledge-guided interactive
synergistic effects to collaborated scene generation
with combining various OpenAI models, and show
promising results of how the interactive agent sys-
tem can further boost the large foundation models
in our setting. It integrates and improves the depth
of generalization, conscious and interpretability of
a complex adaptive AI systems.

9 Impact Statement

Agent AI paradigm is to create general-purpose
agents that can work alongside humans in both real
and virtual environments. This paradigm therefore
intends to have a very broad impact, possibly affect-
ing all members of society. Agent AI framework
emphasizes the integration of agents into the wider
environment across a variety of settings, such as

gaming, robotics, healthcare, and long-video under-
standing. Specifically, the development of multi-
modal agents in gaming could lead to more immer-
sive and personalized gaming experiences, thereby
transforming the gaming industry. In robotics, the
development of adaptive systems could revolution-
ize industries ranging from manufacturing to agri-
culture, potentially addressing labor shortages and
improving efficiency. In healthcare, the use of large
foundation model as diagnostic agents or patient
care assistants could lead to more accurate diag-
noses, improved patient care, and increased ac-
cessibility to medical services, particularly in un-
derserved areas. Furthermore, the ability of these
models to interpret long-form videos could have
far-reaching applications, from enhancing online
learning to improving technical support services.
In general, the Agent AI framework will have sig-
nificant downstream effects on a wide range of
industries and people across the world.

We must also highlight the diverse and complex
challenges that come with implementing AI agents
across a wide variety of environments and situ-
ations. For instance, there are many limitations
and potential hazards linked to Agentic AI systems
when they are developed for specialized sectors
such as healthcare diagnostics. In this domain, is-
sues like dangerous hallucinations in AI behavior
can pose significant risks, highlighting the critical
need for meticulous design and testing. However,
these specific challenges may not be equally rel-
evant or noticeable when considering AI agents
crafted for the gaming industry. In such recre-
ational fields, developers might instead prioritize
tackling different hurdles, such as the need for AI
to perform more open-ended generation and exhibit
creativity, adapting dynamically to unpredictable
gameplay scenarios and player interactions.

10 Conclusion

Our proposed Agent AI focuses on advanced multi-
modal systems that interact effectively within both
physical and virtual environments and facilitate ef-
fective interaction with humans. This paper aims to
unite researchers to deepen the discourse on Agent
AI, cutting across various AI disciplines including
agent paradigms, foundation models, infrastruc-
tures, and systems. Our goal is to enrich the scien-
tific comprehension of Agent AI and explore the
potential of embodied agents within the realm of
holistic intelligence research. This endeavor posi-
tions us to leverage emerging foundational models
effectively.



Ethical Consideration

Agent AI systems have many applications. In addi-
tion to interactive AI, grounded multimodal models
could help in generating training datasets for robots
and AI agents, and assist in productivity applica-
tions, helping to re-play or paraphrase scenario,
predict actions in novel scenarios, or synthesize
3D or 2D scenes. Fundamental advances in agent
AI help contribute towards these goals and many
would benefit from a greater understanding of how
to model embodied and empathetic behavior in a
simulated environment or the real world. There-
fore, there are many applications that have positive
benefits.

However, this technology could also be used by
bad actors. Agent AI systems that generate con-
tent can be used to manipulate or deceive people.
Therefore, it is very important that this technology
is developed in accordance with responsible AI
guidelines. For example, explicitly communicating
to users that content is generated by an AI system
and providing the user with controls in order to
customize such a system. It is possible the Agent
AI could be used to develop new methods to detect
manipulative content - partly because it is rich with
hallucinations that emerge from large foundation
models - and thus help address another real world
problem.

For example, ethical deployment of large agents
foundation models, especially in sensitive domains
like healthcare, is paramount. AI agents trained
on biased data could potentially worsen health dis-
parities by providing inaccurate diagnoses for un-
derrepresented groups. Moreover, the handling of
sensitive patient data by AI agents raises signifi-
cant privacy and confidentiality concerns. In the
gaming industry, AI agents could transform the
role of developers, shifting their focus from script-
ing non-player characters to refining agent learn-
ing processes. Similarly, adaptive robotic systems
could redefine manufacturing roles, necessitating
new skill sets rather than replacing human workers.
Navigating these transitions responsibly is vital to
minimize potential socio-economic disruptions.

Furthermore, the agent AI focuses on learning
collaborative policies in simulation and there is
some risk of directly applying the policy to the
real world due to the distribution shift. Robust
testing and continuous safety monitoring mecha-
nisms should be put in place to minimize risks of
unpredictable behaviors in real-world scenarios.

Limitations

The main thesis of our work is that the Agent AI
formulation helps to bring the field of AI back to
its roots in holistic intelligence. However, there are
still many unknowns within the Agent AI paradigm.
Existing foundation models exhibit biases and hal-
lucinations, and it is unclear whether these can be
resolved through scaling up model and dataset sizes
or if these are fundamental limitations of Agent AI.

We also acknowledge that there are many ad-
ditional challenges in this field that we have not
covered in Section 7. As a growing field with a po-
tential for major impact, we believe that the devel-
opment of Agent AI must include a diverse range
of perspectives across disciplines to ensure that it
has a positive impact on humanity.
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Appendices for
Agent AI Towards a Holistic Intelligence

A Intention Information and
Manipulation for Embodied Action

Language Conditioned internet action instruction
entails the ability of a robotic system to inter-
pret and execute tasks based on language instruc-
tions. This aspect is particularly crucial for creating
intuitive and user-friendly interfaces for human-
robot interaction. Through natural language com-
mands, users can specify goals and tasks to robots
in a manner similar to human-human communi-
cation (Wang et al., 2019), thereby lowering the
barrier to operating robotic systems. In a practi-
cal scenario, for instance, a user could instruct a
service robot to “pick up the red apple from the
table,” and the robot would parse this instruction,
identify the referred object and execute the task of
picking it up (Wake et al., 2023b). The core chal-
lenge lies in developing robust natural language
processing and understanding algorithms that can
accurately interpret a wide array of instructions,
ranging from direct commands to more abstract
directives, and enable the robot to convert these
instructions into actionable tasks. Furthermore, en-
suring that robots can generalize these instructions
across diverse tasks and environments is critical
for enhancing their versatility and utility in real-
world applications. The use of language input to
guide robot’s task planning has gained attention in
the context of a robot framework called Task and
Motion Planning (Garrett et al., 2021).

In addition, (Durante et al., 2024b)learn about
the intricate challenges of large action models for
embodied systems e.g., robotic. It begin with a
low-level action manipulation foundational mod-
els, it explore solutions to issues such as action
resignation, adaptability to dynamic environments,
and the efficient management of high-dimensional
action spaces. When transfer to next phase, we im-
plement and refine algorithms, ensuring scalability
and effectiveness in simulations on our server. De-
velop and implement foundational algorithms for
large action models, emphasizing efficiency and
scalability. Focus on addressing issues related to
pre-training, fine-tuning, and model optimization.
Conduct initial simulations on Azure to validate
algorithmic concepts. The ultimate objective in the
third phase, is to optimize and validate these algo-
rithms in real-world scenarios, exploring diverse
applications and contributing to the evolution of

large action models for General Purpose Robotics.
Optimize and validate the algorithms in real-world
scenarios with large action models on Phoenix. Ex-
plore applications in diverse domains, ensuring ro-
bustness and scalability. Refine algorithms based
on real-world evaluation feedback and scale for
broader cloud deployment in the embodied system.

B Agent for Cross-modality and
Mix-reality

B.1 Agents for Cross-modal Understanding

Multi-modal understanding is a significant chal-
lenge for creating generalist AI agents due to the
lack of large-scale datasets that contain vision, lan-
guage, and agent behavior. More generally, training
data for AI agents is often modality specific. This
results in most modern multi-modal systems using
a combination of frozen submodules. Some no-
table examples are Flamingo (Alayrac et al., 2022),
BLIP-2 (Li et al., 2023d), VLC (Gui et al., 2022a)
and ArK (Huang et al., 2023b), all of which utilize
a frozen LLM and frozen visual encoder. These
submodules are trained individually on separate
datasets, and then adaptation layers are trained to
encode the visual encoder into the LLM embed-
ding space. In order to make further progress for
cross-modal understanding for AI agents, it is likely
that the strategy of using frozen LLMs and visual
encoders will need to change. Indeed, RT-2, a
recent visual-language model that is capable of tak-
ing actions within the domain of robotics showed
significantly improved performance when jointly
tuning the visual encoder and LLM for robotics
and visual-language tasks (Brohan et al., 2023).

B.2 Agents for Cross-domain Understanding

A key challenge for creating generalist agents is the
distinctive visual appearance and disparate action
spaces across different domains. Humans possess
the capability to interpret images and videos from
various sources, including the real world, video
games, and specialized domains such as robotics
and healthcare (Durante et al., 2024a), once they
become familiar with the specific details of these
areas. However, existing LLMs and VLMs often
demonstrate significant differences between the
data they were trained on and the varied domains
in which they are applied. And notably, training
agent models to predict specific actions presents a



considerable challenge when trying to develop a
single policy that can effectively learn multiple con-
trol systems across domains (Huang et al., 2023b).
Generally, the approach most modern works take
when applying systems within specific domains is
to start from a pretrained foundation model and
then finetune a separate model for each specific
domain. This fails to capture any commonalities
between domains and results in a smaller total set
of data used for training instead of leveraging each
domain’s data.

B.3 Interactive agent for cross-modality and
cross-reality

Developing AI agents that can successfully under-
stand and perform tasks across different realities
is an on-going challenge that has seen some recent
success for image and scene generation (Huang
et al., 2023b). In particular, it is challenging for
agents to simultaneously understand real-world
and virtual reality environments due to their visual
dissimilarities and separate environment physics.
Within the context of cross-reality, Sim to Real
transfer is a particularly important problem when
using simulation-trained policies for real-world
data, which we discuss in the next section.

C Bias

AI agents based on LLMs or LMMs (large multi-
modal models) have biases due to several factors
inherent in their design and training process. When
designing these AI agents, we must be mindful of
being inclusive and aware of the needs of all end
users and stakeholders. In the context of AI agents,
inclusivity refers to the measures and principles
employed to ensure that the agent’s responses and
interactions are inclusive, respectful, and sensitive
to a wide range of users from diverse backgrounds.
Despite these measures, AI agents still exhibit bi-
ases. Ongoing efforts in agent AI research and
development are focused on further reducing these
biases and enhancing the inclusivity and fairness
of agent AI systems. Despite these measures, AI
agents still exhibit biases. Ongoing efforts in agent
AI research and development are focused on further
reducing these biases and enhancing the inclusivity
and fairness of agent AI systems. Despite these
efforts, it’s important to be aware of the potential
for biases in responses and to interpret them with
critical thinking. Continuous improvements in AI
agent technology and ethical practices aim to re-
duce these biases over time. One of the overarch-
ing goals for inclusivity in agent AI is to create an

agent that is respectful and accessible to all users,
regardless of their background or identity.

D Hallucinations

Agents that generate text are often prone to halluci-
nations, which are instances where the generated
text is nonsensical or unfaithful to the provided
source content (Raunak et al., 2021; Maynez et al.,
2020). Hallucinations can be split into two cate-
gories, intrinsic and extrinsic (Ji et al., 2023). In-
trinsic hallucinations are hallucinations that are
contradictory to the source material, whereas ex-
trinsic hallucinations are when the generated text
contains additional information that was not origi-
nally included in the source material.

Some promising routes for reducing the rate of
hallucination in language generation involve us-
ing retrieval-augmented generation (Lewis et al.,
2020; Shuster et al., 2021) or other methods for
grounding natural language outputs via external
knowledge retrieval (Dziri et al., 2021; Peng et al.,
2023). Generally, these methods seek to augment
language generation by retrieving additional source
material and by providing mechanisms to check for
contradictions between the generated response and
the source material.

Within the context of multi-modal agent systems,
have multimodality been shown to hallucinate as
well (Zhou et al., 2023c). One common cause of
hallucination for vision-based language-generation
is due to the over-reliance on co-occurrence of ob-
jects and visual cues in the training data (Rohrbach
et al., 2018). AI agents that exclusively rely upon
pretrained large foundation models and use lim-
ited environment-specific finetuning can be partic-
ularly vulnerable to hallucinations since they rely
upon the internal knowledge-base of the pretrained
models for generating actions and may not accu-
rately understand the dynamics of the world state
in which they are deployed.
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