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DESIGNING FOR NAVIGATING PERSONAL WEB INFORMATION: 
RETRIEVAL CUES

Mary Czerwinski, Kevin Larson, and Daniel Robbins
Microsoft Research
Redmond, WA

Usage tracking has provided us with evidence that hotlists, bookmarks and favorites folders are the navigation tools most frequently used by users in information foraging tasks on the web (Pitkow & Recker, 1996).  Usability studies, as well as basic research, however, indicate that the current web browser designs are sub-optimal in supporting users’ cognitive models of the web and the information they repeatedly consume (Abrams, 1997; Tauscher & Greenberg, 1997).  This study examines what specific attributes of a web page are efficient retrieval cues for the user: the title, summary information, or a graphical image of the page.  We found a reliable difference across these kinds of retrieval cues using a variety of performance measures.  The results showed, not unsurprisingly, that the title information is the most beneficial  retrieval cue, given our current text-centric browser design.  We then present specific design examples that demonstrate how adding simple visual cues might enhance today’s browsers.  Future work will explore how to leverage other aspects of memory during the retrieval of stored web information, especially spatial cognition and other, image-based mnemonic aids.



		
INTRODUCTION

Usage tracking has provided us with evidence that hotlists, bookmarks and favorites folders are the navigation tools most frequently utilized by users for locating information on the web (Pitkow & Recker, 1996).  Usability studies, as well as basic research, however, indicate that the current designs for navigating the web are sub-optimal in supporting users’ cognitive models of web spaces and the information they repeatedly consume (Abrams, 1997; Tauscher & Greenberg, 1997).  The Tauscher et al. and Abrams studies were pivotal in that they were among the earliest attempts to gather information about what users are doing while they traverse the web over time, given current browser user interface designs.  More recently, others have attempted to track web usage patterns and provide visualization tools displaying this traffic in an effort to provide users with interaction histories of web usage (Wexelblat, 1998).  In each of these cases, the documentation of usage patterns has been extremely useful as new ideas for browser designs are explored.  Still, one area left virtually unexamined has been the user interface design characteristics that are optimal for leveraging how people remember their interactions with web pages. In addition, understanding what information visualizations leverage this interaction memory is critical to the effective design of the next generation web browsers.
Given what we know about human episodic and semantic memory (Tulving & Thompson, 1972), it’s been shown that we have memory for “events” or episodes in time, as well as memory for related facts and meanings about events.  Applying human memory theory to the study of memory for favorite web pages, we predicted that both kinds of memorized information might be stored in long-term memory.  We hypothesized that users may remember what the page looked like, the overall gist of the page, or the title of the page.  Users may also know what they were doing when a web page was stored, or the context in which a web page was studied.  This is research actively being addressed by Hightower, Ring, Helfman, Bederson, & Hollan (1998), and Wexelblat (1998).  They describe the increased efficiency and user satisfaction that can be attained by augmenting browsers with additional usage and image information.  For example, Hightower et al. (1998) added a graphical history-map to a browser as a companion tool to aid users as they navigated during search tasks.  With “PadPrints”, as the tool was called, users visited reliably fewer web pages, found their search targets reliably faster, and rated the user interface as more satisfying along a number of dimensions.  Since the tool included graphical, temporal and hierarchical detail, it is still unclear which dimension was contributing most strongly to improved user performance and preference.  Therefore, we decided to explore more closely what users remember after a brief encounter with a web page in a simulated browsing session.
To this end, we observed users interacting with Microsoft’s Internet Explorer v. 4.0’s (IE4) Favorites mechanism.  The Favorites mechanism allows users to store personally interesting web page addresses locally on the user’s machine.  It was hoped that, by examining users’ memories for these web pages, we would be able to better prioritize which cues might be added to next generation browsers to support efficient search and navigation.  In a previous study, we observed first hand what kinds of memories users might have while searching their Favorites folders for previously stored pages. Two participants stored and recalled web pages in the (IE4) Favorites mechanism.  The participants in this pilot study were shown 100 pages, sequentially, and asked to store each page into the Favorites folders.  The participants were then shown each page a second time and asked to find the page in their Favorites.  To our surprise, the participants had no problems re-finding these pages.  Neither participant selected a single incorrect page and both participants’ average retrieval time was fast, about 10 seconds.  
We believe performance was at ceiling in the previous study because using the entire web page turned out to be too rich of a retrieval cue in the pilot.  When users go to select a page from Favorites they may only have limited information in short-term memory about the contents and context with which that page was viewed and stored.  Users may remember the name of the page, or what the page was about, or perhaps what the page looked like to some degree, but probably cannot recite back the entire contents of a web page.  Therefore, the pilot study design was modified for the experiment reported in this paper.  The newly designed study examined what specific attributes of a full web page are efficient retrieval cues: is it the title, summary information, or a graphical image of the page?  We were also interested in the number and types of categories users would come up with when storing these pages—would there be deep, narrow structures or broad, shallow hierarchies in the resultant organizations?  Also, how much intra-subject consistency would there be in terms of the category labels assigned to these structures? This information could be used to improve future versions of the Internet Explorer Favorites mechanism.

METHODS

Subjects

Ten subjects of average web ability that used IE4 at work or home participated in this study.  

Materials

100 web pages were used in this study; 50 of the pages came from PC Magazine’s list of top web sites (and so were likely to have been seen by at least some of the participants) and 50 pages were selected randomly from the Yahoo! database.  The web pages were downloaded onto a web server located on the same computer with the subject.
Four different retrieval cues were generated from the web pages: 1) Title, which was the title that that the page author gave to the page, 2) Summary, which was generally a summary that came from the Linksfinder database, as long as that summary was reasonable, 3) Thumbnail, which is a screenshot of the web page reduced down to the size of a thumbnail image, and 4) All, which is a combination of the title, summary, and thumbnail cues.  If the summary from the Linksfinder database seemed especially vague, we used Yahoo’s summary feature for the text instead.  This was only necessary for three pages.  Table 1 shows an example of each of the four styles of retrieval cues.





	Retrieval Cue
	Example

	Title
	Bezerk - The Free Online Entertainment Network

	Summary
	The new, FREE premier online entertainment network features YOU DON'T KNOW JACK the netshow, the online version of the irreverent quiz show party game CD-ROM!

	Thumbnail
	

	All
	All three above cues


Table 1: An example of the four kinds of retrieval cues.

Procedure

The subjects were shown 100 web pages sequentially (order randomized for each subject) and asked to store them in their IE4 Favorites folder.  They were allowed to create any organizational structure they wanted in Favorites and were encouraged to create a structure that mimicked how they stored their favorite web pages at home, since they would have to use their organization for tasks in the second half of the test session (subjects were not told what the subsequent half of the session would entail).
After all 100 pages had been saved into Favorites; the subjects were shown one of four retrieval cues and asked to find the related page in their Favorites.  The cues were presented in a random order for each subject, for a within subjects design.  This resulted in 25 web page retrieval trials for each cueing condition.  If a subject could not find the target page within two minutes, a “time-out” message was presented and the subject was instructed to proceed to the next retrieval task.  
The four dependent variables used in this study were web page retrieval time, the number of incorrect pages selected, the number of failed attempts, and their subjective ratings.  Retrieval time (or reaction time) is defined as the time to select the correct item discarding the reaction times for failed retrievals.  Incorrect selections are the total number of pages selected that were not the target page, again discarding incorrect selections on failed retrievals.  Failed retrievals are when the subject either takes longer than two minutes for retrieval or chooses to stop searching for an item.  Subjective preference will examine both which retrieval cues subjects prefer, and user  satisfaction with the IE4 Favorites mechanism.  In addition, the depth and breadth of the folder structure used by subjects was noted, and the folder structure was saved for later analysis.





RESULTS

Reaction Time

A one-way analysis of variance (ANOVA) with repeated measures revealed a reliable main effect of cue condition on retrieval time, F(3, 27)=8.82, p<.001.  Post-hoc analyses showed that all cueing conditions were significantly different from each other. 
On average, subjects were fastest at retrieving web pages from Favorites when they were given the title of the page as the retrieval cue (average reaction time [RT] = 10.6 seconds), and slowest when given the thumbnail as the retrieval cue (RT = 17.5 seconds).  Table 2 provides the average reaction times and standard deviations for each cueing condition.
	
	Average Reaction Time (in seconds)
	S.D.

	Title
	9.8
	4.0

	Summary
	16.4
	7.8

	Thumbnail
	17.5
	5.5

	All
	11.4
	3.8


Table 2: Average Reaction Time and Standard Deviation for each Retrieval Cue
 
Incorrect Selections

A one-way ANOVA with repeated measures revealed a reliable main effect of cue condition on the number of incorrect pages retrieved prior to finding the correct web page, F(3,27)=5.2, p<.01.  Simple contrasts showed that all cueing conditions were significantly different from each other.
On average, subjects selected the fewest number of incorrect pages with the title retrieval cue (1.3 selections) and the most with the thumbnail retrieval cue (11.0 selections).  Table 3 provides the average number of incorrect retrievals and standard deviations for each cueing condition.

	
	Average Number of Incorrect Pages Selected
	S.D.

	Title
	1.3
	2.4

	Summary
	8.0
	5.4

	Thumbnail
	11.0
	11.6

	All
	2.6
	2.2


Table 3: Average number of incorrect pages per trial by retrieval cue.

Failed Retrievals

A one-way ANOVA with repeated measures revealed a reliable main effect of cueing condition on the number of failed retrieval trials, F(3,27)=37.32, p<.001.  Simple contrasts showed that all cueing conditions were significantly different from each other, with the exception of the Title and the All cueing conditions.
On average, subjects took longer than two minutes or choose to stop searching for a page least often with the All retrieval cue (1.2 failed retrievals) and most often with the thumbnail retrieval cue (11.8 failed retrievals).  Table 4 provides the average of total number of failed retrievals for each cueing condition.

	
	Frequency of Failed Retrievals
	S.D.

	Title
	1.3
	1.3

	Summary
	5.2
	2.9

	Thumbnail
	11.8
	4.5

	All
	1.2
	1.4


Table 4: Average number of times a subject either took longer than two minutes or choose to stop searching for a page.

Subjective Ratings

At the end of all the retrieval trials, the participants were asked two questions about which single retrieval cue (excluding the All retrieval cue) they found most and least useful for finding a page.  Participants were split on which retrieval cue was most useful, with five subjects selecting the title and five selecting the summary as the most useful.  Participants were unanimous in selecting the thumbnail as the least useful retrieval cue.
Participants were also asked a series of questions to gauge their satisfaction with the IE4 Favorites mechanism.  A five-point Likert scale followed each question, where subjects would answer closer to 5 if they agreed with the statement and closer to 1 if they disagreed with the statement.  Table 5 provides the statements and average responses to the statements.

	Questionnaire Item
	Average
	S.D.

	I like the IE4 favorites mechanism. 
	3.4
	1.0

	The favorites mechanism is efficient. 
	3.6
	1.1

	The favorites mechanism is easy to use. 
	3.6
	1.1

	The favorites mechanism feels familiar. 
	4.0
	0.7

	It is easy to find the page I am looking for with the favorites mechanism. 
	3.4
	1.0

	Organizing web pages is easy with the favorites mechanism. 
	3.4
	1.1

	If I came back a month from now I would be still be able to find many of these web pages. 
	3.2
	0.8

	I was satisfied with my organization scheme. 
	3.2
	1.2

	My organizing scheme was very similar to the organization in my home favorites folder. 
	3.9
	1.5


Table 5: User Satisfaction Data on a 5 point Likert Scale

Category Structure and Labeling

Participants’ Favorites folder structures were examined for depth and breadth, as well as inter-subject consistency in terms of the category labels used in assigning names to folders.  While this analysis is still ongoing, preliminary results indicated that the structures built by subjects were actually quite shallow (on average, participants had 11 top-level categories).  Also, very few subjects built subcategories into their structures.  Finally, there appeared to be a surprising amount of consistency across participants in terms of the labels assigned to folders.  The most common labels for the web pages used in this study included: business, shopping, entertainment, sports, news, education, travel, restaurants, real estate, computers, and the internet.  

DISCUSSION

The combination of reaction time, incorrect retrieval, and failed attempts results indicate that title information was the most important cue for retrieving a page from Favorites for this study.  The title was such an effective retrieval cue, that reaction time performance was harmed in the All cue condition by adding additional cue information during a retrieval trial.  In fact, retrieval times in the current study’s title cue condition were similar to what was found in the pilot study where the entire page was used as the cue for retrieval.  It is our belief that the title worked well in this study because the Favorites list is text-centric, and features a web page’s title as the semantic label for storage.  Users stated during the post-test interview session that they preferred getting the additional summary and visual cues as retrieval aids in the All cue condition.  However, these cues did not significantly benefit performance in scanning the IE Favorites mechanism, most likely because there were no affordances in the user interface for these types of information.
To improve the Favorites mechanism, facilities need to be added to allow the user to retrieve pages on the basis of summary information or visual cues.  A common problem for retrieving a page on the basis of summary information was that the hierarchy the user created was not cross-referenced.  A specific example of this was when one user classified the “Wall Street Journal” web page into a financial category.  At retrieval time the user expected to find the page in the news category.  One way of recovering from this type of error would be to add an implicit query feature to the Favorites mechanism.  When the user selects a page, all the pages that are semantically similar to the selected page would become highlighted.  Figure 1 is an example of how this could be done.  In the figure the NASA Home Page was the selected item, and it revealed US News and World Report as a related page.  In such a mechanism it would be likely that all of the pages belonging to the same section of the hierarchy would be marked as relevant, in addition to relevant pages that happen to have been placed in other, more distantly related parts of the hierarchy.


Figure 1:  Implicit query incorporated into the Favorites mechanism

The results presented in this paper indicated that users had more difficulty retrieving pages on the basis of a visual cue than by any other cue included in this study.  While it might be slightly unusual for a user to try to find a page on the basis of visual appearance alone, some version of a page’s image could be a valuable tool for retrieving a page in conjunction with other information.  Figures 2 and 3 are a couple of examples of how this could be done in the current Internet Explorer browser.  In Figure 2, a thumbnail image exactly the same size as the current title information is placed to the left of the title.  In Figure 3, the thumbnail images are made slightly larger so that the page text becomes more legible.  The images in this figure are interleaved so they take up no extra vertical room.


Figure 2: Small thumbnails incorporated into the Favorites mechanism


Figure 3: Larger, interleaved thumbnails incorporated into the Favorites mechanism
 
The subjective ratings we collected in this study indicated that, while the IE4 Favorites user interface is rated above average on our satisfaction indices, there is still room for improvement in the user interface design.  We believe that implementing some of the implicit query and thumbnail design ideas included above, as well as other interesting retrieval dimensions, is a way toward maximizing ease of use and improving user satisfaction. 
We have run subsequent studies in our labs comparing the IE4, text-based, Favorites mechanism to alternative 3D visual environments (Robertson et al., 1998).  These studies have shown reliable performance advantages from including visual detail in the representation of stored web pages that can be leveraged during retrieval.  In these studies, a thumbnail retrieval cue can be equally effective (and for visually distinctive web page designs even more effective) than the textual title of the page.  We also added rich, spatialized audio cues to this environment, which could have been used as a retrieval cue as well, but this research is currently in progress.  From the results of these studies we now know that users will store a wide variety of information types about a web page in memory, which can be leveraged in the user interface to improve the probability and efficiency with which that page is later retrieved.  In fact, in one of our studies, users were no slower at retrieving their stored web pages after a six-week period of disuse!
We have argued that, in order to assist users in managing their important personal web pages, support for the ability to retrieve a page using any of the cues that a person may maintain in long-term memory should be built into the user interface.  We believe that not only episodic, but also other semantic and temporal cues could enhance a user’s likelihood of finding stored information.  Future work in our lab will continue to explore adding these mnemonics to the user interface, including an in-depth exploration of the use of spatial cognition as a potentially important aspect of memory that can be leveraged in user interface design.
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