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Abstract

It is generally recognized that 3-D models are compact
representations for rendering. While pure image-based
rendering techniques are capabl e of producing highly pho-
torealistic outputs, the size of theinput “ model” isusually
very large. The important issues in trading off geometry
versusimagesinclude compactness of representation, pho-
torealism of reconstructed views, and speed of rendering.
In this paper, we describe our past work in modeling and
rendering, and articulatelessonslearnt. Wethen delineate
our vision of an ideal rendering system that is capable of
using spatially varying representations to produce an op-
timal mix of high compression and realistic rendering.

Keywords: 3-D modeling, image-based rendering, ge-
ometry versus images.

1 Introduction

Most commercial graphics systems and research focus
on explicit 3-D modeling. Thisis avery traditiona area,
and the 3-D modeling and rendering issues have been
mostly dealt with successfully. It is generally true that
3-D models are compact representations for rendering, es-
pecially when fast specialized hardware graphics acceler-
atorsarereadily available. Better photorealismis possible
with the more sophisticated 3-D modeling systems such as
3D StudioMax, though at alossin rendering speed.

Pure image-based rendering techniques (relevant sur-
veysinclude [8, 12]) index images directly, and their out-
puts can be highly photorealistic. The important issuesin
trading off the use of geometric representations versusim-
ages include compactness of representation, photorealism
of reconstructed views, speed of rendering, and cost.

Inthispaper, wereview our work in extracting geometry

and image-based representations from images, and sum-
marizeimportant lessonsfrom our work. We also describe
our concept of anideal rendering system that is capabl e of
using spatially varying representations to produce an op-
timal mix of high compression and realistic rendering.

2 Review of relevant work

There has been a lot of prior work on object and scene
representation for visualization. This work can be clas-
sified according to how geometry or image intensive the
underlying representation is. On the image end of the
spectrum, there are systems with constrained motion (ei-
ther pure rotation or translation), such as mosaics from
many images [27], stitched fisheye images [30], or view
morphing [21]. While this kind of representation is very
compact, the degrees of freedom in virtual navigation are
very limited. More recent developments in the form of
light-field rendering [ 13] and its model-assisted cousin the
Lumigraph [7] provide an enhanced range of virtual mo-
tion, but at the expense of a large input database. The
concentric mosaic representation [23] is more compact,
but loses a degree of freedom in motion and depth effect.
The important issue of sampling and artifacts in the con-
text of light field rendering has been examined by several
researchers[2, 3, 14].

Work that is primarily image-based with some implicit
geometry includes interpolation of color images with sin-
gle [16] or multiple [4] depth maps, multiple source ren-
dering [9], multiple centers of projection [18], and layers
[22, 1]. The compactness of these representations range
from high (for flat layers) to low (with explicitly assigned
depth at every pixel).

Thereis plenty of work on 3-D modeling, but we men-
tion only a few as (somewhat biased) representatives in
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Figure 1. Two possible ways of modeling an object: using
silhouettes, and using edges.

this area. Automatic modeling from images can take the
form of reconstruction of an octree model from silhouettes
[26], 3-D curves from contours [29], or ssimply from 3-D
points using panoramic images [10]. Examplese of 3-D
construction systems that require some degree of interac-
tivity include Facade, which usesmanual placement of 3-D
primitives [5], and Shum et al.’s system that makes use of
2-D lines drawn on panoramic mosaics [24].

3 Texture-mapped geometry

Texture-mapped geometric models are widely used in
computer graphics. Methods for creating such modelsin-
clude using a CAD modeler, using a 3-D digitizer, and
applying computer vision techniquesto images of real ob-
jectsor scenes. For thelast category, examplesinclude oc-
tree modeling from volume intersection using silhouettes
[26], shape from contours [29] (Figure 1), and modeling
using panoramic images (Figure 2). [ You already mentioned
octreesand contoursin Section 2. e probably want to eliminate
one of these duplicate references. — RicK]

Unfortunately, computer vision techniques are gener-
ally not robust enough to work under all conditions. 3-D
recovery is not perfect (see Figure 2(d), for example), and
stereo algorithms do not work for texturel essregionswith-
out prior structural knowledge. In addition, it is very dif-
ficult to capture complex visua effects such as highlights,
reflections, and transparency using a texture-mapped 3-D
model.

Mesh simplification is often used to reduce the com-
plexity of model that affects rendering time. However,
this generally results in loss of data; simplification leads
to “equal-opportunity” smoothing, since it is difficult to
automatically distinguish noise from data.
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Figure 2:

3-D modeling from multiple cylindrical
panoramic images: (a) sequence of input panoramic im-
ages, (b) top view of recovered 3-D points; (c) top view of
3-D mesh; and (d) oblique view of texture-mapped model.

[Anandan, Rick: any other failure modes/comments you can
think of? | can’t think of any — Rick]

4 Image-based representations

A large number of image-based rendering systems have
been developed in thelast few years (see Section 2). Here,
we discuss two representative image-based representa-
tions, namely sprites with depth and the Lumigraph.

The spriteswith depth representation [1, 22] (a.k.a. 3-D
layered motion models) consists of a collection of over-
lapping, quasi-planar surfaces with local parallax [11, 20]
used to describe their more detailed shape. Each sprite
consists of a matted color image (i.e., a color image with
an alpha channel used to decribe transparency), a plane
equation describing its rough orientation, and adepth map
encoding the local out-of-plane shape variation. (Alter-
natively, the parallax could also be represented using a
triangular mesh.)

Sprites with depth naturally capture the occlusion ef-
fects that occur in complex scenes, e.g., partia visibility,
the mixing of foreground and background colorsat occlud-
ing contours, and transparent mixing of light at reflections
[28]. Sprites with depth can also be efficiently rendered
using acombination of forward and inverse warping tech-
niques [22]. Figure 3 shows the sprites extracted from
a scene simultaneously photographed from a number of
different viewpoints. Using a single depth map would be
inadequateto captureall of the surfacesinthisscene, while



Figure 3: Layered extraction from multiple images. (a)
input sequence; (b) manually segmented layers; (c) mo-
saicked layers; and (d) relative depth (parallax) maps.
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Figure 4: Lumigraph example: (a) sampling space; (b)
octree of toy lion (from image sequence); and (c) a novel
view (note the detailed fur, which would be very hard to
produce with a texture-mapped 3-D model).

building full 3-D modelswould not be possible because of
the limited range of viewpoints.

A variant on spriteswith depth isthe Layered Depth Im-
age (LDI) representation [22], where multiple col or/depth
values can be stored at each location in a2-D array. This
representation is easier to compute than a layered sprite
representation, since it does not require any segmentation
of the scene into parts. On the other hand, the rendering
algorithm, which uses forward mapping (splatting) cannot
take advantage of the contiguity between adjacent pixels
inthe LDI.

The most data-intensive image-based representation is
the 4-D lightfield, which captures all rays passing through
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Figure 5; Range of possible spatially-varying represen-
tations with their respective dominant rendering mecha
nisms.

someviewing volume[13]. TheLumigraph[7] usesasim-
ilar representation, but also contains a rough 3-D model
(see Figure 4) that enables better quality reconstructions
using fewer light ray samples. Reduced (e.g., 3-D) Lu-
migraphs which only sample images along some viewing
path can use far less data, while still presenting the viewer
with a strong sense of parallax, and hence 3-D perception
[25, 23].

5 The geometry-image continuum

Based on the complementary sets of characteristics as-
sociated with 3-D texture-mapped and image-based mod-
él's, we can imagine using a continuum of representations
to represent a scene. Each representation would be de-
signed to optimize compactness, speed, and visua fidelity;
it could change spatially within the same scene. One such
range of representations is shown in Figure 5. As can be
seen, at the physically-based end of the spectrum, we have
the usual singletexture-mapped geometry. Along the way,
we have variations of geometry models, followed by in-
creasingly image-intensive representations. Note also that
the dominant means of rendering changes from the con-
ventional graphics pipeline to warping to interpolation,
suggesting that an optimized renderer needs a different
specialized hardware to handle these different modes of
rendering.

An interesting set of representations that we think is a
good bridge from the use of pure geometry to pureimages
has a view-dependent geometry [17] component. We feel
that view-dependent geometry is necessary because stereo
agorithms are often proneto errors. |n areaswhere stereo
dataisinaccurate, we may well represent these areas with
view-dependent geometry, which comprises a set of ge-
ometry extracted at various positions. For a geometry at



particular viewpoint, despite faulty stereo reconstruction,
it is expected that the reconstructed view would still be
acceptable for minor virtual camera perturbations. View-
dependent geometry may also be used to capture visual
effects such as highlights and transparency, whereasingle
geometric representation will fail. [Anandan: your com-
ments on this?]

Therange of representationsto be used for ascene could
be determined on a per application basis, i.e., depending
on the speed requirement and bandwidth constraint. One
possible approach would beto start from the most geomet-
ric representation and progressively move to a more and
more image-based representation (Figure 5) based on how
well the reconstructed view match the expected view, sub-
ject to apredefined threshold. The error metric used could
be a perceptually-based one as described in [19]. For ex-
ample, wewould expect ablank texturelesswall to be rep-
resented simply by a plane with possibly view-dependent
texture. On the other hand, a plant may be represented by
view-dependent geometry with view-dependent texture or
aLumigraph, depending on the desired quality.

6 Discussion

For 2-D image viewing over the Internet, progressive
JPEG is a popular format because it allows the user to
immediately view the whole image, with increasingly bet-
ter detail as time progresses. In asimilar manner, we can
imagineusing aform of progressive transmission of repre-
sentations from pure geometry to more image-based ones
for 3-D viewing in web applications. This allows the user
to virtually navigate with the normal full degrees of free-
dom, but with initially impoverished perceptua quality.
Thequality shouldincreasewithtime. Aninteresting alter-
nativeisto download high quality imagesin such amanner
asto alow virtual navigation, but with reduced degree of
freedom in movement (say, to just rotation). In addition,
within each representation, tradeoffs of rendering quality
for time can still be used. An example of thisisusing sub-
sampling or projective textures for the Lumigraph [25].

So far we have discussed the selection criteriafrom the
end-user’s or application’s point of view. Important con-
siderations exist from the content creator’s perspective,
such as ease of image acquisition and ease of model re-
construction (both involving expense and achievability).
Depending on the level of difficulty of these factors, the
selection of models may be limited, regardless of the end-
user’sor application’srequirements. [ don’t understand this
last sentence. Remove it? — Rick]

Another important consideration is the adaptability to
the rendering platform. Platforms can vary from PDAsto
PCsto supercomputers. Inrendering on aPDA, for exam-
ple, compactness and speed ismoreimportant than fidelity
of view reconstruction duetoitsrelatively low CPU horse-
power and screen resolution. On higher end machines,
compactness may be less of an issue.

Determining the optimal set of representations to use
for a scene is a complex and very likely time-consuming
task. As a result, offline processing to precompute types
of representation for rendering will be necessary.

How would one implement the “perfect” rendering en-
gine? One possible would be to utilize current hardware
accelerators to produce, say, an approximate version of an
LDI or a Lumigraph by replacing it with view-dependent
texture-mapped sprites. The alternative is to design new
hardware accelerators that can handle both conventional
rendering and IBR. An example in this direction is the
use of PixelFlow to render image-based models[15]. Pix-
eFlow [6] is a high-speed image generation architecture
that is based on the techniques of object-parallelism and
image composition.

[Anandan, Rick: anything you'd like to add?]

7 Conclusions

We have described various 3-D reconstruction and
image-based techniques, and outlined their characteristics.
Generally, while 3-D texture-mapped model s are compact,
their construction is not error-free, and complex visual ef-
fects such as highlights and transparency cannot be easily
replicated. On the other hand, more image-based repre-
sentations such asthe L umigraph are capabl e of producing
photorealistic views, but at the expense of alarge database
and high cost of image acquisition. Based on these two
sets of complementary (and conflicting) characteristics,
we propose a set of representations that an optimal ren-
derer may usein combination to produce acceptablelevels
of compactness, photorealism, and speed.
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