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Abstract— Fluctuations in network conditions are a com-
mon phenomenon. They arise in the current wired Internet
due to changes in demand, and in wireless networks
due to changing interference patterns. However, current
congestion control design typically does not account for
this, and in this sense the majority of congestion controllers
proposed so far can be deemed as “myopic”. The present
work deals with the following question: how should net-
work end-users exploit such temporal fluctuations?

We introduce a formal framework, in which time diver-
sity is explicitly described by phases in network condition.
We propose as bandwidth allocation criterion the solution
to an optimization problem, which features both classical
(myopic) users and so-called farsighted users. We identify
the corresponding farsighted user strategy as that maxi-
mizing throughput subject to a social norm related to TCP-
friendliness. We establish basic desirable properties of the
resulting allocations. We propose adaptive decentralized
algorithms for farsighted users to achieve their target
allocation. The algorithms do not require either explicit
knowledge of dynamics in network conditions, or special
feedback from the network.

I. INTRODUCTION

ONGESTION control of contending network end-
users is traditionally assumed to aim at fair resource
allocations. While the classical definition is that of max-
min fairness (see [1]), the de-facto notion of fairness
in force in the current Internet is that of TCP-fairness,
i.e. allocations resulting from the use of standard TCP
protocol stacks. Kelly and co-workers [7], [9], [4] pro-
posed to use microeconomics formalism as a conceptual
framework to discuss objectives of congestion control.
According to this framework, the objective of congestion
control is to maximize system welfare, defined as the
aggregation of user utilities minus network costs.
There are two interpretations of this microeconomics
formalism. The literal (and ambitious) interpretation re-
quires users to be charged real money for their network
usage, and react accordingly based on their utilities.
According to the second, cautious interpretation, the
framework provides a convenient generalization of avail-
able fairness criteria, each corresponding to a specific
choice of utility functions (see [7], [14] for max-min

fairness, and [12], [8], [19] for TCP-fairness), and is
useful for discussing properties of candidate congestion
control algorithms, but should not be interpreted literally.

A limitation of this microeconomics framework is that
it assumes fixed, static network conditions such as user
populations or link capacities. Consequently, within this
framework congestion controllers are required to match
their marginal utility to the marginal cost of capacity
along their path, at any instant. They are in this sense
myopic, as they do not try to exploit potential time
diversity in the network condition.

However, congestion control algorithms operate at
time scales at which user populations vary. Hourly,
predictable variations, are present in Internet traffic (see
e.g. [13] for backbone measurements); less predictable
fluctuations on time scales of seconds or minutes are also
present. Wireless environments display fluctuations not
only in competing user populations, but also in available
capacities due to changing levels of interference, at time
scales of the order of minutes.

Our goal in this paper is to investigate how congestion
controllers could (and should) exploit such time diversity
in network conditions. To this end, we extend the microe-
conomics framework of [9] to account for time diversity.
In this extended framework, we introduce so-called far-
sighted users, whose aim is to maximize some utility
function of their average throughput, in contrast with
myopic users, whose aim is to maximize some utility
function of their instantaneous rate at all times. As for the
original framework of [9], our extended framework can
be interpreted literally, assuming monetary transfers be-
tween network and users. This is appropriate to identify
desirable user strategies for networks applying per-byte
charging. An alternative application of the framework is
to help reason about the implications of social norms
such as TCP-friendliness [3], [6]. We find that greedy
users that aim at maximizing their throughput while
complying to a social norm of TCP-friendliness, are in
fact a special case of our farsighted users.

Besides relating farsighted user strategies to TCP-
friendliness, we establish the following structural prop-
erties. (i) The introduction of farsighted users tends
to smooth network conditions, so that myopic users



see less temporal fluctuations. (ii) Farsighted strategy is
evolutionarily stable, i.e. it is always advantageous for
users to switch from myopic to farsighted, in that this
increases their average throughput. Note that for real-
time applications, average throughput may not be the
adequate performance measure, and myopic strategies
may be better suited; however delay-insensitive appli-
cations would benefit from switching to farsighted. (iii)
The gain of switching to farsighted decreases with the
number of users having switched. This can be interpreted
as follows: the benefit derived from exploiting temporal
diversity is shared out among farsighted users, hence the
more they are, the smaller the benefit.

In the case of a single link scenario, we investigate
more specific issues. In particular, we establish when
farsighted users behave as low-priority users, in that they
do not interfere with myopic users. For recent attempts
to provide such low-priority service using end-point
control only and without network support, see e.g. Key,
Massoulié, and Wang [10], Kuzmanovi¢ and Knightly
[2] Venkataramani, Kokku, and Dahlin [17]. We also
characterize the impact of farsighted users on myopic
users when these arrive at instants of a Poisson process,
and stay in the system for the duration of a file transfer.

We address the problem of designing congestion con-
trol algorithms for farsighted users. We propose two
classes of distributed algorithms. The first one gives an
exact solution under a time scale separation assumption.
The second one gives an approximate solution, but is
easier to implement. These algorithms require neither
specific network support, nor explicit identification of
fluctuations in network conditions.

The outline of the paper is as follows. In Section 2
we describe the extended framework to account for time-
diversity, and introduce farsighted users. In Section 3 we
establish basic structural properties of the rate allocations
achieved within this framework. In Section 4 we focus
on the single link case. In Section 5 we describe the
distributed algorithms for farsighted users. Section 6 con-
tains numerical experiments. We conclude in Section 7.

a non smaller long-run time-average allocation, than a
competing persistent myopic user, with the same utility
function (resp. larger, if the farsighted user has zero
allocation for a phase).

Il. MICROECONOMICS FRAMEWORK FOR RATE
ALLOCATIONS UNDER TIME-DIVERSITY

Let us consider a network consisting of a set £ of
links ¢, and a set ® of users r. We assume that the
network goes through phases, and denote by u(t) the
phase at time t. Phases are assumed to belong to a finite
set €. In addition, we assume that the process u(t) is

SYSTEM:
maximize > Ui(x) -
rex
-> H(U)/Z Cru(Y Aqe(U)xq(u))
ueu el q
over X(Uu) >0, reR, ued

Fig. 1. Microeconomics framework for networks with time-diversity.
Time-diversity is represented by distinct phases u € U and the
corresponding fraction of time Ti(u).

given exogenously, and is ergodic. We denote by Tt(u)
the proportion of time spent in phase u.

The network condition phase determines two aspects:
(i) the population of users competing for resources
depends on the current phase; we note X, the population
of users active in phase u. (ii) The cost incurred at link
¢ for carrying traffic at rate X, which we write C;y(x),
also depends on u. (iii) The route taken by traffic from
user r is determined by the phase. The routing structure
is summarized in the routing matrix A;,(u) =1 if data
from user r is routed through link ¢ during phase u, and
Ars(u) = 0 otherwise.

In order to complete the specification of the frame-
work, for each user r, we assume there is a utility
function U, mapping R¥ to R, and such that the utility
to user r of sending at rate x,(u) in each phase u € U
is given by U, (X,), where x, = {X;(u) }ue;. Note that if
r ¢ R, we necessarily set x,(u) = 0. We finally assume
that the utility functions U, are concave, and the cost
functions C,, are convex.

Under these assumptions, we consider as the system
objective to maximize the total aggregated welfare, i.e.
solve the SYSTEM optimization problem in Figure 1.

The above framework can in fact be formally inter-
preted as an instance of the network resource alloca-
tion framework with multi-path routing considered by
Gibbens and Kelly [5]. Indeed in their context, users’
utilities are functions of each rate that they can use along
each route available to them. By viewing each pair (¢,u)
as a virtual link with associated cost function Ti(u)Cy,,
and by interpreting X, (u) as the rate sent by user r along
its route labeled u, which consists of the links (¢,u) such
that A,(u) =1, we indeed have a special instance of
their framework. The main difference thus lies in the
interpretation, as we have temporal rather than spatial
diversity. This will have significant implications on what
algorithms can be used to solve the problem.

We now specify two types of users that we shall be
interested in the sequel. We shall consider, on the one
hand, farsighted users, whose utility function U, reads

U, (%) =Ur (%),



where U, is some utility function mapping R, to R,,
and X, is the average rate obtained by user r, given by

reR.

Xr = z (U)X, (U),

ueu
We denote by ¥ the set of all farsighted users.
On the other hand, we shall consider myopic users,
whose utility function reads

U (%)= > muUr(x).
ueu
Here as for farsighted users, U, denotes some utility
function mapping R to itself.

It should be intuitively clear why such users are called
myopic: if the user population consists of myopic users
only, then the global SYSTEM separates in independent
SYSTEM problem instances, one for each phase u.
Thus when solving SYSTEM, such users choose their
sending rates in each phase independently of the network
conditions in the other phases.

We use the following terminology in the sequel. We
define the marginal cost at link ¢ in phase u to be the
derivative of the cost function C,, evaluated at its current
load, and denote it by p,(u). According to the literal
interpretation of the framework, this represents an actual
price per byte; in the alternative interpretation, this is a
non-monetary signal, such as a loss rate.

I1l. BASIC PROPERTIES

This section describes several properties of farsighted
users, and of their interaction with myopic users.

A. Price equalization and smoothing
The SYSTEM allocation for farsighted users is char-
acterized by the following property.

Theorem 1: For a farsighted user r € #, there exists
a positive p; > 0 such that p; = U/(X;), and for all
ue u,

if Xr(u) >0,

otherwise,

pr(u) = p:(
pr(u) > py

where pr(U) == 3 se Are(U)C) (3 g Age(U)Xq(U)).

This tells us that the farsighted user r equalizes
prices pr(u) across good network phases, G, := {u €
U : % (u) > 0}, where “good” is as perceived by the
user r. The farsighted user r has a positive allocation
only for good phases G, else, for bad phases, the user
receives no allocation. In this sense, it smoothers network
conditions: myopic users taking the same network route
as user r will send at the same rate in all good phases,
as they adapt their rate in phase u to the corresponding
marginal cost p;(u) = p;.

Proof: The property follows directly from the first-
order optimality conditions of SYSTEM:

Ur(%) = pr(U) =i (u), re

where v (u) is the Lagrange multiplier associated to the
non-negativity constraint x,(u) > 0. As such, it satisfies
Vr(u) >0 and v, (u)x,(u) = 0. The result follows. [

B. Conservativeness and throughput maximization

The average marginal cost for a farsighted user r
reads P, = [, THU)Ar (U) Proe (U)]/[30 THU)X; (U)]; by
the above price equalization result, this also reads p; =
U/(X;). Consider then the following conservativeness
requirement imposed to user r: its average rate X, and
its average marginal cost p, have to satisfy

P <U{ (%), @)

where the utility function U, is mandated by the system
designer. This notion of conservativeness has been iden-
tified in [18] and proposed as an alternative to the notion
of TCP friendliness.

Upon writing the first-order optimality conditions for
SYSTEM, one sees that farsighted users achieve equality
in (1). Because the function U/ is decreasing, it follows
that farsighted users aim at maximizing throughput,
under the conservativeness relation (1).

C. Evolutionary stability of farsighted against myopic

We now show that farsighted users retrieve more from
the system than their myopic counterparts.

Theorem 2: Consider a farsighted user f and a per-
sistent myopic user m that compete for the same set
of resources. Suppose both users have the same utility
function, i.e. Us = Up,. Then it holds that

Xm < Xt. )

Proof: Let G be the set of good phases for the
user f. From the first-order optimality conditions for
SYSTEM(U,C), we have

Ui(%) = Upm(u)), U€ G ©)
Ui(%) < Upxm(u)), U Gr. @)

Because Up, = Uy, it follows that xm(u) =X; for all u e
Gs. Thus,

X = <u§gf”<“)> k3 )

= Xf— TI(U) (X§ — Xm(U))-

ueU- Gy
From (4), the last sum is non-negative which yields the
asserted inequality. [ |



This result entails that a user interested in average
throughput maximization would benefit more from using
the farsighted strategy than the myopic one, given that
the utility functions U; and Uy, are the same. The result
does not say the average throughput of a farsighted user
is larger than that of a competing myopic user, but note
that in situations when there exists a phase such that
strict inequality obtains in (4), then strict inequality in
(2) holds. Thus, given a choice, users would switch from
myopic to farsighted.

D. Diminishing returns of switching strategies

We now consider the impact on farsighted users of
myopic users switching to farsighted strategy. We shall
see that the average throughput to farsighted users di-
minishes as new users adopt the farsighted strategy. The
interpretation is that the benefits of using this strategy
become shared out among more users, hence there is a
diminishing return in switching as the farsighted popu-
lation increases. Formally, we have

Theorem 3: Consider a system of n users utilizing
the same network routes, and among which k are
farsighted, and n —k are myopic. Denote by Xt (k) the
average throughput to farsighted users as a function of
k. Then X¢ (k) decreases with k.

Proof: The rates xm(u), Xz (u) obtained by myopic and
farsighted users respectively solve the problem:

maximize kU (X¢) + (n—k) Z (U
ueu
— > TU)Cu(kx; (u) + (N —K)Xm(u))
ued
over X (u)>0, re{f,m}, ued,

where C, denotes the aggregated cost function along the
route taken by users in phase u. First-order optimality
conditions imply the following relation:
1
xi(w) = [C MU' —(—k)xe] . (5)

Denote by g, the function C’;*(U’(-)). Differentiating
this identity with respect to k, we obtain

oxs (u)

Multiplying this identity by 1i(u) and summing over u,
after elementary manipulations we arrive at

OX
(L+A) - f = Z Uiy, (00 THU) (6)
ueu
where A = % duel ]I{Xf(u)>0} [(n - k) - gh(xf)]-

By concavity of U and convexity of C,, g;, is non-
positive, hence A > 0. The previous identity then implies
the announced result. |

1 = — by () + H g0y [(G(R0) — (M —K) 5+

One may be tempted proposing that under the setting
as in Theorem 3, the average throughput of a myopic
user would increase as the fraction of farsighted users
increases, but this is not necessarily true (proof in
Appendix A):

Proposition 1: Under same setting as in Theorem 3,
the average rate of a myopic user Xn(k) is not always
increasing with k.

In summary, we showed: the larger the fraction of
farsighted users in a fixed number of users sharing the
same set of routes, the smaller the average throughput of
a farsighted user. The average throughput of a myopic
user may increase, but not always.

IV. FURTHER PROPERTIES FOR THE SINGLE LINK
SCENARIO

In this section we confine our attention to the case of
a single link. We first characterize optimum allocation,
which we then use in obtaining an order relation for
mean number of myopic users for a system with queue-
ing, and finally relate farsighted and low-priority users.

A. Optimum allocation for single resource

Locally to this subsection consider a link with fixed
capacity ¢. We assume no cost is incurred for utilizations
below c. A population of non-persistent myopic users
compete with a farsighted user. The time-diversity is due
to fluctuations of the number of non-persistent myopic
users that arrive and leave the resource. We assume the
respective utility functions of the farsighted and a myopic
user are Ug and Ug,. A phase u(t) is now interpreted as
the number of myopic users in the system at time t.

Theorem 4: SYSTEM optimum allocation is

cx* u<u*
Xar(U) = ¢ else
u M
B c(l—x*u) u<u*
xr(U) = { 0 else,

where u* is largest u € U such that ux* < 1 and x* is
a solution of

Usr(X) = U (Tuea T(U)(1—ux)™). ()
Corollary 1: Under Uy =Uy,, (7) reads as
—Ux). (8)

x—Z}n

u*=max{ue U: yn o(u—n)(n) < 1}.

where

Figure 2 illustrates solving the implicit function (8).
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Fig. 2. The thick curve shows the function that acts as argument to
Uz (+) in equation (7). On an interval [1/(u+1),1/u], the function
isX— Sn_oT(N) — (31 T(N)N)x. Under Uy, = U, the intersection
of this function and the line x — x is the solution of (7).

The interpretation is a specific instance of the price
equalization property established Section Il1-A. The far-
sighted user receives a positive rate at times when the
number of myopic users is not larger than the threshold
u* (the threshold defines good phases = number of
myopic users not larger than u*). When in a good phase,
a myopic user receives a fixed rate x*, whereas the rate
of the farsighted user decreases linearly with the number
of competing myopic users in the good phases. In a bad
phase (= number of competing myopic users larger than
the threshold u*), the farsighted user receives nil rate;
the myopic users share the resource as they would in
absence of the farsighted user.

B. Farsighted induces smaller sojourn time for myopic

It appears a plausible claim that the farsighted backing
off when phases are bad may be benefical with respect
to the sojourn time in the system of competing myopic
users. The claim is motivated by the intuition that as
the number of competing myopic users accumulates, the
system turns from good to bad phases, and then a com-
peting farsighted user backs off and let the competing
myopic users leave the system. In this section, the claim
is proved under some special assumptions.

With no loss of generality consider a link with unit
capacity. Suppose myopic users arrive according to ho-
mogeneous Poisson process with rate A and each arrival
is a file transfer with exponentially distributed file size
with mean 1/p. For stability, we require p :=A/p <

myopic -

farsighted

Mean number of non-persistent myopic users

Fig. 3. The mean number of non-persistent myopic users competing
with: (top curve) persistent myopic user, and (bottom curve) persistent
farsighted user. The farsighted user induces smaller mean number of
non-persistent myopic users in the system, than if the persistent user
is myopic.

1, and to exclude a degenerate case of no interest,
assume p > 0. We assume all users have identical utility
functions. We have the following result:

Proposition 2: Let n? [resp. n?] be the mean number
of non-persistent myopic users when the persistent
user is farsighted [resp. myopic]. Under the prevailing
assumptions, the following relation is true: for any
0<p<l],

n’ <n™,

The relation entails (by Little’s law) that non-
persistent myopic users have smaller mean sojourn time,
and hence larger throughput, if they compete with a
persistent farsighted user, than if the persistent user is
myopic. The ordering is complemented with numerical
values in Figure 3.

In the remainder of this section we proceed by analysis
of the two systems that yields n7 and n?, and then
ultimately show that the asserted ordering is true.

Case 1: persistent user is farsighted. Consider the sys-
tem when the persistent user is farsighted. The number
of the myopic users present in the system evolves as a
birth-and-death Markov process with transition rates

u—u-+1 withrate A
u—u—1 withrate p(uxlycy+lysw).



The stationary distribution Tt is

% % u u < u*
T[(U) = T[<0) { iX)pU u ; u*
U L i

where

1
m0) = —
Sho w (8)"+ e ()

From (8), an anticipated relation is easily obtained

©)

X*=1-p.
By definition of u*, we have

1
——1<u 10
o <u' < (10)

L

1-p

u* = 1
=15

It can be readily checked that the mean number of
myopic users is

Hence
(11)

n¥

__P
1—

1+n(0)(u*il)! <1Ep> ] CE)

Case 2: persistent user is myopic. Consider the system
with myopic persistent user. The evolution of the number
of non-persistent myopic users obeys the dynamics

u—u+1 withrate A

u
u—u—1 withrate p——.
- uu+1

The stationary distribution 1t and mean are readily ob-
tained

(L-p)*(u+1)p,
2p
1-p

Proof: [Proposition 2] From (12) and (13) note that
the asserted inequality holds if and only if

““(wi1ﬂ<1fp>w<l'

By plugging (9), the last relation can be re-written as

(1) (25)
(u—=1)! u*(ln—p) 1-p

u-11 [
< 2n=0 qi (rp)

mu) =

™ (13)

(14)

From the right inequality in (10), we have that u*(1 —
p) < 1, hence, the left-hand side in (14) is smaller than
0. Now, note that the right-hand side in (14) is larger or
equal to 1 (u* > 1, which follows from the left inequality
in (10) and the assumption that p > 0), so the relation
in (14) always holds. ]

C. When farsighted users are low-priority background

It is of interest to know whether a population of
farsighted users can act as low-priority background to
myopic users competing for a set of resources. We say
a farsighted user is low-priority background if the user
receives a positive allocation only at times when no
myopic user competes for a resource that the farsighted
user intends to use. In this section we provide a necessary
and sufficient condition for this to hold for arbitrary cost
functions.

Theorem 5: Consider a single resource with an associ-
ated increasing, convex cost function C. A population
of f farsighted users competes with non-persistent
myopic users. The farsighted users have a concave
utility function Us and that of the myopic users is
Uy, assumed to be strictly concave. The farsighted
population is low-priority background for any choice
of an increasing convex function C, if and only if:

(LP): U% (@x) < Uz, (x), all x> 0.

The proof is deferred to the appendix. This result
suggests a farsighted user can be made low-priority
background to myopic users if the load of myopic users
is kept sufficiently low, and if suitable utility functions
are chosen. For instance, suppose the utility functions U &
and U, belong to the family of a-fair utility functions,

lea

Ur(x):Wr G>O.

— (15)

W. m(0) a
Now, (LP) reads as ﬁ < (T) :

V. ALGORITHMS

As we mentioned previously, our general framework is
a special instance of that in [5]. It is thus tempting to try
and re-use the algorithms described in [5] for solving
their multi-path allocation problem to solve our target
SYSTEM problem. However, the congestion controllers
obtained in this way would require as an input an explicit
description of phases u € U, knowledge of the proportion
of time spent in each phase, and knowledge of the
current phase at any given time. This is not practically
feasible. We thus propose new algorithms for solving our
SYSTEM problem, which require none of the above. The
first class of algorithms solves the SYSTEM problem
exactly, under a time scale separation assumption. The
second provides only an approximate solution, but is
better suited for practical implementation.

A. Exact algorithms under time scale separation

We consider three time scales of interest: the shortest
corresponds to rate adaptation of users. It is dictated by



round-trip propagation delays, and thus, in the context
of the Internet, is of the order of tens to hundreds of
milliseconds. The second time scale corresponds to that
at which network conditions change, i.e. this is the time
scale of fluctuations in either user populations, route
selections, and interference levels in wireless scenarios.
We assume this is of the order of minutes. Finally,
the longest time scale we consider is that over which
farsighted users measure their own performance, i.e. this
is the time over which the long-term average rates X,
are computed. We may assume these are of the order of
hours. We refer to the three time scales as 14, T, and Ts.
We assume that T < T) < T3.

We shall use the following notations. & (respectively,
M) denotes the set of farsighted (respectively, myopic)
users. In phase u € U, the variable n,(u) € {0,1} rep-
resents whether user r is active or not. Note that for
persistent users (and in particular, farsighted users), we
have n,(u) = 1.

Consider the following algorithm for farsighted users.
User r maintains an average measure of marginal utility,
denoted by &,. On short time scales, it aims to maximize
its net benefit evaluated not on the basis of its actual
utility function Uy, but rather based on the basis of the
linear utility function x, — &:X;. Thus, in phase u, the
instantaneous optimization problem users try to solve is
the following:

maximize

z Xr&r + z Ng(U)Uq(Xq) —

ref geM

—/z CZ’U(ZAjg(u)nj(u)xj). (16)
7= ]

We assume that all users are able to select rates x, that
maximize the above instantaneous objective function, in
a time scale of order t1. This is feasible for instance
provided all users receive instantaneous feedback on the
aggregate marginal cost along their route through the
network, conveyed for instance via ECN marks carried
by ACK packets, or loss events, and if users adapt
their sending rates based on such feedback according to
schemes such as those in [9]. For definiteness, consider
the following:

ifreF,
ifreM,

Ke (& — Yo Are(U)ar)

ke (U 0%) — o Ave(U)a) (17

dx _
dt

where the gain parameters K, are of the order of 1/1;,
i.e. the reciprocal of the shortest time scale, and

A =C(Y Ajenj (U)x;). (18)
J

It may be readily checked, using LaSalle’s invariance
principle (see e.g. [11]) that these dynamics do converge

to the set of maximizers of the objective function in (16),
as this objective function is a Lyapunov function for the
dynamics described here.

We thus assume that, seen from time scale 15, user
rates always lie in the set of maximizers of (16). We
adopt a more compact notation by introducing the func-
tion

Cu((X)ier) = —sup) {3 jearNj (WU (X))~
= YrerCou(ZiAie(u)ni(u)xi)}-

It is readily seen that this is a convex function. We then
have the characterization of x,, r € F in terms of the
vector & of average marginal utilities and the subgradient
of Iy:

& ealy(x). (19)
We now use Theorem 23.1, p. 213-214 in [16] to trans-
form this characterization into one that will prove useful
in establishing optimality properties of our proposed
adaptation scheme. Recall that the (Legendre-Fenchel)
convex conjugate ' of I' is defined by

ruy) = sgp{<x,y> —Tu(X)}-

According to Theorem 23.1, p. 213-214 in [16], under
standard technical assumptions®, we have the equivalent
characterization of (19):

xealri(). (20)
We now complete our specification of the control al-
gorithms used by the farsighted users. They adapt their
parameters ¢, according to:

(21)

Here, the gain parameter a, is of the order of 1/t3,
i.e. the reciprocal of the largest time scale. The main
appeal of this algorithm is that it does not require to
explicitly monitor the fluctuations in the phases u; these
are accounted for implicitly.

Let us first see why the corresponding algorithm
achieves the desired optimum, in the special case
where there are no fluctuations in the phase u.

INamely, that the convex function Iy be proper and lower semi-
continuous (see definitions in [16], p. 24 and 51 respectively). This
holds if the functions U;j and C,, have these properties.



Lemma 1: For fixed u, the dynamics specified by (19)
(or equivalently, (20)) and (21) admit the Lyapunov
function

/u' YWdv—T5E),  (22)

re?
in that the value of L(&) increases over time. Moreover,
&(t) converges to the set of maximizers of L, and
maxima in & of L are in one to one correspondence
to maxima in x of the original objective function

Sreg Ne(UUr(Xr) — = 3 Cou(Tr Are(U)nr (U)Xr)

via the relation (19).

Proof:
same sign as

U &) =% = U’ (&) — (T 4(8)), -

Thus, we see that the value of L(§) increases strictly over
time, except at those points where the right-hand side in
the above equation is zero for all r. However, this can
hold only at maxima of the concave objective function L.
It thus only remains to establish the correspondence of
such maxima in & to maxima in x of the original objective
function via (19). This readily follows by combining the
identities & = U/(x;) with (19) and then recalling the
definition of I'y. [ |

Let us now deal with time-varying phases u(t). For
convenience we recall the target SYSTEM optimization
problem:

In view of (21) and (20), d¢§,/dt has the

maximize z Ur (%) + (23)
ref
Z ( > Ng(U)Uq(Xq(u
ueu geM
_/Z Cou z Aigni(u)xi(u))> (24)
eL ieFuM
subject to Xr = Z mwu)X (u), rewF, (25)
uedu
over  X(Uu)>0,re FUM, uecU. (26)

We now give a heuristic derivation of a characteriza-
tion of the dynamics of & when time scale separation
T, < T3 holds. Namely, we argue that dynamics of &
at time scale 13 are again specified by (21), but the
characterization of x; in (20), which specifies constraints
on x, for any value of u, should be replaced by the
corresponding “averaged” characterization:

X(t) € 0{ Z T[(u)l’ij(ﬁ)}.

The argument proceeds as follows. We formalize time
scale separation 1, < 13 by taking the limit of small

(27)

gains o, = €a,, € — 0. Write then &(t) =&,
dynamics (21) entail that

Er(t+h)=&(t)+
t+h
s [ U AE) - x (€ (), u(s )] ds

where x(&,u) is any solution to the conditions (20).
Provided the time derivative of & is uniformly bounded,
and if x;(&,u) were continuous in its first argument (a
condition that is not met in our present context), we
could then invoke the fact that in the interval [t/ (t +
h)/¢€), the fraction of time spent in phase u approaches
T(u). This would then imply that any limiting trajectory
of & must satisfy

(t/€). The

t+h
Gt+h) = &O+a [ [UEE)-

- Z (U)X (§(s),u) +o(h) | ds,

ueu

and these are precisely the dynamics we now set out
to analyze. General results on the approach we have
just sketched are available in [11], under the name of
averaging theory.

For future reference, introduce the notation

= 3 murie):

uedu

(28)

The previous lemma allows us to derive the following
result.

Theorem 6: Consider the dynamics specified by (21),
where x(t) satisfies (27). It then holds that & converges
to the maximizer of the Lyapunov function

)3 /E' UL (v)dv — T (&).
ref 0

Denote the corresponding limiting point by &*, and
let X, :=U/71(&’) denote the corresponding rate. For
each u € U, let x,(u), r € F UM denote a solution
to the instantaneous optimization problem (16) with ¢
set to &*. Provided these solutions verify the additional
consistency relation (25), then the variables x; (u) solve
the maximization problem (24).

L(€) = (29)

Proof: We first identify the convex conjugate
function of I'* as defined in (28), that we denote by
. By Theorem 16.4, p.145 in [16], we find that

= inf{ z Gu(Xu), z xu:x},

where G, is the convex conjugate of & — T(u)l;(§).
It can easily be verified that this reads Gy(x) =



i(u) My (T(u)~1x). This then yields the following char-
acterization of ' as

r(x)= inf{ Z m(u)ly(x(u)), Z Ti(u)x(u) :x}.

By Lemma 1, we then find that the vector X maximizes
the objective function:

zur(xr) - r(X). (30)
r

Moreover, the requirement that the rates x, (u) each solve
the instantaneous optimization problem (16) with § = &*
implies the following condition:

& eory(x(u)).

On the other hand, let y,(u) denote rates that solve the
optimization problem (24)-(26). It is readily seen, by
maximizing over rates X,(u) with r € 9 first, that the
yr(U), r € F are characterized as maximizers of

5 Ui(x) — 3 mu)Fy(x(u),

ref ued

(31)

subject to the relation (25). This admits the equivalent
characterization that the average rates y, maximize (30),
that the relations (25) holds, and that there exists a vector
of multipliers W, such that for all u € U,

Le ary(y(u)).

However, the vectors x,(u) in the theorem meet these
conditions, with the multipliers &;. This allows us to
conclude. [ |

B. Sub-optimal algorithms

The algorithm of the last section is defined for con-
vergence to SYSTEM optimal allocation. By its very
nature, the optimal allocation is such that in some phases
the rate of a farsighted user drops to zero. Such a radical
strategy is not desirable in practice. One issue is that, for
networks where charge per unit flow is conveyed through
a binary feedback, such as ECN marks or packet losses,
users cannot at the same time have zero send rate and
still have feedback information about the marginal cost
of sending along their path. We propose to circumvent
this difficulty in the following way. The idea is for
a farsighted user r to use a “local” demand function
g(-/w) (positive-valued, decreasing), so that when the
instantaneous charge per unit flow is py, it sends at rate

Xr = g(pr /W), (32)

where w;, is a parameter adapted by the user at a slower
time scale (i.e., T3). In the sequel we restrict our attention

to local demand functions derived from a-fair utility
functions (15), i.e.

g(p) = (3)57 a>0.

Clearly, this adds additional constraints to the original
optimization problem, and hence we cannot expect to
solve it exactly. This has however alleviated the difficulty
of having zero send rates, as now users will send at non-
zero rates no matter how high the marginal costs p.
Given the constraints (32), which can be achieved for
instance by adapting x; on time scale 1, according to

dx;

dt

it remains to specify how w; should be adapted at time

scale 13. We propose two possible schemes for doing

that, each making use of the parameter &, which is as
previously adapted according to (21).
The first scheme amounts to taking

=Kr (Wrxrl_a — X pr) ) (33)

1
W|(—1) = Urlil(Er)Er 7

r

(34)

where z, is a variable tracking the average value of
x1=%; for definiteness, we may assume it to be adapted
according to

5 = o (X% —1z).

The rationale for the choice (34) is as follows. It is
such that, given the constraints (32), it will determine
the value w; such that the conservativeness identity (1)
is met with equality. We do not try to make a formal
claim here, but only give the intuition behind this.
Indeed, Equation (21) ensures that limiting points for
&, necessarily satisfy

& = U/ ().

However, dynamics (33) guarantee that w,x}-9 = X, P,.
The desired conservativeness identity follows by plug-
ging expression (34) in there, and using the expression
for &. An approximate version of this scheme, which
does not require to maintain the additional variable z,,
is as follows:

w? = [U/ ()] & (35)

It may be checked using similar arguments that this
eventually enforces the modified conservativeness rela-
tion




Remark 1: Both dynamics (34) and (35) correspond
to the adaptation of the previous section, as we let a — 0.
If a is positive, but small, we may think of the dynamics
of this section as “soft” variants of the dynamics in the
earlier section. Also, (34) is expected to be conservative
according to (1) with equality, while in view of the
previous displayed equation and Jensen’s inequality, (35)
is expected to be conservative only when a < 1. It is
noteworthy that for a =1, both adaptations (34) and (35)
are the same, and thus the adaptation (35) achieves the
conservativeness inequality with equality.

VI. NUMERICAL EXAMPLES

We give a limited set of numerical results for the
algorithms introduced in Section V. The results illustrate
some properties of equilibria described in Section III.
The numerical results are for the model described as
follows. We consider a single resource that offers the
cost function defined by C'(x) =0, for 0 < x < nc,
C'(x) = (z=a)¥s for nc < x < ¢, C'(x) = 1, x > ¢, with
the parameters fixed as n =1/2, y=4, and the resource
capacity ¢ = 10. A population of non-persistent myopic
users arrive to the resource according to a homogeneous
Poisson process with intensity A = 0.01 and each arrival
is a file transfer with mean size 1/p = 20; this amounts
to the load of non-persistent myopic users of p =1/5.
Two persistent users compete for the resource. All the
users have a-fair utility function with the parameters
w; =1 and a = 2 (TCP-fairness). Figure 4 shows the
competition of two myopic persistent users. Figures 5-7
show the results for one myopic and one farsighted per-
sistent user. The farsighted user in Figure 5 and Figure 6
runs the adaptation of Section V-A, but with different
averaging constants. The farsighted user in Figure 7 runs
a soft version of the algorithm. All results demonstrate
validity of the algorithms; see figure captions for some
observations.

VII. CONCLUSION AND FUTURE WORK

In this paper we have introduced a formal framework
for specifying network resource allocations under time-
diversity. We have introduced the class of so-called
farsighted users. We have established a number of char-
acteristic properties of such farsighted users, which dis-
tinguish them from their myopic relatives. In particular,
such users have a smoothing effect on the network
conditions, which we believe is a desirable property. At
the same time, such users do obey a conservativeness
relation.

We have developed two classes of congestion control
algorithms for farsighted users. The first class solves
the target SYSTEM optimization problem exactly under
a time scale separation assumption. The second class
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Fig. 4. Two persistent myopic users compete with non-persistent

myopic users for a resource. The top graph shows the number of
non-persistent myopic users. The middle graph shows allocations for
the two persistent users; in this case, the two curves overlap. The
bottom graph is charge per unit flow.
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Fig. 5. Same as in Figure 4, but one persistent user is now farsighted.
The farsighted user uses the gain parameter a, = 0.0001. The middle
graph indicates that the farsighted user tends to use more resources
when a few non-persistent users are present in the system, than the
competing myopic persistent user. When a larger number of non-
persistent users are in the system, the farsighted user “backs-off” by
dropping its rate to zero. The farsighted user receives slightly less
than 5.5% larger time-average allocation than the persistent myopic
user.

solves an approximate version of the original optimiza-
tion problem, but is more appealing from an implemen-
tation point of view.

There are several directions to explore further. One is
to explore further properties and establish some found
in this paper to hold more generally. Throughout the
paper we assumed users are price takers, which makes
room to explore farsighted users that anticipate their
effect on the prices [15]. Some of the properties may
still remain, as with the price taking assumption, after
appropriate adjustments; for instance the price equaliza-
tion property carries over, but it is the first derivative
of the charge per unit time with respect to the alloca-
tion that is equalized. Another research direction is to
investigate the cases when 1t is not assumed to be fixed
in solving the optimization problem. More thorough
analysis of the algorithms is needed along with their
discrete-event implementations. We anticipate that the
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Fig. 6. Same as in Figure 5, but the farsighted user uses the
gain parameter Ky = 0.00001. Due to larger averaging the allocation
(middle graph) is now closer to the equilibrium predicted by the
optimization. The farsighted user now receives time-average resource
allocation that is slightly more than 30% than that of the competing
myopic user. Note that the resource allocation of the persistent
myopic user is considerably smoother than in the competition of all
myopic users (Figure 4); this we expect by the price equalization.
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Fig. 7. Same as in Figure 5, but the farsighted user now runs

soft version of the adaptation (33), with a = 1. As expected, the
farsighted user now has no sharp drops to zero; the farsighted user
receives slightly more than 16.5% time-average allocation than the
competing myopic user.

algorithms proposed in this paper would be amenable
to implementation by appropriate modifications of an
existing transport protocol such as TCP.
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APPENDI X
A. Prof of Proposition 1
Consider average throughput of a myopic user:

mk)= Y Mk + Y

ue U:xs (u)>0 ue U:xs (u)=0

T(U)Xm(U).

Differentiating with respect to k, we obtain

0Xm(k) _
ok

axe (K
(Zue‘u:xf(u)>0n(u)> Xéli)
+ Zue U:xs (u)=0 T[(U) ax&iU)
The term 0x; (k) /0k is already derived in (6). It remains
to determine dxm(u)/0k, for u such that x¢(u) = 0. Note

that for each such u, xm(u) is the unique solution of (n—

(36)




K)Xm(u) = gu(Xm(u)). Differentiating the last expression
with respect to k, we obtain

(n—K) axg,liu)

Denote the function hy(x) = gu(X) — g,(X)x, x > 0.2
Substituting 0x¢ (k) /ok in (6) and 0xm(u)/0k in the last
display into (36), we obtain

axma—&k) = (ZUE'H:Xf( )70]-[(“)) <_
+ D ueux (u) OT[O( )hu(Xm(U)))

where  Fi(U) = THU)/ Syernw-oT(V) and TO(u) =
TU)/ 3 vewx (vy=o TUV). In view of the last above display,
0Xm(u)/0k < 0 is equivalent to saying

=0 T (u) ey

me )

() = g () 21

Xt (k)z
Yuetxg ( (>0 T(U)hu(X¢ (k)

%1 (K)?
Jueu: X (u)>0 TI(U )hy (Xf (k)

> Duetx(u @37)

In the sequel, we show that there exist cases when the
last inequality holds. First note that, from (5), the average
rate Xf(k) of a farsighted user is given by

= > mu —(n—=Kk)x¢ (k)] *.

ueu

A phase u is bad, i.e. x¢(u) =0, if gu(Xs(k)) < (n—
k)Xz (k).

Let there be only two phases, U = {0,1}. Fix (0) €
(0,1) and a decreasing positive-valued function g (-).
Let X¢(k) be given by kx;(k) = (1 —11(0))(g1(Xs(k)) —
(n—k)X¢(k)). Let go(-) be any decreasing function such
that go(X(k)) < (n—Kk)X¢(k). Then, u=0 is bad phase
and 1 is good phase, and X;(k) is indeed average rate
of a farsighted user. In view of (37), 0Xn(k)/0k < 0 is
equivalent to

kx (k )[9u(Xs (K

h(%¢(k)) = ho(xm(0))
The left side of the inequality is fixed. The right side of
the inequality can be made arbitrarily small by choosing

appropriate function go(-). Hence, it can be 0Xm(k)/dk <
0. The proposition is proved.

B. Proof of Theorem 4

The proof is to solve an instance of SYSTEM(U,C),
which in the prevailing setting can be rewritten as

maximize Ug( ZT[ (C—uxgr(u)))+
ued
+ Y T (xar(U)
ueu

over 0<uxgy(u)<c, ueU.

2For a given x > 0, hy(x) is the value at which the tangent on the
function gy(-) at X, intersects the ordinate.
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The Lagrangian is, for p, >0,

L(Xar, ) = Uz (Tuea TU)(C— UXar(U)))+
+ S uea T(U)UUar (Xar (U))+
+ Yuear Mu(C — UXar (U)).
An optimum satisfies the first order optimality conditions
HE‘U

for all u e U — {0}, along with the complementarity
relations

(e — Uxa (1)) =0,
Now, for u € U such that ux4,(u) < c, we have u, =0;
for such an u the right-hand side in (38) does not depend
on u, and thus x,,(u) = x*, where x* is the solution of
(7). Else, for u € U — {0} such that ux4,(u) = c, indeed,
Xar(U) = c/u. The assertion is proved.

UM XM C—an

Mu=>0, ueU.

C. Proof of Theorem 5

We first show that condition (LP) is necessary for
farsighted users to be low-priority users, for arbitrary
convex non-decreasing cost functions C. Indeed, given
some fixed x > 0, select such a cost function C satisfying
U;,(x) =C’(x). Recall that u* is the threshold on number
of myopic users defining good phases for farsighted
users, so that they are low-priority if and only if u* =0.
Note that u* = 0 is equivalent to the following set of
conditions:

#(MO)x#(0)) = C'(fx5(0)),
#(MO0)x7(0)) < C'lxqr(1)), (39)
Uh(Xar (1)) = C'xa(1)).

The third relation in (39) is met iff x,,(1) = x, by
strict concavity of the utility function U,,. The first two
relations imply that x = X4,(1) > fx+(0). By concavity
of Ug, we then have

Uy (M) < Up(m0)xs (0))
< Ug(x),
where the last inequality follows from (39). Since x
was arbitrary, this establishes the claimed necessary
condition.

We now prove the converse implication. Suppose (LP)
holds. Let C be any convex cost function. We now
establish that the corresponding relations (39) hold. Let
Xar(1) denote the solution to the third relation of (39),
i.e. Uy (Xar(1)) = C'(Xar(1)).

By assumption (LP), we deduce that

0y (M) < e

By convexity of C and concavity of Uy, this implies
that there exists a solution x # (0) to the first two relations
in (39).




