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ABSTRACT. Flooding in wireless mesh networks is a
fundamental operation to many network-level and appli-
cation-level protocols. Therefore, efficient flooding is
important. Prior work has shown that naive flooding
can generate broadcast storms. This has inspired much
research on optimized flooding, most of which has been
based on analysis and simulation.

In this paper, we measure the performance of flooding
protocols on a large-scale office 802.11a mesh network
of 110 nodes distributed across four floors. We compare
three protocols: naive flooding and two optimized flood-
ing protocols. In naive flooding, all nodes rebroadcast
received flood messages once. The other two protocols
are inspired by the multi-point relay algorithm, which
selects subsets of the nodes to rebroadcast.

To understand the scalability of each protocol, we
examine its performance with and without background
traffic. For the flood protocols, we measure the delivery
ratios and packet overhead. All perform well without
background traffic. However, contrary to common opin-
ion, with background traffic the optimized flooding pro-
tocols perform sufficiently poorly to seriously question
their viability in 802.11-based mesh networks. Thus,
as a different point in the design space, we also com-
pare implementing discovery, often implemented using
flooding, using key-based routing which does not rely
on flooding.

1. INTRODUCTION
Advances in wireless networking mean that larger-

scale wireless mesh networks are becoming increasingly
feasible [14]. Flood-based protocols are widely used in
wireless mesh networks at all layers of the stack. Flood-
ing is often used to perform discovery, and in general
flooding-based protocols are well suited to the dynamic
link-level topology observed in mesh networks.

At the routing-level, many wireless routing proto-
cols, such as LQSR [11], AODV [24] and DSR [18], rely
on flooding to perform route discovery. Other wireless
routing protocols, such as OLSR [6] rely on flooding to
propagate topology information. At the network-level,
zero configuration services use discovery to detect IP
address conflicts [4], and classic centralized network-
services like DNS [21] and DHCP [13] can be imple-
mented without a server [4, 5] in a wireless mesh us-
ing flooding. Also at the network-level, Address Res-
olution Protocol (ARP) implementations, for routing
protocols implemented at layer 2.5, use flooding to dis-
cover the IP to MAC address mappings for nodes [25].
Application-level services use flood-based protocols, for
example, to implement Web Services Dynamic Discov-
ery (WS-Discovery) [1], a standardized XML-based pro-
tocol providing generic discovery for applications. WS-
Discovery can be used for simple device discovery, such
as finding a printer on the network, or in more demand-

ing applications, such as distributed cooperative caches.
Flooding is, thus, a fundamental operation for wireless
mesh networks. Understanding the behavior of flood-
ing in real-world mesh networks is essential if it is to
support existing protocols at scale.

The goal of this paper is to quantitatively evaluate
the performance of three broadcast-based flood pro-
tocols for wireless mesh networks. Although flooding
protocols have been studied through analysis and sim-
ulation [23, 30, 29], it has been shown that broad-
casts can behave very differently in real-world wireless
networks [19]. Nonetheless, wireless routing protocols
such as the IETF standardized OLSR rely on optimized
flooding that has largely been evaluated through analy-
sis and simulations [26, 20, 2]. In order to understand
the real-world performance and limitations, we compare
and examine the performance of the three flood proto-
cols using a 110-node 802.11a wireless mesh network.

Throughout this paper, we will refer to broadcasting
as the local transmission of a packet by one node to
its 1-hop physical topological neighbors and to flood-
ing as the process of propagating a packet throughout
the entire mesh network by means of local broadcasts.
Naive flooding, with every node simply rebroadcasting
every received packet, is simple and robust, but it in-
curs a high message overhead. This negative impact
of flooding has been studied analytically and in simu-
lation [23], and is referred to as the broadcast storm
problem. There has been considerable research on how
to reduce the message overhead, for example by having
only a subset of the nodes rebroadcast, as in multi-point
relays (MPRs) [26] in OLSR.

1.1 Contributions
In this paper, we quantitatively evaluate the perfor-

mance of three different flood-based protocols: naive
flooding and two-variants of optimized flooding. The
two variants of optimized flooding are MPR-inspired [26]
protocols, where only a subset of the nodes are selected
to rebroadcast. One is closely based on MPR as used
in OLSR [6], the second uses global knowledge to select
the smallest subset of nodes to rebroadcast. The second
approximates a lower-bound on the overhead achievable
by any protocol that attempts to select subsets of nodes.

In order to investigate the performance of the three
flood-based protocols, we run a number of experiments
on a 110-node 802.11a office wireless mesh testbed. We
measure the base performance of each protocol without
background traffic. We also measure the performance
with background traffic, in the form of a TCP flow.
We measure the delivery ratio and message overhead
(duplicate packets received) for each protocol, and the
impact that each protocol has on the TCP flow. The
results show that, as would be expected, the naive flood-
ing provides high delivery ratios but also has the high-
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est impact on the competing TCP flow. However, the
results demonstrate that, while the optimized flooding
protocols have far less impact on the TCP flow, they
can achieve surprisingly low delivery ratios.

In particular, the most optimized flooding algorithm,
which selects the smallest subset of nodes to rebroad-
cast, consistently achieves poor delivery ratios. The
other optimized flooding algorithm, most closely based
on MPR as used in OLSR, provides good delivery ra-
tios on the full 110-node testbed, but achieves poorer
delivery ratios when run on smaller subsets of the main
testbed.

The results for the flood-based protocols question the
feasibility of using the current generation of optimized
flood protocols in 802.11 based mesh networks, and we
believe they should influence the future design of such
protocols. In particular, there is a clear trade-off for
flood-based protocols between efficiency and reliability,
and it is unclear how to create distributed protocols
that can dynamically control this trade-off.

We therefore also explore a conceptually different point
in the design space: key-based routing. Although orig-
inally designed for the Internet in the context of Dis-
tributed Hash Tables (DHTs) [32, 28, 27], recent work
has demonstrated that it is possible to efficiently im-
plement key-based routing for wireless networks [17, 3,
8, 31]. Key-based routing can be used to implement
discovery, often implemented using flooding. However,
doing so introduces a different trade-off. Flooding pro-
tocols are simple and generic, often allowing services to
be easily supported. Using key-based routing, on the
other hand, often requires the service to be redesigned.

In the next section, we describe the protocols used in
the paper. Section 3 describes the experimental setup
and the 110-node 802.11a wireless testbed on which the
experiments are run. In Section 4, we present the results
for the three flood-based protocols as well as for key-
based routing. Section 5 summarizes the main insights
and takeaways of our study. Section 6 presents related
work and provides some discussion about the context of
the work. Finally, Section 7 concludes.

2. FLOODING PROTOCOLS
We consider three flooding protocols: naive flooding,

part-optimized flooding and optimized flooding. We also
consider key-based routing as an alternative for when
flooding is used for discovery. We now describe each of
the protocols used in more detail.

2.1 Naive flooding
Naive flooding is the simplest of the three protocols.

A source node initiates a flood by creating a packet,
which includes a unique identifier, and broadcasts the
packet using a standard 802.11a broadcast frame at 6
Mbps. When a node receives a broadcast packet, us-

ing the unique identifier, it checks if the packet has al-
ready been received, in which case the node drops this
duplicate. Otherwise, this is the first time the node
has seen the packet, so the node records the associated
unique identifier and schedules a local rebroadcast of
the packet, with a delay selected uniformly at random
from the range 0 to 10 ms. This jitter ensures that self-
interference from other nodes rebroadcasting the flood
packet should be low.

This is conceptually simple, with all nodes rebroad-
casting each packet at most once. A small amount of
short term state is maintained to log the packet identi-
fiers seen. This is similar to the mechanism used in some
state-of-the-art mesh routing implementations, for ex-
ample the Mesh Connectivity Layer (MCL) toolkit from
Microsoft Research [11].

2.2 Part-optimized flooding
In naive flooding, each node can receive a copy of the

flood packet from each one-hop neighbor. This is clearly
inefficient, and there has been considerable research on
developing optimizations to reduce this message over-
head. We evaluate an optimized flooding protocol in-
spired by the Multi-Point Relays (MPRs) [26] protocol
used in OLSR [6]. Rather than having all nodes re-
broadcast every flood message, a subset of the nodes
are selected to rebroadcast. In MPR, this is achieved
by each node selecting a subset of its one-hop neigh-
bors, referred to as the relay set, that provide complete
coverage of the node’s two-hop neighbors. Only the re-
lays of a node will rebroadcast flood messages received
from that node. When a flood is initiated by a source
node, there are a set of nodes that rebroadcast the flood
across the mesh network, and we refer to this set as the
union relay set for that source node. For each source,
there exists a specific union relay set.

For our experiments, we generated a union relay set
using the MPR algorithm. To achieve this on our testbed,
we obtain measurements of the link quality [7, 12] be-
tween nodes in the network from which, after apply-
ing a link quality threshold (6 Mbps bidirectional link
throughput) to exclude fragile links, we determine the
one and two-hop neighbors for each node. In our exper-
iments, we calculate the single union relay set assum-
ing a high-degree node is the source and using OLSR’s
MPR selection algorithm (as specified in RFC 3626).
All members of this union set are then configured to
rebroadcast any flood messages that they receive from
any source. Configuring the union relay set statically
aids us in performing repeatable experiments in which
the set of nodes rebroadcasting each flood message is
constant. We refer to this as part-optimized flooding.

2.3 Optimized flooding
The part-optimized flooding protocols uses union re-
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lay sets which are potentially not optimal, having more
members than strictly required to ensure a given flood
message can reach all nodes. This is because MPR is de-
signed to use only information available locally to each
node. We have the advantage of being able to use global
information.

In the optimized protocol, we generate an approxima-
tion to the globally smallest set of nodes that have to
rebroadcast a flood packet. To do this, we compute the
union relay set for each node in the network based on
OLSR’s MPR selection algorithm. A heuristic driven
brute-force search is used to discover redundant entries
in each union relay set. This process exploits global
knowledge, and generates subsets of each union relay
set. From this set, we select the union relay set with
the lowest cardinality, which is a close approximation
to the smallest union relay set required to provide com-
plete coverage of the mesh, assuming lossless delivery
over the thresholded links. The members of this set are
configured to rebroadcast each flood packet once. The
cardinality of this set was approximately 1/3 of that of
the part-optimized union relay set.

Statically computing the smallest union relay set, while
computationally intensive, has the advantage that we
achieve close to the minimum number of nodes required
to rebroadcast, thereby minimizing the communication
overhead. This is important, as there are many propos-
als for optimized flooding protocols that select a subset
of the nodes to rebroadcast. All these protocols have to
select sufficient nodes to ensure complete coverage. The
union relay set we generate represents a close approx-
imation of the lower bound for any of these protocols.
We refer to this as optimized flooding.

2.4 Key-based routing
Protocols that require a discovery operation can of-

ten also be implemented using key-based routing, which
represents a different design point from using flood pro-
tocols.

Key-based routing implements a distributed hash ta-
ble (DHT), where the values are assigned keys and <key,
value> pairs are stored in the DHT. Each key is dynam-
ically mapped to a specific node in the mesh network,
and a source node can route to a particular key, with
the message being delivered to the node responsible for
the key. To perform a lookup operation, a node gener-
ates the key associated with the value required, and the
lookup is routed using that key. Contrary to flooding
protocols, in key-based routing all packets are unicast.

In the Internet, DHTs are traditionally implemented
as overlays. However, simply running these using a
standard wireless routing protocol is not efficient [9,
31]. There have been a number of proposals for effi-
cient DHT implementations for wireless networks that
run at the link layer [17, 3, 8, 31]. In this paper, we

(a) First floor (b) Second floor

Figure 1: Office building wireless mesh testbed
used for experiments.

use the Virtual Ring Routing protocol (VRR) [3] which
provides both efficient point-to-point routing and key-
based routing. Interestingly, VRR does not use flooding
(unlike many other routing protocols). A detailed de-
scription of VRR can be found in [3].

It should be noted that the flood-based protocols can
support arbitrarily complex queries. In contrast, the
key-based routing requires a specific key to be gener-
ated. Some applications and services need the full flex-
ibility of complex queries, other applications can use
key-based lookups, for example DNS, DHCP, ARP and
web caches. In key-based routing, a single node is re-
sponsible for each key. If a lookup is performed using
a key for which there is no associated value, a negative
ACK can be returned. This allows efficient end-to-end
detection and recovery from message loss, compared to
flood-based protocols.

2.5 Implementation Issues
All three flooding protocols as well as the key-based

routing are implemented using the Mesh Connectiv-
ity Layer (MCL) toolkit from Microsoft Research [11].
MCL adds a new kernel module that appears as a vir-
tual network adapter to the Windows TCP/IP stack,
which allows the use of unmodified IP-based protocols
and applications. We have replaced the LQSR routing
protocol supplied with MCL by the VRR routing pro-
tocol, and used VRR for point-to-point routing as well
as key-based routing.

3. EXPERIMENTAL SETUP
We first describe the wireless mesh testbed used in the

experiments and, then, the experimental configuration.

3.1 The office mesh testbed
Our experiments were run on a 110-node wireless

mesh testbed in an office building. The building is three
floors high and consists of two parallel wings separated
by an internal atrium and a courtyard. The nodes are
PCs distributed around the top two floors of each wing,
as shown in Figure 1. The testbed is designed to em-
ulate an office mesh: dedicated mesh nodes are placed
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Figure 2: A CDF of node degree.

in offices and open plan office space. We believe the
per-floor density and distribution of our machines is a
good approximation to what would be achieved in a real
deployment.

The majority of nodes are configured with a single
802.11a/b/g adapter card using an Atheros chipset (ei-
ther a Netgear WAG311 or a D-Link DWL-AG530). We
use the Windows XP Atheros reference driver, modi-
fied to disable the non-standard Atheros XR and Turbo
modes. We operate all cards in ad-hoc mode and choose
802.11a because there are no other 802.11a wireless net-
works operating in the building. All nodes are also at-
tached to a wired network which we use to issue com-
mands to nodes during experiments and for backhauling
results for processing.

In order to minimize interference between floors, each
floor operates on a distinct 802.11a channel. The con-
struction and topology of the building prevents effec-
tive transmission between the floors through the ceil-
ings, external walls and windows. Transmission be-
tween floors, whether vertically between floors on differ-
ent levels or horizontally across the atrium and court-
yard, is achieved by three bridge PCs per floor, each
situated adjacent to an external wall. Each bridge PC
is configured with two 802.11 cards: one card for com-
munication with nodes on the same floor and the other,
whose antenna is mounted on the external face of the
wall, for communication with bridge machines on other
floors. Three distinct 802.11a channels support inter-
floor communication between bridges, and the location
of the bridges and the channels assigned to each is
marked (with A, B, and C) in Figure 1. Given the
topology of our mesh network, if we use a single channel
for all inter-bridge links we find that they can become a
bottleneck. Partitioning the per-floor bridge machines
to use three unique channels minimizes collisions be-
tween the inter-bridge links, and thereby increases the
throughput of the mesh network.

Figure 2 shows a CDF of node degree for the testbed.
A node is considered linked to another when both nodes
have detected each other and have each calculated that
the Expected Transmission Time [11] on the link be-
tween them satisfies a minimum threshold. We can see
that while many nodes are well connected, a small num-

ber of nodes have few neighbors. These nodes tend to
be the nodes near the corners of the floors. High-degree
nodes tend to be in the centers of each floor. The di-
ameter of the network is approximately 6 hops.

In its base configuration, our testbed forms a single
110-node mesh. We also use a per-floor configuration
where each floor is independent, thereby treating the
testbed as four different and distinct mesh networks,
each configured with 27 machines using a single wireless
interface. The configuration would be representative
of the topology if a single internet gateway was added
per floor. We believe both the full 110-node configura-
tion and the per-floor configuration represent potential
topologies that would be used if a real mesh deployment
were done in this building. We also use the multiple
topologies to help validate that our results are not an
artifact of a particular topology.

3.2 Experimental configuration
We compare the performance of the three flooding

protocols and key-based lookup in a number of con-
trolled experiments. The experiments are designed to
measure the impact of the protocols on other traffic in
the network, and vice versa. In the study, we use the
term lookup to refer to either the process of performing
a single mesh-wide flood for the flooding protocols or a
single key-value lookup for key-based routing.

In the base experiment, we use a single TCP flow
between two nodes and then, concurrently with this
flow, perform a number of lookups using the selected
protocol. In order to allow us to compare the proto-
cols, we assume that each lookup is trying to reach
a unique node in the mesh. This unique node is se-
lected uniformly at random from the set of nodes in
the mesh using a seeded pseudo-random number gener-
ator per lookup operation. For each set of experiments
across the four protocols, we use the same seed for the
random number generator. This ensures that across a
single experimental run we select the same set of des-
tination nodes for each protocol. In other words, per
lookup the destination node for the flooding protocols
is always selected to be the same node that would need
to receive the message if key-based routing were used.
For all protocols a lookup is considered successful if the
unique node receives the packet.

We consider two metrics: the TCP flow throughput
and delivery ratio, where delivery ratio is defined as the
fraction of successfully delivered lookups. For the flood
protocols, we also calculate the coverage ratio, defined
as the fraction of nodes that receive each flood-based
lookup. As would be expected, in all experiments, the
coverage ratio is qualitatively the same as the delivery
ratio, so we do not include the results for coverage.

In the experiments, we use the ttcp tool [22] to gen-
erate and measure the TCP throughput. For each ex-
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periment, we configure ttcp to send 16 MB of data, and
we generate lookups at a fixed rate of between 0 and
20 per second throughout the lifetime of the TCP flow.
Lookups are issued by randomly selected nodes, again
selected using a seeded pseudo-random number gener-
ator using the same seed for the same experiment for
all four protocols. In order to ensure that there will
not be bursts of correlated lookups, lookup initiation is
uniformly distributed across each second. None of the
protocols use any form of end-to-end retransmission of
the lookups.

Each experiment consists of 21 steps, one step for
each lookup rate, and each step comprises 10 consecu-
tive ttcp runs at that lookup rate. At the end of each
step we verified that the TCP throughput returned to
its baseline value, where the baseline throughput is de-
fined as the TCP throughput achieved in the absence
of any lookups. If the baseline throughput changed
significantly between steps, which is possible due to
environmental issues, we reran the entire experiment.
During our initial experiments on the full testbed, we
found that link-level load induced by the experiments
was causing the paths selected by VRR to flap, as the
link-level metrics used by VRR changed due to conges-
tion. Therefore, to remove the effects of path flapping
from the results, we altered the VRR driver to ensure
that packets between the TCP source and destination
would be routed on a fixed path. Therefore, all exper-
iments using the same TCP source and sink route the
TCP traffic through the same nodes.

3.3 Mitigating environmental factors
Experiments running on a real large-scale testbed in

a standard office building encounter a number of chal-
lenges caused by environmental variables. The testbed
is susceptible to many factors beyond our control, such
as the number of people in the building, their move-
ments and the position of doors, which has also been ob-
served in [10]. These factors impact the quality of links
in the network, and would therefore also impact the re-
sult of an experiment. In order to mitigate these effects,
we ran all the experiments at night or during weekends.
We ensured that each single experiment ran to comple-
tion in a single pass, without interruption, and incorpo-
rated validation-phases before and after each step of ev-
ery experiment to verify that the baseline performance
of the mesh network remained constant. Most experi-
ments required on the order of 2 hours to run, and, for
any experiment that failed a verification phase, we reran
the entire experiment. We observed some variation be-
tween experiments run on different nights. For exam-
ple, the highest multi-hop throughput TCP flow used
in the experiments on the full testbed achieved a base-
line throughput of between approximately 900 KB/sec
and 1100 KB/sec. In order to remove these effects from

the results, we normalize all throughput figures by the
baseline throughput measured during each experiment.

4. EXPERIMENTAL RESULTS

4.1 Base Results
The first set of experiments evaluates the impact of

performing lookups concurrently with a TCP-flow on
the full 110-node testbed. The TCP-flow source and
sink nodes are selected on different floors, such that
the path length between them is four hops. While the
TCP-flow was active, we selected random nodes to per-
form lookups. The lookup rate per second was fixed
during each step, and we varied the rate from 0 to 20
lookups per second. The experiment was repeated three
times, selecting different source and sink nodes for the
TCP-flow. We refer to the three TCP-flows used in
the experiments as the high rate, medium rate and low
rate paths because without any concurrent lookups they
achieved a throughput of approximately 1000 KB/sec,
850 KB/sec and 610 KB/sec, respectively. The default
packet payload size was 1000 bytes unless stated other-
wise.

Figures 3(a), (b), and (c) show the normalized median
TCP throughput versus the lookup rate for the different
protocols for each TCP flow. In each figure, the max-
imum and minimum TCP throughput achieved during
the ten runs is shown using error bars. The results show
that key-based routing (key) and optimized flooding
(optimized) have low impact on the TCP throughput,
reducing it by only 5-10% at a lookup rate of 20. In key-
based routing each lookup traverses a single forwarding
path towards the destination key. Optimized flooding
uses a union relay set containing only 14 nodes, which
rebroadcast packets. Therefore these have low message
overhead, explaining why they have low impact on the
throughput. The key-based routing also benefits from
using unicast transmission for data packets because the
802.11 driver selects an appropriate data rate to trans-
mit the packet, so the spectrum is used more efficiently.

In contrast to optimized flooding, part-optimized flood-
ing (part-optimized) uses a union relay set of 38 nodes.
This is approximately 2.5 times larger and represents
slightly more than one third of the nodes in the testbed.
The TCP throughput results in Figure 3 show that
part-optimized flooding reduces throughput by 25% at a
lookup rate of 20 per second. Indeed, a 10% throughput
decrease is observed at only approximately 6 lookups
per second. Naive flooding (naive) has the highest im-
pact on TCP, as would be expected as it incurs the high-
est messaging overhead: TCP throughput decreases by
a factor of two at 20 lookups per second, and by ap-
proximately 10% with just three lookups per second.

Figures 3(d), (e), and (f) show the delivery ratio ver-
sus the lookup rate. All the delivery ratios are inde-
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(a) TCP throughput, low rate path (b) TCP throughput, medium rate path (c) TCP throughput, high rate path

(d) Lookup delivery ratio, low rate path (e) Lookup delivery ratio, medium rate
path

(f) Lookup delivery ratio, high rate
path

Figure 3: TCP throughput and lookup delivery ratio against lookup rate on the 110 node testbed.

pendent of the lookup rate, implying that interference
from concurrent lookups is small. Key-based lookup
achieves the highest delivery ratio, benefitting from its
low per-lookup overhead and, unlike the flood-based
mechanisms, from using 802.11a unicast transmission
for data packets. While there is no end-to-end retrans-
mission of lookups, the 802.11 MAC layer retransmits a
unicast frame up to 16 times if an ACK is not received.
There is no explicit retransmission of broadcast frames.
Summary: Naive flooding has the highest impact on
the throughput, whereas optimized flooding and key-
based routing have low impact. Furthermore, delivery
ratios are independent of the lookup rate.

4.1.1 Naive versus Optimized Flooding
Naive and part-optimized flooding achieve high de-

livery ratios but, in contrast, optimized flooding per-
forms poorly. All the flood-based approaches achieve re-
silience to packet loss through redundancy rather than
explicit retransmissions: lowering redundancy reduces
the impact on TCP throughput, but increases the prob-
ability of an unsuccessful lookup. To explore this in
more detail, we now look at the number of duplicates
received by nodes with the flood-based mechanisms.

Figure 4 shows the mean number of duplicates re-
ceived per node per lookup versus the lookup rate. The
impact of increasing the lookup rate on the number
of duplicates received is low for all flood-based mech-
anisms. This supports the argument that interference
from concurrent lookups is low. Naive flooding gener-
ates the highest number of duplicates, and this level of
redundancy ensures that, even with packet loss, a high

delivery ratio is achieved. Nonetheless, naive flooding
fails to achieve a delivery ratio of 100%, despite this
level of redundancy. In all cases of the naive flooding,
if a one-hop neighbor of the lookup source received the
lookup, it was delivered successfully. The failed lookups
were not received by any neighbors of the source.

The results for optimized flooding show a much lower
level of redundancy. The per-lookup message overheads
are lower, which reduces the impact on TCP through-
put, but each node only receives the message twice on
average. Clearly, from the delivery ratio results, this
is insufficient redundancy to ensure successful lookup
delivery. In contrast, the part-optimized flooding re-
sults show a level of redundancy between that of naive
and optimized. Interestingly, this level of redundancy
achieves a good delivery ratio, with lower impact on the
TCP throughput, compared to naive flooding. How-
ever, as we will see in the per-floor testbed results, the
level of redundancy achieved by part-optimized flooding
is not always sufficient to achieve good delivery ratios.
Summary: Flooding protocols need a certain level of
redundancy to ensure high delivery rations (naive and
part-optimized flooding achieve high delivery ratios, op-
timized flooding performs poorly). The lookup rate has
little impact on the number of duplicates received. For
naive flooding, the critical propagation link is the first
hop.

4.1.2 Lookup Self-Interference
To quantify the impact of lookup self-interference ver-

sus the impact from the TCP-flow, we ran an experi-
ment without a competing TCP-flow. For this experi-
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(a) low rate path (b) medium rate path (c) high rate path

Figure 4: Mean duplicates received per node per lookup on the 110 node testbed.

(a) Delivery ratio (b) Mean duplicates

Figure 5: Lookup delivery ratio and mean duplicates per lookup without any TCP flow.

ment, each lookup rate was sustained for 100 seconds.
Figure 5 shows the delivery ratio and the mean num-
ber of duplicates per node against lookup rate. Note
the tighter scale on the y-axis in Figure 5(a). At one
lookup/second all the protocols achieve a delivery rate
of 100%, implying that the subset of nodes selected to
rebroadcast in the optimized and part-optimized flood
protocols provide sufficient coverage to be able to de-
liver the flood message. The key-based lookup achieves
100% delivery ratio, independent of the lookup rate.
The flood-based mechanisms show that increasing the
lookup-rate incurs a small impact in delivery ratio, im-
plying that there is some self-interference, which can
also be observed in the small decrease in the number
of duplicates received. More interestingly, without any
competing TCP-flow, optimized flooding attains a lookup
delivery ratio of 95% and above. This should be com-
pared with the results in Figures 3(d), (e), and (f),
where the optimized flood achieves a delivery ratio of
approximately only 75%. This shows that a single TCP-
flow has significant impact on the delivery ratio for the
optimized flood.
Summary: These results suggest that self-interference
is a minor issue, and that if the level of redundancy is
too low, competing traffic can seriously impact success-
ful delivery of lookups.

4.1.3 High Lookup Rates
Finally, we ran some experiments at higher lookup

rates, varying the rate from 100 to 110 lookups per sec-

ond, so that, at a rate of 110, each node issued one ran-
dom lookup per second. Figure 6(a) shows the TCP
throughput for the medium rate path versus lookup
rates for both key-based routing and optimized flood-
ing. At these high rates there is a decrease in the TCP
throughput of just over 20% for both key-based rout-
ing and optimized flooding. In contrast, at a lookup
rate of only 20 per second, naive flooding decreases the
TCP throughput by 50% and part-optimized flooding
by approximately 20%. Figure 6(b) shows the delivery
ratios, with key-based routing achieving high delivery
ratios. However, as seen in previous experiments, op-
timized flooding achieves low delivery ratios. We also
ran the same experiment for naive and part-optimized
flooding, but these high lookup rates could not be sup-
ported and the TCP-flow collapsed.
Summary: Naive and part-optimized flooding do not
cope well with high lookup rates.

4.2 Payload size sensitivity
Next, we examine the sensitivity to the lookup pay-

load size. To this end, we reran the medium path rate
experiments using lookup payload sizes of 100 and 500
bytes. Figure 7 shows the TCP throughput achieved
versus lookup rate, with lookup payload sizes of 100
and 500 bytes. There is no impact on TCP throughput
from key-based lookup as the payload size is varied. In
contrast, payload size affects TCP throughput for naive
flooding. In Figure 3(c), we observed approximately a
50% reduction in TCP throughput at 20 lookups per
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(a) TCP throughput (b) Lookup delivery ratios

Figure 6: High lookup rates with the medium rate path.

(a) 100 bytes (b) 500 bytes

Figure 7: TCP throughput of lookups with payload sizes of 100 and 500 bytes on the medium rate
path.

second when using a payload size of 1000 bytes, de-
creasing to 25% at 500 bytes and 8.5% at 100 bytes.
As the payload size becomes small, the per-packet fixed
overheads (802.11 headers etc) begin to dominate. This
explains why, between 1000 and 500 byes, the impact on
the TCP throughput drops by a factor of 2, while from
500 to 100 the impact drops by a factor of 3 rather than
by a factor of 5, as may be expected. Both the opti-
mized and part-optimized flooding also have less impact
on the TCP throughput as the payload size is reduced,
but the effect is less pronounced.

Figure 8 shows the delivery ratio versus the lookup
rate for the different payload sizes, showing only marginal
differences from the results for 1000 byte payload sizes.
This is consistent with our observation that the TCP-
flow impacts the delivery ratio more than self-interference.
Summary: Most pronounced in naive flooding, the im-
pact on the TCP throughput correlates with the pay-
load size. This would imply that protocols like WS-
Discovery that use XML will have a far more significant
impact on mesh networks than protocols that use small
lookup packets.

4.2.1 Naive versus Optimized Flooding
Figure 9 shows the mean number of duplicates per

node per lookup versus lookup rate for 100 and 500
bytes, with Figure 4(b) showing the results for 1000
bytes. The lookup payload size has little impact on
the number of duplicates for optimized flooding and
a small impact for part-optimized flooding. However,

there is considerable impact on the number of dupli-
cates received in naive flooding. The mean number of
duplicates received drops from approximately 12.5, at
100 bytes, to 7.5 at 1000 bytes.

Recall that in the naive flooding, we use a jitter se-
lected uniformly at random from the range [0,10] ms,
thus the average jitter duration is 5 ms. The time taken
for 802.11a to broadcast a 1000 bytes packet (at 6 Mbps)
will be in the order of 1.5ms compared to only 0.3 ms for
a 100 byte packet. From Figure 3, we can see that the
median node degree is approximately 10. Hence, with
an average jitter of 5ms, there is significant potential
to incur local self-interference between neighbors when
rebroadcasting the larger packets for the same lookup.

To investigate further, we ran an experiment using
naive flooding with no competing TCP flow, a jitter
selected uniformly from the range [0,50] ms and 1000
byte lookup packets. We observed that the number of
duplicates received increased by approximately 50% for
naive flooding; comparable to the number of duplicates
for 100 byte packets. Increasing the mean jitter to 25ms
reduces the likelihood of self-interference for the larger
packets. However, this also increases the end-to-end
delivery latency and, as naive flooding has high deliv-
ery ratios in all experiments, we therefore used [0,10]
ms jitter in the experiments. For optimized and part-
optimized flooding, there is little effect: only a small
subset of the nodes rebroadcast lookups, and the lower
density of broadcasts in the network reduces the likeli-
hood of local self-interference. This explains why we see
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(a) 100 bytes (b) 500 bytes

Figure 8: Delivery ratio of lookups with payload sizes of 100 and 500 bytes on the medium rate path.

(a) 100 bytes (b) 500 bytes

Figure 9: Mean duplicates received per node per lookup with payloads of 100 and 500 bytes on the
medium rate path.

little impact of payload size on the number of duplicates
for optimized and part-optimized flooding.
Summary: The lookup payload size has little impact
on the number of duplicates received for optimized flood-
ing, a small impact for part-optimized flooding, and
considerable impact in naive flooding.

4.3 Per-floor testbed results
The results presented so far use the full 110-node

testbed, and next we examine the performance using
the four smaller 27-node testbeds. We used the same
set of experiments as in the previous section, selecting
a TCP flow of just one hop in length, and fixing the
lookup packet size at 1000 bytes.

Figure 10 shows the TCP throughput versus lookup
rate for each of the four small testbeds. For naive flood-
ing, as with the 110-node testbed, the TCP through-
put drops as the lookup rate increases. However, the
lookups have less impact on TCP throughput than in
the 110-node testbed. This is because the full testbed
uses four-hop routes, whereas the smaller testbeds use
single hop routes. In order to verify this, we ran an
experiment on one of the smaller testbeds, using a two-
hop TCP flow and observed that the impact on the TCP
flow throughput increased. The more hops that a data
packet has to traverse, the more potential there is for
the packet to either be delayed or lost, either of which
will reduce throughput.

Figure 10 also shows the results for optimized and

part-optimized flooding. For optimized, the size of the
union relay set was 2 for all floors except for the first
floor south where it was 3. For part-optimized, the
union relay set size for the first floor north and first
floor south was 5 and 10, respectively, while it was 6
for both the second floor north and second floor south.
As with the naive flooding, and for the same reasons,
there was less impact on the TCP throughputs in the
smaller testbeds compared to the full 110-node testbed.
Across all four testbeds, optimized outperformed part-
optimized, again with optimized having similar impact
to key-based routing. Given the union relay set size of
only 2 (or 3 in one testbed) for optimized flooding this
is to be expected: the number of transmissions incurred
per lookup was similar to key-based routing.
Summary: For naive flooding, the throughput drops
with an increasing lookup rate, but the impact is less
than in the 110-node testbed. Optimized outperformed
part-optimized flooding, having similar impact as key-
based routing.

4.3.1 Naive versus Optimized Flooding
Figure 11 shows the delivery ratio versus lookup rate

on the four small testbeds. Again, key-based routing
and naive flooding perform well across all four testbeds.
Significantly, in contrast to the results obtained on the
full 110-node testbed, both optimized and part-optimized
flooding achieve unacceptably poor delivery ratios across
all the smaller testbeds. In the full testbed, part-optimized
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Figure 10: TCP throughput versus lookup rate on the four 27-node testbeds.

(a) 1st floor north (b) 1st floor south (c) 2nd floor north (d) 2nd floor south

Figure 11: Delivery ratio versus lookup rate on the four 27-node testbeds.

(a) 1st floor north (b) 1st floor south (c) 2nd floor north (d) 2nd floor south

Figure 12: Mean duplicates received per node per lookup on the four 27-node testbeds.

achieved a good delivery ratio. As with the full testbed
results, we observe that the delivery ratio is indepen-
dent of the lookup rate, which implies that the poor per-
formance is not due to interference between the lookups,
but rather due to the TCP flow. Again, we confirmed
this by running the experiment on one floor without the
TCP flow. We observed that the delivery ratio for both
was again independent of the lookup rate and that it
increased to above 97% for all lookup rates.

To understand why the performance of part-optimized
flooding is different from that of optimized flooding, we
need to look at the number of duplicates received. Fig-
ure 12 shows the number of duplicates as a function
of lookup rate for the four small testbeds. For naive
flooding, we observe the number of duplicates is high
which, as for the full testbed, yields a good delivery
ratio. For the optimized flood, on average, one or less
duplicates per lookup are received by each node, which
is similar to the number of duplicates received in the
full testbed results (Figure 4). As with the full testbed,
this level of redundancy is too low to achieve resilience
to packet loss. Figure 12 also shows that for the part-
optimized, the number of duplicates is between two and
three across the testbeds. This level of redundancy is

significantly below the level observed for the full testbed
(Figure 4) and not sufficient to sustain high delivery ra-
tios. To explain this, we need to bear in mind that, on
the one-hop flow, TCP achieves higher rates as com-
pared to the four-hop paths in the full testbed (approx.
2.4MB/s vs. 1MB/s). Therefore, this TCP flow will
cause more medium contention. Furthermore, as we
are restricted to one floor, flood lookups are also more
likely to be effected by this TCP flow.

To further confirm this, we also investigated whether
the TCP flow was causing the lookup packets to be lost
at the point of origin, as was happening in the naive
flooding in the full testbed. This proved not to be
the case. Instead, we observed that virtually all of the
lookups were received by several nodes in the network
and the unsuccessful deliveries occurred because either
a union relay set member did not receive the lookup,
and hence could not rebroadcast it, or because the des-
tination node did not receive the lookup from a union
relay set member.
Summary: Unlike in the 110-node testbed, both opti-
mized and part-optimized achieved poor delivery ratios
in all four smaller testbeds.
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5. INSIGHTS AND TAKEAWAYS
Our results for flood-based protocols should inform

the design of future optimized protocols. We have shown
that naive flooding achieves good delivery ratios, but
impacts the performance of other traffic in the net-
work. Optimized flooding has little impact on other
traffic, but achieves poor delivery ratios. Interestingly,
the self-interference from concurrent lookups appears to
be generally low.

Furthermore, we observed that for naive flooding, the
critical propagation link is the first hop. If a one-hop
neighbor of the flood source received the flood packet,
it was eventually delivered successfully. Failed floods
were not received by any neighbors of the source and,
thus, were lost at the source.

Our results illustrate the fundamental problem for
flood-based protocols: the trade-off between efficiency
and reliability. The results for part-optimized flooding
(based on the widely used MPR algorithm) show that,
in the large 110-node testbed, it provides a good bal-
ance between efficiency and reliability. However, in the
smaller testbeds, we observed that it does not.

This implies that protocols explicitly need to manage
this trade-off. However, achieving this is difficult. In
this study, for the optimized flooding approaches, we
performed offline processing to determine the subset of
nodes to rebroadcast. A major challenge is that the
set of nodes selected to rebroadcast is usually selected
and maintained using a distributed algorithm running
over the mesh. It seems difficult for such algorithms to
know if they are selecting too few nodes to rebroadcast
messages. This leads us to question the viability of such
approaches. Interestingly, the MPR algorithm is the
basis of routing protocols like OLSR, which questions
how well OLSR will work in real mesh networks.

Flood-based protocols are often used in wireless mesh
networks to implement discovery because of their sim-
plicity and their expressiveness. As illustrated, it re-
mains unclear how to dynamically manage the trade-
off between efficiency and reliability. Therefore, we also
evaluated the use of key-based routing to perform dis-
covery. The results show that key-based routing per-
forms well, having both low impact on TCP throughput
and high delivery ratios across all experiments. How-
ever, the use of key-based routing introduces a differ-
ent trade-off: The price of obtaining such performance
is that network-level and application-level services may
need to be rearchitectured in order to exploit key-based
routing, and supporting arbitrarily complex queries with
key-based routing may not always be possible.

6. DISCUSSION
There has been much research into efficiently per-

forming flooding in wireless networks. Most of the work
is either analytical or simulation-based [23, 30, 29]. Re-

cently, it has been observed that many of the simplifying
assumptions made when modeling or simulating pro-
tocols may invalidate the results in real-world deploy-
ments [15]. There has been little work on the evaluation
of broadcast mechanisms in real testbeds of any signifi-
cant size. A notable exception is the work on evaluating
flood-based protocols in a 150-node sensor network [16].
Sensor networks use low-power, low-bandwidth wireless
radios, and the nodes largely perform a single dedicated
task. In contrast, in an office mesh using 802.11a, there
is higher bandwidth and the mesh is expected to sup-
port multiple services. Therefore, in this paper, we ex-
amine not only the performance of lookups but also
examine the effect of, and impact on, cross-traffic.

Our results evaluate the impact of performing up to
20 lookups per second across the testbed, which is equal
to one lookup per node every 5.5 seconds for the full 110-
node testbed. This rate is higher than that observed
on wired networks today. However, we believe these
rates are realistic if mesh networking becomes widely
adopted, for example the suggested default interval at
which OLSR nodes broadcast Topology Control mes-
sages [6] is 5 seconds. Aggregating the rate of floods
across all network- and application-level services, a com-
bined lookup rate of 20 per second across a 110-node
network seems very feasible.

In the experiments, we used lookup packet sizes that
varied by an order of magnitude, from 100 to 1000
bytes. The 100 bytes is representative of the size order
that network-level services use today, for example, ARP
and IPv6 Neighbor Discovery protocols require 42 and
86 bytes, respectively. The WS-Discovery specification
uses XML-encoded messages in SOAP envelopes [1].
The basic example discovery message in the specifica-
tion is 673 bytes, and if a compact signature is included
it adds a further 191 bytes. We therefore believe that a
significant fraction of lookup payload sizes in the future
will be large.

7. CONCLUSIONS
We have studied three different broadcast-based flood-

ing protocols for use in wireless mesh networks. Flood-
ing protocols are often used to implement discovery,
and, in this paper, we have also studied the performance
of implementing discovery using key-based routing.

The study shows that the flood-based protocols trade
delivery ratio for impact on the competing traffic. The
study highlights that optimizing the flood protocol by
selecting subsets of the nodes to perform the rebroad-
cast, as in MPR-based algorithms does reduce the im-
pact on the competing traffic, but at the price of signif-
icantly lowering delivery ratios. We have demonstrated
the need for flood-based protocols to dynamically con-
trol the size of the subset selected, or use other tech-
niques, to control this trade-off. This seems non-trivial
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if the protocol is to be distributed, scalable and able to
adapt to dynamic network conditions. Key-based rout-
ing has been shown to perform well, having little impact
on a competing TCP flow and achieving high delivery
rates. However, using key-based routing often requires
that services be rearchitectured.
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