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Abstract

We consider regularized stochastic learning and online optimization problems, where the
objective function is the sum of two convex terms: one is the loss function of the learning
task, and the other is a simple regularization term such as ¢;-norm for promoting sparsity.
We develop extensions of Nesterov’s dual averaging method, that can exploit the regular-
ization structure in an online setting. At each iteration of these methods, the learning
variables are adjusted by solving a simple minimization problem that involves the running
average of all past subgradients of the loss function and the whole regularization term, not
just its subgradient. In the case of ¢1-regularization, our method is particularly effective in
obtaining sparse solutions. We show that these methods achieve the optimal convergence
rates or regret bounds that are standard in the literature on stochastic and online convex
optimization. For stochastic learning problems in which the loss functions have Lipschitz
continuous gradients, we also present an accelerated version of the dual averaging method.

Keywords: stochastic learning, online optimization, ¢;-regularization, structural convex
optimization, dual averaging methods, accelerated gradient methods.

1. Introduction

In machine learning, online algorithms operate by repetitively drawing random examples,
one at a time, and adjusting the learning variables using simple calculations that are usu-
ally based on the single example only. The low computational complexity (per iteration)
of online algorithms is often associated with their slow convergence and low accuracy in
solving the underlying optimization problems. As argued by Bottou and Bousquet (2008),
the combined low complexity and low accuracy, together with other tradeoffs in statistical
learning theory, still make online algorithms favorite choices for solving large-scale learning
problems. Nevertheless, traditional online algorithms, such as stochastic gradient descent,
have limited capability of exploiting problem structure in solving regularized learning prob-
lems. As a result, their low accuracy often makes it hard to obtain the desired regularization
effects, e.g., sparsity under ¢;-regularization.

In this paper, we develop a new class of online algorithms, the regularized dual averaging
(RDA) methods, that can exploit the regularization structure more effectively in an online
setting. In this section, we describe the two types of problems that we consider, and explain
the motivation of our work.



1.1 Regularized Stochastic Learning

The regularized stochastic learning problems we consider are of the following form:
minimize {qb(w) 2 E.f(w,z)+ \ll(w)} (1)

where w € R" is the optimization variable (often called weights in learning problems),
z = (x,y) is an input-output pair of data drawn from an (unknown) underlying distribution,
f(w, 2) is the loss function of using w and z to predict y, and ¥(w) is a regularization term.
We assume ¥(w) is a closed convex function (Rockafellar, 1970), and its effective domain,
dom VU = {w € R"|¥(w) < +o0}, is closed. We also assume that f(w,z) is convex in w
for each z, and it is subdifferentiable (a subgradient always exists) on dom ¥. Examples of
the loss function f(w, z) include:

e Least-squares: z € R", y € R, and f(w, (z,y)) = (y — wlz)2

e Hinge loss: 2 € R", y € {+1, -1}, and f(w, (z,y)) = max{0,1 — y(w'x)}.

e Logistic regression: z € R", ye{+1,—1}, and f(w, (z,y)) = log (1—|— exp (—y(wTw))).
Examples of the regularization term W¥(w) include:

e /q-regularization: ¥(w) = AJw||y with A > 0. With ¢;-regularization, we hope to get a
relatively sparse solution, i.e., with many entries of the weight vector w being zeroes.

e ly-regularization: ¥(w) = (0/2)|wl|3, with o > 0. When fs-regularization is used
with the hinge loss function, we have the standard setup of support vector machines.

e Convex constraints: W¥(w) is the indicator function of a closed convex set C, i.e.,

A [0, ifweC,
P(w) = Ie(w) = { 400, otherwise.
We can also consider mixed regularizations such as ¥(w) = M|wl||; + (¢/2)||w|3. These
examples cover a wide range of practical problems in machine learning.
A common approach for solving stochastic learning problems is to approximate the
expected loss function ¢(w) by using a finite set of independent observations zi,..., 27,
and solve the following problem to minimize the empirical loss:

T
mingnize %Z flw, z) + ¥(w). (2)
t=1

By our assumptions, this is a convex optimization problem. Depending on the structure
of particular problems, they can be solved efficiently by interior-point methods (e.g., Ferris
and Munson, 2003; Koh et al., 2007), quasi-Newton methods (e.g., Andrew and Gao, 2007),
or accelerated first-order methods (Nesterov, 2007; Tseng, 2008; Beck and Teboulle, 2009).
However, this batch optimization approach may not scale well for very large problems: even
with first-order methods, evaluating one single gradient of the objective function in (2)
requires going through the whole data set.



In this paper, we consider online algorithms that process samples sequentially as they
become available. More specifically, we draw a sequence of i.i.d. samples z1, 29, 23, ..., and
use them to calculate a sequence w1, wsy, ws,.... Suppose at time ¢, we have the most up-
to-date weight vector wy. Whenever z; is available, we can evaluate the loss f(wy, z¢), and
also a subgradient g; € 9f(wy, z) (here df(w, z) denotes the subdifferential of f(w, z) with
respect to w). Then we compute wy4+1 based on these information.

The most widely used online algorithm is the stochastic gradient descent (SGD) method.
Consider the general case U(w) = Io(w) 4+ ¥(w), where Io(w) is a “hard” set constraint
and 1 (w) is a “soft” regularization. The SGD method takes the form

wey1 = e (wt —ag (gt + &) ), (3)

where «; is an appropriate stepsize, & is a subgradient of ¢ at w;, and II¢(-) denotes
Fuclidean projection onto the set C. The SGD method belongs to the general scheme
of stochastic approzimation, which can be traced back to Robbins and Monro (1951) and
Kiefer and Wolfowitz (1952). In general we are also allowed to use all previous information
to compute w11, and even second-order derivatives if the loss functions are smooth.

In a stochastic online setting, each weight vector w; is a random variable that depends
on {z1,...,2—1}, and so is the objective value ¢(w;). Assume an optimal solution w* to
the problem (1) exists, and let ¢* = ¢(w*). The goal of online algorithms is to generate a
sequence {w;}7°; such that

Jim B é(w) = ¢,

and hopefully with reasonable convergence rate. This is the case for the SGD method (3)
if we choose the stepsize oy = ¢/+/t, where c is a positive constant. The corresponding
convergence rate is O(1/4/t), which is indeed best possible for subgradient schemes with
a black-box model, even in the case of deterministic optimization (Nemirovsky and Yudin,
1983). Despite such slow convergence and the associated low accuracy in the solutions
(compared with batch optimization using, e.g., interior-point methods), the SGD method
has been very popular in the machine learning community due to its capability of scaling
with very large data sets and good generalization performances observed in practice (e.g.,
Bottou and LeCun, 2004; Zhang, 2004; Shalev-Shwartz et al., 2007).

Nevertheless, a main drawback of the SGD method is its lack of capability in exploiting
problem structure, especially for problems with explicit regularization. More specifically,
the SGD method (3) treats the soft regularization ¢(w) as a general convex function, and
only uses its subgradient in computing the next weight vector. In this case, we can simply
lump ¢(w) into f(w,z) and treat them as a single loss function. Although in theory the
algorithm converges to an optimal solution (in expectation) as t goes to infinity, in practice
it is usually stopped far before that. Even in the case of convergence in expectation, we still
face (possibly big) variations in the solution due to the stochastic nature of the algorithm.
Therefore, the regularization effect we hope to have by solving the problem (1) may be
elusive for any particular solution generated by (3) based on finite random samples.

An important example and main motivation for this paper is ¢i-regularized stochastic
learning, where ¥(w) = A||wl[;. In the case of batch learning, the empirical minimization
problem (2) can be solved to very high precision, e.g., by interior-point methods. Therefore
simply rounding the weights with very small magnitudes toward zero is usually enough to



produce desired sparsity. As a result, ¢1-regularization has been very effective in obtaining
sparse solutions using the batch optimization approach in statistical learning (e.g., Tibshi-
rani, 1996) and signal processing (e.g., Chen et al., 1998). In contrast, the SGD method (3)
hardly generates any sparse solution, and its inherent low accuracy makes the simple round-
ing approach very unreliable. Several principled soft-thresholding or truncation methods
have been developed to address this problem (e.g., Langford et al., 2009; Duchi and Singer,
2009), but the levels of sparsity in their solutions are still unsatisfactory compared with the
corresponding batch solutions.

In this paper, we develop regularized dual averaging (RDA) methods that can exploit
the structure of (1) more effectively in a stochastic online setting. More specifically, each
iteration of the RDA methods takes the form

w

t
Wy = arg min {115 Z(g.r,w> + U (w) + ﬁtth(w)} , (4)
=1

where h(w) is an auxiliary strongly convex function, and {f;}+>1 is a nonnegative and non-
decreasing input sequence, which determines the convergence properties of the algorithm.
Essentially, at each iteration, this method minimizes the sum of three terms: a linear func-
tion obtained by averaging all previous subgradients (the dual average), the original regu-
larization function ¥(w), and an additional strongly convex regularization term (3;/t)h(w).
The RDA method is an extension of the simple dual averaging scheme of Nesterov (2009),
which is equivalent to letting ¥(w) be the indicator function of a closed convex set.

For the RDA method to be practically efficient, we assume that the functions ¥(w) and
h(w) are simple, meaning that we are able to find a closed-form solution for the minimization
problem in (4). Then the computational effort per iteration is only O(n), the same as
the SGD method. This assumption indeed holds in many cases. For example, if we let
U(w) = AMwl]; and h(w) = (1/2)||w||3, then w1 has an entry-wise closed-from solution.
This solution uses a much more aggressive truncation threshold than previous methods,
thus results in significantly improved sparsity (see discussions in Section 5).

In terms of iteration complexity, we show that if 3; = ©(v/1), i.e., with order exactly v/%,
then the RDA method (4) has the standard convergence rate

_ . G
Bo(m) -6 <0 ().

where w, = (1/t) Zizl w; is the primal average, and G is a uniform upper bound on the
norms of the subgradients g¢;. If the regularization term W(w) is strongly convex, then
setting B < O(Int) gives a faster convergence rate O(Int/t).

For stochastic optimization problems in which the loss functions f(w,z) are all differ-
entiable and have Lipschitz continuous gradients, we also develop an accelerated version of
the RDA method that has the convergence rate

L Q
Eo(w) —o* <O | =+ —
otw) - <o) (5 + %),
where L is the Lipschitz constant of the gradients, and Q? is an upper bound on the variances
of the stochastic gradients. In addition to convergence in expectation, we show that the
same orders of convergence rates hold with high probability.



1.2 Regularized Online Optimization

In online optimization, we use an online algorithm to generate a sequence of decisions wy,
one at a time, for t = 1,2,3,.... At each time ¢, a previously unknown cost function f; is
revealed, and we encounter a loss f;(w;). We assume that the cost functions f; are convex
for all ¢ > 1. The goal of the online algorithm is to ensure that the total cost up to each
time ¢, S°0_, fi(wy), is not much larger than min, S %_; fi(w), the smallest total cost of
any fixed decision w from hindsight. The difference between these two cost is called the
regret of the online algorithm. Applications of online optimization include online prediction
of time series and sequential investment (e.g., Cesa-Bianchi and Lugosi, 2006).

In regularized online optimization, we add a convex regularization term ¥(w) to each
cost function. The regret with respect to any fixed decision w € dom ¥ is

t t

Ri(w) £ Z (fr(wT) + \I/(wT)) - Z (fT(w) + \I/(w)) (5)

T=1 =1

As in the stochastic setting, the online algorithm can query a subgradient g, € 0 f;(w;) at
each step, and possibly use all previous information, to compute the next decision w;,1.
It turns out that the simple subgradient method (3) is well suited for online optimization:
with a stepsize a; = ©(1/+/t), it has a regret R;(w) < O(y/t) for all w € dom ¥ (Zinkevich,
2003). This regret bound cannot be improved in general for convex cost functions. However,
if the cost functions are strongly convex, say with convexity parameter o, then the same
algorithm with stepsize ax = 1/(ot) gives an O(Int) regret bound (e.g., Hazan et al., 2006;
Bartlett et al., 2008).

Similar to the discussions on regularized stochastic learning, the online subgradient
method (3) in general lacks the capability of exploiting the regularization structure. In this
paper, we show that the same RDA method (4) can effectively exploit such structure in an
online setting, and ensure the O(v/t) regret bound with 8; = ©(y/t). For strongly convex
regularizations, setting 8, = O(Int) yields the improved regret bound O(Int).

Since there is no specifications on the probability distribution of the sequence of func-
tions, nor assumptions like mutual independence, online optimization can be considered as
a more general framework than stochastic learning. In this paper, we will first establish
regret bounds of the RDA method for solving online optimization problems, then use them
to derive convergence rates for solving stochastic learning problems.

1.3 Outline of Contents

The methods we develop apply to more general settings than R™ with Euclidean geometry.
In Section 1.4, we introduce the necessary notations and definitions associated with a general
finite-dimensional real vector space.

In Section 2, we present the generic RDA method for solving both the stochastic learning
and online optimization problems, and give several concrete examples of the method.

In Section 3, we present the precise regret bounds of the RDA method for solving
regularized online optimization problems.

In Section 4, we derive convergence rates of the RDA method for solving regularized
stochastic learning problems. In addition to the rates of convergence in expectation, we
also give associated high probability bounds.



In Section 5, we explain the connections of the RDA method to several related work,
and analyze its capability of generating better sparse solutions than other methods.

In Section 6, we give an enhanced version of the ¢;-RDA method, and present compu-
tational experiments on the MNIST handwritten dataset. Our experiments show that the
RDA method is capable of generate sparse solutions that are comparable to those obtained
by batch learning using interior-point methods.

In Section 7, we discuss the RDA methods in the context of structural convex opti-
mization and their connections to incremental subgradient methods. As an extension, we
develop an accelerated version of the RDA method for stochastic optimization problems
with smooth loss functions. We also discuss in detail the p-norm based RDA methods.

Appendices A-D contain technical proofs of our main results.

1.4 Notations and Generalities

Let £ be a finite-dimensional real vector space, endowed with a norm || - ||. This norm
defines a systems of balls: B(w,r) = {u € £||ju —w| < r}. Let £ be the vector space
of all linear functions on &, and let (s,w) denote the value of s € £* at w € £. The dual
space £* is endowed with the dual norm ||s||. = maxj,<i (s, w).

A function h : £ - R U {+00} is called strongly convexr with respect to the norm || - ||
if there exists a constant ¢ > 0 such that

h(aw + (1 — a)u) < ah(w) + (1 — a)h(u) — %a(l —a)||w — ul?, Vw,u € dom h.

The constant o is called the converity parameter, or the modulus of strong convexity. Let
rint C denote the relative interior of a convex set C (Rockafellar, 1970). If h is strongly
convex with modulus o, then for any w € dom h and u € rint (dom h),

h(w) > h(u) + (s,w — u) + %Hw —ul% Vs e dh(w).

See, e.g., Goebel and Rockafellar (2008) and Juditsky and Nemirovski (2008).

In the special case of the coordinate vector space £ = R"”, we have £ = £*, and the
standard inner product (s, w) = sTw = 37 | sWw®, where w® denotes the i-th coordinate
of w. For the standard Euclidean norm, ||w|| = ||w|j2 = v/(w,w) and ||s||« = ||s||2. For any
wp € R™, the function h(w) = (0/2)||w — wpl|3 is strongly convex with modulus o.

For another example, consider the £1-norm |[w|| = |w[|; = 37, |w®| and its associated
dual norm |[w|s = ||w|lee = Maxj<i<p |[w®]. Let S, be the standard simplex in R, i.e.,
Sp={weR}| X", w®) = 1} . Then the negative entropy function

h(w) = Zw(i) Inw® + Inn, (6)
i=1

with dom h = S,,, is strongly convex with respect to ||-||; with modulus 1 (see, e.g., Nesterov,
2005, Lemma 3). In this case, the unique minimizer of h is wg = (1/n,...,1/n).

For a closed proper convex function ¥, we use Argmin,, ¥(w) to denote the (convex)
set of minimizing solutions. If a convex function h has a unique minimizer, e.g., when h is
strongly convex, then we use arg min,, h(w) to denote that single point.



Algorithm 1 Regularized dual averaging (RDA) method

input:
e an auxiliary function h(w) that is strongly convex on dom ¥ and also satisfies

arg min h(w) € Argmin ¥(w). (7)

w

e a nonnegative and nondecreasing sequence {f;}+>1.
initialize: set w; = argmin, h(w) and go = 0.

fort=1,2,3,... do
1. Given the function f;, compute a subgradient g, € 0 f;(wy).
2. Update the average subgradient:

_t—1_ n 1
gt = ; gt—1 tgt-
3. Compute the next weight vector:
T B,
w1 = argmin § (g, w) + U(w) + Th(w) . (8)
w

end for

2. Regularized Dual Averaging Method

In this section, we present the generic RDA method (Algorithm 1) for solving regularized
stochastic learning and online optimization problems, and give several concrete examples.
To unify notation, we use fi(w) to denote the cost function at each step ¢. For stochastic
learning problems, we simply let fi(w) = f(w, z;).

At the input to the RDA method, we need an auxiliary function h that is strongly
convex on dom W. The condition (7) requires that its unique minimizer must also minimize
the regularization function W. This can be done, e.g., by first choosing a starting point
wp € Argmin,, ¥(w) and an arbitrary strongly convex function h'(w), then letting

h(w) = h'(w) — b (wo) — (VA (wp), w — wo).

In other words, h(w) is the Bregman divergence from wg induced by h'(w). If A’ is not
differentiable, but subdifferentiable at wp, we can replace Vh'(wp) with a subgradient. The
input sequence {f;}+>1 determines the convergence rate, or regret bound, of the algorithm.

There are three steps in each iteration of the RDA method. Step 1 is to compute a
subgradient of f; at w;, which is standard for all subgradient or gradient based methods.
Step 2 is the online version of computing the average subgradient:

1 t
G=72 9
T=1

The name dual averaging comes from the fact that the subgradients live in the dual space £*.



Step 3 is most interesting and worth further explanation. In particular, the efficiency
in computing wy41 determines how useful the method is in practice. For this reason, we
assume the regularization functions U (w) and h(w) are simple. This means the minimization
problem in (8) can be solved with little effort, especially if we are able to find a closed-form
solution for wyy1. At first sight, this assumption seems to be quite restrictive. However, the
examples below show that this indeed is the case for many important learning problems in
practice.

2.1 RDA Methods with General Convex Regularization

For a general convex regularization ¥, we can choose any positive sequence {f;};>1 that
is order exactly /%, to obtain an O(1/+/t) convergence rate for stochastic learning, or an
O(V/t) regret bound for online optimization. We will state the formal convergence theorems
in Sections 3 and 4. Here, we give several concrete examples. To be more specific, we choose
a parameter v > 0 and use the sequence

Br=yt,  t=1,2,3,....

e Nesterov’s dual averaging method. Let W(w) be the indicator function of a closed
convex set C. This recovers the simple dual averaging scheme in Nesterov (2009). If
we choose h(w) = (1/2)||w||3, then the equation (8) yields

w1 = Il (_\fgt> =1Ile <_71/7E Z%) : (9)

When C = {w € R"|||w||; < ¢} for some § > 0, we have “hard” ¢;-regularization. In
this case, although there is no closed-form solution for w1, efficient algorithms for
projection onto the ¢1-ball can be found, e.g., in Duchi et al. (2008).

o “Soft” {1-reqularization. Let ¥(w) = A||w]||; for some A > 0, and h(w) = (1/2)|w]|3.
In this case, w41 has a closed-form solution (see Appendix A for the derivation):

0 if |57 <,
@0 _
W1 = Vi (g(i)

‘ i=1,...,n. (10)
;D — A sgn(ﬁf”)) otherwise,

Here sgn(-) is the sign or signum function, i.e., sgn(w) equals 1 if w > 0, —1 if
w < 0, and 0 if w = 0. Whenever a component of g; is less than A in magnitude, the
corresponding component of w11 is set to zero. Further extensions of the ¢1-RDA
method, and associated computational experiments, are given in Section 6.

e Exzponentiated dual averaging method. Let W(w) be the indicator function of the
standard simplex S,,, and h(w) be the negative entropy function defined in (6). In
this case,




where Z;;1 is a normalization parameter such that » ;" , wgzl = 1. This is the dual

averaging version of the exponentiated gradient algorithm (Kivinen and Warmuth,
1997); see also Tseng and Bertsekas (1993) and Juditsky et al. (2005). We note that
this example is also covered by Nesterov’s dual averaging method.

We discuss in detail the special case of p-norm RDA method in Section 7.2. Several other
examples, including fo.-norm and a hybrid ¢; /¢e-norm (Berhu) regularization, also admit
closed-form solutions for wy41. Their solutions are similar in form to those obtained in the
context of the FOBOS algorithm in Duchi and Singer (2009).

2.2 RDA Methods with Strongly Convex Regularization

If the regularization term W(w) is strongly convex, we can use any nonnegative and nonde-
creasing sequence {f;}+>1 that grows no faster than O(Int), to obtain an O(Int/t) conver-
gence rate for stochastic learning, or an O(Int) regret bound for online optimization. For
simplicity, in the following examples, we use the zero sequence gy = 0 for all ¢ > 1. In this
case, we do not need the auxiliary function h(w), and the equation (8) becomes

Wiyl = argmin {(gt, w) + \Il(w)}
w
o (%-regularization. Let W (w) = (¢/2)||w||3 for some o > 0. In this case,
t
1_ 1
Wit1 = —;gt =T ZQT-
=1
o Mizved (1 /f3-regularization. Let ¥(w) = A||w|j1 + (0/2)||w||2 with A > 0 and ¢ > 0.
In this case, we have
0 if (9,7 < A,

w'”, = . .
" —é (gt(l) —A Sgﬂ(@)@)) otherwise,

1=1,...,n.

o Kullback-Leibler (KL) divergence regularization. Let W(w) = oDk (w||p), where the
given probability distribution p € rint S,, and

D s (7 w®

KL(pr) - Zw n p(’) :
i=1

Here Dxy,(w||p) is strongly convex with respect to ||w||; with modulus 1. In this case,

i 1 1_¢
iy = Z 7" e (—0915 )> :

where Z; 41 is a normalization parameter such that Y ", wﬁzl = 1. KL divergence
regularization has the pseudo-sparsity effect, meaning that most elements in w can be
replaced by elements in the constant vector p without significantly increasing the loss

function (e.g., Bradley and Bagnell, 2009).



3. Regret Bounds for Online Optimization

In this section, we give the precise regret bounds of the RDA method for solving regularized
online optimization problems. The convergence rates for stochastic learning problems can
be established based on these regret bounds, and will be given in the next section. For
clarity, we gather here the general assumptions used throughout this paper:

e The regularization term W(w) is a closed proper convex function, and dom W is closed.
The symbol ¢ is dedicated to the convexity parameter of ¥. Without loss of generality,
we assume min,, ¥(w) = 0.

e For each t > 1, the function f;(w) is convex and subdifferentiable on dom W.

e The function h(w) is strongly convex on dom ¥, and subdifferentiable on rint (dom V).
Without loss of generality, assume h(w) has convexity parameter 1 and min,, h(w) = 0.

We will not repeat these general assumptions when stating our formal results later.
To facilitate regret analysis, we first give a few definitions. For any constant D > 0, we
define the set
Fp & {w e dom¥ | h(w) < D*},

and let
I'p = sup inf ||g]l«- 11
weFp 9€0¥(w) Il (1

We use the convention infgcq ||g][« = +00. As a result, if ¥ is not subdifferentiable every-
where on Fp, i.e., if 0¥(w) = () at some w € Fp, then we have I'p = +00. Note that T'p
is not a Lipschitz-type constant which would be required to be an upper bound on all the
subgradients; instead, we only require that at least one subgradient is bounded in norm
by I'p at every point in the set Fp.

We assume that the sequence of subgradients {g;}+>1 generated by Algorithm 1 is
bounded, i.e., there exist a constant G such that

lgell« <G, VE>1. (12)

This is true, for example, if dom W is compact and each f; has Lipschitz-continuous gradient
on dom ¥. We require that the input sequence {f;}+>1 be chosen such that

max{o, f1} >0, (13)

where o is the convexity parameter of U(w). For convenience, we let 5y = max{o, 31} and
define the sequence of regret bounds
G2 ti 1 2(80 — £1)G?

A, 2 BD*+ — ,
t= P oT + Br (81 +0)?

t=1,2,3,... 14
2 » = D ) ( )

=0

where D is the constant used in the definition of Fp. We could always set 51 > o, so
that By = 81 and therefore the term 2(30 — 81)G? /(31 + o)? vanishes in the definition (14).
However, when o > 0, we would like to keep the flexibility of setting 8y = 0 for all ¢t > 1, as
we did in Section 2.2.

10



Theorem 1 Let the sequences {wi}i>1 and {g:}+>1 be generated by Algorithm 1, and as-
sume (12) and (13) hold. Then for any t > 1 and any w € Fp, we have:

(a) The regret defined in (5) is bounded by Ay, i.e.,

Ri(w) < Ay (15)

(b) The primal variables are bounded as

2
ot + By

w1 —w|* < (A¢ = Re(w)). (16)

(¢) If w is an interior point, i.e., B(w,r) C Fp for some r > 0, then
_ 1 1
Gl < Tp = gor + — (A = Ry(w)). (17)

In Theorem 1, the bounds on ||w;;1 —wl||? and ||g¢||« depend on the regret R;(w). More
precisely, they depend on A; — R;(w), which is the slack of the regret bound in (15). A
smaller slack is equivalent to a larger regret R;(w), which means w is a better fized solution
for the online optimization problem (the best one gives the largest regret); correspondingly,
the inequality (16) gives a tighter bound on |Jwyy1 — w||?. In (17), the left-hand side ||g¢||«
does not depend on any particular interior point w to compare with, but the right-hand
side depends on both R;(w) and how far w is from the boundary of Fp. The tightest bound
on ||g¢||« can be obtained by taking the infimum of the right-hand side over all w € int Fp.
We further elaborate on part (c) through the following two examples:

e Consider the case when W is the indicator function of a closed convex set C. In this
case, 0 = 0 and 0V (w) is the normal cone to C at w (Rockafellar, 1970, Section 23).
By the definition (11), we have I'p = 0 because the zero vector is a subgradient at
every w € C, even though the normal cones can be unbounded at the boundary of C.
In this case, if B(w,r) C Fp for some r > 0, then (17) simplifies to

1
g¢ll« < E(At — Ry(w)).

e Consider the function ¥(w) = oDk, (w||p) with dom ¥ = §,, (assuming p € rint S,,).
In this case, dom ¥, and hence Fp, have empty interior. Therefore the bound in
part (c) does not apply. In fact, the quantity I'p can be unbounded anyway. In
particular, the subdifferentials of ¥ at the relative boundary of S,, are all empty. In
the relative interior of S, the subgradients (actually gradients) of ¥ always exist, but
can become unbounded for points approaching the relative boundary. Nevertheless,
the bounds in parts (a) and (b) still hold.

The proof of Theorem 1 is given in Appendix B. In the rest of this section, we discuss
more concrete regret bounds depending on whether or not W is strongly convex.
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3.1 Regret Bound with General Convex Regularization

For a general convex regularization term W, any nonnegative and nondecreasing sequence
B = ©(V/t) gives an O(v/t) regret bound. Here we give detailed analysis for the sequence
used in Section 2.1. More specifically, we choose a constant v > 0 and let

Be=7Vt, Vix1 (18)
We have the following corollary of Theorem 1.

Corollary 2 Let the sequences {wi}i>1 and {g:}+>1 be generated by Algorithm 1 using
{Bt}i>1 defined in (18), and assume (12) holds. Then for any t > 1 and any w € Fp:

(a) The regret is bounded as

Ri(w) < (’yDz + {’j) Vt.

(b) The primal variables are bounded as

G2 1

1
“Nwis1 —w|? < D* + =5 — ——=Ry(w).
2! 7ot

(¢) If w is an interior point, i.e., B(w,r) C Fp for some r > 0, then

1 1

m — ERt(w)

_ G?
1gelle < T+ (w? ; 7)

Proof To simplify regret analysis, let v > o. Therefore 5y = 81 = . Then A; defined
n (14) becomes

t—1
Atzvx/iD2+G—2 1+Zi :
27 721\/;

Next using the inequality

t—1 1 t 1
§1+/ —dr =2Vt -1,
Tzz:l VT 1 VT
we get
G? G?
Ay < W'HD?* + o (1+ <2\/E— 1)) = <7D2+ > Vt.
’7 Y
Combining the above inequality and the conclusions of Theorem 1 proves the corollary. W

The regret bound in Corollary 2 is essentially the same as the online gradient descent
method of Zinkevich (2003), which has the form (3), with the stepsize oy = 1/(vV/1).
The main advantage of the RDA method is its capability of exploiting the regularization
structure, as shown in Section 2. The parameters D and G are not used explicitly in the
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algorithm. However, we need good estimates of them for choosing a reasonable value for ~.
The best + that minimizes the expression yD? + G2/~ is

which leads to the simplified regret bound
Ry(w) < 2GDVt.

If the total number of online iterations T is known in advance, then using a constant stepsize
in the classical gradient method (3), say

ﬁ DT i "

gives a slightly improved bound Rp(w) < v2GDVT (see, e.g., Nemirovski et al., 2009).

The bound in part (b) does not converge to zero. This result is still interesting because
there is no special caution taken in the RDA method, more specifically in (8), to ensure the
boundedness of the sequence w;. In the case ¥(w) = 0, as pointed out by Nesterov (2009),
this may even look surprising since we are minimizing over £ the sum of a linear function
and a regularization term (v/v/t)h(w) that eventually goes to zero.

Part (c) gives a bound on the norm of the dual average. If ¥(w) is the indicator function
of a closed convex set, then I'p = 0 and part (c) shows that g; actually converges to zero
if there exist an interior w in Fp such that R;(w) > 0. However, a properly scaled version
of s, —(v/t/7)gs, tracks the optimal solution; see the examples in Section 2.1.

3.2 Regret Bounds with Strongly Convex Regularization

If the regularization function W¥(w) is strongly convex, i.e., with a convexity parameter
o > 0, then any nonnegative, nondecreasing sequence that satisfies 5; < O(Int) will give
an O(Int) regret bound. If {f;};>1 is not the all zero sequence, we can simply choose the
auxiliary function h(w) = (1/0)¥(w). Here are several possibilities:

e Positive constant sequences. For simplicity, let 5 = o for t > 0. In this case,

21 G2
Ay =o0D? + — D? + 1+ Int).
t=9 +2(;T T3 S o+

e Logarithmic sequences. Let By = o(1 + Int) for ¢ > 1. In this case, Sy = f1 = o and
G? — 1 G2
Ay=oc(l+mnt)D*+ — (1 — | <(oD? 1+Int
t=o(l+1nt) +20‘<+;T—|—1+IDT _<U —|—20>(+n)

e The zero sequence. Let By = 0 for ¢ > 1. In this case, Sy = o and

G2 21\ 2?2 2
=— = < il
A= <1+T§ 1jT> + = —(6+1nt). (20)

Notice that in this last case, the regret bound does not depend on D.
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When V¥ is strongly convex, we also conclude that, given two different points v and v,
the regrets R;(u) and R;(v) cannot be nonnegative simultaneously if ¢ is large enough. To
see this, we notice that if Ry(u) and R¢(v) are nonnegative simultaneously for some ¢, then
part (b) of Theorem 1 implies

Int Int
\mﬂ—uWSO(t), and HWH—UWSO(t),

which again implies
Int
= ol < (ot =l + s = ol)? < 0 ().

Therefore, if the event Ri(u) > 0 and R:(v) > 0 happens for infinitely many ¢, we must
have u = v. If u # v, then eventually at least one of the regrets associated with them will
become negative. However, it is possible to construct sequences of functions f; such that
the points with nonnegative regrets do not converge to a fixed point.

4. Convergence Rates for Stochastic Learning

In this section, we give convergence rates of the RDA method when it is used to solve the
regularized stochastic learning problem (1), and also the related high probability bounds.
These rates and bounds are established not for the individual w;’s generated by the RDA
method, but rather for the primal average

t
_ 1
wt:t;wn t>1.

4.1 Rate of Convergence in Expectation

Theorem 3 Assume there exists an optimal solution w* to the problem (1) that satisfies
h(w*) < D? for some D > 0, and let ¢* = ¢(w*). Let the sequences {w}i>1 and {gi }1>1
be generated by Algorithm 1, and assume (12) holds. Then for any t > 1, we have:

(a) The expected cost associated with the random variable wy is bounded as
_ w1

(b) The primal variables are bounded as

2
ot + B¢

E |wepr — w*|* < ¢

(c) If w* is an interior point, i.e., B(w*,r) C Fp for some r > 0, then

1 1
Elgll. <T'p— = —A;.
lgell« <Tp 207"+7,t t
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Proof First, we substitute all f-(-) by f(-,2;) in the definition of the regret

t t
Ry(w*) = (flwr, 27) + U(wy)) = Y (f(w?, 2r) + U(w?)).
T=1 T=1
Let z[t] denote the collection of i.i.d. random variables (z1,...,z2;). All the expectations in
Theorem 3 are taken with respect to z[t], i.e., the symbol E can be written more explicitly as
E,[y. We note that the random variable w;, where 1 < 7 <, is a function of (215 vy 2r—1),
and is independent of (zr,...,z:). Therefore

Ez[t] (f(w‘l‘7 zT)—'I—\II(wT)) = Ez[T—l] (EZ-,-f(wTa ZT)+\I’(w7)) = EZ[T—1]¢(wT) = Ez[t]¢(w7)a
and
E, i (f(w*, z7) + ¥(w*)) = E., f(w*, z;) + U(w*) = p(w*) = ¢*.

Since ¢* = ¢p(w*) = min,, ¢p(w), we have

t
E,jRi(w*) = B,ye(w,) — t¢* > 0. (21)
=1

By convexity of ¢, we have

¢ t
_ 1 1
o) = o (1) < § Yot
T=1 T=1
Taking expectation with respect to z[t] and subtracting ¢*, we have

t
1
E,jyo(wt) — ¢* < (Z E,jyo(wr) — t¢*> = EEz[t]Rt(W*)'

T=1

Then part (a) follows from that of Theorem 1, which states that Ri(w*) < A; for all
realizations of z[t]. Similarly, parts (b) and (c) follow from those of Theorem 1 and (21). H

Specific convergence rates can be obtained in parallel with the regret bounds discussed
in Sections 3.1 and 3.2. We only need to divide every regret bound by t to obtain the
corresponding rate of convergence in expectation. More specifically, using appropriate se-
quences {f;}i>1, we have E¢(w;) converging to ¢* with rate O(1/v/t) for general convex
regularization, and O(Int/t) for strongly convex regularization.

The bound in part (b) applies to both the case 0 = 0 and the case ¢ > 0. For the
latter, we can derive a slightly different and more specific bound. When ¥ has convexity
parameter o > 0, so is the function ¢. Therefore,

o(wn) 2 G(w) + (s, —w) + Zllwy —w'%, Vs € dp(w).

Since w* is the minimizer of ¢, we must have 0 € d¢(w*) (Rockafellar, 1970, Section 27).
Setting s = 0 in the above inequality and rearranging terms, we have

e — w2 < 2 (§u) — ).
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Taking expectation of both sides of the above inequality leads to
2 2
Efuw, — w'* < = (Bo(w) - ¢*) < — A, (22)

where in the last step we used part (a) of Theorem 3. This bound directly relate w; to A;.

Next we take a closer look at the quantity E|w; — w*||?. By convexity of || - ||?, we have

t
_ 1
E|lw;, — w*|* < ;ZEHMT - w*||? (23)
=1
If ¢ = 0, then it is simply bounded by a constant because each E|w, — w*||? for 1 <7 < ¢

is bounded by a constant. When ¢ > 0, the optimal solution w* is unique, and we have:

Corollary 4 If ¥ is strongly convez with convexity parameter o > 0 and 5y = O(Int), then
Int)?
mmrﬂngo<(t)>.

Proof For the ease of presentation, we consider the case 5 = 0 for all t > 1. Substituting

the bound on A; in (20) into the inequality (22) gives

(6 +Int) G?
to? ’

E|lw; — w*|? < Vi > 1.

Then by (23),

t
~ . 1 6 InT\G? 1 1 G?
=1

In other words, E|w; — w*||? converges to zero with rate O((Int)?/t). This can be shown
for any 8y = O(Int); see Section 3.2 for other choices of ;. [ |

As a further note, the conclusions in Theorem 3 still hold if the assumption (12) is
weakened to
E|gl?<G* Vvt>1. (24)

However, we need (12) in order to prove the high probability bounds presented next.

4.2 High Probability Bounds

For stochastic learning problems, in addition to the rates of convergence in expectation,
it is often desirable to obtain confidence level bounds for approximate solutions. For this
purpose, we start from part (a) of Theorem 3, which states E¢(w:) — ¢* < (1/t)A:. By
Markov’s inequality, we have for any € > 0,

Prob(¢(a,) — ¢* > &) < =

=t
et

. (25)
This bound holds even with the weakened assumption (24). However, it is possible to have

much tighter bounds under more restrictive assumptions. To this end, we have the following
result.
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Theorem 5 Assume there exist constants D and G such that h(w*) < D?, and h(w;) < D?
and ||g¢||« < G for allt > 1. Then for any 6 € (0,1), we have, with probability at least 1 — 4,

o(wy) — " < Att+8GD ”\}:(1/5), Vit > 1. (26)

Theorem 5 is proved in Appendix C.

From our results in Section 3.1, with the input sequence f; = v/t for all t > 1, we
have A; = O(+/t) regardless of ¢ = 0 or 0 > 0. Therefore, ¢(w;) — ¢* = O(1/+/t) with
high probability. To simplify further discussion, let ¥ = G/D, hence A; < 2GD+/t (see
Section 3.1). In this case, if § < 1/e ~ 0.368, then with probability at least 1 — 4,

10GD+/In(1/3)
G .

Letting ¢ = 10GD+/In(1/5)/+/t, then the above bound is equivalent to

Pp(wy) — ¢* <

_ 2t
Prob (¢(w;) — ¢* > €) < exp <_(10GD)2) ,
which is much tighter than the one in (25). It follows that for any chosen accuracy e and
0 < 6 < 1/e, the sample size
(10GD)?1In(1/9)
o2

t>

guarantees that, with probability at least 1 — §, w; is an e-optimal solution of the original
stochastic optimization problem (1).

When ¥ is strongly convex (o > 0), our results in Section 3.2 show that we can obtain
regret bounds A; = O(Int) using 5 = O(Int). However, the high probability bound in
Theorem 5 does not improve: we still have ¢(w;) —¢* = O(1/+/t), not O(Int/t). The reason
is that the concentration inequality (Azuma, 1967) used in proving Theorem 5 cannot take
advantage of the strong-convexity property. By using a refined concentration inequality
due to Freedman (1975), Kakade and Tewari (2009, Theorem 2) showed that for strongly
convex stochastic learning problems, with probability at least 1 —4d1nt,

¢(we) — ¢~ S ' G2 In(1/9) + max { 1667 ) 6B} ln(l/é)'

t o o t

In our context, the constant B is an upper bound on f(w, z)+ ®(w) for w € Fp. Using the
regret bound R(w*) < Ay, this gives

$(wy) — ¢ < % +0 ( VAdn(1/o) ln(l/é)) .

t t

Here the constants hidden in the O-notation are determined by G, ¢ and D. Plugging
in Ay = O(Int), we have ¢(w;) — ¢* = O(Int/t) with high probability. The additional
penalty of getting the high probability bound, compared with the rate of convergence in
expectation, is only O(v/Int/t).
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5. Related Work

As we pointed out in Section 2.1, if ¥ is the indicator function of a convex set C, then
the RDA method recovers the simple dual averaging scheme in Nesterov (2009). This
special case also belongs to a more general primal-dual algorithmic framework developed
by Shalev-Shwartz and Singer (2006), which can be expressed equivalently in our notation:

t
1

Wiy = arg ming —— E df.,w>+hw},

o 'L%GC {’Y\/%<T:1 ( )

where (df,...,d}) is the set of dual variables that can be chosen at time ¢. The simple dual
averaging scheme (9) is in fact the passive extreme of their framework in which the dual
variables are simply chosen as the subgradients and do not change over time, i.e.,

dt=g.,, ¥Y7<t,  Vt>1. (27)

However, with the addition of a general regularization term W(w) as in (4), the convergence
analysis and O(v/t) regret bound of the RDA method do not follow directly as corollaries of
either Nesterov (2009) or Shalev-Shwartz and Singer (2006). Our analysis in Appendix B
extends the framework of Nesterov (2009).

Shalev-Shwartz and Kakade (2009) extended the primal-dual framework of Shalev-
Shwartz and Singer (2006) to strongly convex functions and obtained O(Int) regret bound.
In the context of this paper, their algorithm takes the form

t
) 1
Wyl = arg mm{at<z_; dﬁ7w> + h(w)}7

weC

where o is the convexity parameter of ¥, and h(w) = (1/0)¥(w). The passive extreme of
this method, with the dual variables chosen in (27), is equivalent to a special case of the
RDA method with 8, = 0 for all ¢ > 1.

Other than improving the iteration complexity, the idea of treating the regularization
explicitly in each step of a subgradient-based method (instead of lumping it together with
the loss function and taking their subgradients) is mainly motivated by practical consid-
erations, such as obtaining sparse solutions. In the case of £i-regularization, this leads to
soft-thresholding type of algorithms, in both batch learning (e.g., Figueiredo et al., 2007;
Wright et al., 2009; Bredies and Lorenz, 2008; Beck and Teboulle, 2009) and the online
setting (e.g., Langford et al., 2009; Duchi and Singer, 2009; Shalev-Shwartz and Tewari,
2009). Most of these algorithms can be viewed as extensions of classical gradient methods
(including mirror-descent methods) in which the new iterate is obtained by stepping from
the current iterate along a single subgradient, and then followed by a truncation. Other
types of algorithms include an interior-point based stochastic approximation scheme by Car-
bonetto et al. (2009), and Balakrishnan and Madigan (2008), where a modified shrinkage
algorithm is developed based on sequential quadratic approximations of the loss function.

The main point of this paper, is to show that dual-averaging based methods can be
more effective in exploiting the regularization structure, especially in a stochastic or online
setting. To demonstrate this point, we compare the RDA method with the FOBOS method
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studied in Duchi and Singer (2009). In an online setting, each iteration of the FOBOS
method consists of the following two steps:

Wy 1 = Wt — b,

+3

2
Wyl = argurjnin {; Hw ~ Wi, + at\If(w)} )
For convergence with optimal rates, the stepsize oy is set to be ©(1/4/t) for general convex
regularizations and ©(1/t) if ¥ is strongly convex. This method is based on a technique
known as forward-backward splitting, which was first proposed by Lions and Mercier (1979)
and later analyzed by Chen and Rockafellar (1997) and Tseng (2000). For easy comparison
with the RDA method, we rewrite the FOBOS method in an equivalent form

. 1
w1 = argmin {(gt,w> + U(w) + %o lw — wt||§} . (28)

Compared with this form of the FOBOs method, the RDA method (8) uses the average
subgradient g; instead of the current subgradient g¢;; it uses a global proximal function,
say h(w) = (1/2)||w]|3, instead of its local Bregman divergence (1/2)||w — w;||3; moreover,
the coefficient for the proximal function is 3¢/t = ©(1/+/t) instead of 1/a; = ©(+/t) for gen-
eral convex regularization, and O(Int/t) instead of O(t) for strongly convex regularization.
Although these two methods have the same order of iteration complexity, the differences
list above contribute to quite different properties of their solutions.

These differences can be better understood in the special case of ¢i-regularization, i.e.,
when U(w) = A||wl||1. In this case, the FOBOS method is equivalent to a special case of the
Truncated Gradient (TG) method of Langford et al. (2009). The TG method truncates the
solutions obtained by the standard SGD method every K steps; more specifically,

0 { trnc (wgi) — atgt(i), PYASS 9) if mod(¢, K) =0, (29)

Wyl = . .
wt(z) — oztgf” otherwise,

where \]¢ = oy A K, mod(t, K) is the remainder on division of ¢ by K, and

0 if |w| < ATC,
trnc(w, \T¢,0) = { w— A Csgn(w) if A\fC < |w| <9,
w if |w| > 6.

When K =1 and 0 = +00, the TG method is the same as the FOBOS method (28) with
f1-regularization. Now comparing the truncation threshold )\tTG and the threshold A used
in the £;-RDA method (10): with a; = ©(1/v/t), we have A} = ©(1/v/t)\. This O(1/v/)
discount factor is also common for other previous work that use soft-thresholding, including
Shalev-Shwartz and Tewari (2009). It is clear that the RDA method uses a much more
aggressive truncation threshold, thus is able to generate significantly more sparse solutions.
This is confirmed by our computational experiments in the next section.

Most recently, Duchi et al. (2010) developed a family of subgradient methods that can
adaptively modifying the proximal function (squared Mahalanobis norms) at each iteration,
in order to better incorporate learned knowledge about geometry of the data. Their methods
includes extensions for both the mirror-descent type of algorithms like (28) and the RDA
methods studied in this paper.
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Algorithm 2 Enhanced ¢;-RDA method
Input: v>0,p>0
Initialize: w; =0, go = 0.
fort=1,2,3, ...do
1. Given the function f;, compute subgradient g; € 9f;(wy).
2. Compute the dual average

_ t—1 1

gt = Tgt—l + ggt‘

3. Let )\?DA = A +7yp//t, and compute w1 entry-wise:
0 if ] g

W, = , .
s _\f (gy) — /\fDAsgn(ggz))) otherwise,

< AFPA,

end for

6. Computational Experiments with /;-Regularization

In this section, we provide computational experiments of the /1-RDA method on the MNIST
dataset of handwritten digits (LeCun et al., 1998). Our purpose here is mainly to illustrate
the basic characteristics of the ¢1-RDA method, rather than comprehensive performance
evaluation on a wide range of datasets. First, we describe a variant of the ¢1-RDA method
that is capable of getting enhanced sparsity in the solution.

6.1 Enhanced ¢;-RDA Method

The enhanced ¢1-RDA method shown in Algorithm 2 is a special case of Algorithm 1. It is
derived by setting ¥(w) = ||w||1, B = vV/t, and replacing h(w) with a parametrized version

1
ho(w) = S wllz + pllwly, (31)

where p > 0 is a sparsity-enhancing parameter. Note that h,(w) is strongly convex with
modulus 1 for any p > 0. Hence the convergence rate of this algorithm is the same as if we
choose h(w) = (1/2)||w||3. In this case, the equation (8) becomes
wrss = argmin { g w) + Ml + 7 (Gl + ol ) |
w Vi \2

. _ Y
_ argmin {<gt,w> TP o]y + kué} ,

(" 2/t

where = X+ vyp/v/t. The above minimization problem has a closed-form solution
given in (30) (see Appendix A for the derivation). By letting p > 0, the effective truncation
threshold ARPA is larger than ), especially in the initial phase of the online process. For
problems without explicit ¢1-regularization in the objective function, i.e., when A = 0, this
still gives a diminishing truncation threshold vp/v/t.

RDA
)‘t
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Figure 1: Sample images from the MNIST dataset, with gray-scale from 0 to 255.

We can also restrict ¢i-regularization on part of the optimization variables only. For
example, in support vector machines or logistic regression, we usually want the bias terms to
be free of regularization. In this case, we can simply replace ARPA by 0 for the corresponding
coordinates in (30).

6.2 Experiments on the MNIST Dataset

Fach image in the MNIST dataset is represented by a 28 x 28 gray-scale pixel-map, for
a total of 784 features. KEach of the 10 digits has roughly 6,000 training examples and
1,000 testing examples. Some of the samples are shown in Figure 1. From the perspective
of using stochastic and online algorithms, the number of features and size of the dataset
are considered very small. Nevertheless, we choose this dataset because the computational
results are easy to visualize. No preprocessing of the data is employed.

We use /1-regularized logistic regression to do binary classification on each of the 45
pairs of digits. More specifically, let z = (x,y) where € R™* represents a gray-scale
image and y € {+1, —1} is the binary label, and let w = (, b) where @ € R™* and b is the
bias. Then the loss function and regularization term in (1) are

f(w, z) =log (1—|—exp (—y(@DTa:+b))) , U(w) = A||@]|1.

Note that we do not apply regularization on the bias term b. In the experiments, we compare
the (enhanced) ¢;-RDA method (Algorithm 2) with the SGD method

wiy1 = wi = ap(gp + Asgn(w})),

and the TG method (29) with § = co. These three online algorithms have similar conver-
gence rates and the same order of computational cost per iteration. We also compare them
with the batch optimization approach, more specifically solving the empirical minimization
problem (2) using an efficient interior-point method (IPM) of Koh et al. (2007).

Each pair of digits have about 12,000 training examples and 2,000 testing examples.
We use online algorithms to go through the (randomly permuted) data only once, therefore
the algorithms stop at T = 12,000. We vary the regularization parameter A from 0.01
to 10. As a reference, the maximum A for the batch optimization case (Koh et al., 2007)
is mostly in the range of 30 — 50 (beyond which the optimal weights are all zeros). In the
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A=0.01 = 0.03

A A=0.1 A=0.3 A=1 A=3 A =10
SGD
wr
TG
w
RDA
wr
IPM
w
SGD
o
TG
o
RDA
w

Figure 2: Sparsity patterns of wr and wr for classifying the digits 6 and 7 when varying the
parameter A from 0.01 to 10 in ¢;-regularized logistic regression. The background
gray represents the value zero, bright spots represent positive values and dark
spots represent negative values. Each column corresponds to a value of A labeled
at the top. The top three rows are the weights wr (without averaging) from the
last iteration of the three online algorithms; the middle row shows optimal solu-
tions of the batch optimization problem solved by interior-point method (IPM);
the bottom three rows show the averaged weights wr in the three online algo-
rithms. Both the TG and RDA methods were run with parameters for enhanced
{1-regularization, i.e., K = 10 for TG and ~p = 25 for RDA.
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Left: K =1 for TG, p =0 for RDA Right: K =10 for TG, vp = 25 for RDA
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Figure 3: Number of non-zeros (NNZs) in w; for the three online algorithms (classifying
the pair 6 and 7). The left column shows SGD, TG with K = 1, and RDA with
p = 0; the right column shows SGD, TG with K = 10, and RDA with yp = 25.
The same curves for SGD are plotted in both columns for clear comparison. The
two rows correspond to A = 0.1 and A = 10, respectively.

£1-RDA method, we use v = 5,000, and set p to be either 0 for basic regularization, or 0.005
(effectively vp = 25) for enhanced regularization effect. These parameters are chosen by
cross-validation. For the SGD and T'G methods, we use a constant stepsize a = (1/7v)+/2/T
for comparable convergence rate; see (19) and related discussions. In the TG method, the
period K is set to be either 1 for basic regularization (same as FOBOS), or 10 for periodic
enhanced regularization effect.

Figure 2 shows the sparsity patterns of the solutions wp and wr for classifying the
digits 6 and 7. The algorithmic parameters used are: K = 10 for the TG method, and
~vp = 25 for the RDA method. It is clear that the RDA method gives more sparse solutions
than both SGD and TG methods. The sparsity pattern obtained by the RDA method is
very similar to the batch optimization results solved by IPM, especially for larger .
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Left: K=1 for TG, p=0 for RDA Right: K =10 for TG, vp=25 for RDA
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Figure 4: Tradeoffs between testing error rates and NNZs in solutions when varying A from
0.01 to 10 (for classifying 6 and 7). The left column shows SGD, TG with K =1,
RDA with p = 0, and IPM. The right column shows SGD, TG with K = 10, RDA
with vp = 25, and IPM. The same curves for SGD and IPM are plotted in both
columns for clear comparison. The top two rows shows the testing error rates
and NNZs of the final weights wr, and the bottom two rows are for the averaged
weights wy. All horizontal axes have logarithmic scale. For vertical axes, only
the two plots in the first row have logarithmic scale.

24



— 2 T T 400 T T
S -- RDA wT -- RDA wr
I RDA wp RDA wr
151 —IPM — 3001 —IPM
~ S
= Il
§ 1 ]\\ T T ~< 200t
o I1~=T. I ¥ w — - - =
O o R T R R o N L N - =T
= I 1 1 1 r = "rTITTx N Y it i
S 05f - - % 100[ ====F
—
S)
ss:: 0 L L L L L O L L L L L
- 2000 4000 6000 8000 10000 2000 4000 6000 8000 10000
4 " " " " " 400
Il
~< 3f 1 _, 300f
= Il
SN
= 2/ |. 1 < 200t
0 ‘S, w
D S
I S S N A T
— 1, E ] 3 E 4 £ - 5 , 3 - o Z 100,
= . L Rl
S) S PR S 1L
5 =
0 L L L L L O L L L L L
2000 4000 6000 8000 10000 2000 4000 6000 8000 10000
s 7
— 200
Il 6f -
/(
o | W 1501
X . ‘_,_I_
~ { ‘ ‘-‘:l-‘-‘-'.I."-"T“"I""-T-‘—‘I‘_‘-T ’<n 100F
w0 47 [ r 3 = - m
) N
® Z.
oot & 50t
~
S)
g 2 . . . . . 0 il e L .
= 2000 4000 6000 8000 10000 2000 4000 6000 8000 10000
Parameter ~ Parameter ~

Figure 5: Testing error rates and NNZs in solutions for the RDA method when varying the
parameter v from 1,000 to 10,000, and setting p such that yp = 25. The three
rows show results for A = 0.1, 1, and 10, respectively. The corresponding batch
optimization results found by IPM are shown as a horizontal line in each plot.

To have a better understanding of the behaviors of the algorithms, we plot the number
of non-zeros (NNZs) in w; in Figure 3. Only the RDA method and TG with K = 1 give
explicit zero weights using soft-thresholding at every step. In order to count the NNZs in all
other cases, we have to set a small threshold for rounding the weights to zero. Considering
that the magnitudes of the largest weights in Figure 2 are mostly on the order of 1073, we
set 1075 as the threshold and verified that rounding elements less than 107 to zero does
not affect the testing errors. Note that we do not truncate the weights for RDA and TG
with K = 1 further, even if some of their components are below 107°. It can be seen that
the RDA method maintains a much more sparse w; than the other online algorithms. While
the TG method generates more sparse solutions than the SGD method when A is large, the
NNZs in w; oscillates with a very big range. The oscillattion becomes more severe with
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IPM 1000 2000 3000 4000 5000 6000 7000 8000 9000 10000

Figure 6: Sparsity patterns of wr by varying the parameter v in the RDA method from
1,000 to 10,000 (for classifying the pair 6 and 7). The first column shows results
of batch optimization using IPM, and the other 10 columns show results of RDA
method using v labeled at the top.

K =10. In contrast, the RDA method demonstrates a much more smooth behavior of the
NNZs. For the RDA method, the effect of enhanced regularization using yp = 25 is more
pronounced for relatively small A.

Next we illustrate the tradeoffs between sparsity and testing error rates. Figure 4 shows
that the solutions obtained by the RDA method match the batch optimization results very
well. Since the performance of the online algorithms vary when the training data are given
in different random sequences (permutations), we run them on 100 randomly permuted
sequences of the same training set, and plot the means and standard deviations shown as
error bars. For the SGD and TG methods, the testing error rates of wr vary a lot for different
random sequences. In contrast, the RDA method demonstrates very robust performance
(small standard deviations) for wr, even though the theorems only give convergence bound
for the averaged weight wp. For large values of A\, the averaged weights wp obtained by
SGD and TG methods actually have much smaller error rates than those of RDA and batch
optimization. This can be explained by the limitation of the SGD and TG methods in
obtaining sparse solutions: these lower error rates are obtained with much more nonzero
features than used by the RDA and batch optimization methods.

Figure 5 shows the results of choosing different values for the parameter v in the RDA
method. We see that smaller values of v, which corresponds to faster learning rates, lead
to more sparse wr and higher testing error rates; larger values of 7 result in less sparse wr
with lower testing error rates. But interestingly, the effects on the averaged solution wr is
almost opposite: smaller values of « lead to less sparse wr (in this case, we count the NNZs
using the rounding threshold 1075). For large regularization parameter A, smaller values
of v also give lower testing error rates. Figure 6 shows the sparsity patterns of wr when
varying v from 1,000 to 10,000. We see that smaller values of v give more sparse wr, which
are also more scattered like the batch optimization solution by IPM.

Figure 7 shows summary of classification results for all the 45 pairs of digits. For clarity,
we only show results of the /;-RDA method and batch optimization using IPM. We see that
the solutions obtained by the ¢;-RDA method demonstrate very similar tradeoffs between
sparsity and testing error rates as rendered by the batch optimization solutions.
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Figure 7: Binary classification for all 45 pairs of digits. The images in the lower-left tri-
angular area show sparsity patterns of wp with A = 1, obtained by the /1-RDA
method with v = 5000 and p = 0.005. The plots in the upper-right triangu-
lar area show tradeoffs between sparsity and testing error rates, by varying A
from 0.1 to 10. The solid circles and solid squares show error rates and NNZs
in wp, respectively, using IPM for batch optimization. The hollow circles and
hollow squares show error rates and NNZs of wr, respectively, using the ¢1-RDA
method. The vertical bars centered at hollow circles and squares show standard
deviations by running on 100 different random permutations of the same training
data. The scales of the error rates (in percentages) are marked on the left vertical
axes, and the scales of the NNZs are marked on the right-most vertical axes.
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Left: K=1 for TG, p=0 for RDA Right: K =10 for TG, yp=25 for RDA
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Figure 8: Tradeoffs between testing error rates and NNZs in solutions when varying A from
0.01 to 10 (for classifying 3 and 8). In order to investigate overfitting, we used
1/10 subsampling of the training data. The error bars show standard deviations
of using 10 sets of subsamples. For the three online algorithms, we averaged
results on 10 random permutations for each of the 10 subsets. The left column
shows SGD, TG with K = 1, RDA with p = 0, and IPM. The right column shows
SGD, TG with K = 10, RDA with vp = 25, and IPM. The same curves for SGD
and IPM are plotted in both columns for clear comparison.
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Finally, we note that one of the main reasons for regularization in machine learning
is to prevent overfitting, meaning that appropriate amount of regularization may actually
reduce the testing error rate. In order to investigate the possibility of overfitting, we also
conducted experiments by subsampling the training set. More specifically, we randomly
partition the training sets in 10 subsets, and use each subset for training but still test on
the whole testing set. The same algorithmic parameters v and p are used as before. Figure 8
shows the results of classifying the more difficult pair 3 and 8. We see that overfitting does
occur for batch optimization using IPM. Online algorithms, thanks for their low accuracy
in solving the optimization problems, are mostly immune from overfitting.

7. Discussions and Extensions

This paper is inspired by several work in the emerging area of structural convex optimization
(Nesterov, 2008). The key idea is that by exploiting problem structure that are beyond the
conventional black-box model (where only function values and gradient information are
allowed), much more efficient first-order methods can be developed for solving structural
convex optimization problems. Consider the following problem with two distince parts in
the objective function:

mingnize fw) + ¥ (w) (32)

where the function f is convex and differentiable on dom ¥, its gradient V f(w) is Lipschitz-
continuous with constant L, and the function ¥ is a closed proper convex function. Since ¥
in general can be non-differentiable, the best convergence rate for gradient-type methods
that are based on the black-box model is O(1/v/t) (Nemirovsky and Yudin, 1983). However,
if the function V¥ is simple, meaning that we are able to find closed-form solution for the
auxiliary optimization problem

mingnize {f(u) +(Vf(u),w—u)+ gHw — |3 + \I/(w)} , (33)

then it is possible to develop accelerated gradient methods that have the convergence
rate O(1/t?) (Nesterov, 2007; Tseng, 2008; Beck and Teboulle, 2009). Accelerated first-
order methods have also been developed for solving large-scale conic optimization problems
(Auslender and Teboulle, 2006; Lan et al., 2009; Lu, 2009).

The story is a bit different for stochastic optimization. In this case, the convergence rate
O(1/+/t) cannot be improved in general for convex loss functions with a black-box model.
When the loss function f(w, z) have better properties such as differentiability, higher orders
of smoothness, and strong convexity, it is tempting to expect that better convergence rates
can be achieved. Although these better properties of f(w, z) are inherited by the expected
function p(w) 2 E, f(w, z), almost none of them can really help (Nesterov and Vial, 2008,
Section 4). One exception is when the objective function is strongly convex. In this case, the
convergence rate for stochastic optimization problems can be improved to O(Int/t) (e.g.,
Nesterov and Vial, 2008), or even O(1/t) (e.g., Polyak and Juditsky, 1992; Nemirovski
et al., 2009). For online convex optimization problems, the regret bound can be improved
to O(Int) (Hazan et al., 2006; Bartlett et al., 2008). But these are still far short of the
best complexity result for deterministic optimization with strong convexity assumptions;
see, e.g., Nesterov (2004, Chapter 2) and Nesterov (2007).
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We discuss further the case with a stronger smoothness assumption on the stochastic
objective functions. In particular, let f(w, z) be differentiable with respect to w for each z,
and the gradient, denoted g(w, z), be Lipschitz continuous. In other words, there exists a
constant L such that for any fixed z,

lg(v, 2) = g(w, 2)[l« < Ljjo —wl,  Vv,w e dom V. (34)

Let o(w) = E,f(w, z). Then ¢ is differentiable and Vyp(w) = E.g(w, z) (e.g., Rockafellar
and Wets, 1982). By Jensen’s inequality, Vi (w) is also Lipschitz continuous with the same
constant L. For the regularization function ¥, we assume there is a constant Gy such that

|V (v) — ¥(w)| < Gyllv—wl, Vo, w e dom V.

In a black-box model, for any query point w, we are only allowed to query a stochastic
gradient g(w, z) and a subgradient of U(w). We assume the stochastic gradients have
bounded variance; more specifically, let there be a constant ) such that

E.|lg(w,2) = Vo(w)|; <Q*  Ywe domV. (35)

Under these assumptions and the black-box model, the optimal convergence rate for solving
the problem (1), according to the complexity theory of Nemirovsky and Yudin (1983), is

Eé(w) — ¢ < O(1) ( n

Lan (2008) developed an accelerated mirror-descent stochastic approximation method to
achieve this rate. The stochastic nature of the algorithm dictates that the term O(1)(Q/v/)
is inevitable in the convergence bound. However, by using structural optimization tech-
niques similar to (33), it is possible to eliminate the term O(1)(Gy/+/t) and achieve

Bo(uwn) - 0" < 01) (5 + ). (36)
Such a result was obtained by Hu et al. (2009). Their algorithm can be viewed as an
accelerated version of the FOBOS method (28). In each iteration of their method, the
regularization term W(w) is discounted by a factor of ©(t=3/2). In terms of obtaining
the desired regularization effects (see discussions in Section 5), this is even worse than the
O(t~1/2) discount factor in the FoBOS method. For the case of £;-regularization, this means
using an even smaller truncation threshold @(t_3/ 2)X. Next, we give an accelerated version
of the RDA method, which achieves the same improved convergence rate (36), but also
maintains the desired property of using the undiscounted regularization at each iteration.

7.1 Accelerated RDA Method for Stochastic Optimization

Nesterov (2005) developed an accelerated version of the dual averaging method for solv-
ing smooth convex optimization problems, where the uniform average of all past gradients
is replaced by an weighted average that emphasizes more recent gradients. Several varia-
tions (Nesterov, 2007; Tseng, 2008) were also developed for minimizing composite objective
functions of the form (32). They all have a convergence rate O(L/t?).
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Algorithm 3 Accelerated RDA method

Input:
e a strongly convex function h(w) with modulus 1 on dom W.
e two positive sequences {a;}s>1 and {B; 0.

Initialize: set wy = vy = argmin,, h(w), Ag = 0, and gy = 0.
fort=1,2,3, ...do
1. Calculate the coefficients

Qi

Ap = A1+ oy, 0 = -
¢

2. Compute the query point
Ut = (1 — Ht)wtfl + Qthtfl-
3. Query stochastic gradient g = g(uy, 2¢), and update the weighted average g;:

Gt = (1 —0:)Gt—1 + Orgy.

4. Solve for the exploration point

vy = arg min {(f]t,w> + ¥(w) + L;;Bth(w)}

5. Compute w; by interpolation
Wt = (]. — Gt)wt_l + Htvt.

end for

Algorithm 3 is our extension of Nesterov’s method for solving stochastic optimization
problems of the form (1). At the input, it needs a strongly convex function h and two positive
sequences {o; }¢+>1 and {B: }+>0. At each iteration ¢ > 1, it computes three primal vectors uy,
vt, wy, and a dual vector g;. Among them, u; is the point for querying a stochastic gradient,
g: is an weighted average of all past stochastic gradients, v; is the solution of an auxiliary
minimization problem that involves g; and the regularization term W(w), and w; is the
output vector. The computational effort per iteration is on the same order as Algorithm 1.
The additional costs are mainly the two vector interpolations (convex combinations) for
computing u; and w;. The following theorem gives an estimate of its convergence rate.

Theorem 6 Assume the conditions (34) and (35) holds, and the problem (1) has an op-
timal solution w* with optimal value ¢*. In Algorithm 3, if the sequence {oy}i>1 and its
accumulative sums Ay = As_1 + o satisfy the condition a? < A; for allt > 1, then

* L * 1 * 2 t Oéz
E ¢(w) — ¢ gEh(w )+E Bih(w™) +@Q 2257_1 :

=1
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The proof of this theorem is given in Appendix D.
If we choose the two input sequences as

ap = 1, Vi > 1,
/Bt:’)/‘/t_‘_lv VtZ()?
then A; =t, 0, = 1/t, and g; = g is the uniform average of all past gradients. In this case,

the minimization problem in Step 4 is very similar to that in Step 3 of Algorithm 1. Let D?
be an upper bound on h(w*) and set v = Q/D. Then we have

N LD? 2QD
E¢(w;) — ¢* < — + 7

To achieve the optimal convergence rate stated in (36), we choose

o = % Vi> 1, (37)
b= s (38)
In this case, t
At:;aT:t(ti_l), 9t:2:t+21, Vi> 1

It is easy to verify that the condition o < A, is satisfied. The following corollary is proved
in Appendix D.1.

Corollary 7 Assume the conditions (34) and (35) holds, and h(w*) < D?. If the two input
sequences in Algorithm 3 are chosen as in (37) and (38) with v = Q/D, then
ALD? N 4QD
t2 NG

We can also give high probability bound under more restrictive assumptions on the
stochastic gradients. Instead of requiring |g(w,z) — V(w)|? < Q? for all z and all w €
dom ¥, we adopt a weaker condition used in Nemirovski et al. (2009) and Lan (2008):

E [exp (Hg(w, ?) ;22V(p(w)

It is not hard to see that this implies (35) by using Jensen’s inequality.

E¢(wi) — ¢* <

HZ‘Z)] <exp(1), Vwedom¥. (39)

Theorem 8 Suppose dom V¥ is compact, say h(w) < D? for all w € dom WV, and let the
assumptions (34) and (39) hold. If the two input sequences in Algorithm 8 are chosen as
in (87) and (38) with v = Q/D, then for any ¢ € (0,1), with probability at least 1 — 9,

. _4LD?* 4QD Q@D
Blwn) = 6" < =+ T+ \/%<ln(2/6)+2\/1n(2/5)>
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Compared with the bound on expectation, the additional penalty in the high probability
bound depends only on ), not L. This theorem is proved in Appendix D.2.

In the special case of deterministic optimization, i.e., when @) = 0, we have y = Q/D =0
and B = 0 for all £ > 0. Then Algorithm 3 reduces to a variant of Nesterov’s method given
in Tseng (2008, Section 4), which has convergence rate ¢(w;) — ¢* < 4LD?/t2,

For stochastic optimization problems, the above theoretical bounds show that the al-
gorithm can be very effective when @ is much smaller than LD. One way to make this
happen is to use a mini-batch approach. More specifically, at each iteration of Algorithm 3,
let g; itself be the average of the stochastic gradients at a small batch of samples computed
at u;. We leave the empirical studies of Algorithm 3 and other accelerated schemes for
future investigation.

7.2 The p-Norm RDA Methods

The p-norm RDA methods are special cases of Algorithm 1 in which the auxiliary functions h
(not the regularization functions W) are squared p-norms. They offer more flexibility than
2-norm based RDA methods in adapting to the geometry of the learning problems.

Recall that for p > 1, the p-norm of w € R™ is defined as |[w||, = (31 [w®P) vr Ifp
and ¢ satisfy the equality 1/p + 1/¢ = 1, then the norms ||w||, and ||g||, are dual to each
other. Moreover, the pair of functions (1/2)Hw||12) and (1/2)||g||3 are conjugate functions
of each other. As a result, their gradient mappings are a pair of inverse mappings. More
formally, let p € (1,2] and ¢ = p/(p — 1), and define the mapping 9 : £ — £* with

—2
2 lwl

(i) }P—l

, 1=1,...,n,

and the inverse mapping ¥~ : £ — £ with

_ 1 sgn(g?)]gM|7! .
97 (g) = Vi <2HgH§> _ s ”gﬁq}z oL
q

These mappings are often called link functions in machine learning (e.g., Gentile, 2003).

Again we focus on the ¢1-RDA case with ¥(w) = M|w||;. For any p € (1, 2], the function
(1/2)||w||12J is strongly convex with respect to || - ||, with the convexity parameter p—1 (e.g.,
Juditsky and Nemirovski, 2008). In order to have an auxiliary strongly convex function h
with convexity parameter 1, we define

1
h(w) = ——|Jwl|?.
Using B; = v/t for some v > 0,, the equation (8) in Algorithm 1 becomes
wrss = argmin { grw) + Al + o3
& viap -1l

The optimality condition of the above minimization problem (Rockafellar, 1970, Section 27)
states that there exists a subgradient s € J||w¢1||1 such that

g+ As+ P wig1) = 0.

g
(p—1)Vt
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Following similar arguments in Appendix A, we find that it has a closed-form solution

wipr =07 (Ge)
where the elements of §; are given as
N it [57] <
N2
9t = — 1Vt ; ;
—u (gt@ — /\sgn(gt(l)» otherwise,
Y
When p = ¢ = 2, ¥ and 9! are identity maps and the solution is the same as (10). If p
is close to 1 (¢ > 2), the map ¥~! penalizes small entries of the truncated vector §; to be
even smaller. As an interesting property of the map ¥~1, we always have ||wii1ll, = ||Gtllq
(e.g., Gentile, 2003, Lemma 1).
In terms of regret bound or convergence rate, our results in Sections 3 and 4 apply

directly. More specifically, for stochastic learning problems, let D2 = (1/2(p — 1))||w*[2,
and G, be an upper bound on ||g;||, for all £ > 1. Then by Corollary 2 and Theorem 3,

2
E ¢(w;) — ¢* < ('yDﬁ + ij) N

The optimal choice of v is v* = G/ D), which results in

Vg |2 Gallwrll _ — Gallwrlp
E ¢(wy) — ¢* < P =+v2(g—1) N

In order to gain further insight, we transform the convergence bound in terms of ¢, /¢;
norms. Let G be an upper bound on ||g¢||oc, i-€.,

o

Then ||gillq < Goon'/9. If we choose ¢ = Inn (assuming n > e? so that ¢ > 2), then
lgelly < Goon'/ ™™ = G e. Next we substitute Gooe for G, and use the fact ||w* |, < [[w*|/1,

then
eGool|w*|1 _0 Vinn G ||w* |l
Vi Vi '
For 2-norm based RDA method, we have || g2 < Goov/1, thus

v VI Gl
—_— \/% .

Therefore, for learning problems in which the features are dense (i.e., Gy close to Gooy/1)
and w* is indeed very sparse (i.e., |[w*||2 close to |[w*||1), using the p-norm RDA method,
with p =1Inn/(Inn — 1), can lead to faster convergence.

The above analysis of convergence rates matches that for the p-norm based SMIDAS
(Stochastic MIrror Descent Algorithm made Sparse) algorithm developed in Shalev-Shwartz
and Tewari (2009). However, like other algorithms of the mirror-descent type, including TG
(Langford et al., 2009) and FoBos (Duchi and Singer, 2009), SMIDAS uses a truncation
threshold ©(1/v/)\ in obtaining sparse solutions. In contrast, the p-norm based RDA
method uses a much more aggressive threshold A. This is their major difference.

The accelerated RDA method (Algorithm 3) also works in the p-norm setting.

<G, Vi=1,...,n, Vt>1.

E ¢(wy) — ¢* < /2(lnn—1)

E ¢(w;) — ¢
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7.3 Connection with Incremental Subgradient Methods

As an intermediate model between deterministic and stochastic optimization problems,
consider the problem

minimize > fr(w) + T(w), (40)
k=1

which can be considered as a special case of (1) where the random variable z has a uniform
distribution on a finite support; more specifically, fi(w) = (1/m)f(w, z;) for k=1,...,m.
The unregularized version, i.e., with W(w) = 0, has been addressed by incremental subgra-
dient methods (e.g., Tseng, 1998; Nedi¢ and Bertsekas, 2001). At each iteration of such
methods, a step is taken along the negative subgradient of a single function fi, which is
chosen either in a round-robin manner or randomly with uniform distribution. The ran-
domized version is equivalent to the SGD method. The RDA methods are well suited for
solving the regularized version (40).

Randomized incremental subgradient methods with Markov jumps have also been de-
veloped for solving (40) with U(w) = 0 (Johansson et al., 2009; Ram et al., 2009). In
such methods, the functions f; are picked randomly but not independently: they follow
the transition probabilities of a Markov chain that has the uniform distribution. It would
be very interesting to investigate the convergence of the RDA methods when the random
examples are drawn according to a Markovian chain. This is particularly attractive for
online learning problems where the assumption of i.i.d. samples does not hold.
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Appendix A. Closed-form Solution for /,-RDA Method

For RDA method with £;-regularization, we set ¥(w) = A||w||; and use h(w) = (1/2)||w]|3,
or use hy(w) in (31) for enhanced regularization effect. In such cases, the minimization
problem in step 3 of Algorithm 1 can be decomposed into n independent scalar minimization
problems, each of the form

minimize 1w + A¢|w| + sz,
weR 2
where the coefficients A\; > 0, 74 > 0, and 7; can be arbitrary. This is an unconstrained

nonsmooth optimization problem. Its optimality condition (Rockafellar, 1970, Section 27)
states that w* is an optimal solution if and only if there exists { € d|w*| such that

Nt + /\t£ + ’ytw* =0. (41)
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The subdifferential of |w| is

[(eR|—1<£<1} ifw=0,
Ow| =< {1} if w>0,
{-1} ifw<0.

We discuss the solution to (41) in three different cases:

o If || < A\, then w* =0 and £ = —n /A € 0|0| satisfy (41). We also show that there
is no solution other than w* = 0. If w > 0, then £ =1, and

M+ Ae +yiw > m + A > 0.
Similarly, if w < 0, then £ = —1, and
Mg — At +yw < mp — A Z0.
In either cases when w # 0, the optimality condition (41) cannot be satisfied.

o If s > A\ > 0, we must have w* < 0 and £ = —1. More specifically,

|
wh = —%(Ut — At).
o If ny < —)¢ <0, we must have w* > 0 and & = 1. More specifically,
w* = fi(nt + At).
Tt
The above discussions can be summarized as
0 if ] < At

= 1
“ - (77t - N sgn(nt)) otherwise.
Ve

This is the closed-form solution for each component of wy;1 in the £1-RDA method.

Appendix B. Regret Analysis of RDA Method

In this Appendix, we prove Theorem 1. First, let s; denote the sum of the subgradients
obtained up to time ¢ in the RDA method, i.e.,

t
St — ZQT = tgt, (42)
T=1

with the initialization sp = 0. Then the equation (8) in Algorithm 1 is equivalent to

Wiyl = arguinin {(st,w) + t¥(w) + Bih(w)}. (43)

This extends the simple dual averaging scheme of Nesterov (2009), where ¥(w) reduces
to the indicator function of a closed convex set. Compared with the analysis in Nesterov
(2009), the assumption (7), Lemma 11 and Lemma 12 (below) are new essentials that make
the proof work. We also provide refined bounds on the primal and dual variables that
relate to the regret with respect to an arbitrary comparison point; see part (b) and (c) of
Theorem 1. It seems that the weighted dual averaging scheme of Nesterov (2009) cannot be
extended when W is a nontrivial regularization function.
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B.1 Conjugate Functions and Their Properties

Let wo be the unique minimizer of h(w). By the assumption (7), we have

wp = argmin A(w) € Arg min ¥(w).

w

Let {B¢}+>1 be the input sequence to Algorithm 1, which is nonnegative and nondecreasing.
In accordance with the assumption (13), we let

Bo = max{o, B1} > 0, (44)

where o be the convexity parameter of W(w). For each ¢t > 0, we define two conjugate-type
functions:

Ui(s) = féz}}; {{s,w —wo) — t¥(w)}, (45)
Vi(s) = max {{s,w — wo) — t¥(w) — Bth(w)}, (46)

where Fp = {w € dom ¥ | h(w) < D?}. The maximum in (45) is always achieved because
Fp is a nonempty compact set (which always contains wg). Because of (44), we have
ot + B¢ > o > 0 for all t > 0, which means the functions t¥(w) + fih(w) are all strongly
convex. Therefore, the maximum in (46) is always achieved, and the maximizer is unique.
As a result, we have domU; = domV; = E* for all t > 0. Moreover, by the assumption
U(wgp) = h(wp) = 0, both of the functions are nonnegative.

The lemma below is similar to Lemma 2 of Nesterov (2009), but with our new definitions
of Uy and V;. We include the proof for completeness.

Lemma 9 For any s € E* and t > 0, we have
U(s) < Vi(s) + BiD?.
Proof Starting with the definition of Uy(s) and using Fp = {w € dom ¥ | h(w) < D?},

U(s) = Jnax {(s,w —wp) — t¥(w)}

= max min { (s, w — wp) — 1% (w) + HD* ~ h(w))}

< mi - — ¥ D?>—h
< min max {(s,w — wo) — t¥(w) + B( (w))}
< max {(s,w — wo) — t¥(w) + B(D* — h(w))}
= Vi(s) + :D*.
For the second equality and the first inequality above, we used standard duality arguments

and the max-min inequality; see, e.g., Boyd and Vandenberghe (2004, Section 5.4.1). |

Let m(s) denote the unique maximizer in the definition of V;(s); in other words,
m(s) = argmax { (s, w — wp) — t¥(w) — Bth(w)}
w

= argwmin {{=s,w) + t¥(w) + Bh(w)}.
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Comparing with the equation (43), we have
w1 = m(—8¢), Yt > 0.
Lemma 10 The function Vi is convexr and differentiable. Its gradient is given by
VVi(s) = m(s) —wp (47)
Moreover, the gradient is Lipschitz continuous with constant 1/(ot + B;); that is

1
ot + By

[VVi(s1) = VVi(s2)[| < l|s1 — s2+, V51,80 € B,

Proof Because the function t¥(w)+ fih(w) is a strongly convex with convexity parameter
ot + B, this lemma follows from classical results in convex analysis; see, e.g., Hiriart-Urruty
and Lemaréchal (2001, Chapter E, Theorem 4.2.1), or Nesterov (2005, Theorem 1). [

A direct consequence of Lemma 10 is the following inequality:

Vila +9) < Vils) + (9. VVi(a) + g loll Yag € (49)

For a proof, see, e.g., Nesterov (2004, Theorem 2.1.5).
Lemma 11 For each t > 1, we have
Vi(=st) + W(wir1) < Vica(=st) + (Be—1 — Be) h(wit1).
Proof We start with the definition of V;_1(—s;):
Vie1(=s¢) = max {(=sy,w — wo) = (t = N¥(w) = fy—1h(w)}

> (=sp,wep1 — wo) — (t— D)W (wig1) — Br—1h(weyr)
= {(=st, wry1 — wo) — t¥(wii1) — Beh(wir1) } + V(wegr) + (Br — Br—1)h(wira).

Comparing with (43) and (46), we recognize that the expression in the last braces above is
precisely V;(—s;). Making the substitution and rearranging terms give the desired result. B

Since by assumption h(wg1) > 0 and the sequence {f;}+>1 is nondecreasing, we have
Vi(=st) + U(wee1) < Vimi(—se), Vi>2. (49)
For t =1, Lemma (11) gives
Vi(=s1) + ¥(w2) < Vo(=s1) + (Bo — B1)h(w2). (50)
The following lemma provides an upper bound on h(ws).

Lemma 12 Assume max{o, p1} > 0, and let h(w) = (1/0)¥(w) if o > 0. Then

2|g112

h(QUQ) S m
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Proof For t =1, we have w; = wg, ¥(w1) = ¥(wp) = 0, h(w1) = h(wy) =0, and g1 = g1.
Since ws is the minimizer in (43) for ¢t = 1, we have

(91, w2) + ¥ (wa2) + Brh(wz) < (g1, w1) + ¥(w1) + Brh(w1) = (g1, w1).

Therefore,
U(wg) + Frh(ws) < (g1, w1 — wa) < ||g1]|«|lw2 — w1

On the other hand, by strong convexity of ¥(w) and h(w), we have

o+ 61

U(wsa) + Brh(wa) > [wy — w1 .

Combining the last two inequalities together, we have

2
U(wa) + Brh(ws) < i”_‘?g’l‘

By assumption, if o = 0, we must have 51 > 0. In this case, since ¥(w3) > 0, we have

2(|g1|? 2(|g1|? 2|g11?
61h(w2) S\I/(w2)+51h(w2) < Hng — h(wg) < ||91H _ ||91H

B1 3% (o +p1)?
If 0 > 0, we have ¥(w) = oh(w) by assumption, and therefore
U(wz) + Brh(wsz) = (0 + B1)h(ws) < QHQIHE,
o+ B
which also results in (51). [ |
B.2 Bounding the Regret
To measure the quality of the solutions wi, ..., w;, we define the following gap sequence:
¢
0 = max {Z::l ((gry wr — w) + ¥(w,)) — t\If(w)} L t=1,23,.... (52)

The gap 0; is an upper bound on the regret R;(w) for all w € Fp. To see this, we use the
assumption w € Fp and convexity of fi(w) in the following:

M~

0t ({gr, wr — w) + ¥(w;)) — t¥(w)

3
I
—

M~

(fT(wT) - fT(w) + \Il(wT)) - t\IJ(w)

3
Il
—

=1

I
Mﬁ

3
Il
—
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We can also derive an upper bound on §;. For this purpose, we add and subtract the sum
Zizl(gﬁ wp) in the definition (52), which leads to
t

0p = ; ((gr, wr — wo) + ¥(ws)) + Jnax {(st, w0 — w) — t¥(w)}. (54)
We observe that the maximization term in (54) is in fact Uy(—s;). Therefore, by applying
Lemma 9, we have

9053 (lgrywr —wo) + W(wn)) + Vi(—s0) + D" (55)

Next, we show that At deﬁned in (14) is an upper bound for the right-hand side of the
inequality (55). For any 7 > 2, we have

Vi(=sr) + ¥(wri1) < Vioi(—s7)

=Vro1(=$r-1—9r)

lg- 13

2(0(r = 1) + Br-1)
lg- 13

2(0(r — 1)+ Br-1)’
where the four steps above used (49), (42), (48), and (47), respectively. Therefore,

llg-1?

2o (r — 1)+ Br1)’

< VT—I(_ST—I) + <_g7'7 va—l(_ST—1)> +

= Ve1(=8r-1) + (=gr, wr — wo) +

<g7')w‘l' - w0> + \I’(wr—&—l) < VT—l(_ST—l) - Vtr(_s'r) + V1 >2.

For 7 = 1, we have a similar inequality

2
(g1, = )+ W) < Vo(=s0) = Va(—s0) + L2 4 (B — 1)),

where the additional term (8y — S1)h(wz) comes from using (50). Summing the above
inequalities for 7 = 1,...,¢, and noting that Vp(—s¢) = Vp(0) = 0, we arrive at
t t

1 |12
; (g7 wr = wo) + W (wria)) + Vi(=s1) < (Bo = f)h(wa) + 3 Zl o(r _H% H+ Bt

Using w; = wo € Argmin,, ¥(w), we have ¥(wy1) > ¥(wg) = ¥(wy). Therefore, adding
the nonpositive quantity W(w;)—W(w.y1) to the left-hand side of the above inequality yields

t

t
Z(<gﬂw7_w0>+qj(w7’))+%(_5) (50_51 +%Za T—“iq—-f—ﬁr 1.

[

(56)
=1 T=1

Combining the inequalities (53), (55) and (56), and using Lemma 12,

llg- |2 2(Bo — B1) || g1?
(1—=1)+Br21 (B1+0)2

Finally using the assumption (12) and the definition of A; in (14), we conclude
Rt(w) S 515 S At.

t
1
<6 < 2 75
Rt(w)_ét_BtD +2T:10'

This proves the regret bound (15).
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B.3 Bounding the Primal Variable

We start with the optimality condition for the minimization problem in (43): there exist
subgradients by11 € OV (wyy1) and dyyq € Oh(wyy1) such that

<St + they1 + Bidpr1, w — wt+1> >0, VwedomWV, (57)
By the strong convexity of h and ¥, we have for any w € dom W,
o
V(w) 2 ¥(wesr) + (1, w = wern) + 5 Jwesn — wl)?, (58)
1
h(w) 2 h(werr) +(der1, w — wep) + 5 wen — wl?. (59)

We multiply both sides of the inequality (58) by ¢, multiply both sides of the inequality (59)
by S, and then add them together. This gives

1
§(Ut + By)|wes1 — w|)* < Bih(w) — Brh(wisr1) — (b1 + Bedir1, w — wip1)
+ t\I/(’LU) — t\I/(wt+1).

Using the optimality condition (57), we have

1(0'75 + B)llwers — w]|* < Beh(w) = Bih(wes) + (56,0 — wipa) + 10 (w) — 1 (wyy1)

2
= Beh(w) 4+ {(=st, wrr1 — wo) — 1 (wer1) — Beh(wiyr) }
+tU(w) + (8¢, w — wp).

Using (43), we recognize that the collection in the braces is precisely V;(—s;). Therefore

1

S0+ B)lweer — wl? < Bihw) + Vi(—s) + 08 (w) + (seow —wg). (60)
Now we expand the last term (sy, w — wp) using the definition of s;:

t t t

<8t?w - wO) = Z<g’raw - w0> = Z(gﬂwt - wO) + Z(gﬂ'vw - wt>'

T=1 T=1 T=1
By further adding and subtracting S°%_, ¥(w,), the right-hand side of (60) becomes

t t

Bih(w) + {Vt(—st) + ) (g7 wi — wo) + m(m))} + Y grw —wy) + 1T (w) = Y V(w,).

T=1 T=1

We recognize that the expression in the braces above is exactly the left-hand side in (56).
Furthermore, by convexity of f, for 7 > 1,

S geow — ) + 10(w) = 3 (w,) < 37 (Folw) - o)) + 00 (w) — 3 W(w,)
=1 =1 T=1 =1
t t
= (fr(w) = (frlwr) + T(wy))
T=1 T=1
= —Ry(w)



Putting everything together, and using (56), we have

2
L(ot+ B)lurss — wlP < Aih(w) + (B — Bh(w) + 5 3 -1

o(t—1)+Br_1 Ri(w).

=1

Finally, using w € Fp, Lemma 12 and the assumption (12), we conclude
1
(ot + Be)llwer — wl* < A = Ry(w),

which is the same as (16).

B.4 Bounding the Dual Average
First notice that (54) still holds if we replace wg with an arbitrary, fixed w € Fp, i.e.,
t
o = Z ({gr, wr — w) + ¥(w;)) + max {(sy,w —u) — t¥(u)}.

_F
T=1 uesp

By convexity of f. for 7 > 1, we have

Ot

M~

(fr(wr) = fr(w) + ¥(w,)) + max {(s;, w —u) — t¥(u)}

].'
1 uesSp

3
= |l

(fT(wT) + \Ij(wT) - fT(w) - \Ij(w)) + 52?__); {<st>w_u> - t(‘ll(u)—\ll(w))}

3
I

I
=

1
(w) —1—5161%__); {{st,w—u) — t(¥(u)—¥(w))}. (61)

Let d(u) denote a subgradient of ¥ at u with minimum norm, i.e.,

d() = arg min|g].. (62)
geOY (u)

Since ¥ has convexity parameter o, we have
o
V(w) = ¥(u) 2 (d(u),w —u) + Sllw ~ ul|.
Therefore,

0t > Ry(w) + max {(st,w —u) + t{d(u), w — u) + it”w — u||2}
ueFp 2

t
> Ry(w) + enéfm : {(st,w —u) + t{d(u),w —u) + %Hw — u]2} , (63)

where in the last inequality, we used the assumption B(w,r) C Fp for some r > 0. Let u*

be the maximizer of (s;,w — u) within the set B(w,r), i.e.,

u* = argmax { (s;,w — u) }.
u€B(w,r)

42



Then ||w — u*|| = r and
(st,w —u”) = [lw —u*[[[[sell« = rllstll+-

So we can continue with the inequality:
t
02 Ry(w) + (50w — ') + Hd(w), w0 — ) + T w —

1
= Ry(w) + 7||s¢][« + t{d(u*), w — u*) + iatrz

1
> Ry(w) +rllsel« = thd(w) | «lw — ]| + otr®

1
> Ri(w) + 7|s¢]|« — rtTp + 50’157“2 (64)
where in the last inequality, we used ||d(u*)||« < I'p, which is due to (62) and (11). Therefore

1 1
”StH* S tFD - 50’1?7" + ;((5,5 — Rt(w))

Finally, we have (17) by noting d; < A; and s; = tg.

Appendix C. Proof of High Probability Bounds

In this Appendix, we prove Theorem 5. First let p(w) = E,f(w, z), then by definition
o(w) = p(w) + ¥(w). Let g be the conditional expectation of g; given wy, i.e.,

9t = Elgi | w] = E[g¢ ] z[t — 1]].

Since g; € Of(wy, 2¢), we have §: € dp(wt) (e.g., Rockafellar and Wets, 1982). By the
definition of ¢; in (52), for any w* € Fp,

M)~

5 (<g7, wy — w*) + \I/(wT)> 0 (w*)

3
Il
A

(47, wr = w*) + W(w,) ) = 0 (") + g g —
1

T=

Il
MN

3
I
-

t

]~

(plwn) = o) + w(wn)) =1 (w*) + (g, = Grwr —w')

=1 T=1
= Z (¢(’LU7—) - ¢(w*)) + Z<9T — Gry Wy — ’LU*>. (65)
T=1 T=1

where in the second inequality above we used convexity of ¢. Now define the random
variables
& = (g9t — g, w" —wy), Vit>1.

Combining (65) and the result 0; < A; leads to

D (Blwr) — d(wh) <A+ D& (66)

=1 T=1
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Since wy is a deterministic function of z[t — 1] and §; = E[g; | w], we have
E[¢ |zt —1]] =0.

Therefore the sum Zizl &, is a martingale. By the assumptions h(w;) < D? and ||g-|[« < L
for all w;, we have

= wrl| < flw — woll + s — woll < (2h(w))" + (2h(uwr)) 2 < 2v/3D,
and [|gr — G- ||« < |lg-ll« + [|G+||« < 2L. Therefore,
|£T| < HgT - GTH*HU} - wTH < 4\@LD

So the sequence of random variables {{;}t_; form a bounded martingale difference. Now
by Hoeffding-Azuma inequality (Azuma, 1967), we have

t
_@2 @2
P > < S — —_— ), .
rob (;5 > @) < exp <2t( ﬂLD)2> exp < 64L2D2t> VO >0

Let © = Q(8LD+/t), we have

t
Prob (Z & > 8LD\/£Q> < exp(—Qz).

T=1
Now combining with (66) yields

A LD
Prob <¢(wt> N =

Setting 0 = exp(—?) gives the desired result (26).

) < exp(—?).

Appendix D. Convergence Analysis of Accelerated RDA Method

In this appendix, we prove Theorem 6. We will need the following lemma.

Lemma 13 Let ¢ be a closed proper convex function, and h be strongly convexr on dom
with convexity parameter oy. If

v= argwmin{w(w) + h(w)}, (67)

then
b(w) + h(w) > H(v) + h(v) + %Hw —o|%  Yw e domd.

Proof By the optimality condition for (67), there exist b € dy(v) and d € Oh(v) such that

b+d,w—v) >0, Vw € dom.
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Since 9 is convex and h is strongly convex, we have
Y(w) = ¥(v) + (b,w —v),
A(w) 2 h(v) + (dyw = v) + T fjw - o]

The lemma is proved by combining the three inequalities above. |

In Lemma 13, we do not assume differentiability of either ¢ or h. Similar results assuming
differentiability have appeared in, e.g., Chen and Teboulle (1993) and Tseng (2008), where
the term (o7,/2)||w — v||? was replaced by the Bregman divergence induced by h.

Our proof combines several techniques appeared separately in Nesterov (2005), Tseng
(2008), Lan (2008), and Nemirovski et al. (2009). First, let p(w) = E, f(w, z). For every
t > 1, define the following two functions:

b(w) = p(ue) + (Ve(u), w —w) + ¥(w),
Co(w) = @(ur) + (g8, w — ) + ¥ (w).
Note that ¢;(w) is a lower bound of ¢(w) for all t > 1. Let ¢ = gr — Vp(uy), then
t(w) = Ly(w) + (g, w — ).

For each t > 1, we also define the function

t
Yi(w) =Y aglr(w).
T=1
For convenience, let ¢g(w) = 0. Then step 4 in Algorithm 3 is equivalent to
ve = argmin{¢(w) + (L + B¢)h(w)}. (68)

Since Vg is Lipschitz continuous with a constant L (see discussions following (34)), we
have

L
o(w) < o(ug) + (Vo(ug), wp — ug) + §||wt — %,

Adding ¥(w;) to both sides of the above inequality yields
L 2
P(we) < Le(wy) + §H’wt — ug
L
= ft((l — Ot)wtfl + Qt’Ut) + 5”(1 — Gt)wt,1 + Htvt — utHQ
L
S (1 — Gt)ﬁt(wt_l) + Gtét(vt) + EHQtvt — 9tvt_1H2
. L
= (1 — 0)le(wi1) + Orle(ve) — Or(qe, ve — ut) + 9,525‘}1& - Ut—1H2

1 N a2 L
= (1= 0)l(we—1) + A, <Olt€t(vt) + XttgHUt - Ut—1H2> — 0(qs, ve — ug)

1 A L
< (1 —=0p)p(wi—1) + a <04t£t<vt) + §Hvt - Ut—lHQ) — 04(qe, ve — uy).
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In the second inequality above, we used convexity of ¢; and u; = (1—6;)wi—1+64v4—1, and in
the last inequality above, we used £;(w) < ¢(w) and the assumption a? < A;. Multiplying
both sides of the above inequality by A; and noticing A;(1 —6;) = A — oy = Ay—1, we have

- L
Arp(wy) < Ap19(wi—1) + aply(ve) + §Hvt - ’Ut—1H2 — o {qr, v — ug)

A L+ Bi— 2 - 2
= Ay 1(wi—1) + aply(vg) + TtlHUt - Ut—lH - %Hvt - Ut—lH
— ap{qt, ve — ve—1) — a{qr, V-1 — ug)
R L+ 5B ) _ 2
< Aprd(we-1) + anle(ve) + %Hvt - Ut—lH - B; - Hvt - Ut—lH
+ aullqell«lloe — vea || — aulae, ve—1 — we).
Now using the inequality
-2 < P vaso
2~ 2a’ ’
with a = Bi—1, b = a¢]|qt]|«, and ¢ = ||vy — v4—1]|, we have
) L+ B 2, ofllall
Arp(wr) < Ap—19(wi—1) + aele(v) + ?Hvt - Ut—lH + 28, (e, ve—1 — ut).
tf
By Lemma 13, we have
L+ B 2
Yr—1(ve) + (L + Be—1)h(ve) > Pr—1(vi-1) + (L + Be—1)h(vi—1) + %H’Ut — v,

therefore,

Asp(wy) — Pi(ve) — (L4 Be—1)h(ve) < As—1p(wi—1) — Ye—1(vi—1) — (L + Bi—1)h(vi-1)
0‘%”%”3
2811

+ — oy (qe, V1 — uy).

Since B¢ > f;—1 and h(v) > 0, we can replace the 5;_1 on the left-hand side with S;:

Arp(wy) — Pe(vr) — (L + Be)h(ve) < Ap—1d(wie—1) — e—1(ve—1) — (L + Br—1)h(vi-1)
ofllall?

_|_ L L RO
2B¢-1

at<‘]tavt71 - Ut>-

Summing the above inequality from 7 =1 to t results in
Arp(we) < p(ve) + (L + Br)h(ve) + Aod(wo) — Yo(vo) — (L + Bo)h(vo)

Zt a2||g |2 Zt
T E3
+’T:1m+ aT<qT7UT_/UT71>‘

T=1

46



Using Ao = 0, ¥o(vg) = 0, h(vg) = 0, and (68), we have

[E

t
Ap(wy) < p(w*) + (L + Bi)h(w*) + Z 272%1 Za7<q7,u7 — 1)
T T=1

t

:ZaTéT( ) (L+B +Z THqTH* ZaT<QT7uT_UT—1>

T=1 267— 1 T=1
N . . ~ a2g- |2
—ZO‘T(ET(w)'{'@Taw _U>) (L+ B)h +Z 23, 1
T=1 T
t
+ Z aT(QTa Ur — U7'71>
T=1

t

CMTET( ) (L + ﬂt + Z 22QT|1| Z Oé‘r<q~r, w* — U7-71>.

M)~

=1

Il
—

Next by £, (w*) < ¢(w*) for all 7 > 1 and A; = 3.0 _ | @, we have
[HIRN

Za7<q7,w* —Vr_1). (69)

=1

to2
Ard(wy) < Avp(w*) + (L + Bi)h(w*) + Z 22%1

Since E[g-|z[r—1]]= 0 and g¢- is independent of v;_1, we have E[(g,, w*—v,_1)| z[r—1]]= 0.
Together with the assumption E||¢.||? < Q? for all 7 > 1, we conclude

* L‘i‘ﬁt * 1 Q2 t 043.
E¢(w) = o(w’) < — h(wHAt(szlﬁT_l)'

By rearranging terms on the right-hand side, this finishes the proof for Theorem 6.

D.1 Proof of Corollary 7
Using the two input sequences given in (37) and (38), we have
¢ t

2 1 I t+1)3/2
Z ar 727_1/2 < / 20 — (t+1) ' (70)
=261 Ay 4y Jo 6y

Plugging them into the conclusion of Theorem 6 gives

1/2 2
Bo(uwn) — 0" < gy (o) + S (2 + 5.

Next we use the assumption h(w*) < D? and let v = Q/D. Then

4ALD?*  (t+1)Y28QD SALD 4QD
(t+1) t 3 t2 Vi

E¢(wy) —¢" < -
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D.2 Proof of Theorem 8

We start with the inequality (69). We will first show high probability bounds for the two
summations on the right-hand side of (69) that involve the stochastic quantities ¢,, and then
combine them to prove Theorem 8. We need the following result on large-deviation bound
for martingales, which can be viewed as an extension to the Hoeffding-Azuma inequality.

Lemma 14 (Lan et al., 2008, Lemma 6) Let z1, zo, . .. be a sequence of i.i.d. random vari-
ables and let z[t] denote the collection [z1,...,z]. If & = &(z[t]) are deterministic Borel
functions of z[t] such that the conditional expectations E[& | z[t —1]] = 0 almost surely and

E[exp(&7/v7) | 2t — 1]] < exp(1) (71)

almost surely, where vy > 0 are deterministic. Then for allt > 1,

Q2
- vQ>0.
). e

Lemma 15 Let & = oy {q, w* — vi—1). Then for allt > 1 and any Q > 0,
Prob <Z & > QQD (t +1)3 ) < exp(—Q?/3).

Proof Since E[g|z[t — 1]] =0 and ¢ is independent of w* and v;_1, we have
E[&|z[t — 1]] = Efow (g, w* — ve—1)|z[t — 1]] = 0.

Therefore, S°%_, & is a martingale. By the assumption (1/2)[w|?> < h(w) < D? for all
w € dom ¥, we have ||w|| < /2D for all w € dom ¥, and therefore

€] < aullaellllw = vimall < aullgells (™| + llvell) < eellaell2v2D.

Using the assumption E[exp(||¢:[|2/Q?)] < exp(1), we have

=l () -] <o (i -] oot
2

8a2Q2D?
Therefore the condition (71) holds with v? = 8a7Q*D?. We bound ' _, v

T

[t—l]] <E

as follows:

t t t t+1 2Q2D2
Y v <8QD*Y al=2Q°D*) 7’ <2Q°D? / ridr = = (t+1)%
=1 =1 T=1 0

Then applying Lemma 14 gives the desired result. |

Lemma 16 For allt > 1 and any A > 0,

t 2 9
PI'Ob (Z 267__ ||qTH2 > (1 + A)g}/(‘[; —+ 1)3/2> S eXp(—A)

48



Proof For any given ¢t > 1, let

t ag
O; = T,
! ;267—1
and )
o 1
= ——, T:17...,t.
AT R

Therefore ' _, n, = 1. By convexity of the function exp(-),

eXp<Z ll%”) o (112,

=1

Taking expectation and using the assumption (39),

Eexp<z ||qT||><Z B <Hq7||> anexp ) — exp(1).

By Markov’s inequality,

2 ex
Prob (exp (Z - Hgl ) > exp(1 + A)) < e><p(11)(—|—1)1\) = exp(—A),

which is the same as
2

t
Prob (Z 25, ||qT||2 > (14 A)@tQ2> < exp(—A).

Then using the upper bound on Oy in (70) gives the desired result. [

Combining Lemma 15, Lemma 16, and the inequality (69), we have

Prob (At(gb(wt) —¢") > (L + Bo)h(w") + (1+A) Qy (t+1)%% + QQD\/g(t + 1)3/2>
< exp(—A) +exp (—?:) .
Plugging in A; = t(t 4+ 1)/4, B; = (v/2)(t +1)%/2, and letting v = Q/D, Q = V/3A, we get

.. 4LD? 8QD 2AQD (t 4 1)1/2
Prob <¢(wt) —¢* > 1) + ( 3 + 3 + \/ﬁQD) — < 2exp(—A).

Then using the fact /(¢ + 1)/t < /2 < 3/2 for all t > 1 results in

ALD?  4QD (A +2VA)QD
2t 7 < 2exp(—A).

Finally, let 6 = 2exp(—A), hence A =1n(2/§). Then with probability at least 1 — 9,

d(wy) — ¢* < 4Lt52 + 4?[1) Cf;)(ln 2/6) + 21/In(2/9) )

This finishes the proof of Theorem 8.

Prob ((b(wt) —¢* >
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