Feature Engineering for Clustering Student Solutions

Elena L. Glassman  Rishabh Singh  Robert C. Miller
MIT CSAIL, 32 Vassar St, Cambridge, MA
{elg,rishabhs,rcm}@mit.edu

ABSTRACT
Open-ended homework problems such as coding assignments give students a broad range of freedom for the design of solutions. We aim to use the diversity in correct solutions to enhance student learning by automatically suggesting alternate solutions. Our approach is to perform a two-level hierarchical clustering of student solutions to first partition them based on the choice of algorithm and then partition solutions implementing the same algorithm based on low-level implementation details. Our initial investigations in domains of introductory programming and computer architecture demonstrate that we need two different classes of features to perform effective clustering at the two levels, namely abstract features and concrete features.

Author Keywords
Algorithm recognition; program comprehension; feature engineering

ACM Classification Keywords
K.3.1 Computers and Education: Computer Uses in Education—Computer-assisted instruction (CAI)

INTRODUCTION
There are a variety of ways in which students implement solutions for open-ended homework problems such as coding assignments. Their correct solutions vary in at least two dimensions: (i) choice of algorithm, and (ii) choice of language constructs and library functions for the low-level implementation. This variation among correct solutions gives us an opportunity to use them to enhance student learning, in accordance with Marton et al.’s Variation Theory (VT) [3]. VT holds that in order to learn concepts, one must see examples that vary along dimensions of contrast, generalization, separation, and fusion. In this work, we aim to build a system that can automatically provide students with examples of alternative correct solutions across these different dimensions, powered by a large dataset of previous student solutions.

In order to separate solutions along VT’s recommended dimensions, we must design metrics that capture the distinctions VT makes between solutions. Our first exploratory feature design study is based on a large dataset of students’ Python submissions from an introductory programming course offered on the edX MOOC platform in Fall 2012.

We show a few hand-picked examples in Figure 1 from the comp-deriv problem, which computes the derivative of a polynomial. To illustrate VT’s contrast dimension, we include an example of a comp-deriv solution paired with a solution to a different problem, eval-poly. Under the generalization heading, we have shown two solutions that use the same approach or algorithm, but different low-level functions and language constructs to implement it. We illustrate the separation dimension of variation by pairing two comp-deriv solutions that implement different algorithms.

RELATED WORK
A common goal of the prior work cited here is to help teachers monitor the state of their class, or provide solution-specific feedback to many students. However, the techniques for analyzing solutions have not converged on a particular method. Huang et al. [1] use unit test results and AST edit-distance algorithms to identify clusters of submissions that could potentially receive the same custom feedback message. Taherkhani et al. [4] identify which sorting algorithm a student implemented using supervised machine learning methods. Each solution is represented by statistics about language constructs, measures of complexity, and detected roles of variables.

Luxton-Reilly et al. [2] label types of variations as structural, syntactic, or presentation-related. The structural similarity is captured by the control flow graph of the student solutions. If the control flow of two solutions is the same, then the syntactic variation within the blocks of code are compared by looking at the sequence of token classes. Presentation-based variation, such as visible names and spacing, is only examined when two solutions are structurally and syntactically the same. Our motivation is similar to that of Luxton-Reilly et al., but we explore a less strict notion of solution similarity.

OUR APPROACH
We are pursuing a two-level hierarchical clustering methodology. The high-level clusters are intended to partition solutions along the separation dimension, where each cluster represents a particular algorithm. We have used k-means to create these high-level clusters of solutions based on abstract features. The abstract features for Python programs consist of 12 features that include the position of conditional statements relative to the loop statements (before, after, or inside), the depth of nested loops, number of AST nodes, return statements, loops, comparisons, etc.

The sub-clusters within each high-level cluster are intended to capture the generalization dimension, where the only dif-
GENERALIZATION

```python
def computeDeriv(poly):
    ans = []
    for i in range(len(poly)):
        if poly == []: return [0.0]
        ans.append(poly[i]*i)
    return ans
```

```python
def evaluatePoly(lis,a):
    total = 0
    for i in range(len(lis)):
        if len(lis) == 1:
            ans = lis[0]
        total = total + e
    return total
```

```python
def computeDeriv(poly):
    if len(poly) > 1:
        res = []
    else:
        return [0.0]
    for i in range(len(poly)):
        res.append(poly[i]*i)
    return res
```

```python
def computeDeriv(poly):
    deriv = []
    for i in range(len(poly)):
        deriv.append(poly[i]*i)
    return deriv[1:]
```

```python
def computeDeriv(poly):
    if len(poly) == 1:
        return [0.0]
    while idx <= len(poly):
        coeff = poly.pop(1)
        res.append(coeff*idx)
        idx = idx + 1
        if len(poly) < 2: return res
```

```python
def computeDeriv(poly):
    result = []
    for i in range(len(poly)):
        result.append(res)
    return result
```

CONTRAST

```python
def computeDeriv(poly):
    ans = []
    for i in range(1,len(poly)):
        if ans == []:
            ans = [0.0]
    return ans
```

```python
def evaluatePoly(lis,a):
    total = 0
    for i in range(len(lis)):
        e = lis[1]*(a+1)
    total = total + e
    return total
```

```python
def computeDeriv(poly):
    powers = len(poly)
    if powers == 1:
        return [0.0]
    deriv = []
    for i in range(powers):
        deriv.append(poly[i]*i)
    return deriv[1:]
```

```python
def computeDeriv(poly):
    idx = 1
    res = list([])
    polylen = len(poly)
    if polylen == 1:
        return [0.0]
    while idx <= polylen:
        coeff = poly.pop(1)
        res.append(coeff*idx)
        idx = idx + 1
        if len(poly) < 2: return res
```

```python
def computeDeriv(poly):
    result = []
    for i in range(1,len(poly)):
        result.append(res)
    return result
```

DIFFERENCES BETWEEN CLUSTERS ARE LOW-LEVEL LANGUAGE CONSTRUCTS AND USED LIBRARY FUNCTIONS. WE PLAN TO USE k-MEANS AGAIN ON SOLUTIONS WITHIN EACH HIGH-LEVEL CLUSTER, BASED ON LOW-LEVEL, CONCRETE FEATURES. THE CONCRETE FEATURES FOR PYTHON PROGRAMS CONSIST OF 48 LOW-LEVEL FEATURES THAT INCLUDE THE NUMBER OF SPECIFIC TYPES OF OPERATORS (ADD, SUBTRACT, ETC.), COMPARISONS (<, >, ETC.), LOOPS (WHILE OR FOR), LIBRARY FUNCTIONS, AND STATEMENTS (ASSIGNMENTS, CONDITIONAL, OR LOOP), NUMBER OF PROGRAM VARIABLES, CONSTANT VALUES, ETC.

PRELIMINARY RESULTS

WE USE ABSTRACT FEATURES FOR k-MEANS CLUSTERING OF STUDENT SOLUTIONS FOR THE SEPARATION DIMENSION, WHICH PARTITIONS THE SOLUTIONS INTO k CLUSTERS. WE COMPUTE CLUSTERINGS FOR DIFFERENT k VALUES, AND THEN COMPARE THESE CLUSTERINGS TO THOSE CREATED BY TWO COURSE TEACHING ASSISTANTS (TAS). THE TAS WERE GIVEN 50 RANDOMLY CHOSEN STUDENT SOLUTIONS AS A CLUSTERING TASK. WE DID NOT GIVE THEM SPECIFIC DIRECTIONS FOR CLUSTERING, IN ORDER TO BETTER UNDERSTAND HOW THE TAS NATURALLY GROUP SOLUTIONS. WE OBSERVED THAT THEY IGNORED LOW-LEVEL FEATURES, E.G., THEY CLUSTER TOGETHER SOLUTIONS IMPLEMENTING THE SAME ALGORITHM BUT USING DIFFERENT FUNCTIONS SUCH AS POP, LIST SLICING, AND DELETE.

WE USE THE ADJUSTED MUTUAL INFORMATION (AMI) METRIC TO COMPARE TAS’ CLUSTERINGS WITH EACH OTHER AND WITH OUR K-MEANS CLUSTERING. AN AMI VALUE OF 0 INDICATES PURELY INDEPENDENT CLUSTERINGS, WHEREAS A VALUE OF 1 INDICATES PERFECT AGREEMENT BETWEEN THE CLUSTERINGS. THE AGREEMENT OF THE TWO TAS’ CLUSTERINGS, REFERRED TO HERE AS THE INTER-TA AMI, IS ONLY 0.3275. WHEN k WAS SUFFICIENTLY HIGH, I.E., AT LEAST 15, THE k-MEANS-PRODUCED CLUSTERINGS AGREED, AS MEASURED BY AMI, WITH EACH TA’S CLUSTERINGS AS MUCH OR MORE THAN THE TAS’ CLUSTERINGS AGREED WITH EACH OTHER. WE FOUND HIGH AGREEMENT BETWEEN OUR k-MEANS AND TA-PRODUCED CLUSTERINGS ON TWO ADDITIONAL CODING ASSIGNMENTS AS WELL.

FUTURE WORK

WE ARE GENERALIZING THIS APPROACH TO TWO ADDITIONAL DOMAINS. THE MATLAB RUNS AN ONLINE GAME, CODY. USERS SUBMITTED 218,000 MATLAB FUNCTIONS AS SOLUTIONS TO 1000 OR SO PROBLEMS. WE HOPE TO CATEGORIZE SOFTWARE METRICS, LIBRARY FUNCTIONS, AND LANGUAGE CONSTRUCTS WITHIN MATLAB FUNCTIONS AS ABSTRACT FEATURES, DIFFERENTIATING ALGORITHMS, OR CONCRETE FEATURES, DISTINGUISHING IMPLEMENTATIONS OF THE SAME ALGORITHM. THE SECOND DOMAIN IS CODE WRITTEN BY MIT STUDENTS IN A HARDWARE DESCRIPTION LANGUAGE. STUDENTS DEFINE THEIR OWN LIBRARY OF CIRCUITS, FROM WHICH LARGER CIRCUITS ARE COMPOSED. WITHIN EACH HIGH-LEVEL CLUSTER BASED ON OVERALL STRUCTURE, WE COULD CLUSTER BASED ON LOW-LEVEL LIBRARY CIRCUIT IMPLEMENTATION.

REFERENCES