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I
n the past two decades, significant 
progress has been made in automat-
ic speech recognition (ASR) [2], [9] 
and statistical machine translation 
(MT) [12]. Despite some conspicu-

ous differences, many problems in ASR 
and MT are closely related and tech-
niques in the two fields can be success-
fully cross-pollinated. In this lecture 
note, we elaborate on the fundamental 
connections between ASR and MT, and 
show that the unified ASR discrimina-
tive training paradigm recently devel-
oped and presented in [7] can be 
extended to train MT models in the 
same spirit. 

In addition, inspired by substantial 
success in ASR and MT, speech transla-
tion (ST), which aims to translate 
speech sound from one language to 
another and can be regarded as ASR and 
MT in tandem, has recently attracted 
increasing attention among speech and 
natural language communities. In the 
article published in a recent issue of 
IEEE Signal Processing Magazine, 
Treichler [25] included “universal trans-
lation” as one of the future needs and 
wants that are enabled by signal pro-
cessing technology. In fact, a full range 
of research has been taking place today 
on all components of such universal 
translation, not only with text but also 
with speech [21], [18]. However, com-
pared with ASR or MT, ST presents par-
ticularly challenging problems. Unlike 
individual ASR or MT systems, an ST 
system usually consists of both ASR and 
MT as subcomponents, in which ASR 
and MT are tightly coupled and interact 
with each other. Therefore, both the 
complexity and capability of such a com-

plex system increase dramatically and 
effective model learning for the system 
becomes particularly crucial. The effec-
tive discriminative training framework 
[7] developed for ASR is shown to extend 
naturally not only to MT but also to ST.

IntroductIons to Asr,  
Mt, And st 
ASR is the process and the related tech-
nology for converting a speech signal 
into a sequence of words (or other lin-
guistic symbols). Modern general-pur-
pose speech recognition systems are 
usually based on hidden Markov models 
(HMMs) for acoustic modeling and 
N-gram Markov models for language 
modeling. Over the past several decades, 
ASR has achieved substantial progress in 
four major areas: First, in the infra-
structure area, Moore’s law, in conjunc-
tion with the constantly shrinking cost 
of memory, has been instrumental in 
enabling speech recognition researchers 
to develop and run increasingly complex 
systems. The availability of common 
speech corpora for speech system train-
ing, development, and evaluation has 
been critical in creating systems of 
increasing capabilities. Second, in the 
area of knowledge representation, major 
advances in speech signal representa-
tions have included perceptually moti-
vated acoustic features of speech. Third, 
in the area of modeling and algorithms, 
the most significant paradigm shift has 
been the introduction of statistical 
methods, especially of the HMM and 
extended methods for acoustic model-
ing. Fourth, in the area of recognition 
hypothesis search, key decoding or 
search strategies, originally developed in 
nonspeech applications, have focused on 
stack decoding (A* search), Viterbi, 
N-best, and lattice search/decoding. 

MT refers to the process for convert-
ing text in one language (source) to its 
translated version in another language 
(target). The history of machine transla-
tion can be traced back to the 1950s 
[10]. In the early 1990s, Brown et al. 
conducted the pioneering work in intro-
ducing a statistical modeling approach 
to MT and in establishing a range of IBM 
MT  models—Models 1–5 [3]. Since 
then, a series of important progress has 
been accomplished in a full span of the 
MT component technologies including 
word alignment [17], phrase-based MT 
methods [11], hierarchical phrase-based 
methods [4], syntax-based MT methods 
[5], discriminative training MT methods 
[13], [16], and system combination 
methods [23]. Today, MT has been in 
wide public use, e.g., via the Google 
translation service (http://translate.
google.com) and Microsoft translation 
service (http://translator.bing.com).

An ST system takes the source 
speech signal as input and translates it 
into the target language, which is often 
in the format of text (but can also be in 
the format of speech through speech 
synthesis). ST usually consists of two 
major components: ASR and MT. Over 
the past several years, proposals have 
been made for the integration of these 
two components in an end-to-end ST 
task [15], [28]. In [15], Ney proposed a 
Bayes’ rule-based integration of ASR and 
MT, in which the ASR output is treated 
as a hidden variable and the joint proba-
bility of the source speech input and the 
target text is modeled. Later, this 
approach was extended to a log-linear 
model by which the posterior probability 
of the translated text given input speech 
is modeled, where the feature functions 
are derived from the overall scores from 
probabilistic models such as speech 
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acoustic model, source language model, 
probabilistic MT model, and target lan-
guage model  [14], [27]. The integration 
of ASR and MT in ST has been proposed 
and implemented mainly at the decod-
ing stage. Little work was done on opti-
mal integration for the construction or 
learning of ST systems. 

On the other hand, discriminative 
learning has been used pervasively in 
recent statistical signal processing and 
pattern recognition research including 
ASR and MT separately [7], [13], [26]. In 

particular, a unified discriminative train-
ing framework was proposed for ASR, in 
which a variety of discriminative training 
criteria are consolidated into one single 
general mathematical form, and a general 
optimization technique based on growth 
transformation was developed [7]. 
Applications of this optimization frame-
work to MT and the extension to ST will 
be presented in this lecture note.

To conclude this brief introduction, we 
point out that in each of the ASR, MT, and 
ST fields, a series of benchmark evalua-

tions have been conducted, historically 
and some continuing until this as well as 
coming years, with active participation of 
international research teams. In Table 1, 
we summarized major benchmark tasks 
for each of the three fields.

Historically, NIST have conducted a 
comprehensive series of tests on ASR over 
two and a half decades, and the perfor-
mance of major ASR benchmark tests is 
summarized in [19]. Here we reproduce 
the results in Figure 1 for the readers’ 
 reference. 
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[FIg1] After [19], a summarization of historical performance progresses on major Asr benchmark tests conducted by nIst.

[tAbLe 1] suMMAry oF MAjor benchMArk tAsks In Asr, Mt, And st.

tAsk nAMe cAtegory scoPe And scenArIos

TIMIT ASR English phonetic recognition; small vocabulary
WSJ 0&1 ASR Mid-to-large vocabulary; dictation speech
AURORA ASR Small vocabulary, under noisy acoustic environments
DARPA EARS ASR Large vocabulary, broadcast, and conversational speech
NIST MT OPEN EvAL MT Large scale MT, newswire, and Web text 
WMT (EUROPARL/EUROMATRIx) MT Large scale MT, newswire, and political text 
C-STAR ST Limited domain spontaneous speech
DARPA TRANSTAC ST Limited domain spontaneous dialog
IWSLT ST Limited domain dialog and unlimited free-style talk 
TC-STAR ST Broadcast speech, political speech
DARPA GALE ST Broadcast speech, conversational speech
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sr And Mt—cLoseLy reLAted 
ProbLeMs And technIcAL 
APProAches
In this section, we present a tutorial on 
technical aspects of ASR and MT. We will 
focus on the similarity of the ASR and MT 
processes. 

Current state-of-the-art ASR systems 
are mainly based on HMM for acoustic 
modeling. Generally, it is assumed that 
the speech signal and its features are a 
realization of some semantic or linguist 
message encoded as a sequence of linguis-
tic symbols. To recognize the underlying 
symbol sequence given a spoken utter-
ance, the speech waveform is first con-
verted into a sequence of feature vectors 
equally spaced in time. The feature extrac-
tion process is illustrated in Figure 2. 
Each feature vector is assumed to repre-
sent the speech waveform over a short 
duration of about 10 ms, within which the 
speech waveform is regarded as a station-
ary signal. Typical parametric representa-
tions include linear prediction coefficients, 
perceptual linear prediction, and Mel fre-
quency cepstral coefficients (MFCCs), plus 
their time derivatives. These vectors are 
usually considered as independent obser-
vations given a state of the HMM. In the 
cases where discrete HMM is used for 
acoustic modeling, vector quantization is 
further applied to label each feature vector 
with a discrete symbol. 

Given the speech signal being repre-
sented by a sequence of observation vec-
tors X, the ASR process is illustrated in 
Figure 3.

In ASR, the optimal word sequence F 
given X is obtained by

 F̂5 arg max
F

 P 1F | X, L 2
 5 arg max

F
 P 1F, X |L 2

 5 arg max
F

 P 1X|F, L 2P 1F|L 2 , (1)

where p 1X | F, L 2  is often represented by 
an HMM [22], parameterized by L; i.e.,

p 1X|F, L 2
5 a

q
p 1q|F, L 2 # p 1X |q, L 2

5 a
q
q

t
p 1qt|qt21, L 2q

t
p 1xt|qt, L 2 , (2)

where q is the HMM state sequence and 

p 1X | q, L 2  and p 1q | F, L 2  are determined 
by the emitting probability and transition 
probability of the HMM, respectively. 
(Here we use F, instead of more common-
ly used W, to denote the word sequence to 
facilitate the comparison between ASR 
and MT, which is to be discussed shortly.)

In (1), P 1F |L 2  is usually modeled by 
an N-gram language model, i.e., an 
1N2 1 2 th order Markov chain

p 1F |L 2 5q
L

i
p 1 fi 

| fi21, c, fi2N11, L 2 ,
 (3)

where fi is the ith word in the sentence F.
Similar to ASR, an MT system takes a 

sequence of observation symbols, e.g., 
words in the source language, and con-
verts it into another sequence of sym-
bols, e.g., words in the target language. 
A simple phrase-based MT system is 
illustrated in Figure 4.

Take the phrase-based MT paradigm 

as an example. Following Bayes’ rule, 
the optimal translation E (English, often 
used as the target language) of the 
source (or foreign) language sentence F 
is

Ê5 arg max
E

 P 1E |F, L 2

 5 arg max
E

 P 1E, F |L 2

 5 arg max
E

 P 1F|E, L 2P 1E|L 2  (4)

In MT, p 1F | E, L 2  can be modeled by a 
phrase-based translation model, e.g.,

p 1F |E, L 2
 5 a

a
p 1a|E, L 2 # p 1F|E, a, L 2

 5a
a
q

l
p 1al|al21, L2q

l
p 1 fl|el, L 2 , (5)

where a is the phrase sequence, which 
may not be monotonic from left to right 
as the state sequence for HMM, as deter-
mined by the segmentation and order-

x1 x2 x3 xT

Speech Signal

Feature Vectors

[FIg2] Illustration of the speech feature vector extraction process. the raw waveform of 
speech is parameterized to a sequence of observation vectors.

Word1 Word2 Word3 

Feature Vectors X 

Word String F 

. . .

. . .

[FIg3] Illustration of the speech recognition process. the word string that corresponds to 
that observation sequence is decoded by the recognizer.

Source Sentence F
(e.g., in English) 

Target Sentence E
(e.g., in Chinese)

φ φ

(This Is) (the Manager) (of) (This Store) (.)

 ( ) ( ) ( ) ( )

Phrase Translation

Phrase Ordering

[FIg4] Illustration of the phrase based machine translation process. note the nonmonotonic 
phrase ordering between the source sentence and the target sentence. this distinguishes 
the decoding process of Mt from that of Asr.
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ing  mode l .  In  a  convent iona l 
phrase-based MT system, a uniform dis-
tribution is used for segmentation and 
the probability of jumping from one 
phrase to another is just a function of 
the jumping distance. On the other 
hand, p 1F |E, a, L 2 5 w l p 1 fl | el, L 2  are 
computed by the phrase translation 
model, where fl and el are the lth phrase 
in the source sentence and the target 
sentence (after reordering), respectively 
[11]. 

Comparing the ASR process in 
Figure 3 and the MT process in Figure 
4, we see a striking similarity between 
the two, with only one major difference 
that MT includes a nonmonotonic 
decoding process while the order of the 
output symbols of ASR is monotonic to 
the order of the input symbols. 
Importantly, the HMM-based acoustic 
model in ASR [see (2)] and the phrase-
based translation model in MT with 
fixed reordering [see (5)] have essen-
tially the same mathematical form. In 
the next section, we will show that this 
similarity makes it possible to extend 
the unified discriminative training 
approach already developed for ASR [7] 
to discriminative MT training.

A unIFIed LeArnIng PArAdIgM 
For Asr And Mt
In [7], a general parameter learning cri-

terion was presented for 
ASR. In this lecture note, 
we show that it can be 
naturally extended to MT 
(this section) and further 
to ST (see the section 
“Extending the Unified 
Learning Paradigm to 
Speech Translat ion”) 
based on the analysis pro-
vided in the preceding 
section. 

Let us first briefly 
review the growth-trans-

formation (GT)-based discriminative 
training approach to ASR. The unified 
discriminative training criterion pro-
posed in [7] takes the form shown in (6) 
at the bottom of the page, where R is the 
number of sentences in the training set. 
We denote by L the parameter set, and 
denote by Xi and Fi the speech feature 
sequence and the recognition symbol 
sequence of ith utterance, respectively. 
CDT 1F1 cFR 2  is a classification quality 
measure independent of L. As shown in 
Table 2, by taking different forms of 
CDT 1F1 cFR 2 , this general objective 
function covers different common dis-
criminative training criteria such as 
maximum mutual information (MMI), 
minimum classification error (MCE), 
and minimum phone/word error (MPE/
MWE).

As demonstrated in [7], the general 
objective function can be optimized iter-
atively through the construction of a 
series of GT; i.e., given (6), if we denote 
by G 1L 2  the numerator of O 1L 2  and 
H 1L 2  the denominator of O 1L 2 , a pri-
mary auxiliary function can be con-
structed taking the form of

F 1L; Lr 2 5G 1L 2 2O 1Lr2H 1L21D,  (7)

where Lr is the parameter set obtained 
through the last immediate iteration, 
and D is a L independent quantity. It is 
easy to see that a growth of the value 

F 1L; Lr 2  will guarantee a growth of the 
value of O 1L 2 . 

In the following, we denote by 
X5 X1 cXR the super-string of speech 
features, i.e., the concatenation of all 
speech feature sequences or strings, and 
F5 F1 cFR the super-string of recog-
nition symbols. Then, the primary auxil-
iary function takes the following form:

F 1L; Lr 2 5 a
F

p 1X, F |L 2C 1F 2

 2O 1Lr2a
F

p 1X, F |L 2 1D

 5 a
F
a

q
a
x

3G 1Lr2 1D 4 

 3 p 1x, F, q|L 2 ,  (8)

where G 1Lr2 5d 1X, x 2 3C 1F 2 2O 1Lr24 is 
a L-independent quantity, and we 
denote by q the super-string of HMM 
state sequences. x is a super-string in 
the space of X.

We then further construct the sec-
ond auxiliary function as shown in [7], 
[1], and [6], i.e., 

V 1L;Lr2
 5 a

F
a

q
a
x

3G 1Lr2 1D 4

 3 p 1x, F, q|Lr2 # logp 1x, F, q|L2 . 
   (9)

It can be shown that an increase in 
the auxiliary function V 1L; Lr 2  guaran-
tees an increase in F 1L; Lr 2  when the 
constant D  is sufficiently large. 
Importantly, V 1L; Lr 2  is easier to opti-
mize than F 1L; Lr 2 , because the new 
logarithm logp 1x, F, q |L 2  introduced 
in (9) can lead to significant simplifica-
tion of V 1L; Lr 2  using the Markovian 
property of the HMM.

In the following, we briefly show the 
procedure of optimizing V 1L; Lr 2  w.r.t. 
to the parameters of the acoustic model 
of speech in ASR, using the emitting 
probability of the HMM as an example.

The terms of V 1L; Lr 2  that are rele-
vant to the optimization of emitting 
probability of the HMM can form an 
equivalent auxiliary function

U 1L;Lr2
 5 a

 F
a

q
3C 1F 2 2O 1Lr24

O 1L 2 5
aF1cFR

 p 1X1 cXR, F1 cFR|L 2 # CDT 1F1 cFR 2

aF1cFR

  p 1X1 cXR, F1 cFR|L 2
   (6)

[tAbLe 2] AFter tAbLe 1 oF [7], by tAkIng dIFFer-
ent ForM oF the cLAssIFIcAtIon quALIty MeA-
sure CDT 1F1 cFR 2 , the unIFIed crIterIon covers 
 dIFFerent PoPuLAr dIscrIMInAtIve trAInIng 
 crIterIA such As MMI, Mce, MPe/MWe. Fr

* Is the 
reFerence oF the rth sentence.

Asr MetrIc CDT 1F1 cFR 2
MMI q

r
d 1Fr, Fr

* 2  
MCE a

r
d 1Fr, Fr

* 2  

MPE/MWE a
r

A 1Fr, Fr
* 2†

†
 A 1Fr, Fr

* 2  is the raw phone/word accuracy count of Fr given the transcription 
reference Fr

*.
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 3 p 1X, F, q |Lr 2 # logp 1  X | q, L2
 1Da

 F
a
 q
a
x

p 1x, F, q|Lr 2  

 #  log p 1x| q,L2 .  (10)

In the discrete HMM case, the emit-
ting probability is a multinomial distri-
bution, i.e., 

 bi 1k 2 5 p 1xt5 k|qt5 i, L 2 , (11)

where k = 1, 2, p , K is the index of the 
vector quantization codebook, and 
gK

k51 bi 1k 2 5 1. 
After applying the Lagrange multi-

plier method to maximize U 1L; Lr2  w.r.t. 
the emitting probability distribution, we 
can obtain the following re-estimation 
formula for 5bi 1k26:

 bi 1k 2 5
a

T

t51
s.t. xt5k

 Dg 1 i, t 2 1Di bi
r 1k 2

a
T

t51
Dg 1 i, t 2 1Di

,

 (12)

where Di is a L-independent quantity 
[7], and 

Dg 1 i, t 2 5 a
F

p 1F | X, Lr 2 3C 1  F 2
 2O 1Lr 24gi, F 1 t 2  (13)

and

gi, F 1 t 2 5 p 1qt5 i | X, F, Lr 2
 5 a

 q :  qt5i

p 1q| F,  X, Lr2  (14)

is the occupation probability of state i at 
time t.

Similarly, in the Gaussian density 
HMM case

bi 1k 2 ~ 1
|g i|

1/2 

 3 exp c21
2

 1xt2mi 2T g i
21 1xt2mi 2d .

 (15)

The mean vector and covariance matrix, 
mi and g i, can be solved [7]. Taking the 
estimation of the mean vector as an 
example,

 mi5
g t51

T Dg 1 i, t 2xt1Dimi
r

g t51
T Dg 1 i, t 2 1Di

. (16)

As discussed in the section “SR and 

MT—Closely Related Problems and 
Technical Approaches,” MT has a close 
relationship with ASR. In particular, 
given the very similar formulations of 
(2) and (5) for the HMM-based acoustic 
modeling and phrase-based translation 
modeling, respectively, it is straightfor-
ward to extend the unified discrimina-
tive training criterion to phrase 
translation model learning. Here we 
provide some detail in the remainder of 
this section.

For MT, as shown in (4) and (5), the 
observation symbol sequence is the 
word sequence in the source (or foreign) 
language, F, and the recognition output 
is the word sequence in the target (e.g., 
English) language, E. Assuming the 
training corpus consists of R parallel 
s e n t e n c e  p a i r s ,  e . g . , 
5 1F1, E1 2 , c, 1FR, ER 2 6. We denote by 
F 5 F1 cFR the super-string of the 
source language, or the concatenation 
of all source word sequences. Likewise, 
we denote by E5 E1 cER the super-
string of the target language, or the 
concatenation of all translation hypoth-
eses in the target language. Then, the 
objective function of discriminative 
training for MT becomes

 O 1L 2 5
a  E  p 1F, E|L 2 # CDT 1E 2

a   E  p 1F, E|L 2
. (17)

This general objective function of (17) is 
the model-based expectation of the clas-
sification quality measure CDT 1E 2 . 
Accordingly, by taking different forms of 
CDT 1E 2 , we will obtain a variety of objec-

tive functions that correspond to maxi-
mizing the expected value of different 
metrics, such as the (approximated) 
Bilingual Evaluation Understudy 
(BLEU) <AU: please check that BLEU is 
spelled out correctly> score [20], 
Translation Accuracy Rate (TAR) (which 
is defined as the complementary of the 
Translation Edit Rate (TER) [24], i.e., 
TAR = 1 – TER), etc. Some classification 
quality measure candidates are listed in 
Table 3.

It is noteworthy that, if CDT 1E 2  takes 
a special form of q r

d 1Er, Er
* 2 , the 

objective function will become the con-
ditional likelihood of the translation ref-
erence, i.e.,

 O 1L 2 5 p 1F, E*|L 2

aE
 p 1F, E|L 2

5 p 1E*|F, L2 .

 (18)

Given the virtually identical mathe-
matical formulations of ASR and phrase-
based MT, i.e., (2) and (6) versus (5) and 
(17), optimization of (17) naturally takes 
the same steps of derivation of that of 
(6). Using the phrase translation model 
as an example, the phrase translation 
probability follows a multinomial distri-
bution, similar to the discrete HMM case 
just discussed. We denote by fk the kth 
entry in the source language phrase list, 
and by ei the ith entry in the target lan-
guage phrase list, the translation proba-
bility of fk given ei can be written in the 
same form as the emission probability of 
a discrete HMM

 bi 1k 2 5 p 1 fk|ei 2 . (19)

[tAbLe 3] by tAkIng dIFFerent ForMs oF the cLAssIFIcAtIon quALIty 
 MeAsure, CDT 1E 2 , the unIFIed crIterIon corresPonds to oPtIMIzAtIon oF 
 dIFFerent Mt MetrIcs. In the tAbLe, Er

* Is the trAnsLAtIon reFerence oF the 
rth source sentence Fr. We denote by E* the suPer-strIng oF the 
 trAnsLAtIon reFerences.

Mt Metric CDT 1E 2
BLEU BLEU 1E, E* 2
Avg. sentence-level BLEU g r BLEU 1Er, Er

* 2 /R 

TAR (e.g., 1-TER) g r |Er
*| # 312 TER 1Er, Er

* 2 4 
Sentence-level error rate g r d 1Er, Er

* 2
Conditional likelihood wr d 1Er, Er

* 2†
†The unified criterion becomes the conditional likelihood of the translation reference given such a classification quality 
 measure.
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Consequently, following (12), the GT re-
estimation formula of bi 1k 2  becomes

 bi 1k 2 5
a

L

l51
s.t.fl5fk

 Dg 1 i, l 2 1Di bi
r 1k 2

a
L

l51
Dg 1 i, l 2 1Di

,

 (20)

where 

Dg 1 i, l 2 5 a
E

p 1E|F, Lr 2

 3 3C 1E 2 2O 1L r 2 4gi, E 1 l 2  (21)

and

gi, E 1 l 2 5 p 1el5 ei| E, F, Lr2
 5 a

a : eal
5ei

p 1a|E, F,L r 2 . (22)

Theoretically, one can take any arbi-
trary classification quality measure as 
the objective function to fit the above 
optimization framework. In practice, 
however, only a limited number of 
choices are feasible, making the compu-
tation of (21) tractable. Readers are 
referred to [7] and [8] for more detail on 
how (21) can be efficiently computed. 

sPeech trAnsLAtIon  
As sr And Mt In tAndeM
ST takes the source speech signal as 
input and produces as output the trans-
lated text of that utterance in another 
language. A general architecture for ST 
is illustrated in Figure 5. The input 
speech signal X is first fed into an ASR 
component, and the ASR component 
generates the recognition output set {F}, 
which is in the source language. The 
recognition hypothesis set {F} is finally 
passed to the MT component to obtain 
the translation sentence E in the target 
language. In the following, we use F to 
represent an ASR hypothesis in the 
N-best list, while in practice a lattice is 
usually used as a compact representa-

tion of a N-best list consisting of many 
ASR hypotheses. 

Let us denote by L the aggregation 
of all model parameters of a full ST sys-
tem to be optimized. With fixed L, the 
optimal translation Ê given input 
speech X is obtained via the decoding 
process according to

 Ê5 arg max
E

 P 1E| X, L 2
 5 arg max

E
 P 1E, X | L 2 . (23)

In this note, we follow the Bayes’ 
rule-based integration of ASR and MT 
proposed in [15]. For each sentence, we 
decompose the joint probability between 
speech signal X and its translation E 
into the following form:

p 1X, E |L 2 5 a
F

p 1X, F, E |L2

 5 a
F

p 1E|L 2p 1F|E, L 2
 3 p 1X |F, E, L 2
 < a

F
p 1E|L 2p 1F |E, L 2

 3 p 1X |F, L 2 , (24)

where F is a recognition hypothesis of X 
in the source language, p 1X|F, L 2  is the 
likelihood of the speech signal given a 
transcript (e.g., the recognition score), 
and p 1F|E, L 2  is the likelihood of the 
source sentence given the target sen-
tence, (e.g., the translation score). And 
p 1E|L 2  is the LM score of the target 
sentence E. 

Conventionally, all these ASR, trans-
lation, and language models are trained 
separately and are optimized by different 
criteria. In the next section, we extend 
the GT-based general discriminative 
training framework above to train all 
these model parameters jointly so as to 
optimize the end-to-end ST quality.

extendIng the unIFIed 
LeArnIng PArAdIgM to sPeech 
trAnsLAtIon
After reusing the same definitions of 
super-strings X, F, E, as provided earlier, 
the general discriminative training 
objective function for ST becomes

 O 1L 2 5
a

E,F

  p 1X, F, E|L 2 # CDT 1E 2

a
E, F

  p 1X, F, E|L 2
.

 (25)

Similar to (6) for ASR and to (17) for 
MT, the general objective function of 
(25) is model-based expectation of the 
classification quality measure CDT 1E 2  
for ST. Accordingly, by taking different 
forms of CDT 1E 2 , we will obtain a variety 
of objective functions that correspond to 
maximizing the expected value of differ-
ent ST evaluation measures or metrics. 
For ST, the classification quality metrics 
are similar to those listed in Table 3 for 
MT. 

However, optimization for (25) is 
more complicated than that for (6) or 
(17). To derive GT re-estimation formu-
las for the models of a ST system, we 
can construct a somewhat more com-
plex primary auxiliary function of

F 1L; Lr 2
 5 a

E
a
F

p 1X, F, E|L 2C 1E 2

 2O 1Lr 2a
E
a
F

p 1X, F, E|L 21D

 5 a
E
a
F
a

a
a

q
a
x

3G 1Lr 2

 1D 4 p 1x, F, E, q, a|L 2 , (26)

where G 1Lr2 5d 1X,x 2 3C 1E 2 2O 1Lr 2 4 
is a L-independent quantity. We denote 
by q the super-string of HMM state 
sequences, and a the super-string of 
phrase segmentation and ordering 
sequences for the translation from F to 
E. x is a super-string in the space of X.

Similar to the previous derivations 
for ASR and MT, we also construct the 
secondary auxiliary function of

V 1L; Lr 2
5 a

E
a
F
a

a
a

q
a
x

3G 1Lr 2 1D 4

  3 p 1x, F, E, q, a|Lr 2
 3 log p 1x, F, E, q, a|Lr 2 . (27)

In the following, we present the deri-
vation and result of optimizing V 1L; Lr 2  
w.r.t. to the parameters of the acoustic 
model of input speech, using Gaussian 
density HMM as an example, and to the 
parameters of the phrase translation 
probability distribution in the MT 
model. 

MTX
{F }

EASR

[FIg5] two components in tandem in a full 
speech translation system
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The terms of V 1L; Lr 2  that are rele-
vant to the optimization of the Gaussian 
density of the HMM form a new auxil-
iary function

 UGM 1L; Lr 2

 5 a
E
a
F
a

q
3C 1E 2 2O 1Lr24

 3 p 1X, F, E, q|L r2 # log p 1  X | q,L2
 1Da

E
a
F
a

q
a
x

p 1x, F, E, q|Lr 2

 # log p 1x|q, L 2 . (28)

By setting 'UGM 1L; Lr 2 /'mi5 0 and
'UGM 1L; Lr 2 /'Si5 0, following similar 
derivation steps as in the section “SR 
and MT  —Closely Related Problems and 
Technical Approaches,” we can obtain 
the re-estimation formulas for all 
Gaussian parameters. Here we only 
present the derived formula for the 
mean vector as an example

 mi5
St Dg 1 i, t 2 # xt1Dimi

r

StDg 1 i, t 2 1Di
, (29)

where 

Dg 1 i, t 2 5 a
E
a
F

p 1E, F |X, Lr 2

 35 3C 1E 2 2O 1Lr 2 4gi, F 1 t 2 6. (30)

In (30), gi, F 1 t 2 5 g
q :qt5i

p 1q|F, X, Lr2  is 
the conventional occupation probability 
of state i at time t, given the transcript F 
and the speech feature sequence X.

Let us compare (30) for learning 
HMM parameters in ST with the coun-
terpart of (13) in ASR. It is interesting to 
observe that, in ST, the core weight of 
the raw occupation probability gi, F 1 t 2 , 
3C 1E 2 2O 1Lr 2 4, is based on the transla-
tion quality measure C 1E 2  at the target 
language, e.g., C 1E 2  could be the BLEU 
score of E, and O 1Lr 2  is the model-based 
expected BLEU score. On the other 
hand, for ASR, the core weight of 
gi, F 1 t 2 , i.e., 3C 1F 2 2O 1Lr 2 4, is based on 
recognition quality measure C 1F 2  of the 
recognition hypothesis F. Furthermore, 
in ASR, Dg 1 i, t 2  is the expectation of the 
weighted gi, F 1 t 2  over all recognition 
hypothesis {F}, while in ST, Dg 1 i, t 2  is 
the expectation of the weighted gi, F 1 t 2  
over all recognition hypotheses {F} and 
also over all the translation hypotheses 

{E}.
The terms of V 1L; Lr 2  in (27) that 

are relevant to optimization of the 
phrase translation probability distribu-
tion give rise to another auxiliary func-
tion

UTM 1L; Lr 2

 5 a
E
a
F
a

a
3C 1E 2 2O 1Lr 2 4

 p 1X, F, E, a|L r 2 # log p 1  F | E, a, L 2
 1Da

E
a
F
a

a
a
x

p 1x, F, E, a|Lr 2

 # log p 1F|E, a, L 2 . (31)

Applying the Lagrange multiplier and 
following similar derivation steps in the 
section “Speech Translation as SR and 
MT in Tandem,” we obtain the re-esti-
mation formula of

p 1 fk|ei 2 5 bi 1k 2 5

 

gL

l51
s .t. fl5 fk

 Dg 1 i, l 2 1Di bi
r 1k 2

gL

l51
Dg 1 i, l 2 1Di

, (32)

where 

Dg 1 i, l 2 5 a
E
a
F

p 1E, F |X, Lr 2

 3 3C 1E 2 2O 1Lr 2 4gi,E 1 l 2  (33)

a n d  gi, E 1 l 2 5 p 1el5 ei|E, F,Lr 2
5 g

a :eal
5ei

  p 1a|E, F,Lr2 .

Again, compared with the model esti-
mation formula [see (21)] for MT dis-
cussed in  the  sect ion “Speech 
Translation as SR and MT in Tandem,” it 
is satisfying to observe that when the 
optimal ASR transcription is given, i.e., 
F, were fixed at its optimal value instead 
of being treated as a (hidden) random 
variable, (33) would naturally reduce to 
(21). That is, the model learning prob-
lem for ST would reduce to that for a 
regular MT system.

suMMAry And dIscussIon 
ASR deals with numeric signals and MT 
deals with symbolic signals (i.e., text). 
While largely separate research commu-
nities have been working on ASR and 
MT, in this note we have shown that 

they can be formulated as two very simi-
lar optimization-oriented learning prob-
lems. The decoding problems for ASR 
and MT are also akin to each other but 
with one critical difference of nonmono-
tonicity for MT making the MT decoding 
problem more complex than the ASR 
counterpart. (See [9] and [12] for details 
of the decoding or search problems of 
ASR and MT, which are not covered in 
this lecture note.)

Due to the close relationship 
between ASR and MT, their respective 
technologies, the learning algorithms in 
particular, can be usefully cross-fertil-
ized. The core of this lecture note did 
just that. Further, based on the insight 
provided by this cross-fertilization 
effort, we have been able to extend this 
learning framework to ASR and MT in 
tandem, which gives a principled way to 
design systems for speech ST-based on 
the same GT technique exploited 
throughout this note. 

We have implemented the GT-based 
discriminative training method pre-
sented in this note in software, and suc-
cessfully applied it in a number of 
experiments. Interested readers are 
referred to [7], [8], and [26] for the 
experimental results, as well as the tech-
niques for approximations guided by the 
theoretical principle consistent with the 
rigorous solutions. Such principled cor-
ner cutting is a key to enabling success-
ful applications in practice.

This lecture note provides an exam-
ple of how a unified optimization frame-
work can be usefully applied to solve a 
range of problems that may at a glance 
seem unrelated. It further shows how 
the same framework can be extended to 
construct a more complex system (e.g., 
ST) that consists of simpler subsystems 
(e.g., ASR and MT). Looking forward and 
generalizing further, we envision that 
even more complex intelligent systems 
that consist of multiple subsystems can 
be built in a similar way. When these 
subsystems, either in tandem or in par-
allel, are tightly incorporated and inter-
acting with each other, an end-to-end 
discriminative learning scheme in the 
spirit of design philosophy as described 
in this note is likely to be especially 
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[lecture Notes] continued

effective.
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