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Abstract 

Where are the lines between ‘big data analytics’ and 

‘surveillance’? As a researcher in the former—and an 

outspoken sceptic of the latter—I review my own 

research to examine how my own attempts to manage 

privacy in collecting and visualizing data have worked 

out. Interestingly, perhaps distressingly, it seems that 

even when projects are designed around viewing and 

displaying privacy-enhanced aggregates, it is easier to 

discuss them in terms of individual behavior and single 

subjects: a path that can lead distressingly toward 

accidentally building surveillance systems. 
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Introduction 

Where does data analytics end, and surveillance begin? 

My research has often used large-scale data analysis to 

examine online behavior, and used user traces to 

understand the ways that users interact with systems 

and each other. But with a recent interest in mass scale 

data collection—from commercial organizations looking 

to analyze user behavior for optimal ad-selling, or from 

government agencies looking to stop terrorism—has 
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begun to blur the lines between data analysis and 

surveillance. 

Without attempting to formally define terms, 

‘surveillance’ connotes using data to look specifically at 

individual users; ‘data analysis’ usually connotes 

instead mass scale, looking at population behavior.  

To avoid looking at individuals, I have usually satisfied 

myself—as well as IRBs, lawyers, and reviewers—with 

the claim that my work only looks at users in 

aggregate, and that I usually collect no personally-

identifiable information (PII). Several of my past 

projects have gone far out of their way to make sure 

that PII wasn’t collected. 

But with the Snowden leaks, Americans are now 

discussing revelations that the NSA collects “metadata.” 

In many ways, some of this metadata is the same sort 

of material that my PII-safe collections would look at. 

This CHI workshop, then, seems like a chance to re-

examine some past data collection practices, and look 

at past projects.  

This paper is not an examination of others’ work; it 

does not look at Facebook’s privacy practices, the 

theoretical information content of the NSA archives, or 

even the ethics of the AOL search logs—fascinating as 

they all are. Instead, I’m looking at my own research—

and my own Making. 

General Principles for Data Analysis 

The systems I have worked on all have some sort of 

visualization system which presents results to viewers. 

The general principles I use speak not to data 

collection, but to the way the system presents data: 

 The viewer of the system should not see any 

information that a subject has not explicitly 

published. 

 The system should lead the viewer toward 

conclusions about group behavior, not 

individual behavior. 

 Individual data should be hidden; aggregate 

information should be surfaced. 

Yet these principles are contain some contradictions. 

While a designer might intend for individual 

visualization to be de-emphasized or subtle, the reader 

of a visualization is often tempted to look for individual 

and particular stories. 

That’s natural. Personal stories are compelling; they 

open spaces; they help make sense of the visualization. 

How does one allow the viewer to enjoy these general 

questions without voyeurism or surveillance? 

Many of these visualizations bring together multiple 

data points, none of which would be individually 

interesting, to create a collective impression. Is 

aggregation, in and of itself, a form of “surveillance”? 

Or does surveillance emerge from an opportunity to link 

individuals to collective efforts? 

In this paper 

The remainder of this paper takes one project per page, 

with a sample image or two, and some discussion of 

the sorts of analyses that were carried out on the data. 

 

  

Projects 

“Soylent” (2004), a 

visualization of personal 

social networks over email 

“You Are Who You Talk 

To” & “Netscan” (2006), a 

visualization of social 

networks in usenet 

newsgroups 

“Hotmap” (2007), a 

visualization of users looking 

at Microsoft’s Bing Maps 

“Narratives” (2008), a look 

at trending news topics on 

blogs 

“CorpTreemap,” (2011) 

the Microsoft organizational 

chart as a treemap. 

An analysis of “Apps for 

Office” (2014), a look at 

how people use visualizations 

 

 



  

Soylent (2004) 

My dissertation work built a system, “Soylent” [2], 

which looks at social network patterns in email 

networks. Soyent collects a user’s outgoing email, and 

draws a visualization intended for that user.  

It builds a network based on pairwise co-mentions: if I 

email both my mother and brother, the system 

understands that I see a connection between those 

two. Each network diagram is centered on a single 

person: for example, the network on the right looks at 

one colleague in grad school. Nodes (and edges) are 

colored by the earliest correspondence, so I had been 

collaborating with this colleague for several years; each 

year, more people join in. 

The image below is simply a frequency diagram of 

interactions: a monthly top-10 list of correspondents 

from a professor’s outbox. The highlighted green node 

represents a student who went away for an internship: 

they gradually fell out of touch, and it took a few 

months to come back to the old pace. 

The Soylent project was designed to view group 

structures behavior around individuals, and to be a new 

view of a mailbox. It is intended as a single-user tool; 

and so it is unsurprising to see that it centers on 

individual stories.  

 

Figure 1: A temporal social network. I have worked with this 

colleague in three different groups over time. 

 

Figure 2: Email frequency over time. "ecq" became less prominent fall of '02, and then more so in spring '03.



 

You Are Who You Talk To & Netscan (2006) 

Microsoft’s “Netscan” project collected metadata about 

Usenet posts en masse: for each post, it tracked the 

groups it was posted to, the messages within it, and 

understand the social nature of groups [5]. 

 

Figure 3: Group overviews. Each dot represents a poster; the X 

axis is their (log scale) average thread length, and the Y axis is 

number of days per year that they posted. Different groups 

have radically different patterns. 

The temptation to tell stories about individuals is great: 

we now know that the MCSE group, as a whole, has 

more discussion—longer threads—than the MS Access 

group. But who is that person with the really long 

messages? Who is the one person who shows up every 

day to the MSN Messenger group? 

Netscan also looked at social networks of posters [4] 

within the groups: what people they replied to, and 

what people those people replied to. The star-shaped 

pattern in Figure 4 shows a person—in dark blue—who 

is replied to by only one person. Their replier, however, 

has replied to lots of other people who also were 

replied to only by one person. We called this an 

“answer person,” because they would show up in 

question-and-answer groups and answer questions, 

with little conversation. The less-evocative Figure 5 is 

from an attempt to quantify these behaviors. 

 

Figure 4: An "answer person" in a group. Edges indicate 

"replied-to" relationships. 

 

Figure 5: Aggregate analyses of nine Usenet groups 
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Hotmap (2007) 

When Microsoft’s Bing Maps was released, it became 

very interesting to release a visualization of how people 

were using the system. Bing Maps is a web-based 

application, and so it was possible to access server 

logs. Because the data is based on only a sample of 

server logs, which sit behind firewalls and load 

balancers, it is not possible to track individual behavior. 

In the Hotmap visualization, a user downloading a tile—

a single piece of the map image—from a web server is 

drawn as a slight bright spot. When lots of users 

download the tile, it gets ever brighter. In Figure 6, the 

bright yellow spots represent locations that were looked 

at by millions of users, while orange spots represent 

tens of thousands. 

That view of Hotmap shows how users in aggregate 

behave. A second view, however, can render maps of 

places where at least one person has looked. The image 

on the right of Figure 6 represents the download 

patterns for just one month. While most of the map 

bears the same sort of pattern as Figure 6, there is a 

systematic block across the top of the map where at 

least one person has downloaded tiles across the entire 

northern United States. 

Forensic analysis by the Bing Maps team decided that 

this turns was a single user, using a script to download 

a complete copy of Bing Maps.  

Again: even in this space where identity is completely 

hidden, an individual story is particularly compelling.  

    

Figure 6: Hotmap showing the world and the United States, with brightness proportionate to number of hits, and the United States showing at least one hit. Note the distinctive bright spot at 

Latitude 0, Longitude 0 in the world map. The thorough coverage on the one-hit map at the north-central United States—and the fact that that area is usually sparse—strongly  

 



 

Narratives (2008) 

The “Narratives” project looked at weblogs that 

reference news articles. While individual persons 

(publically) post links in blog entries, the Narratives 

project aggregates these links to look at trends in 

number of references. The count, then, is the number 

of blog entries posted on that day that point to news 

articles that mention the keyword. Even if there was 

just one article, if it was heavily discussed, it would 

have a tall spike. 

It is worth noting that in this interface, the ‘story’ 

elements are about the candidates and the concepts—

the aggregation has successfully gotten far enough 

from the individuals that they are no longer the focus of 

the visualization. The viewer can get to them—but it 

wasn’t the interesting part (see sidebar).

 

Figure 7. The Narratives interface around the 2008 election season, looking at the top three keywords associated with “Obama.” Note 

that references to Clinton, his primary challenger, die off in May—but references to McCain don’t pick up for two or three more months.

 

This “Candy stripes” visualization 

can be invoked over any given 

datapoint. The stripes on the left 

show the distribution of blogs 

that refer to this keyword; the 

right side shows the distribution 

of articles.  



 

CorpTreemap 

What does a corporation look like? Where are the 

bodies, and what do people do in it? The CorpTreemap 

pictures this for the Microsoft organizational chart. A 

box represents each manager; size is proportionate to 

the number of people reporting to them. The 

visualization stops at several layers of hierarchy, so 

large boxes—like the one in the bottom left—may have 

complex organizations below them. 

The information within is all available to employees, but 

this view of the organization can be surprising to many, 

including long-time employees. It’s not always obvious 

how big an organization is without looking at this sort 

of information. 

In the sidebar, a layer of color represents different 

internal mailing lists. More saturated colors means 

more people in that organization have signed up for the 

mailing list. 

As a visualization that reflects people, readers from 

inside the company would search themselves out. 

(Readers from outside the company would look for the 

more famous names: “Steve Ballmer”, 

found at the top of the map, is a reassuring 

outsider.) 

Is knowing a corporate structure 

surveillance? 
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Apps for Office  

In my current work, I have deployed a series of web-

based ‘apps’ that can be embedded into Excel. Basic 

telemetry in those apps allows us to track how many 

users are using the app, what sort of data they are 

putting into it, and how they are interacting with it. It 

also allows us to know about the types of data they are 

putting it and the error messages they are seeing. In 

tracking the data, we’re already reading individual user 

logs. Events can be read as a series of actions: “The 

user clicked on this, then got this error message. Two 

minutes later, they tried again, this time getting a 

result.” 

But those individual stories don’t tell much about the 

tool as a whole. Instead, we need to turn to the 

broader picture to see how the user community 

interacts with the tool. (Of course, that “as a whole” 

may then entail breaking it into parts—“people who 

used one part or another”). 

Conclusion 

Individual people are a magnetic draw into these 

systems. In the process of writing this, I’ve been 

startled to see that in nearly every project, individuals 

come to the fore despite my best efforts.  

The line between data analytics and surveillance, then, 

is not merely thin and permeable—it may be an illusion, 

or a result of emphasis. If I approve of it, it’s analysis; 

if I disapprove, it becomes surveillance. 

As a designer of these visualizations, it sets the bar 

ever higher: I think the goals are still valuable, even if 

the approach is inevitably flawed. 
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Apps for Office 

http://research.microsoft.co

m/msrdatavis/  
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