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framework. The deep learning techniques are thus expected to help the
acoustic modeling aspect of speech synthesis in overcoming the limita-
tions of the conventional shallow modeling approach.

A series of studies are carried out recently on ways of overcoming
the above limitations using deep learning methods, inspired partly by
the intrinsically hierarchical processes in human speech production
and the successful applications of a number of deep learning methods
in speech recognition as reviewed earlier in this chapter. In Ling
et al. [227, 229], the RBM and DBN as generative models are used
to replace the traditional Gaussian models, achieving significant
quality improvement, in both subjective and objective measures,
of the synthesized voice. In the approach developed in [190], the
DBN as a generative model is used to represent joint distribution of
linguistic and acoustic features. Both the decision trees and Gaussian
models are replaced by the DBN. The method is very similar to that
used for generating digit images by the DBN, where the issue of
temporal sequence modeling specific to speech (non-issue for image)
is by-passed via the use of the relatively large, syllable-sized units in
speech synthesis. On the other hand, in contrast to the generative
deep models (RBMs and DBNs) exploited above, the study reported
in [435] makes use of the discriminative model of the DNN to represent
the conditional distribution of the acoustic features given the linguistic
features. Finally, in [115], the discriminative model of the DNN is used
as a feature extractor that summarizes high-level structure from the
raw acoustic features. Such DNN features are then used as the input
for the second stage for the prediction of prosodic contour targets
from contextual features in the full speech synthesis system.

The application of deep learning to speech synthesis is in its infancy,
and much more work is expected from that community in the near
future.

7.3 Audio and music processing

Similar to speech recognition but to a less extent, in the area of audio
and music processing, deep learning has also become of intense interest
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but only quite recently. As an example, the first major event of deep
learning for speech recognition took place in 2009, followed by a series of
events including a comprehensive tutorial on the topic at ICASSP-2012
and with the special issue at IEEE Transactions on Audio, Speech, and
Language Processing, the premier publication for speech recognition,
in the same year. The first major event of deep learning for audio and
music processing appears to be the special session at ICASSP-2014,
titled Deep Learning for Music [14].

In the general field of audio and music processing, the impacted
areas by deep learning include mainly music signal processing and music
information retrieval [15, 22, 141, 177, 178, 179, 319]. Deep learning
presents a unique set of challenges in these areas. Music audio signals
are time series where events are organized in musical time, rather than
in real time, which changes as a function of rhythm and expression. The
measured signals typically combine multiple voices that are synchro-
nized in time and overlapping in frequency, mixing both short-term and
long-term temporal dependencies. The influencing factors include musi-
cal tradition, style, composer and interpretation. The high complexity
and variety give rise to the signal representation problems well-suited
to the high levels of abstraction afforded by the perceptually and bio-
logically motivated processing techniques of deep learning.

In the early work on audio signals as reported by Lee et al. [215]
and their follow-up work, the convolutional structure is imposed on
the RBM while building up a DBN. Convolution is made in time by
sharing weights between hidden units in an attempt to detect the same
“invariant” feature over different times. Then a max-pooling operation
is performed where the maximal activations over small temporal neigh-
borhoods of hidden units are obtained, inducing some local temporal
invariance. The resulting convolutional DBN is applied to audio as well
as speech data for a number of tasks including music artist and genre
classification, speaker identification, speaker gender classification, and
phone classification, with promising results presented.

The RNN has also been recently applied to music processing appli-
cations [22, 40, 41], where the use of ReLU hidden units instead of
logistic or tanh nonlinearities are explored in the RNN. As reviewed in
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Section 7.2, ReLU units compute y = max(x, 0), and lead to sparser
gradients, less diffusion of credit and blame in the RNN, and faster
training. The RNN is applied to the task of automatic recognition of
chords from audio music, an active area of research in music information
retrieval. The motivation of using the RNN architecture is its power
in modeling dynamical systems. The RNN incorporates an internal
memory, or hidden state, represented by a self-connected hidden layer
of neurons. This property makes them well suited to model temporal
sequences, such as frames in a magnitude spectrogram or chord labels
in a harmonic progression. When well trained, the RNN is endowed
with the power to predict the output at the next time step given the
previous ones. Experimental results show that the RNN-based auto-
matic chord recognition system is competitive with existing state-of-
the-art approaches [275]. The RNN is capable of learning basic musical
properties such as temporal continuity, harmony and temporal dynam-
ics. It can also efficiently search for the most musically plausible chord
sequences when the audio signal is ambiguous, noisy or weakly discrim-
inative.

A recent review article by Humphrey et al. [179] provides a detailed
analysis on content-based music informatics, and in particular on why
the progress is decelerating throughout the field. The analysis con-
cludes that hand-crafted feature design is sub-optimal and unsustain-
able, that the power of shallow architectures is fundamentally limited,
and that short-time analysis cannot encode musically meaningful struc-
ture. These conclusions motivate the use of deep learning methods
aimed at automatic feature learning. By embracing feature learning, it
becomes possible to optimize a music retrieval system’s internal feature
representation or discovering it directly, since deep architectures are
especially well-suited to characterize the hierarchical nature of music.
Finally, we review the very recent work by van den Oord, et al. [371]
on content-based music recommendation using deep learning methods.
Automatic music recommendation has become an increasingly signifi-
cant and useful technique in practice. Most recommender systems rely
on collaborative filtering, suffering from the cold start problem where
it fails when no usage data is available. Thus, collaborative filtering is
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not effective for recommending new and unpopular songs. Deep learning
methods power the latent factor model for recommendation, which pre-
dicts the latent factors from music audio when they cannot be obtained
from usage data. A traditional approach using a bag-of-words represen-
tation of the audio signals is compared with deep CNNs with rigorous
evaluation made. The results show highly sensible recommendations
produced by the predicted latent factors using deep CNNs. The study
demonstrates that a combination of convolutional neural networks and
richer audio features lead to such promising results for content-based
music recommendation.

Like speech recognition and speech synthesis, much more work is
expected from the music and audio signal processing community in the
near future.



8
Selected Applications in Language

Modeling and Natural Language Processing

Research in language, document, and text processing has seen
increasing popularity recently in the signal processing community,
and has been designated as one of the main focus areas by the IEEE
Signal Processing Society’s Speech and Language Processing Technical
Committee. Applications of deep learning to this area started with
language modeling (LM), where the goal is to provide a probability
to any arbitrary sequence of words or other linguistic symbols (e.g.,
letters, characters, phones, etc.). Natural language processing (NLP)
or computational linguistics also deals with sequences of words or
other linguistic symbols, but the tasks are much more diverse (e.g.,
translation, parsing, text classification, etc.), not focusing on providing
probabilities for linguistic symbols. The connection is that LM is
often an important and very useful component of NLP systems.
Applications to NLP is currently one of the most active areas in
deep learning research, and deep learning is also considered as one
promising direction by the NLP research community. However, the
intersection between the deep learning and NLP researchers is so far
not nearly as large as that for the application areas of speech or vision.
This is partly because the hard evidence for the superiority of deep

292
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learning over the current state of the art NLP methods has not been
as strong as speech or visual object recognition.

8.1 Language modeling

Language models (LMs) are crucial part of many successful applica-
tions, such as speech recognition, text information retrieval, statistical
machine translation and other tasks of NLP. Traditional techniques for
estimating the parameters in LMs are based on N-gram counts. Despite
known weaknesses of N -grams and huge efforts of research communities
across many fields, N -grams remained the state-of-the-art until neural
network and deep learning based methods were shown to significantly
lower the perplexity of LMs, one common (but not ultimate) measure of
the LM quality, over several standard benchmark tasks [245, 247, 248].

Before we discuss neural network based LMs, we note the use of
hierarchical Bayesian priors in building up deep and recursive struc-
ture for LMs [174]. Specifically, Pitman-Yor process is exploited as the
Bayesian prior, from which a deep (four layers) probabilistic genera-
tive model is built. It offers a principled approach to LM smoothing
by incorporating the power-law distribution for natural language. As
discussed in Section 3, this type of prior knowledge embedding is more
readily achievable in the generative probabilistic modeling setup than
in the discriminative neural network based setup. The reported results
on LM perplexity reduction are not nearly as strong as that achieved
by the neural network based LMs, which we discuss next.

There has been a long history [19, 26, 27, 433] of using (shallow)
feed-forward neural networks in LMs, called the NNLM. The use of
DNNs in the same way for LMs appeared more recently in [8]. An LM
is a function that captures the salient statistical characteristics of the
distribution of sequences of words in natural language. It allows one to
make probabilistic predictions of the next word given preceding ones.
An NNLM is one that exploits the neural network’s ability to learn
distributed representations in order to reduce the impact of the curse
of dimensionality. The original NNLM, with a feed-forward neural net-
work structure works as follows: the input of the N-gram NNLM is
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formed by using a fixed length history of N − 1 words. Each of the
previous N − 1 words is encoded using the very sparse 1-of-V coding,
where V is the size of the vocabulary. Then, this 1-of-V orthogonal rep-
resentation of words is projected linearly to a lower dimensional space,
using the projection matrix shared among words at different positions
in the history. This type of continuous-space, distributed representation
of words is called “word embedding,” very different from the common
symbolic or localist presentation [26, 27]. After the projection layer,
a hidden layer with nonlinear activation function, which is either a
hyperbolic tangent or a logistic sigmoid, is used. An output layer of
the neural network then follows the hidden layer, with the number of
output units equal to the size of the full vocabulary. After the network
is trained, the output layer activations represent the “N -gram” LM’s
probability distribution.

The main advantage of NNLMs over the traditional counting-based
N -gram LMs is that history is no longer seen as exact sequence of N −1
words, but rather as a projection of the entire history into some lower
dimensional space. This leads to a reduction of the total number of
parameters in the model that have to be trained, resulting in automatic
clustering of similar histories. Compared with the class-based N -gram
LMs, the NNLMs are different in that they project all words into the
same low dimensional space, in which there can be many degrees of
similarity between words. On the other hand, NNLMs have much larger
computational complexity than N -gram LMs.

Let’s look at the strengths of the NNLMs again from the view-
point of distributed representations. A distributed representation of a
symbol is a vector of features which characterize the meaning of the
symbol. Each element in the vector participates in representing the
meaning. With an NNLM, one relies on the learning algorithm to dis-
cover meaningful, continuous-valued features. The basic idea is to learn
to associate each word in the dictionary with a continuous-valued vec-
tor representation, which in the literature is called a word embedding,
where each word corresponds to a point in a feature space. One can
imagine that each dimension of that space corresponds to a semantic
or grammatical characteristic of words. The hope is that functionally
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similar words get to be closer to each other in that space, at least along
some directions. A sequence of words can thus be transformed into a
sequence of these learned feature vectors. The neural network learns to
map that sequence of feature vectors to the probability distribution over
the next word in the sequence. The distributed representation approach
to LMs has the advantage that it allows the model to generalize well to
sequences that are not in the set of training word sequences, but that
are similar in terms of their features, i.e., their distributed represen-
tation. Because neural networks tend to map nearby inputs to nearby
outputs, the predictions corresponding to word sequences with similar
features are mapped to similar predictions.

The above ideas of NNLMs have been implemented in various
studies, some involving deep architectures. The idea of structuring
hierarchically the output of an NNLM in order to handle large
vocabularies was introduced in [18, 262]. In [252], the temporally
factored RBM was used for language modeling. Unlike the traditional
N -gram model, the factored RBM uses distributed representations
not only for context words but also for the words being predicted.
This approach is generalized to deeper structures as reported in [253].
Subsequent work on NNLM with “deep” architectures can be found in
[205, 207, 208, 245, 247, 248]. As an example, Le et al. [207] describes
an NNLM with structured output layer (SOUL–NNLM) where the pro-
cessing depth in the LM is focused in the neural network’s output rep-
resentation. Figure 8.1 illustrates the SOUL-NNLM architecture with
hierarchical structure in the output layers of the neural network, which
shares the same architecture with the conventional NNLM up to the
hidden layer. The hierarchical structure for the network’s output vocab-
ulary is in the form of a clustering tree, shown to the right of Figure 8.1,
where each word belongs to only one class and ends in a single leaf node
of the tree. As a result of the hierarchical structure, the SOUL–NNLM
enables the training of the NNLM with a full, very large vocabulary.
This gives advantages over the traditional NNLM which requires short-
lists of words in order to carry out the efficient computation in training.

As another example neural-network-based LMs, the work described
in [247, 248] and [245] makes use of RNNs to build large scale language
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Figure 8.1: The SOUL–NNLM architecture with hierarchical structure in the out-
put layers of the neural network [after [207], @IEEE].

models, called RNNLMs. The main difference between the feed-forward
and the recurrent architecture for LMs is different ways of representing
the word history. For feed-forward NNLM, the history is still just pre-
vious several words. But for the RNNLM, an effective representation
of history is learned from the data during training. The hidden layer of
RNN represents all previous history and not just N −1 previous words,
thus the model can theoretically represent long context patterns. A fur-
ther important advantage of the RNNLM over the feed-forward coun-
terpart is the possibility to represent more advanced patterns in the
word sequence. For example, patterns that rely on words that could
have occurred at variable positions in the history can be encoded much
more efficiently with the recurrent architecture. That is, the RNNLM
can simply remember some specific word in the state of the hidden
layer, while the feed-forward NNLM would need to use parameters for
each specific position of the word in the history.

The RNNLM is trained using the algorithm of back-propagation
through time; see details in [245], which provided Figure 8.2 to show
during training how the RNN unfolds as a deep feed-forward network
(with three time steps back in time).
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Figure 8.2: During the training of RNNLMs, the RNN unfolds into a deep feed-
forward network; based on Figure 3.2 of [245].

The training of the RNNLM achieves stability and fast convergence,
helped by capping the growing gradient in training RNNs. Adaptation
schemes for the RNNLM are also developed by sorting the training
data with respect to their relevance and by training the model during
processing of the test data. Empirical comparisons with other state-of-
the-art counting-based N -gram LMs show much better performance of
RNNLM in the perplexity measure, as reported in [247, 248] and [245].
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A separate work on applying RNN to an LM with the unit
of characters instead of words can be found in [153, 357]. Many
interesting properties such as predicting long-term dependencies (e.g.,
making open and closing quotes in a paragraph) are demonstrated.
However, the usefulness of characters instead of words as units in
practical applications is not clear because the word is such a powerful
representation for natural language. Changing words to characters in
LMs may limit most practical application scenarios and the training
become more difficult. Word-level models currently remain superior.

In the most recent work, Mnih and Teh [255] and Mnih and
Kavukcuoglu [254] have developed a fast and simple training algorithm
for NNLMs. Despite their superior performance, NNLMs have been
used less widely than standard N -gram LMs due to the much longer
training time. The reported algorithm makes use of a method called
noise-contrastive estimation or NCE [139] to achieve much faster train-
ing for NNLMs, with time complexity independent of the vocabulary
size; hence a flat instead of tree-structured output layer in the NNLM
is used. The idea behind NCE is to perform nonlinear logistic regres-
sion to discriminate between the observed data and some artificially
generated noise. That is, to estimate parameters in a density model of
observed data, we can learn to discriminate between samples from the
data distribution and samples from a known noise distribution. As an
important special case, NCE is particularly attractive for unnormalized
distributions (i.e., free from partition functions in the denominator). In
order to apply NCE to train NNLMs efficiently, Mnih and Teh [255]
and Mnih and Kavukcuoglu [254] first formulate the learning problem
as one which takes the objective function as the distribution of the word
in terms of a scoring function. The NNLM then can be viewed as a way
to quantify the compatibility between the word history and a candidate
next word using the scoring function. The objective function for train-
ing the NNLM thus becomes exponentiation of the scoring function,
normalized by the same constant over all possible words. Removing
the costly normalization factor, NCE is shown to speed up the NNLM
training over an order of magnitude.

A similar concept to NCE is used in the recent work of [250], which
is called negative sampling. This is applied to a simplified version of
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an NNLM, for the purpose of constructing word embedding instead
of computing probabilities of word sequences. Word embedding is an
important concept for NLP applications, which we discuss next.

8.2 Natural language processing

Machine learning has been a dominant tool in NLP for many years.
However, the use of machine learning in NLP has been mostly limited to
numerical optimization of weights for human designed representations
and features from the text data. The goal of deep or representation
learning is to automatically develop features or representations from
the raw text material appropriate for a wide range of NLP tasks.

Recently, neural network based deep learning methods have
been shown to perform well on various NLP tasks such as language
modeling, machine translation, part-of-speech tagging, named entity
recognition, sentiment analysis, and paraphrase detection. The most
attractive aspect of deep learning methods is their ability to perform
these tasks without external hand-designed resources or time-intensive
feature engineering. To this end, deep learning develops and makes use
an important concept called “embedding,” which refers to the represen-
tation of symbolic information in natural language text at word-level,
phrase-level, and even sentence-level in terms of continuous-valued
vectors.

The early work highlighting the importance of word embedding
came from [62], [367], and [63], although the original form came from
[26] as a side product of language modeling. Raw symbolic word rep-
resentations are transformed from the sparse vectors via 1-of-V coding
with a very high dimension (i.e., the vocabulary size V or its square or
even its cubic) into low-dimensional, real-valued vectors via a neural
network and then used for processing by subsequent neural network lay-
ers. The key advantage of using the continuous space to represent words
(or phrases) is its distributed nature, which enables sharing or grouping
the representations of words with a similar meaning. Such sharing is
not possible in the original symbolic space, constructed by 1-of-V cod-
ing with a very high dimension, for representing words. Unsupervised
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learning is used where “context” of the word is used as the learning
signal in neural networks. Excellent tutorials were recently given by
Socher et al. [338, 340] to explain how the neural network is trained
to perform word embedding. More recent work proposes new ways of
learning word embeddings that better capture the semantics of words
by incorporating both local and global document contexts and better
account for homonymy and polysemy by learning multiple embeddings
per word [169]. Also, there is strong evidence that the use of RNNs can
also provide empirically good performance in learning word embeddings
[245]. While the use of NNLMs, whose aim is to predict the future words
in context, also induces word embeddings as its by-product, much sim-
pler ways of achieving the embeddings are possible without the need to
do word prediction. As shown by Collobert and Weston [62], the neural
networks used for creating word embeddings need much smaller output
units than the huge size typically required for NNLMs.

In the same early paper on word embedding, Collobert and Weston
[62] developed and employed a convolutional network as the common
model to simultaneously solve a number of classic problems includ-
ing part-of-speech tagging, chunking, named entity tagging, semantic
role identification, and similar word identification. More recent work
reported in [61] further developed a fast, purely discriminative approach
for parsing based on the deep recurrent convolutional architecture. Col-
lobert et al. [63] provide a comprehensive review on ways of applying
unified neural network architectures and related deep learning algo-
rithms to solve NLP problems from “scratch,” meaning that no tradi-
tional NLP methods are used to extract features. The theme of this
line of work is to avoid task-specific, “man-made” feature engineering
while providing versatility and unified features constructed automati-
cally from deep learning applicable to all natural language processing
tasks. The systems described in [63] automatically learn internal repre-
sentations or word embedding from vast amounts of mostly unlabeled
training data while performing a wide range of NLP tasks.

The recent work by Mikolov et al. [246] derives word embeddings
by simplifying the NNLM described in Section 8.1. It is found that
the NNLM can be successfully trained in two steps. First, continuous
word vectors are learned using a simple model which eliminates the
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Figure 8.3: The CBOW architecture (a) on the left, and the Skip-gram architecture
(b) on the right. [after [246], @ICLR].

nonlinearity in the upper neural network layer and share the projec-
tion layer for all words. And second, the N -gram NNLM is trained
on top of the word vectors. So, after removing the second step in the
NNLM, the simple model is used to learn word embeddings, where the
simplicity allows the use of very large amount of data. This gives rise
to a word embedding model called Continuous Bag-of-Words Model
(CBOW), as shown in Figure 8.3a. Further, since the goal is no longer
computing probabilities of word sequences as in LMs, the word embed-
ding system here is made more effective by not only to predict the
current word based on the context but also to perform inverse pre-
diction known as “Skip-gram” model, as shown in Figure 8.3b. In
the follow-up work [250] by the same authors, this word embedding
system including the Skip-gram model is extended by a much faster
learning method called negative sampling, similar to NCE discussed in
Section 8.1.

In parallel with the above development, Mnih and Kavukcuoglu
[254] demonstrate that NCE training of lightweight word embedding
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models is a highly efficient way of learning high-quality word represen-
tations, much like the somewhat earlier lightweight LMs developed by
Mnih and Teh [255] described in Section 8.1. Consequently, results that
used to require very considerable hardware and software infrastructure
can now be obtained on a single desktop with minimal programming
effort and using less time and data. This most recent work also shows
that for representation learning, only five noise samples in NCE can be
sufficient for obtaining strong results for word embedding, much fewer
than that required for LMs. The authors also used an “inversed lan-
guage model” for computing word embeddings, similar to the way in
which the Skip-gram model is used in [250].

Huang et al. [169] recognized the limitation of the earlier work on
word embeddings in that these models were built with only local con-
text and one representation per word. They extended the local context
models to one that can incorporate global context from full sentences
or the entire document. This extended models accounts for homonymy
and polysemy by learning multiple embeddings for each word. An illus-
tration of this model is shown in Figure 8.4. In the earlier work by the
same research group [344], a recursive neural network with local con-
text was developed to build a deep architecture. The network, despite
missing global context, was already shown to be capable of successful

Figure 8.4: The extended word-embedding model using a recursive neural network
that takes into account not only local context but also global context. The global
context is extracted from the document and put in the form of a global semantic
vector, as part of the input into the original word-embedding model with local
context. Taken from Figure 1 of [169]. [after [169], @ACL].
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merging of natural language words based on the learned semantic trans-
formations of their original features. This deep learning approach pro-
vided an excellent performance on natural language parsing. The same
approach was also demonstrated to be reasonably successful in pars-
ing natural scene images. In related studies, a similar recursive deep
architecture is used for paraphrase detection [346], and for predicting
sentiment distributions from text [345].

We now turn to selected applications of deep learning methods
including the use of neural network architectures and word embed-
dings to practically useful NLP tasks. Machine translation is one of
such tasks, pursued by NLP researchers for many years based typically
on shallow statistical models. The work described in [320] are perhaps
the first comprehensive report on the successful application of neural-
network-based language models with word embeddings, trained on a
GPU, for large machine translation tasks. They address the problem of
high computation complexity, and provide a solution that allows train-
ing 500 million words with 20 hours. Strong results are reported, with
perplexity down from 71 to 60 in LMs and the corresponding BLEU
score gained by 1.8 points using the neural-network-based language
models with word embeddings compared with the best back-off LM.

A more recent study on applying deep learning methods to machine
translation appears in [121, 123], where the phrase-translation compo-
nent, rather than the LM component in the machine translation system
is replaced by the neural network models with semantic word embed-
dings. As shown in Figure 8.5 for the architecture of this approach,
a pair of source (denoted by f) and target (denoted by e) phrases
are projected into continuous-valued vector representations in a low-
dimensional latent semantic space (denoted by the two y vectors).Then
their translation score is computed by the distance between the pair in
this new space. The projection is performed by two deep neural net-
works (not shown here) whose weights are learned on parallel training
data. The learning is aimed to directly optimize the quality of end-
to-end machine translation results. Experimental evaluation has been
performed on two standard Europarl translation tasks used by the NLP
community, English–French and German–English. The results show
that the new semantic-based phrase translation model significantly
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Figure 8.5: Illustration of the basic approach reported in [122] for machine trans-
lation. Parallel pairs of source (denoted by f) and target (denoted by e) phrases
are projected into continuous-valued vector representations (denoted by the two y
vectors), and their translation score is computed by the distance between the pair in
this continuous space. The projection is performed by deep neural networks (denoted
by the two arrows) whose weights are learned on parallel training data. [after [121],
@NIPS].

improves the performance of a state-of-the-art phrase-based statisti-
cal machine translation system, leading to a gain close to 1.0 BLEU
point.

A related approach to machine translation was developed by
Schwenk [320]. The estimation of the translation model probabilities of
a phrase-based machine translation system is carried out using neural
networks. The translation probability of phrase pairs is learned using
continuous-space representations induced by neural networks. A sim-
plification is made that decomposes the translation probability of a
phrase or a sentence to a product of n-gram probabilities as in a stan-
dard n-gram language model. No joint representations of a phrase in
the source language and the translated version in the target language
are exploited as in the approach reported by Gao et al. [122, 123].

Yet another deep learning approach to machine translation
appeared in [249]. As in other approaches, a corpus of words in one
language are compared with the same corpus of words translated into
another, and words and phrases in such bilingual data that share similar
statistical properties are considered equivalent. A new technique is
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proposed that automatically generates dictionaries and phrase tables
that convert one language into another. It does not rely on versions of
the same document in different languages. Instead, it uses data mining
techniques to model the structure of a source language and then com-
pares it to the structure of the target language. The technique is shown
to translate missing word and phrase entries by learning language struc-
tures based on large monolingual data and mapping between languages
from small bilingual data. It is based on vector-valued word embed-
dings as discussed earlier in this chapter and it learns a linear mapping
between vector spaces of source and target languages.

An earlier study on applying deep learning techniques with DBNs
was provided in [111] to attack a machine transliteration problem,
a much easier task than machine translation. This type of deep
architectures and learning may be generalized to the more difficult
machine translation problem but no follow-up work has been reported.
As another early NLP application, Sarikaya et al. [318] applied DNNs
(called DBNs in the paper) to perform a natural language call–routing
task. The DNNs use unsupervised learning to discover multiple layers
of features that are then used to optimize discrimination. Unsupervised
feature discovery is found to make DBNs far less prone to overfitting
than the neural networks initialized with random weights. Unsuper-
vised learning also makes it easier to train neural networks with many
hidden layers. DBNs are found to produce better classification results
than several other widely used learning techniques, e.g., maximum
entropy and boosting based classifiers.

One most interesting NLP task recently tackled by deep learn-
ing methods is that of knowledge base (ontology) completion, which
is instrumental in question-answering and many other NLP applica-
tions. An early work in this space came from [37], where a process is
introduced to automatically learn structured distributed embeddings
of knowledge bases. The proposed representations in the continuous-
valued vector space are compact and can be efficiently learned from
large-scale data of entities and relations. A specialized neural network
architecture, a generalization of “Siamese” network, is used. In the
follow-up work that focuses on multi-relational data [36], the semantic
matching energy model is proposed to learn vector representations for
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both entities and relations. More recent work [340] adopts an alterna-
tive approach, based on the use of neural tensor networks, to attack
the problem of reasoning over a large joint knowledge graph for rela-
tion classification. The knowledge graph is represented as triples of a
relation between two entities, and the authors aim to develop a neu-
ral network model suitable for inference over such relationships. The
model they presented is a neural tensor network, with one layer only.
The network is used to represent entities in a fixed-dimensional vectors,
which are created separately by averaging pre-trained word embedding
vectors. It then learn the tensor with the newly added relationship ele-
ment that describes the interactions among all the latent components
in each of the relationships. The neural tensor network can be visu-
alized in Figure 8.6, where each dashed box denotes one of the two
slices of the tensor. Experimentally, the paper [340] shows that this
tensor model can effectively classify unseen relationships in WordNet
and FreeBase.

As the final example of deep learning applied successfully to NLP,
we discuss here sentiment analysis applications based on recursive deep

Figure 8.6: Illustration of the neural tensor network described in [340], with two
relationships shown as two slices in the tensor. The tensor is denoted by W [1:2]. The
network contains a bilinear tensor layer that directly relates the two entity vectors
(shown as e1 and e2) across three dimensions. Each dashed box denotes one of the
two slices of the tensor. [after [340], @NIPS].
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models published recently by Socher et al. [347]. Sentiment analysis is
a task that is aimed to estimate the positive or negative opinion by an
algorithm based on input text information. As we discussed earlier in
this chapter, word embeddings in the semantic space achieved by neural
network models have been very useful but it is difficult for them to
express the meaning of longer phrases in a principled way. For sentiment
analysis with the input data from typically many words and phrases,
the embedding model requires the compositionality properties. To this
end, Socher et al. [347] developed the recursive neural tensor network,
where each layer is constructed similarly to that of the neural tensor
network described in [340] with an illustration shown in Figure 8.6.
The recursive construction of the full network exhibiting properties
of compositionality follows that of [344] for the regular, non-tensor
network. When trained on a carefully constructed sentiment analysis
database, the recursive neural tensor network is shown to outperform all
previous methods on several metrics. The new model pushes the state of
the art in single sentence positive/negative classification accuracy from
80% up to 85.4%. The accuracy of predicting fine-grained sentiment
labels for all phrases reaches 80.7%, an improvement of 9.7% over bag-
of-features baselines.



9
Selected Applications in Information Retrieval

9.1 A brief introduction to information retrieval

Information retrieval (IR) is a process whereby a user enters a query
into the automated computer system that contains a collection of many
documents with the goal of obtaining a set of most relevant documents.
Queries are formal statements of information needs, such as search
strings in web search engines. In IR, a query does not uniquely identify
a single document in the collection. Instead, several documents may
match the query with different degrees of relevancy.

A document, sometimes called an object as a more general term
which may include not only a text document but also an image, audio
(music or speech), or video, is an entity that contains information
and represented as an entry in a database. In this section, we limit
the “object” to only text documents. User queries in IR are matched
against the documents’ representation stored in the database. Docu-
ments themselves often are not kept or stored directly in the IR sys-
tem. Rather, they are represented in the system by metadata. Typical
IR systems compute a numeric score on how well each document in
the database matches the query, and rank the objects according to this
value. The top-ranking documents from the system are then shown to
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the user. The process may then be iterated if the user wishes to refine
the query.

Based partly on [236], common IR methods consist of several
categories:

• Boolean retrieval, where a document either matches a query or
does not.

• Algebraic approaches to retrieval, where models are used to rep-
resent documents and queries as vectors, matrices, or tuples. The
similarity of the query vector and document vector is represented
as a scalar value. This value can be used to produce a list of doc-
uments that are rank-ordered for a query. Common models and
methods include vector space model, topic-based vector space
model, extended Boolean model, and latent semantic analysis.

• Probabilistic approaches to retrieval, where the process of IR
is treated as a probabilistic inference. Similarities are computed
as probabilities that a document is relevant for a given query,
and the probability value is then used as the score in ranking
documents. Common models and methods include binary
independence model, probabilistic relevance model with the
BM25 relevance function, methods of inference with uncertainty,
probabilistic, language modeling, http://en.wikipedia.org/wiki/
Uncertain_inference and the technique of latent Dirichlet
allocation.

• Feature-based approaches to retrieval, where documents are
viewed as vectors of values of feature functions. Principled meth-
ods of “learning to rank” are devised to combine these features
into a single relevance score. Feature functions are arbitrary
functions of document and query, and as such Feature-based
approaches can easily incorporate almost any other retrieval
model as just yet another feature.

Deep learning applications to IR are rather recent. The approaches
in the literature so far belong mostly to the category of feature-based
approaches. The use of deep networks is mainly for extracting seman-
tically meaningful features for subsequent document ranking stages.
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We will review selected studies in the recent literature in the remain-
der of this section below.

9.2 Semantic hashing with deep autoencoders for document
indexing and retrieval

Here we discuss the “semantic hashing” approach for the application
of deep autoencoders to document indexing and retrieval as published
in [159, 314]. It is shown that the hidden variables in the final layer of
a DBN not only are easy to infer after using an approximation based
on feed-forward propagation, but they also give a better representation
of each document, based on the word-count features, than the widely
used latent semantic analysis and the traditional TF-IDF approach
for information retrieval. Using the compact code produced by deep
autoencoders, documents are mapped to memory addresses in such a
way that semantically similar text documents are located at nearby
addresses to facilitate rapid document retrieval. The mapping from a
word-count vector to its compact code is highly efficient, requiring only
a matrix multiplication and a subsequent sigmoid function evaluation
for each hidden layer in the encoder part of the network.

A deep generative model of DBN is exploited for the above purpose
as discussed in [165]. Briefly, the lowest layer of the DBN represents
the word-count vector of a document and the top layer represents a
learned binary code for that document. The top two layers of the DBN
form an undirected associative memory and the remaining layers form
a Bayesian (also called belief) network with directed, top-down connec-
tions. This DBN, composed of a set of stacked RBMs as we reviewed
in Section 5, produces a feed-forward “encoder” network that converts
word-count vectors to compact codes. By composing the RBMs in the
opposite order, a “decoder” network is constructed that maps com-
pact code vectors into reconstructed word-count vectors. Combining
the encoder and decoder, one obtains a deep autoencoder (subject to
further fine-tuning as discussed in Section 4) for document coding and
subsequent retrieval.

After the deep model is trained, the retrieval process starts with
mapping each query into a 128-bit binary code by performing a forward
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pass through the model with thresholding. Then the Hamming dis-
tance between the query binary code and all the documents’ 128-bit
binary codes, especially those of the “neighboring” documents defined
in the semantic space, are computed extremely efficiently. The effi-
ciency is accomplished by looking up the neighboring bit vectors in
the hash table. The same idea as discussed here for coding text docu-
ments for information retrieval has been explored for audio document
retrieval and speech feature coding problems with some initial explo-
ration reported in [100], discussed in Section 4 in detail.

9.3 Deep-structured semantic modeling (DSSM)
for document retrieval

Here we discuss the more advanced and recent approach to large-scale
document retrieval (Web search) based on a specialized deep architec-
ture, called deep-structured semantic model or deep semantic similarity
model (DSSM), as published in [172], and its convolutional version (C-
DSSM), as published in [328].

Modern search engines retrieve Web documents mainly by match-
ing keywords in documents with those in a search query. However, lex-
ical matching can be inaccurate due to the fact that a concept is often
expressed using different vocabularies and language styles in documents
and queries. Latent semantic models are able to map a query to its rel-
evant documents at the semantic level where lexical-matching often
fails [236]. These models address the language discrepancy between
Web documents and search queries by grouping different terms that
occur in a similar context into the same semantic cluster. Thus, a query
and a document, represented as two vectors in the lower-dimensional
semantic space, can still have a high similarity even if they do not share
any term. Probabilistic topic models such as probabilistic latent seman-
tic models and latent Dirichlet allocation models have been proposed
for semantic matching to partially overcome such difficulties. However,
the improvement on IR tasks has not been as significant as originally
expected because of two main factors: (1) most state-of-the-art latent
semantic models are based on linear projection, and thus are inadequate
in capturing effectively the complex semantic properties of documents;
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and (2) these models are often trained in an unsupervised manner using
an objective function that is only loosely coupled with the evaluation
metric for the retrieval task. In order to improve semantic matching for
IR, two lines of research have been conducted to extend the above latent
semantic models. The first is the semantic hashing approach reviewed
in Section 9.1 above in this section based on the use of deep autoen-
coders [165, 314]. While the hierarchical semantic structure embedded
in the query and the document can be extracted via deep learning,
the deep learning approach used for their models still adopts an unsu-
pervised learning method where the model parameters are optimized
for the re-construction of the documents rather than for differentiating
the relevant documents from the irrelevant ones for a given query. As
a result, the deep neural network models do not significantly outper-
form strong baseline IR models that are based on lexical matching. In
the second line of research, click-through data, which consists of a list
of queries and the corresponding clicked documents, is exploited for
semantic modeling so as to bridge the language discrepancy between
search queries and Web documents in recent studies [120, 124]. These
models are trained on click-through data using objectives that tailor to
the document ranking task. However, these click-through-based models
are still linear, suffering from the issue of expressiveness. As a result,
these models need to be combined with the keyword matching models
(such as BM25) in order to obtain a significantly better performance
than baselines.

The DSSM approach reported in [172] aims to combine the
strengths of the above two lines of work while overcoming their weak-
nesses. It uses the DNN architecture to capture complex semantic prop-
erties of the query and the document, and to rank a set of documents
for a given query. Briefly, a nonlinear projection is performed first to
map the query and the documents to a common semantic space. Then,
the relevance of each document given the query is calculated as the
cosine similarity between their vectors in that semantic space. The
DNNs are trained using the click-through data such that the condi-
tional likelihood of the clicked document given the query is maximized.
Different from the previous latent semantic models that are learned
in an unsupervised fashion, the DSSM is optimized directly for Web
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Figure 9.1: The DNN component of the DSSM architecture for computing semantic
features. The DNN uses multiple layers to map high-dimensional sparse text features,
for both Queries and Documents into low-dimensional dense features in a semantic
space. [after [172], @CIKM].

document ranking, and thus gives superior performance. Furthermore,
to deal with large vocabularies in Web search applications, a new word
hashing method is developed, through which the high-dimensional term
vectors of queries or documents are projected to low-dimensional letter
based n-gram vectors with little information loss.

Figure 9.1 illustrates the DNN part in the DSSM architecture. The
DNN is used to map high-dimensional sparse text features into low-
dimensional dense features in a semantic space. The first hidden layer,
with 30k units, accomplishes word hashing. The word-hashed features
are then projected through multiple layers of non-linear projections.
The final layer’s neural activities in this DNN form the feature in the
semantic space.

To show the computational steps in the various layers of the DNN
in Figure 9.1, we denote x as the input term vector, y as the output
vector, li, i = 1, . . . , N − 1, as the intermediate hidden layers, Wi as
the ith projection matrix, and bi as the ith bias vector, we have

l1 = W1x,

li = f(Wili−1 + bi), i > 1
y = f(WN lN−1 + bN ),
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where tanh function is used at the output layer and the hidden layers
li, i = 2, . . . , N − 1:

f(x) =
1 − e−2x

1 + e−2x
.

The semantic relevance score between a query Q and a document D

can then be computed as the consine distance

R(Q, D) = cosine(yQ, yD) =
yT

QyD

‖yQ‖‖yD‖ ,

where yQ and yD are the concept vectors of the query and the docu-
ment, respectively. In Web search, given the query, the documents can
be sorted by their semantic relevance scores.

Learning of the DNN weights Wi and bi shown in Figure 9.1 is an
important contribution of the study of [172]. Compared with the DNNs
used in speech recognition where the targets or labels of the training
data are readily available, the DNN in the DSSM does not have such
label information well defined. That is, rather than using the common
cross entropy or mean square errors as the training objective function,
IR-centric loss functions need to be developed in order to train the DNN
weights in the DSSM using the available data such as click-through logs.

The click-through logs consist of a list of queries and their clicked
documents. A query is typically more relevant to the documents that
are clicked on than those that are not. This weak supervision informa-
tion can be exploited to train the DSSM. More specifically, the weight
matrices in the DSSM, Wi, is learned to maximize the posterior prob-
ability of the clicked documents given the queries

P (D | Q) =
exp(γR(Q, D))∑

D′∈D exp(γR(Q, D′))

defined on the semantic relevance score R(Q, D) between the Query (Q)
and the Document (D), where γ is a smoothing factor set empirically
on a held-out data set, and D denotes the set of candidate documents
to be ranked. Ideally, D should contain all possible documents, as in
the maximum mutual information training for speech recognition where
all possible negative candidates may be considered [147]. However in
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this case D is of Web scale and thus is intractable in practice. In the
implementation of DSSM learning described in [172], a subset of the
negative candidates are used, following the common practice adopted
in MCE (Minimum Classification Error) training in speech recognition
[52, 118, 417, 418]. In other words, for each query and clicked-document
pair, denoted by (QD+) where Q is a query and D+ is the clicked doc-
ument, the set of D is approximated by including D+ and only four
randomly selected unclicked documents, denoted by D−

j ; j = 1, . . . , 4}.
In the study reported in [172], no significant difference was found when
different sampling strategies were used to select the unclicked docu-
ments.

With the above simplification the DSSM parameters are estimated
to maximize the approximate likelihood of the clicked documents given
the queries across the training set

L(Λ) = log
∏

(Q,D+,D−
j )

P (D+ | Q),

where Λ denotes the parameter set of the DNN weights {Wi} in the
DSSM. In Figure 9.2, we show the overall DSSM architecture that
contains several DNNs. All these DNNs share the same weights but take
different documents (one positive and several negatives) as inputs when
training the DSSM parameters. Details of the gradient computation
of this approximate loss function with respect to the DNN weights
tied across documents and queries can be found in [172] and are not
elaborated here.

Most recently, the DSSM described above has been extended to its
convolutional version, or C-DSSM [328]. In the C-DSSM, semantically
similar words within context are projected to vectors that are close
to each other in the contextual feature space through a convolutional
structure. The overall semantic meaning of a sentence is found to be
determined by a few key words in the sentence, and thus the C-DSSM
uses an additional max pooling layer to extract the most salient local
features to form a fixed-length global feature vector. The global feature
vector is then fed to the remaining nonlinear DNN layer(s) to map it
to a point in the shared semantic space.
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Figure 9.2: Architectural illustration of the DSSM for document retrieval (from
[170, 171]). All DNNs shown have shared weights. A set of n documents are shown
here to illustrate the random negative sampling discussed in the text for simplifying
the training procedure for the DSSM. [after [172], @CIKM].

The convolutional neural network component of the C-DSSM is
shown in Figure 9.3, where a window size of three is illustrated for
the convolutional layer. The overall C-DSSM architecture is similar
to the DSSM architecture shown in Figure 9.2 except that the fully-
connected DNNs are replaced by the convolutional neural networks
with locally-connected tied weights and additional max-pooling layers.
The model component shown in Figure 9.3 contains (1) a word hashing
layer to transform words into letter-tri-gram count vectors in the same
way as the DSSM; (2) a convolutional layer to extract local contextual
features for each context window; (3) a max-pooling layer to extract
and combine salient local contextual features to form a global feature
vector; and (4) a semantic layer to represent the high-level semantic
information of the input word sequence.

The main motivation for using the convolutional structure in the
C-DSSM is its ability to map a variable-length word sequence to a low-
dimensional vector in a latent semantic space. Unlike most previous
models that treat a query or a document as a bag of words, a query
or a document in the C-DSSM is viewed as a sequence of words with
contextual structures. By using the convolutional structure, local con-
textual information at the word n-gram level is modeled first. Then,
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Figure 9.3: The convolutional neural network component of the C-DSSM, with the
window size of three is illustrated for the convolutional layer. [after [328], @WWW].

salient local features in a word sequence are combined to form a global
feature vector. Finally, the high-level semantic information of the word
sequence is extracted to form a global vector representation. Like the
DSSM just described, the C-DSSM is also trained on click-through data
by maximizing the conditional likelihood of the clicked documents given
a query using the back-propagation algorithm.

9.4 Use of deep stacking networks for information retrieval

In parallel with the IR studies reviewed above, the deep stacking net-
work (DSN) discussed in Section 6 has also been explored recently
for IR with insightful results [88]. The experimental results suggest
that the classification error rate using the binary decision of “relevant”
versus “non-relevant” from the DSN, which is closely correlated with
the DSN training objective, is also generally correlated well with the
NDCG (normalized discounted cumulative gain) as the most common
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IR quality measure. The exception is found in the region of high IR
quality.

As described in Section 6, the simplicity of the DSN’s training objec-
tive, the mean square error (MSE), drastically facilitates its success-
ful applications to image recognition, speech recognition, and speech
understanding. The MSE objective and classification error rate have
been shown to be well correlated in these speech or image applications.
For information retrieval (IR) applications, however, the inconsistency
between the MSE objective and the desired objective (e.g., NDCG)
is much greater than that for the above classification-focused applica-
tions. For example, the NDCG as a desirable IR objective function is
a highly non-smooth function of the parameters to be learned, with a
very different nature from the nonlinear relationship between MSE and
classification error rate. Thus, it is of interest to understand to what
extent the NDCG is reasonably well correlated with classification rate
or MSE where the relevance level in IR is used as the DSN prediction
target. Further, can the advantage of learning simplicity in the DSN
be applied to improve IR quality measures such as the NDCG? Our
experimental results presented in [88] provide largely positive answers
to both of the above questions. In addition, special care that need to
be taken in implementing DSN learning algorithms when moving from
classification to IR applications are addressed.

The IR task in the experiments of [88] is the sponsored search
related to ad placement. In addition to the organic web search
results, commercial search engines also provide supplementary spon-
sored results in response to the user’s query. The sponsored search
results are selected from a database pooled by advertisers who bid to
have their ads displayed on the search result pages. Given an input
query, the search engine will retrieve relevant ads from the database,
rank them, and display them at the proper place on the search result
page; e.g., at the top or right hand side of the web search results. Find-
ing relevant ads to a query is quite similar to common web search. For
instance, although the documents come from a constrained database,
the task resembles typical search ranking that targets on predicting
document relevance to the input query. The experiments conducted for
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this task are the first with the use of deep learning techniques (based
on the DSN architecture) on the ad-related IR problem. The prelimi-
nary results from the experiments are the close correlation between the
MSE as the DSN training objective with the NDCG as the IR quality
measure over a wide NDCG range.
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Selected Applications in Object Recognition

and Computer Vision

Over the past two years or so, tremendous progress has been made in
applying deep learning techniques to computer vision, especially in the
field of object recognition. The success of deep learning in this area
is now commonly accepted by the computer vision community. It is
the second area in which the application of deep learning techniques
is successful, following the speech recognition area as we reviewed and
analyzed in Sections 2 and 7.

Excellent surveys on the recent progress of deep learning for
computer vision are available in the NIPS-2013 tutorial (https://
nips.cc/Conferences/2013/Program/event.php?ID=4170 with video
recording at http://research.microsoft.com/apps/video/default.aspx?
id=206976&l=i) and slides at http://cs.nyu.edu/∼fergus/presentations/
nips2013_final.pdf, and also in the CVPR-2012 tutorial (http://cs.nyu.
edu/∼fergus/tutorials/deep_learning_cvpr12). The reviews provided
in this section below are based partly on these tutorials, in connection
with the earlier deep learning material in this monograph. Another
excellent source which this section draws from is the most recent Ph.D.
thesis on the topic of deep learning for computer vision [434].

320
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Over many years, object recognition in computer vision has been
relying on hand-designed features such as SIFT (scale invariant fea-
ture transform) and HOG (histogram of oriented gradients), akin to
the reliance of speech recognition on hand-designed features such as
MFCC and PLP. However, features like SIFT and HOG only capture
low-level edge information. The design of features to effectively capture
mid-level information such as edge intersections or high-level represen-
tation such as object parts becomes much more difficult. Deep learning
aims to overcome such challenges by automatically learning hierarchies
of visual features in both unsupervised and supervised manners directly
from data. The review below categorizes the many deep learning meth-
ods applied to computer vision into two classes: (1) unsupervised fea-
ture learning where the deep learning is used to extract features only,
which may be subsequently fed to relatively simple machine learning
algorithm for classification or other tasks; and (2) supervised learning
methods where end-to-end learning is adopted to jointly optimize fea-
ture extractor and classifier components of the full system when large
amounts of labeled training data are available.

10.1 Unsupervised or generative feature learning

When labeled data are relatively scarce, unsupervised learning algo-
rithms have been shown to learn useful visual feature hierarchies. In
fact, prior to the demonstration of remarkable successes of CNN archi-
tectures with supervised learning in the 2012 ImageNet competition,
much of the work in applying deep learning methods to computer
vision had been on unsupervised feature learning. The original unsuper-
vised deep autoencoder that exploits DBN pre-training was developed
and demonstrated by Hinton and Salakhutdinov [164] with success on
the image recognition and dimensionality reduction (coding) tasks of
MNIST with only 60,000 samples in the training set; see details of this
task in http://yann.lecun.com/exdb/mnist/ and an analysis in [78].
It is interesting to note that the gain of coding efficiency using the DBN-
based autoencoder on the image data over the conventional method of
principal component analysis as demonstrated in [164] is very similar to
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the gain reported in [100] and described in Section 4 of this monograph
on the speech data over the traditional technique of vector quantiza-
tion. Also, Nair and Hinton [265] developed a modified DBN where the
top-layer model uses a third-order Boltzmann machine. This type of
DBN is applied to the NORB database — a three-dimensional object
recognition task. An error rate close to the best published result on this
task is reported. In particular, it is shown that the DBN substantially
outperforms shallow models such as SVMs. In [358], two strategies to
improve the robustness of the DBN are developed. First, sparse connec-
tions in the first layer of the DBN are used as a way to regularize the
model. Second, a probabilistic de-noising algorithm is developed. Both
techniques are shown to be effective in improving robustness against
occlusion and random noise in a noisy image recognition task. DBNs
have also been successfully applied to create compact but meaning-
ful representations of images [360] for retrieval purposes. On this large
collection image retrieval task, deep learning approaches also produced
strong results. Further, the use of a temporally conditional DBN for
video sequence and human motion synthesis were reported in [361]. The
conditional RBM and DBN make the RBM and DBN weights associ-
ated with a fixed time window conditioned on the data from previous
time steps. The computational tool offered in this type of temporal
DBN and the related recurrent networks may provide the opportunity
to improve the DBN–HMMs towards efficient integration of temporal-
centric human speech production mechanisms into DBN-based speech
production model.

Deep learning methods have a rich family, including hierarchical
probabilistic and generative models (neural networks or otherwise).
One most recent example of this type developed and applied to facial
expression datasets is the stochastic feed-forward neural networks that
can be learned efficiently and that can induce a rich multiple-mode
distribution in the output space not possible with the standard, deter-
ministic neural networks [359]. In Figure 10.1, we show the architecture
of a typical stochastic feed-forward neural network with four hidden
layers with mixed deterministic and stochastic neurons (left) used to
model multi-mode distributions illustrated on the right. The stochastic
network here is a deep, directed graphical model, where the generation
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Figure 10.1: Left: A typical architecture of the stochastic feed-forward neural
network with four hidden layers. Right: Illustration of how the network can produce
a distribution with two distinct modes and use them to represent two or more
different facial expressions y given a neutral face x. [after [359], @NIPS].

process starts from input x, a neural face, and generates the output
y, the facial expression. In face expression classification experiments,
the learned unsupervised hidden features generated from this stochas-
tic network are appended to the image pixels and helped to obtain
superior accuracy to the baseline classifier based on the conditional
RBM/DBN [361].

Perhaps the most notable work in the category of unsupervised deep
feature learning for computer vision (prior to the recent surge of the
work on CNNs) is that of [209], a nine-layer locally connected sparse
autoencoder with pooling and local contrast normalization. The model
has one billion connections, trained on the dataset with 10 million
images downloaded from the Internet. The unsupervised feature learn-
ing methods allow the system to train a face detector without having to
label images as containing a face or not. And the control experiments
show that this feature detector is robust not only to translation but
also to scaling and out-of-plane rotation.

Another set of popular studies on unsupervised deep feature learn-
ing for computer vision are based on deep sparse coding models [226].
This type of deep models produced state-of-the-art accuracy results on
the ImageNet object recognition tasks prior to the rise of the CNN
architectures armed with supervised learning to perform joint feature
learning and classification, which we turn to now.
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10.2 Supervised feature learning and classification

The origin of the applications of deep learning to object recognition
tasks can be traced to the convolutional neural networks (CNNs)
in the early 90s; see a comprehensive overview in [212]. The CNN-
based architectures in the supervised learning mode have captured
intense interest in computer vision since October 2012 shortly after
the ImageNet competition results were released (http://www.image-
net.org/challenges/LSVRC/2012/). This is mainly due to the huge
recognition accuracy gain over competing approaches when large
amounts of labeled data are available to efficiently train large CNNs
using GPU-like high-performance computing platforms. Just like DNN-
based deep learning methods have outperformed previous state-of-
the-art approaches in speech recognition in a series of benchmark
tasks including phone recognition, large-vocabulary speech recognition,
noise-robust speech recognition, and multi-lingual speech recognition,
CNN-based deep learning methods have demonstrated the same in a
set of computer vision benchmark tasks including category-level object
recognition, object detection, and semantic segmentation.

The basic architecture of the CNN described in [212] is shown in
Figure 10.1. To incorporate the relative invariance of the spatial rela-
tionship in typical image pixels with respect to the location, the CNN
uses a convolutional layer with local receptive fields and with tied fil-
ter weights, much like 2-dimensional FIR filters in image processing.
The output of the FIR filters is then passed through a nonlinear acti-
vation function to create activation maps, followed by another non-
linear pooling (labeled as “subsampling” in Figure 10.2) layer that
reduces the data rate while providing invariance to slightly differ-
ent input images. The output of the pooling layer is fed to a few
fully connected layers as in the DNN discussed in earlier chapters.
The whole architecture above is also called the deep CNN in the
literature.

Deep models with convolution structure such as CNNs have been
found effective and have been in use in computer vision and image
recognition since 90s [57, 185, 192, 198, 212]. The most notable advance
was achieved in the 2012 ImageNet LSVRC competition, in which
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Figure 10.2: The original convolutional neural network that is composed of mul-
tiple alternating convolution and pooling layers followed by fully connected layers.
[after [212], @IEEE].

the task is to train a model with 1.2 million high-resolution images
to classify unseen images to one of the 1000 different image classes.
On the test set consisting of 150k images, the deep CNN approach
described in [198] achieved the error rates considerably lower than the
previous state-of-the-art. Very large deep-CNNs are used, consisting of
60 million weights, and 650,000 neurons, and five convolutional layers
together with max-pooling layers. Additional two fully-connected layers
as in the DNN described previously are used on top of the CNN layers.
Although all the above structures were developed separately in earlier
work, their best combination accounted for major part of the success.
See the overall architecture of the deep CNN system in Figure 10.3. Two
additional factors contribute to the final success. The first is a powerful
regularization technique called “dropout”; see details in [166] and a
series of further analysis and improvement in [10, 13, 240, 381, 385]. In
particular, Warde-Farley et al. [385] analyzed the disentangling effects
of dropout and showed that it helps because different members of the
bag share parameters. Applications of the same “dropout” techniques
are also successful for some speech recognition tasks [65, 81]. The
second factor is the use of non-saturating neurons or rectified linear
units (ReLU) that compute f(x) = max(x, 0), which significantly
speeds up the overall training process especially with efficient GPU
implementation. This deep-CNN system achieved a winning top-5 test
error rate of 15.3% using extra training data from ImageNet Fall 2011
release, or 16.4% using only supplied training data in ImageNet-2012,
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Figure 10.3: The architecture of the deep-CNN system which won the 2012 Ima-
geNet competition by a large margin over the second-best system and the state of
the art by 2012. [after [198], @NIPS].

significantly lower than 26.2% achieved by the second-best system
which combines scores from many classifiers using a set of hand-
crafted features such as SIFT and Fisher vectors. See details in http://
www.image-net.org/challenges/LSVRC/2012/oxford_vgg.pdf about
the best competing method. It is noted, however, that the Fisher-
vector-encoding approach has recently been extended by Simonyan
et al. [329] via stacking in multiple layers to form deep Fisher net-
works, which achieve competitive results with deep CNNs at a smaller
computational learning cost.

The state of the art performance demonstrated in [198] using the
deep-CNN approach is further improved by another significant mar-
gin during 2013, using a similar approach but with bigger models
and larger amounts of training data. A summary of top-5 test error
rates from 11 top-performing teams participating in the 2013 Ima-
geNet ILSVRC competition is shown in Figure 10.4, with the best
result of the 2012 competition shown to the right most as the baseline.
Here we see rapid error reduction on the same task from the lowest
pre-2012 error rate of 26.2% (non-neural networks) to 15.3% in 2012
and further to 11.2% in 2013, both achieved with deep-CNN technol-
ogy. It is also interesting to observe that all major entries in the 2013
ImageNet ILSVRC competition is based on deep learning approaches.
For example, the Adobe system shown in Figure 10.4 is based on the
deep-CNN reported in [198] including the use of dropout. The network
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Figure 10.4: Summary results of ImageNet Large Scale Visual Recognition
Challenge 2013 (ILSVRC2013), representing the state-of-the-are performance of
object recognition systems. Data source: http://www.image-net.org/challenges/
LSVRC/2013/results.php.

architecture is modified to include more filters and connections. At test
time, image saliency is used to obtain 9 crops from original images,
which are combined with the standard five multiview crops. The NUS
system uses a non-parametric, adaptive method to combine the out-
puts from multiple shallow and deep experts, including deep-CNN,
kernel, and GMM methods. The VGG system is described in [329]
and uses a combination of the deep Fisher vector network and the
deep-CNN. The ZF system is based on a combination of a large CNN
with a range of different architectures. The choice of architectures was
assisted by visualization of model features using a deconvolutional net-
work as described by Zeiler et al. [437], Zeiler and Fergus [435, 436],
and Zeiler ([434]). The CognitiveVision system uses an image classifi-
cation scheme based on a DNN architecture. The method is inspired
by cognitive psychophysics about how the human vision system first
learns to classify the basic-level categories and then learns to clas-
sify categories at the subordinate level for fine-grained object recogni-
tion. Finally, the best-performing system called Clarifai in Figure 10.4
is based on a large and deep CNN with dropout regularization. It
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augments the amount of training data by down-sampling images to
256 pixels. The system contains a total of 65M parameters. Multiple
such models were averaged together to further boost performance. The
main novelty is to use the visualization technique based on the deconvo-
lutional networks as described in [434, 437] to identify what makes the
deep model perform well, based on which a powerful deep architecture
was chosen. See more details of these systems in http://www.image-
net.org/challenges/LSVRC/2013/results.php.

While the deep CNN has demonstrated remarkable classification
performance on object recognition tasks, there has been no clear under-
standing of why they perform so well until recently. Zeiler and Fergus
[435, 436] conducted research to address just this issue, and then used
the gained understanding to further improve the CNN systems, which
yielded excellent performance as shown in Figure 10.4 with labels “ZF”
and “Clarifai.” A novel visualization technique is developed that gives
insight into the function of intermediate feature layers of the deep CNN.
The technique also sheds light onto the operation of the full network
acting as a classifier. The visualization technique is based on a decon-
volutional network, which maps the neural activities in intermediate
layers of the original convolutional network back to the input pixel
space. This allows the researchers to examine what input pattern orig-
inally caused a given activation in the feature maps. Figure 10.5 (the
top portion) illustrates how a deconvolutional network is attached to
each of its layers, thereby providing a closed loop back to image pixels
as the input to the original CNN. The information flow in this closed
loop is as follows. First, an input image is presented to the deep CNN in
a feed-forward manner so that the features at all layers are computed.
To examine a given CNN activation, all other activations in the layer
are set to zero and the feature maps are passed as input to the attached
deconvolutional network’s layer. Then, successive operations, opposite
to the feed-forward computation in the CNN, are carried out including
unpooling, rectifying, and filtering. This allows the reconstruction of
the activity in the layer beneath that gave rise to the chosen activa-
tion. These operations are repeated until input layer is reached. During
unpooling, non-invertibility of the max pooling operation in the CNN is
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Figure 10.5: The top portion shows how a deconvolutional network’s layer (left)
is attached to a corresponding CNN’s layer (right). The d econvolutional network
reconstructs an approximate version of the CNN features from the layer below. The
bottom portion is an illustration of the unpooling operation in the deconvolutional
network, where “Switches” are used to record the location of the local max in each
pooling region during pooling in the CNN. [after [436], @arXiv].

resolved by an approximate inverse, where the locations of the maxima
within each pooling region are recorded in a set of “switch” variables.
These switches are used to place the reconstructions from the layer
above into appropriate locations, preserving the structure of the stim-
ulus. This procedure is shown at the bottom portion of Figure 10.5.
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In addition to the deep-CNN architecture described above, the DNN
architecture has also been shown to be highly successful in a number
of computer vision tasks [54, 55, 56, 57]. We have not found in the
literature on direct comparisons among the CNN, DNN, and other
related architectures on the identical tasks.

Finally, the most recent study on supervised learning for computer
vision shows that the deep CNN architecture is not only successful for
object/image classification discussed earlier in this section but also suc-
cessful for objection detection in the whole images [128]. The detection
task is substantially more complex than the classification task.

As a brief summary of this chapter, deep learning has made huge
inroads into computer vision, soon after its success in speech recogni-
tion discussed in Section 7. So far, it is the supervised learning paradigm
based on the deep CNN architecture and the related classification tech-
niques that are making the greatest impact, showcased by the ImageNet
competition results from 2012 and 2013. These methods can be used
for not only object recognition but also many other computer vision
tasks. There has been some debate as to the reasons for the success of
these CNN-based deep learning methods, and about their limitations.
Many questions are still open as to how these methods can be tai-
lored to certain computer vision applications and how to scale up the
models and training data. Finally, we discussed a number of studies on
unsupervised and generative approaches of deep learning to computer
vision and image modeling problems in the earlier part of this chapter.
Their performance has not been competitive with the supervised learn-
ing approach on object recognition tasks with ample training data. To
achieve long term and ultimate success in computer vision, it is likely
that unsupervised learning will be needed. To this end, many open
problems in unsupervised feature learning and deep learning need to
be addressed and much more research need to be carried out.



11
Selected Applications in Multimodal

and Multi-task Learning

Multi-task learning is a machine learning approach that learns to solve
several related problems at the same time, using a shared represen-
tation. It can be regarded as one of the two major classes of transfer
learning or learning with knowledge transfer, which focuses on general-
izations across distributions, domains, or tasks. The other major class
of transfer learning is adaptive learning, where knowledge transfer is
carried out in a sequential manner, typically from a source task to a
target task [95]. Multi-modal learning is a closely related concept to
multi-task learning, where the learning domains or “tasks” cut across
several modalities for human–computer interactions or other applica-
tions embracing a mixture of textual, audio/speech, touch, and visual
information sources.

The essence of deep learning is to automate the process of dis-
covering effective features or representations for any machine learn-
ing task, including automatically transferring knowledge from one task
to another concurrently. Multi-task learning is often applied to con-
ditions where no or very little training data are available for the tar-
get task domain, and hence is sometimes called zero-shot or one-shot
learning. It is evident that difficult multi-task leaning naturally fits the
paradigm of deep learning or representation learning where the shared
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representations and statistical strengths across tasks (e.g., those involv-
ing separate modalities of audio, image, touch, and text) is expected
to greatly facilitate many machine learning scenarios under low- or
zero-resource conditions. Before deep learning methods were adopted,
there had been numerous efforts in multi-modal and multi-task learn-
ing. For example, a prototype called MiPad for multi-modal interac-
tions involving capturing, leaning, coordinating, and rendering a mix
of speech, touch, and visual information was developed and reported
in [175, 103]. And in [354, 443], mixed sources of information from
multiple-sensory microphones with separate bone-conductive and air-
born paths were exploited to de-noise speech. These early studies all
used shallow models and learning methods and achieved worse than
desired performance. With the advent of deep learning, it is hopeful
that the difficult multi-modal learning problems can be solved with
eventual success to enable a wide range of practical applications. In
this chapter, we will review selected applications in this area, orga-
nized according to different combinations of more than one modalities
or learning tasks. Much of the work reviewed here is on-going research,
and readers should expect follow-up publications in the future.

11.1 Multi-modalities: Text and image

The underlying mechanism for potential effectiveness of multi-modal
learning involving text and image is the common semantics associated
with the text and image. The relationship between the text and image
may come, for example, from the text annotations of an image (as the
training data for a multi-modal learning system). If the related text
and image share the same representation in a common semantic space,
the system can generalize to the unseen situation where either text
or image is unavailable. It can thus be naturally used for zero-shot
learning for image or text. In other words, multi-modality learning can
use text information to help image/visual recognition, and vice versa.
Exploiting text information for image/visual recognition constitutes
most of the work done in this space, which we review in this section
below.
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The deep architecture, called DeViSE (deep visual-semantic embed-
ding) and developed by Frome et al. [117], is a typical example of the
multi-modal learning where text information is used to improve the
image recognition system, especially for performing zero-shot learning.
Image recognition systems are often limited in their ability to scale
to large number of object categories, due in part to the increasing
difficulty of acquiring sufficient training data with text labels as the
number of image categories grows. The multi-modal DeViSE system
is aimed to leverage text data to train the image models. The joint
model is trained to identify image classes using both labeled image
data and the semantic information learned from unannotated text. An
illustration of the DeViSE architecture is shown in the center portion
of Figure 10.1. It is initialized with the parameters pre-trained at the
lower layers of two models: the deep-CNN for image classification in
the left portion of the figure and the text embedding model in the
right portion of the figure. The part of the deep CNN, labeled “core
visual model” in Figure 10.1, is further learned to predict the target
word-embedding vector using a projection layer labeled “transforma-
tion” and using a similarity metric. The loss function used in training
adopts a combination of dot-product similarity and max-margin, hinge
rank loss. The former is the un-normalized version of the cosine loss
function used for training the DSSM model in [170] as described in
Section 9.3. The latter is similar to the earlier joint image-text model
called WSABIE (web scale annotation by image embedding developed
by Weston et al. [388, 389]. The results show that the information pro-
vided by text improves zero-shot image predictions, achieving good hit
rates (close to 15%) across thousands of the labels never seen by the
image model.

The earlier WSABIE system as described in [388, 389] adopted
a shallow architecture and trained a joint embedding model of both
images and labels. Rather than using deep architectures to derive the
highly nonlinear image (as well as text-embedding) feature vectors as in
DeViSE, the WSABIE uses simple image features and a linear mapping
to arrive at the joint embedding space. Further, it uses an embedding
vector for each possible label. Thus, unlike DeViSE, WSABIE could
not generalize to new classes.
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Figure 11.1: Illustration of the multi-modal DeViSE architecture. The left portion
is an image recognition neural network with a softmax output layer. The right por-
tion is a skip-gram text model providing word embedding vectors; see Section 8.2
and Figure 8.3 for details. The center is the joint deep image-text model of DeViSE,
with the two Siamese branches initialized by the image and word embedding mod-
els below the softmax layers. The layer labeled “transformation” is responsible for
mapping the outputs of the image (left) and text (right) branches into the same
semantic space. [after [117], @NIPS].

It is also interesting to compare the DeViSE architecture of
Figure 11.1 with the DSSM architecture of Figure 9.2 in Section 9.
The branches of “Query” and “Documents” in DSSM are analogous to
the branches of “image” and “text-label” in DeViSE. Both DeViSE and
DSSM use the objective function related to cosine distance between
two vectors for training the network weights in an end-to-end fash-
ion. One key difference, however, is that the two sets of inputs to the
DSSM are both text (i.e., “Query” and “Documents” designed for IR),
and thus mapping “Query” and “Documents” to the same semantic
space is conceptually more straightforward compared with the need
in DeViSE for mapping from one modality (image) to another (text).
Another key difference is that the generalization ability of DeViSE to
unseen image classes comes from computing text embedding vectors
for many unsupervised text sources (i.e., with no image counterparts)
that would cover the text labels corresponding to the unseen classes.
The generalization ability of the DSSM over unseen words, however,
is derived from a special coding scheme for words in terms of their
constituent letters.

The DeViSE architecture has inspired a more recent method,
which maps images into the semantic embedding space via convex
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combination of embedding vectors for the text label and the image
classes [270]. Here is the main difference. DeViSE replaces the last,
softmax layer of a CNN image classifier with a linear transformation
layer. The new transformation layer is then trained together with the
lower layers of the CNN. The method in [270] is much simpler — keep-
ing the softmax layer of the CNN while not training the CNN. For a
test image, the CNN first produces top N-best candidates. Then, the
convex combination of the corresponding N embedding vectors in the
semantic space is computed. This gives a deterministic transformation
from the outputs of the softmax classifier into the embedding space.
This simple multi-modal learning method is shown to work very well
on the ImageNet zero-shot learning task.

Another thread of studies separate from but related to the above
work on multi-modal learning involving text and image have cen-
tered on the use of multi-modal embeddings, where data from multiple
sources with separate modalities of text and image are projected into
the same vector space. For example, Socher and Fei-Fei [341] project
words and images into the same space using kernelized canonical cor-
relation analysis. Socher et al. [342] map images to single-word vectors
so that the constructed multi-modal system can classify images with-
out seeing any examples of the class, i.e., zero-shot learning similar
to the capability of DeViSE. The most recent work by Socher et al.
[343] extends their earlier work from single-word embeddings to those
of phrases and full-length sentences. The mechanism for mapping sen-
tences instead of the earlier single words into the multi-modal embed-
ding space is derived from the power of the recursive neural network
described in Socher et al. [347] as summarized in Section 8.2, and its
extension with dependency tree.

In addition to mapping text to image (or vice versa) into the same
vector space or to creating the joint image/text embedding space,
multi-modal learning for text and image can also be cast in the frame-
work of language models. In [196], a model of natural language is made
conditioned on other modalities such as image as the focus of the
study. This type of multi-modal language model is used to (1) retrieve
images given complex description queries, (2) retrieve phrase descrip-
tions given image queries, and (3) generate text conditioned on images.
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Figure 11.2: Illustration of the multi-modal DeViSE architecture. The left portion
is an image recognition neural network with a softmax output layer. The right por-
tion is a skip-gram text model providing word embedding vectors; see Section 8.2
and Figure 8.3 for details. The center is the joint deep image-text model of DeViSE,
with the two Siamese branches initialized by the image and word embedding mod-
els below the softmax layers. The layer labeled “transformation” is responsible for
mapping the outputs of the image (left) and text (right) branches into the same
semantic space. [after [196], @NIPS].

Word representations and image features are jointly learned by train-
ing the multi-modal language model together with a convolutional net-
work. An illustration of the multi-modal language model is shown in
Figure 11.2.

11.2 Multi-modalities: Speech and image

Ngiam et al. [268, 269] propose and evaluate an application of
deep networks to learn features over audio/speech and image/video
modalities. They demonstrate cross-modality feature learning, where
better features for one modality (e.g., image) is learned when multiple
modalities (e.g., speech and image) are present at feature learning time.
A bi-modal deep autoencoder architecture for separate audio/speech
and video/image input channels are shown in Figure 11.3. The essence
of this architecture is to use a shared, middle layer to represent both
types of modalities. This is a straightforward generalization from
the single-modal deep autoencoder for speech shown in Figure 4.1 of
Section 4 to bi-modal counterpart. The authors further show how to
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Figure 11.3: The architecture of a deep denoising autoencoder for multi-modal
audio/speech and visual features. [after [269], @ICML].

learn a shared audio and video representation, and evaluate it on a
fixed task, where the classifier is trained with audio-only data but
tested with video-only data and vice versa. The work concludes that
deep learning architectures are generally effective in learning multi-
modal features from unlabeled data and in improving single modality
features through cross modality information transfer. One exception
is the cross-modality setting using the CUAVE dataset. The results
presented in [269, 268] show that learning video features with both
video and audio outperforms that with only video data. However, the
same paper also shows that a model of [278] in which a sophisticated
signal processing technique for extracting visual features, together
with the uncertainty-compensation method developed originally from
robust speech recognition [104], gives the best classification accuracy
in the cross-modal learning task, beating the features derived from the
generative deep architecture designed for this task.

While the deep generative architecture for multimodal learning
described in [268, 269] is based on non-probabilistic autoencoder neural
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nets, a probabilistic version based on deep Boltzmann machine (DBM)
has appeared more recently for the same multimodal application. In
[348], a DBM is used to extract a unified representation integrat-
ing separate modalities, useful for both classification and information
retrieval tasks. Rather than using the “bottleneck” layers in the deep
autoencoder to represent multimodal inputs, here a probability den-
sity is defined on the joint space of multimodal inputs, and states of
suitably defined latent variables are used for the representation. The
advantage of this probabilistic formulation, possibly lacking in the tra-
ditional deep autoencoder, is that the missing modality’s information
can be filled in naturally by sampling from its conditional distribution.
More recent work on autoencoders [22, 30] shows the capability of gen-
eralized denoising autoencoders in carrying out sampling, thus they
may overcome the earlier problem of filling-in the missing modality’s
information. For the bi-modal data consisting of image and text, the
multimodal DBM was shown to slightly outperform the traditional ver-
sion of the deep multimodal autoencoder as well as multimodal DBN
in classification and information retrieval tasks. No results on the com-
parisons with the generalized version of deep autoencoders has been
reported but may appear soon.

The several architectures discussed so far in this chapter for multi-
modal processing and learning can be regarded as special cases of
more general multi-task learning and transfer learning [22, 47]. Trans-
fer learning, encompassing both adaptive and multi-task learning, refers
to the ability of a learning architecture and technique to exploit com-
mon hidden explanatory factors among different learning tasks. Such
exploitation permits sharing of aspects of diverse types of input data
sets, thus allowing the possibility of transferring knowledge across seem-
ingly different learning tasks. As argued in [22], the learning archi-
tecture shown in Figure 11.4 and the associated learning algorithms
have an advantage for such tasks because they learn representations
that capture underlying factors, a subset of which may be relevant
for each particular task. We will discuss a number of such multi-task
learning applications in the remainder of this chapter that are confined
with a single modality of speech, natural language processing, or image
domain.
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Figure 11.4: A DNN architecture for multitask learning that is aimed to dis-
cover hidden explanatory factors shared among three tasks A, B, and C. [after [22],
@IEEE].

11.3 Multi-task learning within the speech, NLP or image
domain

Within the speech domain, one most interesting application of multi-
task learning is multi-lingual or cross-lingual speech recognition, where
speech recognition for different languages is considered as different
tasks. Various approaches have been taken to attack this rather chal-
lenging acoustic modeling problem for speech recognition, where the
difficulty lies in the lack of transcribed speech data due to economic
considerations in developing speech recognition systems for all lan-
guages in the world. Cross-language data sharing and data weighing
are common and useful approaches for the GMM–HMM system [225].
Another successful approach for the GMM–HMM is to map pronunci-
ation units across languages either via knowledge-based or data-driven
methods [420]. But they are much inferior to the DNN–HMM approach
which we now summarize.

In recent papers of [94, 170] and [150], two research groups inde-
pendently developed closely related DNN architectures with multi-task
learning capabilities for multilingual speech recognition. See Figure 11.5
for an illustration of this type of architecture. The idea behind these
architectures is that the hidden layers in the DNN, when learned
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Figure 11.5: A DNN architecture for multilingual speech recognition. [after [170],
@IEEE].

appropriately, serve as increasingly complex feature transformations
sharing common hidden factors across the acoustic data in different
languages. The final softmax layer representing a log-linear classifier
makes use of the most abstract feature vectors represented in the top-
most hidden layer. While the log-linear classifier is necessarily sepa-
rate for different languages, the feature transformations can be shared
across languages. Excellent multilingual speech recognition results are
reported, far exceeding the earlier results using the GMM–HMM based
approaches [225, 420]. The implication of this set of work is signif-
icant and far reaching. It points to the possibility of quickly build-
ing a high-performance DNN-based system for a new language from
an existing multilingual DNN. This huge benefit would require only a
small amount of training data from the target language, although hav-
ing more data would further improve the performance. This multitask
learning approach can reduce the need for the unsupervised pre-training
stage, and can train the DNN with much fewer epochs. Extension
of this set of work would be to efficiently build a language-universal
speech recognition system. Such a system cannot only recognize many
languages and improve the accuracy for each individual language, but
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Figure 11.6: A DNN architecture for speech recognition trained with mixed-
bandwidth acoustic data with 16-kHz and 8-kHz sampling rates; [after [221],
@IEEE].

also expand the languages supported by simply stacking softmax layers
on the DNN for new languages.

A closely related DNN architecture, as shown in Figure 11.6, with
multitask learning capabilities was also recently applied to another
acoustic modeling problem — learning joint representations for two
separate sets of acoustic data [94, 221]. The set that consists of the
speech data with 16 kHz sampling rate is of wideband and high qual-
ity, which is often collected from increasingly popular smart phones
under the voice search scenario. Another, narrowband data set has a
lower sampling rate of 8kHz, often collected using the telephony speech
recognition systems.

As a final example of multi-task learning within the speech domain,
let us consider phone recognition and word recognition as separate
“tasks.” That is, phone recognition results are used not for producing
text outputs but for language-type identification or for spoken doc-
ument retrieval. Then, the use of pronunciation dictionary in almost
all speech systems can be considered as multi-task learning that share
the tasks of phone recognition and word recognition. More advanced
frameworks in speech recognition have pushed this direction further
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by advocating the use of even finer units of speech than phones to
bridge the raw acoustic information of speech to semantic content of
speech via a hierarchy of linguistic structure. These atomic speech units
include “speech attributes” in the detection-based and knowledge-rich
modeling framework for speech recognition, whose accuracy has been
significantly boosted recently by the use of deep learning methods
[332, 330, 427].

Within the natural language processing domain, the best known
example of multi-task learning is the comprehensive studies reported
in [62, 63], where a range of separate “tasks” of part-of-speech tag-
ging, chunking, named entity tagging, semantic role identification, and
similar-word identification in natural language processing are attacked
using a common representation of words and a unified deep learning
approach. A summary of these studies can be found in Section 8.2.

Finally, within the domain of image/vision as a single modality,
deep learning has also been found effective in multi-task learning. Sri-
vastava and Salakhutdinov [349] present a multi-task learning approach
based on hierarchical Bayesian priors in a DNN system applied to var-
ious image classification data sets. The priors are combined with a
DNN, which improves discriminative learning by encouraging infor-
mation sharing among tasks and by discovering similar classes among
which knowledge is transferred. More specifically, methods are devel-
oped to jointly learn to classify images and a hierarchy of classes, such
that “poor classes,” for which there are relatively few training examples,
can benefit from similar “rich classes,” for which more training exam-
ples are available. This work can be considered as an excellent instance
of learning output representations, in addition to learning input rep-
resentation of the DNN as the focus of nearly all deep learning work
reported in the literature.

As another example of multi-task learning within the single-
modality domain of image, Ciresan et al. [58] applied the architec-
ture of deep CNNs to character recognition tasks for Latin and for
Chinese. The deep CNNs trained on Chinese characters are shown to
be easily capable of recognizing uppercase Latin letters. Further, learn-
ing Chinese characters is accelerated by first pre-training a CNN on a
small subset of all classes and then continuing to train on all classes.
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Conclusion

This monograph first presented a brief history of deep learning (focus-
ing on speech recognition) and developed a categorization scheme to
analyze the existing deep networks in the literature into unsupervised
(many of which are generative), supervised, and hybrid classes. The
deep autoencoder, the DSN (as well as many of its variants), and
the DBN–DNN or pre-trained DNN architectures, one in each of the
three classes, are discussed and analyzed in detail, as they appear to
be popular and promising approaches based on the authors’ personal
research experiences. Applications of deep learning in five broad
areas of information processing are also reviewed, including speech
and audio (Section 7), natural language modeling and processing
(Section 8), information retrieval (Section 9), object recognition and
computer vision (Section 10), and multi-modal and multi-task learning
(Section 11). There are other interesting yet non-mainstream applica-
tions of deep learning, which are not covered in this monograph. For
interested readers, please consult recent papers on the applications of
deep learning to optimal control in [219], to reinforcement learning in
[256], to malware classification in [66], to compressed sensing in [277],
to recognition confidence prediction in [173], to acoustic-articulatory
inversion mapping in [369], to emotion recognition from video in [189],
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to emotion recognition from speech in [207, 222], to spoken language
understanding in [242, 366, 403], to speaker recognition in [351, 372],
to language-type recognition in [112], to dialogue state tracking for
spoken dialogue systems in [94, 152], to automatic voice activity
detection in [442], to speech enhancement in [396], to voice conversion
in [266], and to single-channel source separation in [132, 387].

The literature on deep learning is vast, mostly coming from
the machine learning community. The signal processing community
embraced deep learning only within the past four years or so (start-
ing around end of 2009) and the momentum is growing fast ever since.
This monograph is written mainly from the signal and information pro-
cessing perspective. Beyond surveying the existing deep learning work,
a classificatory scheme based on the architectures and on the nature
of the learning algorithms is developed, and an analysis and discus-
sions with concrete examples are presented. It is our hope that the
survey conducted in this monograph will provide insight for readers to
better understand the capability of the various deep learning systems
discussed in the monograph, the connection among different but sim-
ilar deep learning methods, and how to design proper deep learning
algorithms under different circumstances.

Throughout this review, the important message is conveyed that
building and learning deep hierarchies of features are highly desirable.
We have discussed the difficulty of learning parameters in all layers of
deep networks in one shot due to optimization difficulties that need
to be better understood. The unsupervised pre-training method in the
hybrid architecture of the DBN–DNN, which we reviewed in detail in
Section 5, appears to have offered a useful, albeit empirical, solution
to poor local optima in optimization and to regularization for the deep
model containing massive parameters even though a solid theoretical
foundation is still lacking. The effectiveness of the pre-training method,
which was one factor that stimulated the interest in deep learning by
the signal processing community in 2009 via collaborations between
academic and industrial researchers, is most prominent when the super-
vised training data are limited.

Deep learning is an emerging technology. Despite the empirical
promising results reported so far, much more work needs to be carried



345

out. Importantly, it has not been the experience of deep learning
researchers that a single deep learning technique can be successful for
all classification tasks. For example, while the popular learning strat-
egy of generative pre-training followed by discriminative fine-tuning
seems to work well empirically for many tasks, it failed to work for
some other tasks that have been explored (e.g., language identifica-
tion or speaker recognition; unpublished). For these tasks, the features
extracted at the generative pre-training phase seem to describe the
underlying speech variations well but do not contain sufficient infor-
mation to distinguish between different languages. A learning strategy
that can extract discriminative yet also invariant features is expected to
provide better solutions. This idea has also been called “disentangling”
and is developed further in [24]. Further, extracting discriminative fea-
tures may greatly reduce the model size needed in many of the current
deep learning systems. Domain knowledge such as what kind of invari-
ance is useful for a specific task in hand (e.g., vision, speech, or natural
language) and what kind of regularization in terms of parameter con-
straints is key to the success of applying deep learning methods. More-
over, new types of DNN architectures and learning beyond the several
popular ones discussed in this monograph are currently under active
development by the deep learning research community (e.g., [24, 89]),
holding the promise to improve the performance of deep learning mod-
els in more challenging applications in signal processing and in artificial
intelligence.

Recent published work showed that there is vast room to improve
the current optimization techniques for learning deep architectures
[69, 208, 238, 239, 311, 356, 393]. To what extent pre-training is essen-
tial to learning the full set of parameters in deep architectures is
currently under investigation, especially when very large amounts of
labeled training data are available, reducing or even obliterating the
need for model regularization. Some preliminary results have been dis-
cussed in this monograph and in [55, 161, 323, 429].

In recent years, machine learning is becoming increasingly depen-
dent on large-scale data sets. For instance, many of the recent successes
of deep learning as discussed in this monograph have relied on the access
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to massive data sets and massive computing power. It would become
increasingly difficult to explore the new algorithmic space without the
access to large, real-world data sets and without the related engineer-
ing expertise. How well deep learning algorithms behave would depend
heavily on the amount of data and computing power available. As we
showed with speech recognition examples, a deep learning algorithm
that appears to be performing not so remarkably on small data sets
can begin to perform considerably better when these limitations are
removed, one of main reasons for the recent resurgence in neural net-
work research. As an example, the DBN pre-training that ignited a new
era of (deep) machine learning research appears unnecessary if enough
data and computing power are used.

As a consequence, effective and scalable parallel algorithms are
critical for training deep models with large data sets, as in many com-
mon information processing applications such as speech recognition
and machine translation. The popular mini-batch stochastic gradient
technique is known to be difficult to parallelize over computers.
The common practice nowadays is to use GPGPUs to speed up the
learning process, although recent advance in developing asynchronous
stochastic gradient descent learning has shown promises by using
large-scale CPU clusters [69, 209] and GPU clusters [59]. In this
interesting computing architecture, many different replicas of the DNN
compute gradients on different subsets of the training data in parallel.
These gradients are communicated to a central parameter server
that updates the shared weights. Even though each replica typically
computes gradients using parameter values not immediately updated,
stochastic gradient descent is robust to the slight errors this has
introduced. To make deep learning techniques scalable to very large
training data, theoretically sound parallel learning and optimization
algorithms together with novel architectures need to be further devel-
oped [31, 39, 49, 69, 181, 322, 356]. Optimization methods specific to
speech recognition problems may need to be taken into account in order
to push speech recognition advances to the next level [46, 149, 393].

One major barrier to the application of DNNs and related deep
models is that it currently requires considerable skill and experience to
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choose sensible values for hyper-parameters such as the learning rate
schedule, the strength of the regularizer, the number of layers and the
number of units per layer, etc. Sensible values for one hyper-parameter
may depend on the values chosen for other hyper-parameters and
hyper-parameter tuning in DNNs is especially expensive. Some inter-
esting methods for solving the problem have been developed recently,
including random sampling [32] and Bayesian optimization procedure
[337]. Further research is needed in this important area.

This monograph, mainly in Sections 8 and 11 on natural language
and multi-modal applications, has touched on some recent work on
using deep learning methods to do reasoning, moving beyond the topic
of more straightforward pattern recognition using supervised, unsuper-
vised or hybrid learning methods to which much of this monograph
has been devoted to. In principle, since deep networks are naturally
equipped with distributed representations (rf. Table 3.1) using their
layer-wise collections of units for coding relations and coding entities,
concepts, events, topics, etc., they can potentially perform powerful
reasoning over structures, as argued in various historical publications
as well as recent essays [38, 156, 286, 288, 292, 336, 335]. While initial
explorations on this capability of deep networks have recently appeared
in the literature, as reviewed in Sections 8 and 11, much research is
needed. If successful, this new type of deep learning “machine” will
open up many novel and exciting applications in applied artificial intel-
ligence as a “thinking brain.” We expect growing work of deep learning
in this area, full of new challenges, in the future.

Further, solid theoretical foundations of deep learning need to be
established in a myriad of aspects. As an example, the success of deep
learning in unsupervised learning has not been demonstrated as much
as for supervised learning; yet the essence and major motivation of deep
learning lie right in unsupervised learning for automatically discover-
ing data representation. The issues involve appropriate objectives for
learning effective feature representations and the right deep learning
architectures/algorithms for distributed representations to effectively
disentangle the hidden explanatory factors of variation in the data.
Unfortunately, a majority of the successful deep learning techniques
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have so far dealt with unstructured or “flat” classification problems.
For example, although speech recognition is a sequential classification
problem by nature, in the most successful and large-scale systems, a
separate HMM is used to handle the sequence structure and the DNN
is only used to produce the frame-level, unstructured posterior dis-
tributions. Recent proposals have called for and investigated moving
beyond the “flat” representations and incorporating structures in both
the deep learning architectures and input and output representations
[79, 136, 338, 349].

Finally, deep learning researchers have been advised by neuroscien-
tists to seriously consider a broader set of issues and learning architec-
tures so as to gain insight into biologically plausible representations in
the brain that may be useful for practical applications [272]. How can
computational neuroscience models about hierarchical brain structure
help improve engineering deep learning architectures? How may the
biologically feasible learning styles in the brain [158, 395] help design
more effective and more robust deep learning algorithms? All these
issues and those discussed earlier in this section will need intensive
research in order to further push the frontier of deep learning.
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