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ABSTRACT 
Social question-and-answer (Q&A) involves the location of 

answers to questions through communication with people. 

Social Q&A systems, such as mailing lists and Web forums 

are popular, but their asynchronous nature can lead to high 

answer latency. Synchronous Q&A systems facilitate real-

time dialog, usually via instant messaging, but face chal-

lenges with interruption costs and the availability of knowl-

edgeable answerers at question time. We ran a longitudinal 

study of a synchronous social Q&A system to investigate 

the effects of the rate with which potential answerers were 

contacted (trading off time-to-answer against interruption 

cost) and community size (varying total number of mem-

bers). We found important differences in subjective and 

objective measures of system performance with these varia-

tions. Our findings help us understand the costs and benefits 

of varying contact rate and community size in synchronous 

social Q&A, and inform system design for social Q&A. 
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INTRODUCTION 
Many systems to support collaborative question answering 

have been developed and evaluated, including large data-

bases of questions with associated answers (e.g., [2]), fo-

rums, list servers, and chat systems that distribute an instant 

message to a group of people with registered interest in the 

question topic (e.g., [26]). Web question-and-answer 

(Q&A) sites, where askers pose questions and others an-

swer them, are popular and can provide high quality an-

swers [12] but can have high latency even when the number 

of users (the community size) is large [13]. Mailing lists 

broadcast questions to all members, potentially interrupting 

and overloading everyone and forcing them to adopt strate-

gies to manage discussion threads [19]. 

Groupware systems have been developed that facilitate 

synchronous communication with others, normally via in-

stant messaging (IM), c.f. [17]. IM, typically used through a 

client-side application, allows users to exchange short tex-

tual messages with other users with extremely low latency. 

IM operates within organizations and on the Web, but typi-

cally depends on users to identify knowledgeable answerers 

[27] or directs questions to members of the asker’s social 

network [14]. Automated expertise location (e.g., [3]) can 

be more effective than letting users choose question recipi-

ents based on shared expertise information or social rela-

tionships, leading to benefit from diversity [32]. Combining 

IM and expertise location in synchronous social Q&A sys-

tems has potential to facilitate rapid task completion. How-

ever, since askers expect answers immediately, the design-

ers of these systems face important challenges associated 

with interruption costs, answerer availability at question 

time, and question load balancing. Researchers have theo-

rized about the impact of community size and other factors 

on member contributions [19,24,33], but a key difference in 

targeted question-answering is that users are not aware of 

other community activity, potentially reducing reputation 

effects and facilitating contributions from more members.  

In this paper we describe a large-scale study on the effects 

of varying the community size (with target sizes of 25, 50, 

and 100 members) and the rate at which experts in those 

communities are contacted with a question (two or five at a 

time) on asking, answering, and overall perceptions of sys-

tem utility. We use a synchronous Q&A system called IM-

an-Expert, developed by the authors, that receives questions 

via IM, automatically identifies candidate answerers by 

ranking all users by representations of their interests and 

expertise, routes questions to those available and most able 

to answer, and mediates the conversation between the asker 

and answerer. IM-an-Expert operates under the principle 

that all users are ―experts‖ and ask or answer questions; to 

ask, users must be willing to answer. We use objective 

measures such as the fraction of questions answered and 

time to answer and subjective measures such answer quality 

and overall utility. The findings improve our understanding 

of cost-benefit trade-offs in synchronous social Q&A. 

The remainder of the paper is structured as follows. We 

describe related work on social Q&A, the IM-an-Expert 

system, and our study, including research questions, partic-

ipants, and methodology. We then present our findings, 

discuss them and their implications, and conclude. 
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RELATED WORK 

We divide our discussion of related work into two parts: 

first we discuss research on identifying experts, a key ele-

ment of targeted question-answering, then we focus on 

methods to contact others and the effect of community size.  

Identifying experts: Social matching systems bring people 

together for interaction in physical and online spaces [30]. 

Systems that afford implicit social matching let users navi-

gate information spaces to find the desired facts. However, 

the spaces are constructed so that when users need infor-

mation beyond that already recorded, pointers are provided 

to people who can help. Tools such as Phoaks [29] use ―so-

cial navigation‖ [10] involving the implicit or explicit rec-

ommendations of other users to help find relevant content. 

Phoaks harvests recommended Web pages from newsgroup 

messages, provides additional information, and lets users 

explore to locate and contact the recommender. Designer 

Assistant [31] arranges knowledge of software design as a 

hierarchical series of questions, each tagged with the person 

in the organization who is most familiar with that particular 

aspect of the system so that the asker can then target their 

question directly to the expert. 

In newsgroups and in collections of Frequently Asked 

Questions (FAQ), people find answers to specific questions 

presented in natural language. Ackerman and McDonald 

address this issue with Answer Garden [1] and later Answer 

Garden 2 [2]. By allowing users to forward questions to an 

expert, both systems bridge FAQs and newsgroups. Answer 

Garden organizes knowledge around a hierarchy of ques-

tions and answers; users traverse the hierarchy to locate 

their question and the corresponding answer. In the system, 

questions and answers also are labeled with the subject mat-

ter expert. If a question is unanswered, a user can contact 

the responsible expert. Phoaks, Answer Garden, and the 

Designer Assistant attempt to satisfy users’ information 

needs and facilitate social interaction when existing infor-

mation spaces are inadequate. Unlike IM-an-Expert, no 

explicit user profiles are created; instead, users are matched 

through shared interest/expertise in a topic. 

Expertise location systems help find people with specific, 

desired knowledge [3]. These systems harness technology 

to locate people and engage with them in order to benefit 

from their knowledge. Such systems are becoming very 

popular in both research [18,22,27] and enterprises. Refer-

ralWeb [18] and Expertise Recommender [22] leverage two 

types of profiles, one concerning expertise and the other, 

social relations. Both systems obtain expertise information 

by data mining. ReferralWeb mines public Web documents 

for knowledge about potential experts through content 

analysis to identify salient topics and social relationships. 

Expertise Recommender mines work products and byprod-

ucts such as software source control systems and technical 

support databases. ReferralWeb does not provide any ex-

plicit support for the interaction process—seekers are ex-

pected to use whatever means they find appropriate to 

communicate with the experts. Expertise Recommender 

provides a simple IM system for users logged into the sys-

tem [22], one of many ways to communicate in an organi-

zational setting. BlueReach [27] is a real-time expertise 

sharing and capture application that connects an asker to 

another who can provide the answer. BlueReach provides a 

browseable directory of expertise categories and subcatego-

ries to allow users to locate the right expert and initiate an 

IM dialog, while safeguarding experts’ time. Expertise lo-

cation systems still assume that answers should come from 

experts—often experts whose role is to help others—and 

use previously-created content to reduce their workload. 

This ignores the powerful concept of peer-support [11], and 

the advantages that sharing needs and conducting public 

discussions have for enhancing community cohesion. Of 

course, peer support has challenges around incentivizing 

participation and load balancing. 

Contacting others: A range of strategies have been em-

ployed, ranging from broadcasting messages to all users to 

targeting individual users, c.f. [26]. We focus specifically 

on how IM has been used for that purpose. IM is popular in 

virtual communities, and despite its drawbacks for archiv-

ing and navigation, IM is informal and provides instant 

support for negotiation of meaning [23,26], characteristics 

needed for free flow and sharing of tacit knowledge. 

Among other things, researchers have studied the role of 

responsiveness in IM communication [4], the support for 

multi-tasking during communication that IM provides [16] 

and the effect of task type on IM interruptions [9]. Mimir 

[13] a market-based Q&A service, employs a strategy (i.e., 

broadcasting all questions to all users) that is similar to an 

email distribution list, since they do not filter question re-

cipients based on personalization. Aardvark [14] is an IM-

based synchronous social Q&A system that removes the 

need for users to select the target of the question prior to 

asking. Instead, Aardvark automatically routes incoming 

questions to the asker’s social network. ReachOut [26] 

combines publish/subscribe technology from listserv with 

narrowly-focused topics to help reduce information over-

load. It uses IM for awareness, but has persistence and sup-

ports question/user targeting. Systems such as Babble [7] 

and Well [25] also use chat to facilitate collaboration.  

The effect of community size has been studied previously 

in real-time collaborative settings [24], although group sizes 

were small and the purpose was cooperative work not ques-

tion-answering. Social psychologists have also investigated 

the effect of group size in collaborative activities (e.g., re-

search on ―social loafing‖ where reduced individual effort 

is observed in groups [33]).This is based on the assumption 

that group interactions are visible to all members, some-

thing that may not be true in synchronous social Q&A.  

The research described in this section illustrates the wealth 

of related work in this area. However, there are still im-

portant unanswered questions, especially for synchronous 

social Q&A, which continues to emerge as a useful ques-

tion-answering method (e.g., [14]). To better understand 

how asker and answerer needs can be met, we perform a 

large-scale study of a synchronous social Q&A system to 



establish the effect of varying community size and the rate 

with which we send questions to experts in that community. 

Before describing the study, we describe the system used. 

IM-AN-EXPERT 

IM-an-Expert is an automated service that receives ques-

tions via IM, locates and contacts potential answerers with 

expertise or interest in the question topic, and mediates the 

dialog between asker and answerer. Figure 1 illustrates the 

flow for a typical question submitted to the IM-an-Expert 

service. The asker initiates an IM conversation with IM-an-

Expert, typically via their contact list, and poses the ques-

tion. The question is used to retrieve a candidate set of ex-

perts based on profile information (described later). A small 

group of those experts who are currently available (not 

busy, away, in a meeting, in a call, etc. available via pres-

ence information from the IM client) are contacted via IM, 

in descending order of their expertise, to determine whether 

they are willing to help answer the question. If and when an 

answerer accepts, other requests are canceled. If a candidate 

answerer does not respond in time the service asks others. 

IM-an-Expert then mediates the conversation between the 

asker and answerer. Once the conversation ends, the asker 

is asked to optionally rate the quality of the answer they 

received on a scale from one (not helpful) to five (very 

helpful). These ratings are communicated to the answerer 

by IM-an-Expert as an IM. To support the functionality 

described in this paragraph, the system has two main com-

ponents: (i) expertise locator: selects users who are most 

likely able to answer a question, and (ii) dialog manager: 

handles question processing and the management of com-

munication throughout the Q&A process.  

Expertise Location 
To locate subject matter experts, IM-an-Expert searches 

user profiles created from both explicit and implicit 

sources. Profiles were work-related (e.g., SharePoint) or 

non-work related (e.g., hobbies). We now describe the pro-

file sources in more detail. 

Self-reported knowledge (explicit): We provided a Web in-

terface where users could create and update an explicit pro-

file. The interface elicited keywords about which users 

were knowledgeable. Emphasis could be placed on key-

words by purposely repeating them. For example, a math 

expert could enter ―math math math‖ to emphasize that 

area. Although this was not the ideal design (e.g., we could 

have provided a rating scale to weight each keyword), the 

repetition concept was easily understood and keywords 

could be entered rapidly, which was important given the 

profile creation overhead. The interface also allowed users 

to provide URLs of pages about them (e.g., their homep-

age). Periodically, and prior to profile indexing, the service 

downloaded text from these URLs and added it to profiles. 

Email sent to mailing lists (implicit): For privacy reasons we 

could not access all user email. Instead, we used email sent 

to mailing lists within our organization, available on a range 

of topics. We crawled and indexed these archives, collect-

ing over 300,000 emails for around 30,000 people. Email 

was preprocessed to exclude headers and quoted text so that 

each profile contained only the user’s authored text. Non-

work related topics were obtained explicitly through users’ 

provision of keywords and also from crawling distribution 

lists on non-work topics such as home ownership concerns. 

Text (excluding common stopwords) from both sources was 

combined to form a textual representation of each user’s 

interests and expertise. We now describe the ranking proce-

dure that ranks users with respect to the incoming question. 

Expert Ranking 
Selecting those who may best provide needed information 

is the expert finding problem, well investigated by the in-

formation retrieval (IR) community e.g., [5]. Since the pur-

pose in this investigation was not to develop the optimal 

user ranking function, but rather to study social Q&A, we 

used TF.IDF [28], an established ranking function used 

extensively in IR research and practice, normalized based 

on profile length (to avoid overweighting large profiles). 

TF.IDF ranks profiles by combining the frequency of ques-

tion words within each profile and the inverse of the fre-

quency of those same words across all profiles. TF.IDF’s 

efficiency also met our real-time ranking needs.  

In their profiles, users could configure the minimum time 

between questions,  , (default is 20 minutes) and limit the 

maximum number of questions received per day (default is 

15). Additionally, the TF.IDF score for each employee in 

relation to a question is multiplied by a decay function 

which has low value if this user was recently contacted. 

This helps balance question load across all users, an im-

portant factor in online communities [6]. The function is: 

       {
      

    
  
 ⁄       

  

where    is the number of minutes passed since the last 

question, and   is set to 120 / maximum number of ques-

Figure 1. Interaction flow in IM-an-Expert. 



 

tions received per day. Setting   in this way means that a 

user can receive their maximum number of questions in two 

hours with a relatively severe decay of   –     , or over an 

eight-hour workday with a less severe decay of   –      . 

To prevent users knowledgeable about popular topics from 

being overloaded, each question is routed to at most 20 us-

ers. This set comprises the top-five users whose score ex-

ceeds a threshold, with the remainder coming from backfill-

ing with randomly-selected users contacted least recently. 

Dialog Management 
A dialog management component coordinates the flow of 

messages between the asker and answerers. A session is 

initiated by a user asking a question via IM. The system 

determines the other users most likely to be able to answer 

the question and sends an IM to the top-k of them (in our 

study k = 2 or 5), asking if they are willing to help answer 

the question. Targeting only a small number of participants 

per question (rather than broadcasting IMs, as has been 

described previously [13]) helps ameliorate the effects of 

IM interruptions. The system only asks users who are cur-

rently available to answer. The IM status used by IM-an-

Expert is set automatically by Microsoft Office Communi-

cator based on users’ calendars (for the ―in a meeting‖ sta-

tus) and computer activity (for ―available‖ vs. ―away from 

computer‖). Users could also set their status manually.  

If a potential answerer does not respond within 60 seconds 

or indicates that she cannot help at the moment (by either 

closing the IM window or sending ―no‖ in response to the 

invitation), the system contacts the next user on the list, 

until up to 20 users have been asked. The system does not 

inform the user whether they have been selected based on 

expertise or randomly (though this feature has since been 

added). Expired candidate answerers who kept their dialog 

window open still have the option to accept the question 

until another user agrees to help answer. 

Once a user indicates that she is willing to help, other po-

tential answerers are thanked for their time and informed 

that they are no longer needed. The system then acts as a 

bridge between the asker and answerer, relaying messages 

from one to the other. In this way, the system has full con-

trol over the conversation, for instance, it can mask the 

identity of the asker or answerer, record the conversation, 

and watch for termination. This also lets us record IM dia-

log for later analysis and sharing (with permission).  

We use the IM-an-Expert service to answer important ques-

tions on the effects of contact rate and community size. We 

now describe a user study to examine these effects. 

USER STUDY 
We conducted a large-scale user study within Microsoft 

Corporation. In this section we present the research ques-

tions and information about participants and their recruit-

ment, experimental groups, and the methodology employed.  

Research Questions 
We were interested in the effect on subjective and objective 

measures of social Q&A performance of the rate with 

which we contact experts and the community size. The 

study asks the following two research questions:  

   : How does the contact rate per question ( ) affect 

system effectiveness and participant preferences? A smaller 

contact rate gives higher ranked experts more time to re-

spond to a question before contacting lower-ranked experts. 

   : How does community size ( ) impact system effec-

tiveness and participant preferences?  

Answers to these questions help us to better understand the 

impact of these factors in synchronous Q&A, with a view to 

designing better social Q&A systems.  

Participants and Recruitment 
Participants were members of our organization. Email invi-

tations were sent to randomly-chosen members whose user 

profiles from mailing lists alone exceeded one kilobyte in 

size. This seemed sufficient for expertise location even if 

participants elected not to manually update their profile. All 

participants worked on the same campus. We enforced this 

since we did not want communication to be affected by 

time zone differences and geographic proximity that has 

been shown to be important in computer-mediated collabo-

ration [8]. Email invitations requested that volunteers be 

available for the two-week duration of the study and pro-

vided an overview of our expectations (e.g., that they would 

complete pre- and post-experiment surveys). We offered 

monetary rewards of 100 USD to five randomly-selected 

volunteers as a participation incentive, unrelated to how 

much they used their assigned system. The participation 

rate was 8.9%, which was reasonable given the substantial 

time commitment that was expected from our volunteers. 

Participants were asked to complete a pre-experiment ques-

tionnaire that captured basic demographic information and 

described their experiences with IM. 64% of the volunteers 

(195 male and 58 female) completed this survey. The most 

frequent age bracket was 25 years to 34 years. Previous 

work has shown that users’ frequency of use of instant mes-

saging affects aspects of their interaction behavior such as 

message length (e.g., [16]). To establish the experience 

level of our participants, we asked about how frequently 

participants used IM generally. Responses were provided 

on a five-point scale: 1=never, 2=rarely, 3=occasionally, 

4=fairly often, and 5=very often. The mean rating was 4.5 

(median 5), suggesting that participants were highly famil-

iar with IM. Instant messaging is used extensively in our 

organization: all machines have Microsoft Office Commu-

nicator enabled by default, and participants sent and re-

ceived instant messages to and from the IM-an-Expert sys-

tem, and each other, through that IM client. 

Experimental Groups 
We used a between-groups experimental design. For each 

variant of  , we constructed groups of 25, 50, and 100 par-

ticipants, and randomly assigned volunteers to them. This 

design required 350 participants spanning six experimental 

groups; we had 402 volunteers in total. Since participation 

was remote, we expected some attrition due to changing 



work priorities or other factors. To help counteract this, we 

assigned a small number of additional participants to each 

group (e.g., we assigned 30 participants to each group 

meant to have only 25). This totaled 400 of the 402 volun-

teers. We started the study with all groups above 65% of 

their target capacity; attrition affected all experimental 

groups equally. Table 1 shows the target number of partici-

pants in each group, the number invited, the actual number 

that started the experiment in each group, and the percent-

age of actual participants with respect to the target size.  

Table 1. Target group sizes and actual number participants. 

Note that groups with target size 100 have somewhat lower 

participation rates due to inviting only 10% more than the 

target size, vs. 20% for the smaller groups. This was done to 

ensure the small groups were of adequate size. 

k Group 
Community size (n) 

Target Invited Actual %Target 

2 

1 25 30 20 80% 

2 50 60 38 76% 

3 100 110 69 69% 

5 

4 25 30 23 92% 

5 50 60 43 86% 

6 100 110 66 66% 

We deployed a separate version of IM-an-Expert to each of 

the six groups and varied the   parameter per our design. 

Methodology 
The study lasted two weeks and participation was remote. 

Following recruitment we: 

(i) Asked participants to take a pre-experiment survey.  

(ii) Randomly-assigned participants to experimental group. 

Participants only knew of the existence of their own 

group, helping to ensure the realism of the study.   

(iii) Asked participants to visit their profile page and pro-

vide keywords and URLs that describe their interests 

and their expertise. The provided keywords and URL 

contents were indexed prior to the start of the study and 

re-indexed daily to capture any profile updates.  

(iv) Participants were instructed to ―consider using IM-an-

Expert as a resource for answering questions‖ for the 

duration of the study.  Examples of questions posed by 

participants included: ―When is the next public holiday 

in New York?‖ and ―What is a good elliptical trainer 

under $300?‖ Dialogs and system events were logged.  

(v) Two weeks from the start date, participants were in-

formed that the study was complete and were asked to 

complete a post-experiment survey. 182 participants 

(70% of those that completed the pre-experiment sur-

vey) did so. Attrition was spread evenly across groups. 

In the next section we present experimental findings. 

FINDINGS 
We report on findings from the post-experiment survey and 

analysis of the logs gathered during the study on each of the 

six systems. To reduce redundancy in the presentation of 

results, we present findings in terms of question asking, 

question answering, and participants’ overall perceptions of 

the systems, rather than by research question. We use non-

parametric statistical testing at   < .05. In addition to moni-

toring the effects of our two independent variables, we also 

watched for interaction effects between the variables. Since 

no significant interactions were noted, we do not report any 

further results on interaction effects. Ratings on five-point 

scales are converted to numeric form such that a rating of 

one is a negative response (e.g., highly ineffective) and a 

rating of five is a positive response (e.g., highly effective). 

General Usage of IM-an-Expert Systems 
Around 50% of the participants asked and answered ques-

tions in the two-week duration of the study (with around 

35% of participants performing both activities). The aver-

age number of questions asked per participant was just over 

one, and a quarter of participants asked and answered half 

of the questions.
1
 On average, at question time 20-25% of 

participants were available to answer (not in meeting, busy, 

etc.), and dialogs between askers and answers lasted six 

minutes and comprised 10 dialog turns, evenly distributed 

between askers and answerers. 

Asking Questions 
We analyzed system performance in asking questions via 

survey responses, in situ relevance ratings, and log analysis. 

Participant Perceptions 
We asked participants about their experiences with asking 

questions using their assigned system in a post-experiment 

survey. Although the survey was distributed at the end of 

the two-week study (and system usage may not have been 

fresh in participants’ minds), the survey was necessary to 

measure aspects of overall satisfaction, effectiveness, time-

liness, etc. which were not directly captured in the interac-

tion logs or in answer ratings (which were optional and not 

always provided). The survey may also be unaffected by 

politeness obligations that may bias the in-situ answer rat-

ings, especially in a small community, where the asker and 

the answerer may be socially connected. The survey asked: 

 How effective was the system for asking questions? 

(1=highly ineffective to 5=highly effective) 

 How successful were you at receiving answers? 

(1=highly unsuccessful to 5=highly successful) 

 What was the quality of the answers you received? 

 (1=poor to 5=excellent). 

 What fraction of questions had satisfactory answer? 

Participants reported the number of questions asked and 

how many of those that were answered as satisfactory, 

somewhat satisfactory, or not satisfactory. We report the 

fraction of questions with satisfactory answers in Table 3. 

 Rate the timeliness of the satisfactory answer(s) that you 

received. (1=extremely slow to 5=extremely fast). 

Table 2 summarizes participant responses. 

                                                           

1
 This participation rate is significantly higher than reported 

in other studies of online communities [6,19]. This may 

relate to the directed nature of IM, social obligations to re-

spond to IMs, or participant engagement with the study. 



 

Table 2. Participant perceptions of asking, per group. 

Measures 
Comm. 
size (n) 

Contact rate (k) 

2 5 All 

Asking 
effectiveness 

25 3.29 3.00 3.13 

50 3.48 3.12 3.36 

100 3.85 3.38 3.69 

All 3.51 3.23  

Success 

25 1.86 2.25 2.07 

50 2.86 2.46 2.67 

100 3.39 2.69 3.16 

All 2.96 2.66  

Answer  
quality 

25 2.00 2.50 2.27 

50 2.68 2.58 2.62 

100 3.30 2.88 3.16 

All 2.84 2.68  

% questions  
answered  
satisfactorily 

25 58.7% 63.5% 61.0% 

50 62.8% 65.0% 63.9% 

100 63.4% 67.3% 65.4% 

All 62.5% 65.7%  

Timeliness of  
satisfactory  
answers 

25 3.77 3.95 3.86 

50 3.95 4.11 4.03 

100 4.08 4.52 4.30 

All 4.03 4.33  
 

Our analysis revealed that participants’ ratings of asking 

effectiveness increased with community size and increased 

as contact rate shrank (community size: 
2
(2)=11.75,   < 

0.01; contact rate: 
2
(2)=5.05,  =0.08). Similar trends were 

observed for success and answer quality, both of which 

favored larger groups and fewer people contacted per ques-

tion. Despite the low ratings, which perhaps reflected the 

relatively small community sizes and contact rates,  =2 led 

to more success (2.96 with  =2 vs. 2.66 with  =5), and 

improved answer quality (2.84 with  =2 vs. 2.68 with 

 =5). An explanation for lower answer quality when  =5 is 

that there was insufficient expertise for some questions or 

that it was difficult to find the relevant experts. To verify 

that our system was finding experts, we measured the corre-

lation between an answer’s rating and the corresponding 

answerer’s expertise score, and found this to be positive. 

We therefore believe that at least one of the reasons that a 

high contact rate leads to lower answer ratings is that less-

knowledgeable experts are contacted sooner. The benefit 

from increasing community size surpassed the benefit from 

targeting more expert users. As one participant pointed out: 

―The system is only as good as the experts listening to the 

question. I felt my answer wasn’t provided because there 

wasn’t a base of experts enough‖ (sic). This confirms our 

intuition that when a range of questions is expected, it may 

be more important to increase community size than improve 

expertise location, especially in small communities. 

We also asked participants about the fraction of questions 

that were answered satisfactorily and the timeliness of the 

satisfactory answers received. Our findings showed some 

important differences with measures of success and quality 

discussed in the previous paragraph. Although the fraction 

of questions answered satisfactorily and in a timely manner 

increased with the community size, increasing   appeared 

to lead to better performance across all groups and for both 

measures (
2
(2) ≥ 9.3,   ≤ 0.01). In explaining these find-

ings, it is worth paying special attention to the question 

wording, especially the inclusion of the word ―satisfactory.‖ 

It may be that contacting more—and perhaps less expert—

users is a way to get a reasonable answer to a question in 

less time, but it may not be a way to get a high-quality an-

swer. Asking more users in parallel may lead to a reduction 

in answer time, but it also seems likely that in doing so the 

question will get picked up by less capable answerers, vol-

unteering to answer the question before experts. This high-

lights a critical challenge in the design of synchronous so-

cial Q&A systems: satisfying askers’ desire for high quality 

answers and their desire for low answer latency. 

It is also worth noting that even small differences in the 

expertise of the users contacted (top two versus top five) 

were perceived by participants, even retrospectively when 

completing the post-experiment survey. In addition to ask-

ing participants for general perceptions of system effective-

ness, the system also allowed askers to provide assessments 

on the answer received in situ at the conclusion of the IM 

dialog. We now analyze these ratings in more detail, to see 

if they are impacted by community size or contact rate. 

Answer Ratings 
At the conclusion of the answer dialog, the asker could rate 

the answer on a five-point scale ranging from one (not help-

ful) to five (very helpful). These ratings were provided to 

the system via IM dialog. Around 75% of all IM conversa-

tions had a rating from the asker. Table 3 presents the aver-

age ratings from each of the groups, for each value of  . 

Table 3. Answer ratings, per group.  

Comm. 
size (n) 

Contact rate (k) 

2 5 All 

25 3.33 3.25 3.29 

50 3.50 3.32 3.43 

100 3.61 3.52 3.58 

All 3.56 3.42  
 

Two things should be noted from our findings: (i) answer 

ratings seem higher than the answer quality ratings reported 

in Table 2, and (ii) answer rating increases as the communi-

ty size increases and there is a slight (although still statisti-

cally-significant) answer rating increase with a more target-

ed contacting strategy (both 
2
(2) ≥ 6.45,   ≤ 0.04). For (i), 

it might be that participants’ overall impressions were more 

negative than the average of their individual experiences, or 

that they regarded answer helpfulness as different from an-

swer quality. Finding (ii) may be attributable to the system 

contacting less knowledgeable experts (lower in the ranked 

list) as   increases. While it may appear astounding that 

small differences in contact rate translates into noticeable 

differences in answer rating, there may be an explanation. 

Although the difference in   is small, community sizes in 

our study were also small, and there may only be a small 

number of experts on any topic (if any) available at ques-



tion time. This creates a situation where if anyone but the 

top one or two experts answer, then they will have a mark-

edly lower level of expertise. Indeed, when the expert who 

responded was in the first rank position, the average as-

signed answer rating was 3.55. Whereas, when the expert is 

fifth in the list, the rating was 3.40, and when the expert is 

randomly selected, the average rating was 3.23. Although 

these differences are not significant (Kruskal-Wallis analy-

sis: 
2
(2)=5.49,  =0.07), our expertise locator ranks users 

sensibly and in a way that was noticed by participants. 

Log Analysis 
From analyzing usage logs gathered during the study, we 

could determine the number of questions asked, the fraction 

of questions asked that received answers, and the median 

time to receive an answer. These statistics are summarized 

in Table 4. We define answering as another participant in-

dicating that they are willing to answer, rather than the 

statement in the dialog where an answer is received; auto-

matically identifying answers in dialog may be challenging. 

Table 4. Objective measures of asking (m: mins, s: secs). 

Measures 
Comm. 
size (n) 

Contact rate (k) 

2 5 All 

Total number  
of questions 

25 23 20 43 

50 54 59 113 

100 84 77 161 

All 161 156  

Average  
answer  
percentage 

25 64.2% 66.4% 65.2% 

50 67.0% 68.8% 68.2% 

100 68.3% 71.2% 70.6% 

All 67.2% 69.9%  

Average time  
to answer 

25 4m 31s 4m 2s 4m 8s 

50 3m 58s 3m 34s 3m 40s 

100 3m 12s 2m 57s 3m 5s 

All 3m 37s 3m 22s  
 

The findings in Table 4 show that the number of questions 

posed by our participants grows linearly with actual group 

size (shown in Table 1), and that there are no differences in 

the number of questions between groups with differing  . 

This was confirmed by a two-factor Kruskal-Wallis analy-

sis (with Bonferroni correction), with community size and 

contact rate as factors (
2
(2)=2.04,  =0.36). Interestingly, a 

larger fraction of questions are answered as group size in-

creases, with only a small difference in answer ratio with 

different   values. This is true even though the ratio of que-

ries asked to actual group size remains fairly constant. Alt-

hough these differences are not significant (
2
(2)=4.82, 

 =0.09), they do suggest a greater-than-linear benefit from 

adding more users to the system, which we may be due to a 

broader range of expertise from which to draw upon. 

The time to receive an answer decreases as community size 

increases; each doubling in size leads to a reduction in time-

to-answer of around 30 seconds. This is promising, but we 

may witness diminishing marginal improvements as com-

munity size grows, since these and other measures become 

subject to ceiling effects. We also note a reduction in time 

to receive an answer as we increase   from 2 to 5 and a 

decrease in time-to-answer as community size grows (both 

significant, 
2
(2) ≥ 7.83,   ≤ 0.02). However, as we will 

show, increasing the contact rate means venturing further 

down the ranked list and may not lead to improvements in 

answer quality, since users added may have less expertise. 

In this section we highlighted interesting effects on the an-

swer rate as community size increases, an apparent trade-

off between answer quality and timeliness associated with 

contact rate, and noticeable improvements in relevance with 

larger groups and/or more targeted routing. 

Answering Questions 
The experience for answerers is also important in the suc-

cess of social Q&A systems. Two factors that may affect 

answering are the interruption cost that answerers may in-

cur by being part of the community and the relevance of the 

questions they receive. We analyzed logs and asked ques-

tions in the post-experiment survey question answering.  

Interruptions and Effectiveness 
To estimate interruption cost we used log data and respons-

es to the post-experiment survey. Using the log data, we 

computed the number of participants interrupted per ques-

tion. This was the number of participants who received a 

question via IM, regardless of whether they eventually an-

swered. Since participants’ perceptions of the interruptions 

the received are also important, we asked participants ―To 

what extent did you feel bothered by incoming questions?‖ 

with response options ranging on a five-point scale from 

extremely bothered (rating=1) to not bothered at all (rat-

ing=5). To measure participants overall perceptions of how 

effective the system was, we also asked participants ―How 

effective was the system for answering questions?‖ with a 

response range from highly ineffective (rating=1) to highly 

effective (rating=5). Table 5 summarizes our findings. 

Table 5. Measures of answering, per group.  

Measures 
Comm. 
size (n) 

Contact rate (k) 

2 5 All 

% of group  
interrupted 

25 14.5% 25.2% 19.9% 

50 9.6% 17.4% 13.6% 

100 7.7% 14.2% 10.8% 

All  10.4% 17.7%  

Felt unbothered 
by questions 

25 3.59 3.34 3.44 

50 3.92 3.78 3.87 

100 4.23 4.09 4.15 

All 4.20 4.00  

Answering  
effectiveness 

25 3.44 3.35 3.40 

50 3.47 3.36 3.42 

100 3.52 3.40 3.44 

All  3.50 3.37  
 

The findings of the analysis show that answering effective-

ness is near-constant as community size increases, but is 

higher for cases where fewer users are contacted per ques-

tion (
2
(2)=9.2,  =0.01). As group size increased, the frac-

tion of the group that was contacted per question decreased, 

as the number contacted remained at around six. Indeed, an 



 

advantage of targeted Q&A methods over broadcast Q&A 

media such as mailing lists is that the number of users inter-

rupted per question can remain constant irrespective of 

community size. This was reflected in participants’ percep-

tions, with ratings of how unbothered they were questions 

increasing with group size (
2
(2)=4.24,  =0.12). Partici-

pants felt less bothered with lower   (
2
(2)=7.91,  =0.02), 

perhaps because lower contact rate interrupted fewer users. 

Question Relevance 
In addition to interruption cost, the experience for the an-

swerer may relate to question relevance. Question routing is 

critical to the effectiveness of any expertise location sys-

tem. In targeted systems such as IM-an-Expert, irrelevant 

questions are likely to go unanswered and negatively affect 

the perceptions regarding system effectiveness of those 

asked. As such, we investigated question relevance from the 

answerer’s perspective. The post-experiment survey asked 

participants: ―Approximately what percentage of questions 

asked were relevant to you?‖ and provided the following 

list of response options: 0%, 1-10%, 11-20%, 21-30%, 31-

50%, 71-90%, 91-100%. More response granularity was 

provided early in the scale (i.e., between 0% and 30%) as 

we did not expect a large fraction of questions to be rele-

vant given the small number of participants relative to the 

breadth of potential question topics. We summarize partici-

pant responses for variations in   in Figure 2. Differences 

for variations in group size were observed but small, so for 

simplicity we elect not to report those findings. 

We see that  =2 outperforms  =5, with fewer participants 

receiving no relevant questions, perhaps since the lower 

contact rate afforded a more targeted selection of users.  

Question routing did well for some participants and not 

well for others. We investigated possible reasons for this, 

and found one likely cause. Although requested to do so, 

39.8% of all IM participants did not provide any keywords 

or URLs describing their interests for use in building their 

profile. This meant that for those participants we relied 

solely on their public email, which may only partially rep-

resent their interests. Recall from our description of partici-

pant selection that all participants had an email-based pro-

file that was at least one kilobyte in size. Interestingly, 43 

of the 54 participants (80%) who rated the relevance of the  

questions posed via IM as 0% also did not provide explicit 

profile information. Since the profiles of those participants 

may not have been complete or accurate, this may have 

resulted in less relevant questions. It therefore seems im-

portant to explore low-overhead ways of gathering profile 

information from other sources or explicitly from users.  

To find out more about the effects of irrelevant questions, 

we probed participants to understand reasons for not an-

swering certain questions posed to them. Popular responses 

were ―I didn’t know the answer‖ (55% for  =2 and 49% for 

 =5) and ―Question was not relevant to me‖ (22% for  =2 

and 27% for  =5). This points to an interesting difference 

between topic knowledge and expertise that affects targeted 

Q&A solutions. A participant may have knowledge of the 

question topic (and have provided this explicitly to the sys-

tem), but may lack the expertise to answer. 

In this section we have shown that the interruption rate is 

lower for larger groups, that these and relevance differences 

are perceptible to users, and that question irrelevance in our 

system may be associated with a lack of profile information 

or matching based on topic knowledge not expertise level. 

Overall Perceptions 
In addition to studying participants’ experiences with ask-

ing and answering questions, we were also interested in 

exploring participants’ general perceptions of the synchro-

nous social Q&A system, and how that is affected by group 

size and contact rate variables. In the post-experiment sur-

vey, we asked: ―How useful do you think this system is in 

general for getting questions answered?‖ and provided re-

sponse options from highly useless (rating=1) to highly use-

ful (rating=5). Figure 3 summarizes participant responses. 

 

Figure 3. Usefulness for different community sizes and  -

values. Error bars depict standard error of the mean (SEM). 

Figure 3 illustrates that participants found the  =2 systems 

more useful overall, and that this trend held for groups of 

all sizes. Differences were significant for the larger groups 

(50 and 100) using post-hoc testing (both   ≤ 0.04). It 

might be that limiting the number of users asked per ques-

tion allowed the system to balance the apparent needs of the 

askers (for high quality answers) with the needs of the an-
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Figure 2. Percentage of questions relevant for different 𝒌. 



swers (for fewer interruptions and more relevant questions), 

leading to a better overall experience. Although the  =5 

systems led to a greater fraction of questions being an-

swered, a greater fraction answered satisfactorily, and more 

timely answers, the  =2 systems were more useful. Users 

may be willing to wait longer for a high-quality answers but 

may be adverse to more IM interruptions. 

Figure 3 illustrates that participants found the  =2 systems 

more useful overall, and that this trend held for groups of 

all sizes. Differences were significant for the larger groups 

(50 and 100) using post-hoc testing (both   ≤ 0.04). It 

might be that limiting the number of users asked per ques-

tion allowed the system to balance the apparent needs of the 

askers (for high quality answers) with the needs of the an-

swers (for fewer interruptions and more relevant questions), 

leading to a better overall experience. Although the  =5  

systems led to a greater fraction of questions being an-

swered, a greater fraction answered satisfactorily, and more 

timely answers, the  =2 systems were more useful. Users 

may be willing to wait longer for a high-quality answer but 

may be adverse to more IM interruptions. 

Although the ratings appear to increase with each jump in 

group size, it is worth noting that the maximum usefulness 

rating is five and there will be a ceiling effect that is not 

visible in Figure 3. Further study with even larger commu-

nities is required to understand these and similar effects. 

DISCUSSION AND IMPLICATIONS 
We have studied the effects of community size (25, 50, or 

100 members) and contact rate (two at a time or five at a 

time) for synchronous social Q&A. The study analyzed the 

effects of these variables in terms of objective and subjec-

tive measures, and from the standpoint of askers, answers, 

and all members’ general perceptions of utility. Every met-

ric showed improvement with increased community size, 

including increased fraction of questions answered, asking 

effectiveness, answer quality, and answer ratings, along 

with a corresponding decrease in the time to receive an an-

swer, number of users who were bothered by incoming 

questions, and fraction of the community that was inter-

rupted. However, there appears to be an interesting trade-

off between answer quality and timeliness associated with 

contact rate; a higher k leads to quicker answers but a 

somewhat lower answer quality. We also showed that users 

receiving irrelevant questions may be associated with a lack 

of profile information or matching based on topic 

knowledge but not expertise level. Finally, the overall per-

ception of usefulness was maximized by larger community 

sizes and a reduced contact rate. 

Askers prefer community sizes and contact rates that facili-

tated answers that were timely ( =5) and of high quality 

( =2). Answerers prefer community sizes and groups that 

provided relevant questions and fewer interruptions ( =2 

only). More of these preferences—specifically high quality 

answers, relevant questions, and fewer interruptions—

would be satisfied with a lower  , perhaps explaining why 

in our analysis of overall perceptions, groups with  =2 

found IM-an-Expert more useful than those with  =5. An 

interesting research direction is on balancing askers’ desire 

for timely responses with low interruption costs. Some pro-

gress has been made in this area via market schemes [13]. 

Although IM may be regarded as an intrusive method our 

findings showed that our participants rarely felt bothered by 

the IM conversation invites (indeed, 40% of all participants 

felt ―not bothered at all‖). By varying the number of people 

contacted per question and the size of the groups, user per-

ceptions of interruption changed and could be potentially 

controlled as an objective of the design of social Q&A sys-

tems. There has been significant research on the costs of 

interruption demonstrating that decreased interruptions 

leads to more efficient task completion [15]. More user 

studies are needed to understand how users react to unex-

pected notifications, determine the best modes of interrup-

tion, and determine how to select the contact rate that bal-

ances the efficiency gains for the asker vs. answer quality 

and interruption cost of the answerer. Further work is also 

needed on the utility of using answerers’ IM status in de-

termining whether to contact them with a question invite. 

Some questions posed during the study were general in na-

ture, and could be answered by many community members, 

regardless of its size. For such questions, success may de-

pends more on answerer availability than expertise location. 

In practice, approximately 20-25% of the participants were 

available to answer at any given point in time (as indicated 

by their IM client status). Larger community sizes create 

more opportunity to route questions to available experts. 

Improvements in the performance of the system as group 

size grows may be due to a number of factors, including an 

increase in the number of available users from which ex-

perts could be chosen, and a simply a large community with 

a broader range of question expertise. 

It is interesting to note the distinction that participants made 

between the topical relevance of the question and their abil-

ity to answer it. It was often the case the questions were 

relevant but the candidate answerer was not sufficiently 

expert in the subject matter to be able to answer. In future 

iterations of the profile page we will include a way for users 

to express both areas of interest and expertise, and their 

level of competence within each one, perhaps on a rating 

scale with options ranging from novice to expert. 

CONCLUSIONS 
We have presented an investigation of the impact of com-

munity size and contact rate on the effectiveness of syn-

chronous social Q&A. Over 400 volunteers participated in 

our experiment that studied the impact of our independent 

variables on the performance of an operational Q&A sys-

tem, in terms of asking, answering, and overall user percep-

tions. Our findings suggest that as community size increas-

es, system performance increases in a number of objective 

and subjective measures. We also found that answerers pre-

fer a low contact rate, askers generally prefer a low contact 

rate, apart from when focused on timeliness or the fraction 

of answers that were satisfactory. In addition, in terms of 



 

overall utility, participants found systems with a low con-

tact rate to be more useful. To satisfy most users, it seems 

that synchronous social Q&A systems should use low con-

tact rates and large communities. More research is needed 

on the asker quality-timeliness tradeoff. Since no ceiling 

effects were observed in our measures as community size 

grew, further study with larger communities is needed to 

understand performance limits as Q&A systems scale. 
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