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Abstract

Discrete event control loops in modern-day machines of-
ten comprise a large number of sensors (50-200) reporting
to a controller. Many discrete control applications must
cater to hard real-time requirements i.e., sensors must com-
municate the occurrence of critical events to the controller
within a real-time deadline (usually 5-50ms) specified by the
control system’s design requirements. Messages reached af-
ter this deadline are considered lost. In the event of traf-
fic bursts where several sensors may attempt to communi-
cate with the PLC at the same time, messages from all the
sensors must reach within the specified deadline. The met-
ric for performance in such systems is then the probability
that a message from all the sensors succeeds in being re-
ceived at the controller within this deadline. Further, for
such solutions to be viable, the sensors must last for several
years without requiring change of batteries. In this paper
we examine the potential for using 802.15.4 based radios
for wireless sensing in low-latency hard real-time discrete
event control applications.

1. Introduction

The operation of several modern-day control systems
such as computer numerically controlled (CNC) machines,
vehicles, manufacturing robot arrays etc. are based on dis-
crete event control. In a discrete event control system, sen-
sors convey the occurrence of critical events (rather than
sampled values of continuous physical phenomena) to a con-
troller. The controller then, based on these inputs from the
sensors, induces the necessary actuation to control the sys-
tem.

For example, proximity sensors at a welding unit may
detect and notify the arrival of a new work-piece to the
controller. The controller may then induce a robotic arm
to pick the piece up and place it on the welding platform.
In another example, some sensors may detect a possible
oil/gas leak and upon notification, the controller may re-
quire shutting down some sections of the system.

The typical modern-day discrete event control-based CNC
machine or a vehicle spans 3-15 mts along its largest dimen-
sion (controller to sensors) and houses 50-200 sensors. For
a large number of discrete event control-based systems the
control loop must cater to hard real-time requirements i.e.,
the sensing (detection of the event), communication (sen-
sor to controller and controller to actuator) and actuation
must occur within a pre-specified deadline. Given fixed
sensing and actuation delays, such deadlines can usually
be translated into communication delay deadlines. A mes-
sage that does not reach its destination before this deadline
may cause the machine to go into an error condition that
requires its temporary halting or resetting. In machines to-
day, sensors and actuators communicate to the controller
via cables and cater to hard real-time communication la-
tencies ranging from 5-50ms depending on the specifics of
the machine.

Inherent to most discrete event control systems is the
unpredictable bursty nature of the traffic i.e., it is hard to
predict when, how many, or which sensors will be triggered
to communicate at the same time to the controller. This is
because the communication is primarily event-driven and it
is often impossible to predict the times and nature of oc-
currence of external events. In general, traffic bursts are
common in most discrete event systems because, i) a sin-
gle event may lead to several sensors triggering at the same
time and ii) more than one event may occur at the same
time (or “close enough times”). In the rest of the paper we
shall refer to such event driven bursts as sensor bursts. In
the event of a sensor burst, then, messages from all the sen-
sors must reach the controller within the specified deadline
since the controller can take appropriate action only upon
receiving all the inputs. Failure of receipt of a message from
even one sensor may lead to unpredictable failures in the
system forcing it into an error recovery state.

Consider a production machine of 100 sensors that pro-
duces a finished product every 10sec. Suppose that the
manufacturing of each product triggers an average of about
50 sensor burst events. A communication failure proba-
bility of 1ppm (1 in 106) translates to an expected time
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between failures of about 2 days ( 106

86400 50
10

). A failure will

lead to a decreased production throughput and hence sig-
nificant financial losses. Probability of failure (or in some
cases expected time between failures) is thus, perhaps the
most important performance measure in most production
systems. Failures in machines such as vehicles may lead
to graver consequences including loss of life and property.
Not surprisingly, in modern-day machines, sensor-actuator-
controller communication is conducted via communication
cables (buses or wires carrying analogue signals).

The design of present day machines requires careful de-
liberation for routing the cables from various locations within
the machine to the controller. Eliminating the cables can
not only provide the potential of enabling compact and sim-
ple mechanical designs by avoiding cumbersome cabling,
but also provide additional benefits in terms of ease of in-
stallation and maintenance. Furthermore, cables are of-
ten subject to wear and tear, especially when they are
drawn from moving parts within the machine and require
frequent maintenance. Each maintenance cycle translates
to decreased usage and increased maintenance costs. Elim-
ination of cable wear and tear events translates into less
maintenance expenditure and fewer down periods. Further,
the possibility of wireless sensors encourages the design of
systems with a larger number of sensing points for more
efficient control.

For most machines, actuators have very high power re-
quirements. The actuators are usually expected to induce
mechanical operations such as lifting a part or turning a
high speed drill. Actuators thus, cannot be un-tethered
and require power-cables to be routed to them. Making the
controller-actuator communication wireless does not offer
significant advantages since controller-actuator communica-
tion cables can be “bundled” up along with the power-lines
without significant overhead. Sensors, on the other hand,
have modest power requirements, and can be made “com-
pletely wireless”, operating only on batteries. Replacing
batteries in hundreds of sensors in a machine, however, can
be a time-consuming, labor-intensive job. Frequent battery
changes resulting in maintenance downtime can offset the
gains offered by a wireless sensing system. Considering that
the lifetime of typical manufacturing machines or vehicles
is 10 years, it will be expected that wireless sensors must
operate for at least a few years on batteries before requiring
battery replacement.

There are thus, two metrics that completely capture the
performance of a communication protocol for low-latency
hard real-time discrete event systems:
Probability of communication error - probability that
at least one sensor (among all sensors attempting to com-
municate in the event of a sensor burst) does not succeed in
transmitting its message to the controller within the dead-
line and,
Longevity of the system - the average life expectancy of
wireless sensor nodes.

Communication cable-based solutions used in modern-
day machines typically provide error rates of 1ppm (1 in
106) or less. A wireless system that replaces an existing
system only to become a performance bottleneck will not
be accepted as a viable solution. In this paper we ask the

question, “Can 802.15.4 based radios be used for wireless
sensing in low-latency hard real-time discrete control sys-
tems?” Rather than taking a theoretical approach, in this
paper, our approach is to consider a commonly used off-the-
shelf radio - CC2420, (considering the acceptance it has
received in the community) and attempt to design MAC
protocols that can provide 1ppm or less error probabilities
within deadlines ranging in 5-50ms. Our hope is that this
exercise will lead to both qualitative and quantitative gen-
eralizations that can be used across other low-power radios
based on the 802.15.4 standard as well. Considering that
in the typical scenarios all sensors are within 3-15 mts of
the controller, in this paper, we restrict ourselves to single-
hop MAC solutions. Given that MAC protocols are broadly
classified into contention-free and contention-based proto-
cols, in this paper we take a strawman approach to design-
ing and analyzing them systematically.

We start in Section 3 by carefully examining the sources
of latency involved in transmitting a packet over the CC2420
radio. We believe that some of the bottlenecks found in
CC2420 are common to most low-power radio platforms
available today. Based on the analysis in Section 3, in
Section 4 we propose a novel technique called transmission
pipelining that can be used in any time-slotted MAC pro-
tocol to increase channel utilization during a sensor burst.
In Section 5 we examine the performance of contention-free
MAC schemes such as TDMA. One novel possibility we con-
sider in this paper is the use of multiple transceivers at the
controller (this can be done since the controller is not power
constrained). This will allow packets from several sensors
to be received at the same time over different channels and
thus help relieve the bandwidth bottleneck at the controller
during a sensor burst.

While the sensor traffic is unpredictable, it is often pos-
sible to assume a maximum possible burst size for a given
system. For example, in a 200 sensor system, typical num-
ber of sensors being triggered at the same time will lie in
the range of 2-20 sensors. In Section 6 we ask the ques-
tion, “If we knew the maximum possible burst size, can we
design contention-based MAC protocols that can perform
better than contention-free protocols?”

We believe that the paper provides a good understand-
ing of the practical limitations and the performance we can
expect out of 802.15.4 based radios for hard real-time dis-
crete control applications.

2. Related Work

The body of work on low-power MAC protocols for wire-
less sensor networks is rather intimidating. Consequently,
we only provide a very brief survey of existing MAC mech-
anisms that we believe to be representative of existing liter-
ature. S-MAC [1] relies on locally (topologically) synchro-
nizing the sleep and wake up schedules of sensor nodes to
increase network longevity. TMAC [2] enhances S-MAC’s
performance under variable load traffic. DSMAC [3] al-
lows for an adaptive duty-cycling window to cater to delay-
sensitive applications. WiseMAC [4] uses spatial TDMA
and np-CSMA, where nodes sample the channel periodi-
cally to sniff the channel based on wake up schedules that
are offset to avoid collisions. TRAMA [5] also relies on spa-

357



Figure 1. An outline of events that occur between a sensory event
at the wireless sensor until the packet reception at the controller over
a CC2420 radio. Figure 2. An example illustrating transmission

pipelining.

tial TDMA but proposes an additional mechanism to avoid
energy wastage due to the problem of hidden terminals
not addressed in WiseMAC. DMAC [6] is a MAC designed
specifically for networks where sensors form a tree topol-
ogy to transmit data to a base station. DMAC provides
both low-latencies and longevity by ensuring skewed sched-
ules among various levels in the trees which enable children
nodes to transmit exactly when parent nodes are ready to
listen. SIFT [7] is a contention based MAC that uses a non-
uniform probability distribution to pick transmission slots
and exponentially adapts the transmission probabilities on
noticing idle slots. PTDMA [8] attempts to seamlessly tran-
sition between TDMA and CSMA by assigning probabilistic
ownerships to slots that are adjusted based on the number
of transmitters. Finally, ZMAC [9] proposes a scheme that
transitions between TDMA and CSMA seamlessly but is
suitable for multi-hop networks unlike PTDMA that was
designed with single hop networks in mind.

3. Anatomy of Packet Transmission
Perhaps the most fundamental step towards building a

low-latency MAC is to minimize the latency of transmis-
sion of a single packet. Consequently, in this section, we
carefully quantify the latency involved in the transmission
of a single packet while striving to minimize it. Our entire
discussion in this section is based on actual careful measure-
ments performed on the CC2420 radio using an oscilloscope.
We believe that while the exact numbers may depend on
the radio and the specifics of the software being used, the
nature of the analysis itself and the lessons learnt will be
useful for most current day low-power radios.

3.1 Contents of a sensor packet
Smaller the packet, the smaller the time to transmit.

Further, a smaller packet also has a greater chance of suc-
ceeding in the channel. For example, at a channel bit-error-
rate of 10−3, the packet success rate (PSR) for an 11 byte

packet is 91.5% ((1−BER)8×11) whereas that for a 20 byte
packet is only 85.2%. In this section we start by asking
the question, “How small can a sensor packet possibly be?”

The radio first starts by transmitting a 4 byte preamble
over the air that is used by the receiver for synchronization.
The preamble is followed by the 2-byte Start of Frame De-
limiter (SFD) field which is required to ensure that the
receiver is indeed receiving a valid packet. The CC2420 ra-
dio also requires a length field, so that the radio hardware
can know how many bytes to receive.

A network identifier is often necessary so that packet
transmissions from neighboring machines can be rejected.
One way to avoid the use of network ID is to use the SFD
bytes as the network identifier. This will help in not only
reducing the packet size, but also speed up the network
stack since packets will be rejected based on the SFD in
the radio hardware itself. CC2420 allows the programmer
to configure the SFD. The destination and source identifiers
are usually the next fields used in typical packets. While
the source identifier is necessary to identify which sensor
transmitted the packet, the destination for a sensor packet
is always the controller and thus not required.

A two-byte data field usually is sufficient for most sensors
used in discrete event control systems. Finally a two byte
CRC is computed by the CC2420 radio hardware to ensure
the integrity of the content of the packet. Thus, we are left
with a 13 byte sensor packet (Figure 1). In general however,
9 bytes is the absolute minimum that a packet must have
including the preamble, SFD, length and CRC. In the rest
of the paper we consider all other fields as payload.

3.2 Latency of packet transmission
In general the radio software stack can be implemented

in several different ways depending on the generality and
flexibility desired. The more layers and function calls in the
software the more the execution time. We found that every
few lines of code removed can result in reduction of several
tens µsec of latency. Our implementation of the radio stack
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on MSP430 was carefully optimized to a bare minimum
specifically for our application in order to minimize latency
at the cost of possible loss of generality.

The communication between the CC2420 radio and the
MSP430 is via an SPI interface (this is common in many
off-the-shelf radios available today). The CC2420 acts as a
slave and expects commands to be sent from MSP430 over
the SPI interface for operations such as turning the radio
on, switching the channel, initiation of transmission, and
reading the CC2420 radio buffer etc. By performing sev-
eral measurements on our stack we found that the latency
involved in writing/reading n bytes over the SPI to the ra-
dio is roughly given by (17+3n)µsec1. Sending a command
such as “power on” over the SPI, thus, takes about 20µsec.
Setting a register on the CC2420 for configuration such as
changing power level, requires about 23µsec since two bytes
are transmitted - the address of the register and the value.
For a 13 byte packet, while transmitting, we write 5 bytes
over the SPI - one length and four data bytes of payload
(CRC, SFD and preamble are all generated by CC2420 ra-
dio hardware); thus, this takes 32µsec. While reading, first,
the length field is read to determine the size of the packet
(this takes 20µsec) and then the rest of the packet, 6 bytes
(four data bytes and 2 byte CRC), is read. This requires
35µsec. The total time is thus, 55µsec to read a 13 byte
packet.

Figure 1 depicts the sequence of various significant events
that occur during the transmission and reception of a 13
byte packet with approximate processing times. The se-
quence of events below lists in detail the delays seen on
our sensor node at every stage of packet transmission for a
data payload of d (total d + 9 bytes). 1) Micro-controller
sends a command over the SPI interface to turn on the ra-
dio - 20µsec, 2) The radio wakes up - variable delay up to
1.5msec, 3) A packet is created and the necessary software
state in the communication stack is updated - 23µsec, 4)
Packet is sent to radio transmit buffer over SPI - 17+3(d+1)
µsec, 5) CC2420 calibrates itself for transmission - 192 µsec,
6) Radio transmits packet over the air - 32(d+9)µsec, 7) Re-
ceiver gets a packet interrupt and is notified of the presence
of a packet in the receive buffer - 8 µsec, 8) Communica-
tion stack overhead at receiver - 54 µsec, 9) Receiver reads
the length byte of received packet over SPI - 20µsec, 10)
Receiver reads packet contents over SPI - 17 + 3(d+2) (2
bytes extra for reading CRC), 11) Receiver updates software
states in the communication stack and hands over packet
to application - 8µsec. In general, thus, the application-
to-application transmission time excluding variable wakeup
delay can be calculated in µsec as2,

τs = 628 + 38d. (1)

4. Transmission pipelining

In this section we describe a novel technique - trans-
mission pipelining, that can be used while designing MAC

1We used MSP430’s 5Mhz clock for the SPI
2Additional operations such as setting transmission power-
level or setting transmission will incur an additional 23µsec
each.

protocols to enhance the channel throughput in the event
of a traffic burst.

To explain the essence of transmission pipelining we take
the help of a simple example. In Figure 2 four nodes have
data to transmit 13 byte packets at the same time. Suppose
that we have an arbitrary slotted - MAC protocol, where
time is divided into slots (e.g., slotted ALOHA, TDMA
etc.) and each node is allowed to transmit only at the be-
ginning of a slot. If each of the sensor nodes were scheduled
to transmit exactly one after the other, each slot would be
780µsec long and they would require 3.1 ms to transmit the
data.

An examination of Figure 1 however, reveals that while
transmitting the 13 byte packet takes 780 µsec, the time
when bits are actually being transmitted over the channel
is only 416 µsec. In other words almost 50% of the total
application-to-application transmission time is essentially
processing overheads at the sensor nodes. Transmission
pipelining is based on the idea that another node could po-
tentially use these idle processing times to transmit data.
Thus, as shown in Figure 2, the slot width can actually
be reduced to 416µsec. Node 2 initiates its transmission
416µsec after node 1 instead of after 780µsec. The reason
transmission from node 2 will succeed is because by the
time node 2 starts actual transmission over the air, node 1
will have finished transmitting over the air.

In transmission pipelining, transmissions from various
sensor nodes are overlapped in a manner so as to ensure
that their periods of transmission over the air are placed
immediately one after the other. Thus, while one sensor
node is transmitting bits over the air, another node is pro-
cessing for getting ready to transmit over the air - hence
the choice of the name. Transmission pipelining can signif-
icantly improve channel utilization in the wake of a sensor
traffic burst. This technique is not specific to CC2420, but
can be used in almost any radio that has significant soft-
ware/hardware overheads in the packet transmission pro-
cess.

4.1 Implementation issues

In a practical implementation, however, two factors lim-
ited us from achieving 100% channel utilization - i) time
synchronization errors among nodes and ii) receiver’s in-
ability to receive packets immediately one after the other.

In any slotted scheme, nodes must be time-synchronized
to have a common notion of time and the slot boundaries.
Any practical scheme must account for time-synchronization
errors and provide guard time around each slot. For our im-
plementation we used the 32Khz real-time clock in MSP430
for time-keeping and ensured that time-synchronization er-
ror between any two sensor nodes was less than 2 ticks -
i.e., 64µsec. This widened each slot by 64µsec.

As depicted in Figure 2, the radio transmission of one
node starts as soon as the radio transmission of another
ends. This means that the transceiver at the controller
starts to receive a new packet as soon as it has finished
receiving the previous packet. In practice we found that
after receiving one packet CC2420 was unable to receive
another packet immediately (CC2420 would not detect the
packet at all). Several trial and error measurements indi-
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cated that it took the radio about 96 µsec before it could
reliably receive another radio transmission. We are not en-
tirely sure as to the reason behind this phenomenon, how-
ever, this required us to allow an extra 96µsec in addition
to the time-synchronization error.

Thus a total guard-time of 96+64=160µsec was added
to every transmission pipelined slot and 64µsec to every
non-transmission pipelined slot.

5. Contention Free Protocols

Perhaps the most popular choice for MAC protocols when
guaranteed performance is desired and traffic bursts are
possible, has been to preclude the possibility of collisions
i.e., use contention-free protocols (e.g., TDMA). The en-
tire class of contention-free MACs can be divided into two
categories, reservation-based and round-robin.

In a reservation-based MAC, nodes transmit reservation
requests to obtain exclusive rights for transmitting data.
In a round-robin mechanism, nodes simply take turns to
transmit in a pre-determined sequence (e.g., TDMA). A
reservation-based MAC is suitable when the amount of data
to be transmitted is large enough to justify the overhead
of the reservation request mechanism. In our application
where a sensor typically transmits two bytes of data, us-
ing an explicit transmission reservation request will prove
wasteful. Consequently, we limit ourselves to exploring
round-robin MAC mechanisms where sensors take turns to
transmit. In this section we shall take a strawman approach
to designing the most efficient round-robin MAC protocol.

5.1 The Basic TDMA (T1)
We start our design with perhaps the most basic round-

robin mechanism, namely, the TDMA MAC. As depicted
in Figure 3, time is divided into frames, each comprising
n time slots where n is the number sensors in the system.
Each time-slot is intended for one transmission from a sen-
sor and then transmission of an acknowledgement packet
from the controller that notifies the sensor of the packet’s
receipt. Each of the n sensors is assigned a unique time-slot
for transmission in which it is allowed to transmit. The ac-
knowledgement packet from the controller requires neither
the the source nor the data fields since no other node in the
system will transmit during this time. The acknowledge-
ment packet, as depicted in Figure 3 is thus only 9 bytes
long. As seen in Figure 3 the duration of each time-slot is
about 1472µsec including the 64µsec intended to cope with
time-synchronization errors. For a 200 sensor node system
thus, the duration of each frame is 280ms. This means that
a sensor may have to wait a worst case of 280ms to for
transmitting even once. T1 is thus clearly not suitable for
our target applications that desire latencies in the range of
5-50ms.

5.2 Transmission Pipelined TDMA (T2)
Following the discussion in section 4 it is clear that the

performance of T1 can be significantly improved by using
transmission pipelining. Figure 3 depicts a single frame of
TDMA MAC - T2. Each frame of the T2 MAC comprises of
n consecutive transmission pipelined times-slots followed by

a single acknowledgement packet from the controller that
acknowledges all packets successfully received in the frame.
The acknowledgement packet comprises an n-bit map in
its payload. 1 in the kth position indicates that a packet
was successfully received in the kth time slot in the frame
while a 0 indicates that a packet was not successfully re-
ceived in the kth slot. For example, in an 8 sensor system
an acknowledgement of 11000101 means that the controller
received packet successfully in slots 1,2,6 and 8.

Each frame in T2 has n− 1 transmission pipelined slots
each 576 µsec long. The nth slot cannot be transmission
pipelined since the acknowledgement packet can only be
transmitted after the last packet has been received. Thus,
the nth slot is 780 + 64 µsec long (64µsec to account for
time-synchronization errors). The acknowledgement packet
does not require a source field (as in case of MAC T1) and
its data field is dn

8
e bytes long. The duration of the ac-

knowledgement slot can be calculated using equation 1 as
628 + 38dn

8
e. The duration of a frame in T2 thus becomes,

1472+(n−1)576+38dn
8
e µsec. For a 200 sensor nodes this

evaluates to about 118 µsec. While this is almost 40% of
the frame duration of scheme T1, it is still much larger than
the latencies desired for the target applications. This indi-
cates that even the most efficient TDMA implementation
cannot be used over CC2420 for our target applications.

5.3 Transmission Pipelined FTDMA

The primary bottleneck in both TDMA schemes T1 and
T2 is the bandwidth at the controller. One way to re-
lieve this bottleneck is to equip the controller with several
transceivers so that multiple packets from various sensors
can be received at the same time over different channels.
For example, if we equip the controller with m transceivers,
m different sensors could potentially transmit packets to
the controller at the same time over different channels. We
can now extend our design of the time division multiple
access MAC to a frequency-time division multiple access
(FTDMA) MAC where each sensor is assigned a unique
time-frequency slot within a frame (see Figure 3) to trans-
mit. The number of time slots in the FTDMA frame is thus
given by s = d n

m
e.

At the end of the sensor transmissions, the controller
transmits m acknowledgements simultaneously, one over
each of its transceivers (see Figure 3). Each acknowledge-
ment consists of a s-bit map (similar to the n-bit map in
MAC T2), where a 1 in the kth bit indicates that a packet
was successfully received in the kth time-slot over that chan-
nel and 0 otherwise. The number of data bytes in the ac-
knowledgement packet is thus given by d s

8
e and its duration

is given by 628 + 38d s
8
e µsec. The frame duration of the

transmission pipelined FTDMA MAC can now be calcu-
lated as, 1472 + (s − 1)576 + 38d s

8
e µsec. Table 1 depicts

the frame durations for various number values of m and n.
Table 1 provides a clear idea of how many transceivers at
will be required to meet 5-50ms deadline for various number
of sensor nodes in the system if the channel had no packet
losses.

In real environments however, packet losses are quite
common. These may occur due to temporary fading in
the channel (given that the system was initially configured
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Figure 3. Various contention-free MACs, TDMA, Transmission pipelined TDMA, FTDMA, FTDMA-B and FTDMA-H

Figure 4. Failure Probability of FTDMA for p = 0.99 Figure 5. Failure Probability of FTDMA for p = 0.9

Table 1. Frame Durations for Transmission Pipelined
FTDMA

n m = 2 m = 4 m = 8 m = 16

50 16ms 8.5ms 5ms 3.3ms

100 30.5ms 16ms 8.5ms 5.0ms

200 59.6ms 30.5ms 16ms 8.5ms

such that all sensor-controller links had a “sufficient SNR
margin”) or due to collisions from transmissions from other
co-existing systems. In the event of a packet loss, the sensor
must re-transmit the packet in its allocated slot in the next
frame. In a real system thus, several frames may be required
to successfully transmit a packet to the controller.

Table 2. Number of retransmission required for 1ppm
error

b, p No of transmissions (frames) needed

p=0.999, b ≤ 1000 3

p=0.99, b ≤ 100 4

p=0.9, 2 ≤ b ≤ 10 7

p=0.9, 10 < b ≤ 100 8

In the event of a sensor burst, as discussed in section 1,

transmissions from all the sensors must reach the controller
within the deadline. The error probability is defined as the
probability that at least one sensor fails in transmitting its
packet successfully within the given deadline. Given that b
sensors attempt to transmit at the same time and that the
channel’s instantaneous packet success rate is p (including
the possibility of collisions and fading3 etc.), the probability
that all b sensors will succeed within f frames is given by 1−
(1− (1− p)f )b. Thus, the minimum number of frames that
need to be accommodated within the deadline to guarantee

a error probability of ε is given by, d
log

„
1−e

1
b

log(1−ε)
«

log(1−p)
e.

Table 2 provides the number of frames required to at-
tain a 1ppm error rate for various values of b and p. As
seen from Table 2, while for good links only 3 frames are

3To circumvent the effects of temporary fading, it is crucial
that frequency hopping be used in re-transmissions. Simple
deterministic schemes such as all sensors increasing their
channel number by a fixed number may be sufficient. Since
sensor nodes are placed within 3-15 mts of the controller, in
most situations we expect most links to be operating near
the p = 0.99 regime. Even if temporarily a link fades, a
change of channel in the next frame will probably provide
a good link for the packet to succeed.
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required to guarantee an error probability of 1ppm, as the
link degenerates, the number of frames required rises very
rapidly. In fact, it is quite clear from Tables 1 and 2 that
for channel conditions with p = 90% even with m = 16
transceivers (the maximum possible in 802.15.4) we cannot
achieve 1ppm error for a 200 sensor node system

5.4 Performance of FTDMA MAC
To evaluate the performance of FTDMA we used a home-

grown simulator. Figures 4 and 5 depict the probability
of error of FTDMA for various values of m = {4, 8, 16},
b = {2, · · · , 20}, n = {50, 100, 200} and p = 0.99, 0.9 for
deadlines in the range of 5-50ms. Each data point in Fig-
ures 4 and 5 was obtained over 107 sensor burst events. This
rather large number of simulations was required to capture
events that are as rare as 1ppm. Further, we deducted
1.5ms from the deadline to account for the time required to
wake the radio up.

One fact that we observed is that the performance of the
MAC depends only on the ratio n

m
. In other words the per-

formance of a 100 node system with 4 transceivers at the
controller will be almost the same as that of a 200 nodes sys-
tem with 8 transceivers at the controller. This should not
come as a surprise since the duration of a frame depends
significantly only on the ratio n

m
. While there is a depen-

dence of the failure probability on the sensor burst size (b)
(for example the probability that all 4 sensors succeed will
be less than the probability that 2 sensors succeed), the
dependence is not “significant”.

What Figure 4 indicates is that a system with 200 sen-
sors will require at least more than 8 transceivers at the
controller to provide a 1ppm error guarantee in a fairly
typical channel (p = 99%) under 50ms. Further, even small
machines with 50 sensors cannot be engineered with 10ms
or less using 802.15.4 even if all the 16 channel available
were used in parallel to ensure 1ppm error probability. As
expected in Figure 5 for p = 90%, it is significantly harder
to achieve higher than 1ppm level of error probabilities. In
fact, even with all 16 transceivers at the controller one can
only cater to systems with 25ms deadlines.

5.5 Longevity Assessment
To ensure that minimum power is consumed, the node

radios must be powered off during times of inactivity. There
are two major factors that determine the power consump-
tion in a time-slotted MAC.
Event Frequency : the frequency of occurrence of events
that trigger the sensors to transmit packets, and,
Time Synchronization : the periodic receipt of time syn-
chronization beacons from the controller to maintain time
slots.
We shall consider each of these sources of power consump-
tion systematically.

Consumption due to events When an event occurs, a
node may re-transmit several times. For each transmission,
the sensor will transmit once and receive once. In between
re-transmissions, the CC2420 radio can either be put in idle
mode or powered down. Each time the radio is powered up,
it draws a startup current of about 15mA for about 500µsec
or about 7.5µmAsec. If however, it is set to the idle mode

between re-transmissions, it will continuously draw 426µA
during the entire period it is on. Based on these calculations
we found that the best strategy is to put the radio in idle
mode between re-transmissions but power it off completely
between two events i.e., after receiving an acknowledgement
from the controller.

In general the average number of re-transmissions de-
termines this part of the power consumption. The average
number of transmissions required by sensor node to succeed
in a channel with success rate of p is given by 1

p
. Given that

acknowledgements may be lost in the channel with a prob-
ability p4, the average number of times a sensor node will
re-transmit is given by 1

p2 . One optimization that can be

done to avoid the effect of lost acknowledgements is that af-
ter receiving a packet from a sensor, the controller continues
to acknowledge it for a few successive frames irrespective of
whether or not it received a packet in the current frame.
Under this scheme it is trivial to show that the expected
number of times a sensor will transmit is given by 2

p
.

The time a radio should be in transmit mode for trans-
mitting is given by 780µsec, while the time it must be in re-
ceive mode to receive the acknowledgement packet is deter-
mined by the duration of the acknowledgement slot. Know-
ing that the CC2420 draws 17.4mA in transmit mode and
19.7mA in receive mode we can compute the energy drawn
per frame. Considering that the average number of trans-
missions is 2

p
which is about 2 for p ∈ (0.99, 0.9), we can

expect a node to wait a little over 2 frames on an aver-
age. While the exact power consumption depends on the
frame duration, most of the contribution is due to the trans-
missions of packets and the receptions of the acknowledge-
ments. Considering this, the energy consumption per event
can be computed to be around 60µAsec. If the event fre-
quency is κ events per second per sensor, then the average
current drawn will be 60κµAsec.

Consumption due to time synchronization Peri-
odic time synchronization beacons will be required to main-
tain the time synchronization among nodes. For MSP430,
a beacon transmission frequency of roughly once a second
is sufficient to ensure an error under 64µsec 5. Since, time
synchronization beacons can also be lost in the channel,
the frequency of these beacons must be at least 2 to 3 times
higher than the minimum required rate (assuming a good
channel). Time of these beacons can be pre-decided, so that
the nodes wake up exactly at these times for receiving the
beacon. For each beacon the node must wake up in the
receive mode once. Time-synchronization packets are 11
bytes long (with 2 bytes of time-synch information in the
payload)6. The duration of the time-synchronization slot is
704µsec. This entails the node drawing 12.5µAsec of energy
per beacon or at a constant rate of about 40µA assuming
three time synchronization beacons every second. The total

4We ignore the fact that the PSR of the acknowledgement
packet will be slightly less than a sensor packet since a few
bytes larger
5Run-time configuration commands (these are usually not
latency critical) can be piggy-backed with the periodic bea-
cons from the controller.
6Piggy-backing time-synchronization packets with acknowl-
edgements can lead to further power savings however in this
analysis we assume that piggy-backing is not used.
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power consumption can thus be written as 40 + 60κµA.
Longevity of FTDMA The longevity of a node in

years depends on the capacity of the batteries being used.
NiCd AA battery capacities usually range between 650 mAHr
- 1000 mAHr, while NiMH batteries can provide between
1400 mAHr - 2900 mAHr. The frequency of occurrence
of events in manufacturing machine typically depends on
the throughput of the machine. For example if a machine
manufactures at a rate of one product every 10 seconds, we
can expect an event roughly every 10 seconds per sensor
(κ = 0.1). Typical machine cycles in manufacturing envi-
ronments can range between as low as a few seconds to as
high as a few minutes. For an event frequency of 1 event in
10 seconds, the average current drawn will be about 46µA
(40+6). For a 1400 mAHr battery this gives life time of
about 3.5 years and about 2.5 years for a high end NiCd
battery (1000mAHr)7. One interesting observation here is
the fact that the energy expended for time-synchronization
may be up to an order of magnitude greater than that con-
sumed due to sensor traffic.

5.6 Other Variations of FTDMA
Considering that failure error is determined by the num-

ber of re-transmissions that can be accommodated within
the deadline, why waste precious time by accommodating
acknowledgements from the controller? The nodes can sim-
ply re-transmit as many times as possible within the dead-
line and stop after the deadline has passed; the controller
does not transmit any acknowledgements. We shall refer
to this variation of FTDMA as FTDMA-B. The frame of
FTDMA-B is depicted in Figure 3. The savings in frame
duration obtained by using FTDMA-B instead of FTDMA,
however are not significant. For example, consider that in
a 12.5ms frame, the acknowledgement slot will typically be
around 0.8ms - a savings of only 6%. FTDMA-B based
MAC will however, provide a much lower longevity than an
FTDMA MAC since nodes in FTDMA-B keep retransmit-
ting even though their packet may have been successfully
received at the controller.

Given that FTDMA-B suffers significantly in terms of
energy consumption, a hybrid approach to FTDMA and
FTDMA-B can be implemented where acknowledgements
from the controller are transmitted once every few frames
rather than every single frame in case of FTDMA. We call
this protocol FTDMA-H (depicted in Figure 3). FTDMA-
H thus, has a tunable parameter - the acknowledgement
frequency µack that determines how often the acknowledge-
ments are transmitted from the controller. A µack = 0.5 sig-
nifies that the controller will transmit its acknowledgement
once after every two sensor transmissions. FTDMA and
FTDMA-B thus form the ends of a continuum in FTDMA-
H with µack = 1 and µack = 0 respectively. While the
variations FTDMA-B and FTDMA-H maybe useful mecha-
nisms to ensure certain combinations of longevity and error
probability guarantees, we do not provide results for these

7In this paper, however, we concern ourselves only with the
feasibility of 802.15.4 and not the effects of sensors in our
analysis. In a practical system sensors may consume much
higher energy than the radio itself and may have a dramatic
effect on the longevity of the system.

Figure 7. Clear channel assessment is not very efficient for
small packets.

schemes due to lack of space.

6. Performance of Contention-Based MACs
While there may be hundreds of sensors in a system, it

is unlikely that all the sensors will be triggered at the same
time because of an event or a combination of events. In
most machines, burst sizes (number of sensors in a burst)
will typically be in the order of 2-20 sensors. The potential
advantage of using a contention-based scheme then, lies in
the fact that its performance will depend only on the sensor
burst size rather the actual number of sensors in the system.
A contention-based scheme may thus perform better than
FTDMA for systems with a large number of sensors but
small burst sizes.

The performance of any contention-based scheme de-
pends on the underlying traffic characteristics. In theory, it
may be possible to design a MAC that is specifically tuned
to a given underlying traffic model. In practice however,
the underlying sensor traffic characteristics of a machine
depends on its construction, its interaction with neighbor-
ing machines, its operating conditions and its environment.
In fact, traffic characteristics may themselves change with
time as the operating conditions (e.g., high load, low load
in case of a manufacturing system) change. In other words
constructing a reasonably accurate traffic model may be in
itself quite a challenging problem.

Rather than attempting to estimate the underlying traf-
fic characteristics, in this section we take slightly different
approach. We ask the question, “Given a maximum burst
size, what is the error guarantee (in terms of probability
that all sensors will succeed in transmitting before the dead-
line) that one can provide?”; the rationale being that any
burst that is smaller than the maximum burst size will only
perform better in terms of the probability of success. In our
strawman approach towards designing the contention-based
MAC, thus, we aim to maximize the probability that all the
sensors will succeed within the given deadline, for a given
maximum burst size that may occur in the system.

Contention-based MACs can be slotted (where time is
divided into time slots) as well as unslotted. In general,
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Figure 6. Various contention-free MACs - Exponential Backoff, MALOHA, MALOHA-OPT and T-MALOHA

slotted MACs perform better in terms of throughout com-
pared to unslotted MACs (for example slotted ALOHA ver-
sus its unslotted version). Consequently, in our strawman
approach to designing a contention-based MAC, we shall
limit ourselves to slotted MAC protocols.

6.1 Ineffectiveness of CCA

Clear channel assessment (CCA) forms an important
mechanism to avoid wasteful transmissions due to packet
collisions in many contention-based MACs. In CCA each
node first listens to the wireless channel for potential ongo-
ing transmissions and transmits only if the channel is free
to transmit. CCA can potentially help in avoiding waste-
ful packet collisions. A node performs CCA by listening to
the wireless channel to measure the received signal strength
(RSS). A high RSS indicates ongoing transmissions and typ-
ically if the measured RSS is above a certain threshold the
channel is deemed busy; otherwise not. RSS being lower
than a threshold however, does not guarantee the absence of
ongoing transmissions because of the possibility of a trans-
mitting hidden node (a node within the radio range of the
CCU but not within that of the transmitting node). In
this section we start by asking the question “How effective
is CCA in avoiding potential collisions for our target appli-
cations where the sensor packets are very small (13 bytes)?

In CC2420 (and other radios) the most efficient strategy
to perform CCA is to pre-configure the radio with an RSS
threshold in the hardware. Prior to any transmission, the
radio samples the channel and transmits only if the RSS
is lower than the threshold. A CCA is performed with the
transceiver in the receive mode. Thus, in order to transmit
after performing the CCA, the radio has to change from re-
ceive to transmit mode. To change modes, the transceiver
has to self-calibrate which takes 192µsec for CC2420. To
obtain one sample of RSS, CC2420 averages over a pe-
riod of 128µsec. Based on these facts, Figure 7 depicts
the chronology of critical events in such a mechanism for
a 13 byte sensor packet. (1)Node begins transmission, (2)
Micro-controller sends transmit command to CC2420 over
SPI - 55µsec, (3) Radio performs CCA - 128µsec, (4)Ra-

dio self-calibrates to transmit mode - 192µsec, (5) Radio
finishes transmission over the air - 416µsec, (6) Packet is
received at the receiver - 117µsec.

We now analyze the efficiency of the CCA mechanism
when two nodes A and B transmit simultaneously. In fig-
ure 7 the starting of transmission of Node A is considered as
the origin and different starting points for the transmission
from Node B are considered. In the figure, A(i) denotes the
occurrence of the ith event for node A, for example, B(3)
means that Node B has finished CCA. We assume that Node
A will detect an ongoing transmission from Node B if it is
performing CCA (the period between A(2) and A(3)) while
Node B is transmitting over the air (the period between
B(4) and B(5)).

False Alarm Errors : Consider transmission B’s start-
ing times in the interval (-780, -416)µsec. For all these
transmissions, Node A’s CCA interval overlaps with over
the air transmission of Node B, thus, Node A will infer that
there is an ongoing transmission and backoff. However, this
would not be a prudent judgment since, if Node A had gone
ahead with its transmission ignoring the result of the CCA,
there would have been no collision. This is because Node
B would have finished its over the air transmission by the
time Node A started its over the air transmission. In other
words, Node A inferred a collision when there was none to
occur. This period of false alarm error lasts 364µsec long. A
similar situation occurs in the interval (416,780)µsec, when
Node B detects Node A’s ongoing transmission and backs
off unnecessarily. Performing CCA during these time inter-
vals will thus lead to false alarms.
True detection : If node B transmits in the interval (-
416,-192)µsec, Node A will correctly infer an ongoing trans-
mission and avoid a potential collision. The same is true
in the region (192,416)µsec when Node B will detect Node
A’s transmission and avoid a collision. We call this these
regions of true detection.
Missed Detection Error : If Node B transmits in the in-
terval (-192,192) µsec, Node A and Node B will completely
miss detecting each others’ ongoing transmissions leading
to a collision.

The combined period of false detections and false alarms
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is 1112 µsec (2×364 + 384) while the duration of correct
detections is only 448µsec (2× 224). In other words, the best
CCA can correctly detect and avoid collisions is only about
29%. It will miss detecting 24% of the time and raise a false
alarm about 47% of the time. This is a rather disappointing
result since it means that the decision taken based on CCA
will be incorrect 71% of the time!!! 8

6.2 Multi-Channel Exponential Backoff

The exponential back off based MACs are probably the
most ubiquitous contention-based MACs found today. While
it will not come as a surprise that the exponential back off
mechanism is not best suited for the design goals desired
in this paper (i.e., maximizing the probability of success
of all sensors within a given deadline), we shall evaluate it
for the sake of comparison; the motivation being to answer
the question, “How much better will our designed MAC per-
form compared to the exponential backoff based MACs?” In
our analysis we assume that the controller is equipped m
transceivers and thus it could potentially receive m packets
within the same time-slot over different channels.

As depicted in Figure 6, time is divided into slots. Each
slot comprises a sensor transmission and an acknowledge-
ment transmission from the controller. The acknowledge-
ment packet must contain the ID of the node being ac-
knowledged since sometimes is is possible that if two or
more nodes transmit in the slot one of them might be suc-
cessfully received. The acknowledgement packet is thus 11
bytes long (see Figure 6).

Each node maintains a window of time-slots in which
it uniformly randomly selects a time-slot for transmitting.
While transmitting within a time-slot, the node uniformly
randomly chooses one of the m channels 9. In case of a
collision the node backs off and the contention window is
simply increased by a factor of two.

6.3 Multi-Channel ALOHA (MALOHA)

In our strawman approach to building a contention-based
MAC we start with ALOHA10. We shall start by trivially
extending ALOHA to accommodate multiple transceivers
at the controller. Each time slot of the multi-channel ALOHA
(MALOHA) is similar to the slot in the exponential back
off scheme and comprises a sensor transmission and an ac-
knowledgement (see Figure 6).

In MALOHA (similar to ALOHA), every sensor first de-
cides whether or not to transmit in the current time slot
with a probability α. Once having decided to transmit in a
given time slot, the optimal strategy is to choose one among
the m channels uniformly randomly (with a probability of
1
m

). It can be shown that the value of α that maximizes the
number of successful sensor transmissions in a given time

8For radios without the facility for configuring CCA in
hardware, the effectiveness of CCA will be further reduced
due software and SPI communication overheads.
9it is trivial to show that choosing uniformly randomly
among the m available channels is the optimal strategy to
maximize the number of successes within the time slot.

10ALOHA promises the maximum throughput when the
number of contenders is exactly known.

slot when b sensors are contending and the controller has
m transceivers is given by,

α =
m
b

for m < b
1.0 for m ≥ b.

(2)

In practice, it may not be possible to estimate the number
of contending sensors. Thus, MALOHA uses a conservative
strategy which is to use bmax for b. In MALOHA thus, every
sensor transmits in a time-slot with a probability m

bmax
and

chooses one of the m channels at random for transmission.

6.4 Adapting α in MALOHA
If initially there were bmax sensors in the system, with

more and more sensors succeeding the number of contend-
ing nodes decreases. What if somehow the controller could
accurately estimate the number of contending sensors and
continually convey this information in its acknowledgements
to all the sensors?

If the sensor bursts are “sufficiently separated” (100ms
or so), the controller can estimate the maximum possi-
ble remaining sensors in the system simply by subtract-
ing the number of sensors that have succeeded from bmax

11

The controller can notify this value in its acknowledgement
packets so that the sensors can now adapt their rates based
on this knowledge. The sensors could then adapt their rates
accordingly and ensure that the throughput is continuously
maximized. We call this scheme MALOHA-OPT.

In MALOHA-OPT, the controller transmits an addi-
tional byte indicating the number of remaining contending
sensors and thus the packet is 12 bytes long (see Figure 6)
in the acknowledgement packet. The nodes use this value
for b while computing the value of α for each time slot based
on equation 2. Acknowledgement packets can however, be
lost in the channel. In the event of the loss of an acknowl-
edgement, the nodes continue with the value of α used in
the previous time slot.

6.5 Transmission Pipelined MALOHA
In all previous contention-based MAC protocols we have

not taken advantage of transmission pipelining. One can ex-
tend MALOHA such that time is divided into frames, each
consisting of a set of s consecutive transmission pipelined
time slots followed by an acknowledgement slot. We call
this scheme transmission pipelined MALOHA (T-MALOHA).
The communication pattern of T-MALOHA is depicted in
Figure 6. Each frame in T-MALOHA can be thought of as
equivalent to an extended time slot of MALOHA. A node
decides whether or not to transmit a packet in a frame with
a probability α (as in MALOHA). Once having decided to
transmit within a frame, it does so by choosing uniformly
from a set of ms time-frequency channels. α and s are
not adapted or altered within the period of a single sensor
burst. The controller transmits m acknowledgements in the
acknowledgement slot as a list of node IDs and hence has a
payload of 2s bytes.

11In practice however, for some machines it may be hard
to guarantee that bursts will always be well separated and
it may not be practical to use MALOHA-OPT. We con-
sider MALOHA-OPT primarily to evaluate a practical up-
per bound in performance on that could be achieved.
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Figure 8. Performance of Exponential Backoff, MALOHA and MALOHA-OPT for p = 0.99

Figure 9. Performance of T-
MALOHA for p = 0.99

Figure 10. Performance of T-
MALOHA for p = 0.9

Figure 11. Performance of T-
MALOHA for deadline of 20ms

Choosing an appropriate value of s and α are thus crucial
to the performance of T-MALOHA. In the absence of an an-
alytical solution to determine and optimal choice for m and
s, we resorted to exhaustive search based on simulations.
Thus, for each combination of < m, b, p, τ > we exhaus-
tively searched for the value of < s, α > that maximizes
the probability that all sensors are successfully received by
the end of the deadline. Based on the list of obtained opti-
mal values we found the following rules,
i) The optimal value of < s, α > does not depend on the
channel quality p (we tried in the range 0.999 < p < 0.7), ii)
The optimal value of s always lies in the range (d b

m
e, d b

2m
e),

iii) The optimal value of α is always equal to 1.0 i.e., fix-
ing α = 1.0 and searching for the value of s is sufficient, iv)
The optimal value of s is closer to d b

m
e when the deadline is

small and increases towards d b
2m

e) as the deadline increases,
and finally, v) For the range of values in the applications
considered in this paper, we found that the approximation
s = max

`
b b

m
c, 1

´
to work very well in almost all cases ex-

cept for 5 and 10ms deadlines.
Similar to MALOHA-OPT one could, in principle, con-

sider adapting the values of s and α. The controller in
principle could transmit its estimate of the number of con-
tenders in the channel and the sensors would then choose
the appropriate values of s and α in each frame by a pre-
computed lookup table. Adapting s has serious practical
limitations since the acknowledgements from the controller
may be lost in the channel. All sensor nodes must have
exactly the same notion of s for the protocol to work. The

value of α can however be adapted and we tried several
schemes for adapting alpha given a fixed value of s. How-
ever, we found the improvement in performance to be only
incremental and not “worth” the additional complexity of
the protocol. We do not describe the adaptive schemes in
this paper for lack of space.

6.6 Performance of various MACs

We evaluated the performance of the MACs described
in this section on a homegrown simulator. Each point is
the result from 107 events in the simulator. As in case of
FTDMA, 1.5 ms was subtracted from each deadline to ac-
count for the delay in waking the radio up. We assumed
that in a sensor burst all sensors are triggered at exactly the
same time. This constitutes a harsher scenario than reality
where nodes may be triggered at different times within a
small interval. Figures 8 9 and 10 depict the dependence
of probability of failure on value of the deadline, number of
transceivers used at the receiver and the burst size. Since
the dependence of failure probability on b has a large vari-
ation, rather than depict every single curve for each value
of b (as in FTDMA), we only show the curves for b = 2 and
b = 20. The arrows indicate the area that would be covered
by the family of performance curves between burst sizes of
2 and 20 for a given value of m and p.

As expected, in Figure 8, the performance of multi-
channel exponential back off MAC is unsuitable for our
target application given that even with 16 transceivers (the
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maximum possible) and a channel success rate (p) of 99%,
at the end of 50ms, the failure rate is above 1ppm for most
burst sizes between 2 and 2012.

The performance of MALOHA depicted in Figure 8 for a
channel with packet success rates of 99% for various values
of bmax and m is significantly higher than the Exponential
Back off based scheme. For example with 16 transceivers
at the controller 1ppm error rate can be provided under
20ms for a burst size of 20!! Further improvement is seen in
Figure 8 which depicts the performance of MALOHA-OPT
for a channel with p = 99%, especially for larger burst sizes.

The performance of T-MALOHA is depicted in Figures 9,
10 and 11. As seen from Figure 9, T-MALOHA clearly per-
forms better than MALOHA-OPT for all values of b and
m. In fact using T-MALOHA with 4 transceivers will be
better than using FTDMA based systems for 50 nodes or
higher and maximum burst sizes under 20 and is thus a
clear choice for our target applications over FTDMA. Even
for channels with a packet success rate of 90%, by using
greater than 4 transceivers at the controller T-MALOHA
can provide 1ppm error. Figure 11 depicts the dependence
of performance on burst size for a deadline of 20ms. The
curve corresponding to m = 16 and p = 0.99 is not present
in the figure since T-MALOHA provides under 1ppm for
all burst sizes between 2 and 20 for this deadline. Similarly
with m = 8 and p = 0.99 systems with burst size under 11
can be guaranteed a 1ppm error.

6.7 Longevity of contention-based MACs

The energy consumption of contention-based MACs will
be higher than that of FTDMA since the expected num-
ber of retransmissions will be higher and more energy will
be spent in retransmitting the same packet. In our sim-
ulations we found that the expected number of retrans-
missions varies between 3-5 for depending on channel con-
ditions, burst size and the number of transceivers at the
controller. Considering that the expected number of trans-
missions for FTDMA systems is around 2, the component
of power consumption due to events will be 1.5 to 3 times
higher. The power consumption due to time synchroniza-
tion however, will remain the same. For systems with low
event-frequency (κ around 0.1) the effect on longevity will
not be“significant”; however, systems with higher event fre-
quencies maybe severely impacted.

7. Conclusions

In this paper we set out to determine whether or not the
stringent reliability and longevity requirements posed by
hard real-time discrete event control systems can be met
using off-the-shelf 802.15.4 radios. We carefully analyzed
the practical bottlenecks involved in designing a low-latency
MAC and analyzed both contention-based and contention-
free protocols. In the process, we proposed several novel
techniques and MAC schemes suitable for our target appli-
cations.

12Further, we found that for channels with packet success
rate of 90%, even with 16 transceivers, and b = 2, exponen-
tial backoff achieves a failure rate of only 10−5.

Our results indicate that FTDMA MACs that use 4 or
more transceivers at the controller may be a suitable option
for small systems (50-100 sensors), however, FTDMA does
not scale well for larger systems. We have designed a con-
tention based MAC, T-MALOHA that promises to perform
as well or better than FTDMA systems in terms of error
probability for sensor burst sizes under 20. The drawback
of T-MALOHA however, lies in the fact that its longevity
may be much lower than that of FTDMA depending on the
frequency of occurrence of events. The choice between using
FTDMA and T-MALOHA is based on the tradeoff between
i) size of the system in terms of number of sensors, ii) the
burst sizes that may occur and iii) frequency of occurrence
of sensory events since this may impact T-MALOHA very
adversely. When the sensory event frequency is “low” (one
event per 10 seconds or less) and burst sizes are below 20,
T-MALOHA provides a clear benefit over FTDMA.

m = 4 transceiver T-MALOHA and FTDMA systems
have been implemented on a home grown sensor node plat-
form at Robert Bosch and deployed in model machines. The
platform uses 4 CC2420s for transceivers and 4 MSP430
micro-controllers (one for each radio). A 5th micro-controller
is used to aggregate the information from each of the 4 ra-
dios. Due to lack of space, we avoided a detailed description
of the platform.
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