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Abstract

In this report, we propose a new technique to render realistic rain in real-time using a commaodity
graphics accelerator. Our technique consists of two parts: off-line image analysis of rain videos,
and real-time particle-based synthesis of rain. Videos of real rain are analyzed to extract the
rain mattes; random samples of these rain stroke mattes are then used for online synthesis. We
incorporate pre-computed radiance transfer (PRT) in our particle system to take into account the
scene radiance. We show that there is a closed-form solution to the transfer function of a raindrop,
making its evaluation highly efficient. Our approach achieves high realism with low computation
cost and a small memory footprint, making it very practical. We demonstrate our technique on a
variety of scenarios, from synthetic 3D scenes to real videos.

1 Introduction

Weather simulation is an important effect that adds to the realism of a rendered scene. The ability
to simulate weather effectively would be exceedingly useful for applications such as film post-
production, games, simulators, and virtual reality. A lot of work has been done on simulating rain,
fog, cloud, and snow.

Among all weather phenomena, rain is probably the most common. Interestingly, Garg and
Nayar [5] analytically showed that with the proper settings of the camera and under certain rain
conditions, rain can actually be made clearly visible or almost imperceptible in the video. In
filming, it is possible that a scene with rain may be inadvertently captured with unintended results.
In such a case, the option of adding realistic synthetic rain quickly in post-production would be an
attractive and cost-effective one.

There has been a fair amount of work on rain simulation and synthesis. Yoshihiko et al. [17]
combined a particle system with a physical motion model of the rain (with no GPU acceleration).
Feng et al. [3] proposed a real-time GPU accelerated rain rendering algorithm that incorporated
collision detection. Their system was also based on the particle system. However, rain synthesized
by both these systems did not consider the effect of environment lighting.

Another approach for simulating rain is through direct physical simulation. This approach
provides more flexibility in controlling rain, e.g., being able to freeze time and render a magnified
raindrop. ATI's ToyShop demo [2] is an interesting example of this approach. While the result
looks stunning, the rain does look repetitious, as it is based on a manually designed rain mask [1].
In addition, the realism came at a cost: it required 300 unique shaders dedicatedeiomaid],



and the powerful Rade&hX1800 graphics card is required for real-time rendering. Furthermore,
the influence of the environment on the rain is not too evident (the exception was the lightning
effect on rain). In comparison, our technique extracts various shapes of rain from videos at low
cost. We also incorporate pre-computed radiance transfer (PRT) to make the appearance of rain
change with the environment map in real-time. As PRT uses only the low frequency spherical
harmonics (SH) coefficients of the environment map and the transfer vectors of raindrops, the
memory footprint is small. The memory requirement consists of environment maps (64 bytes
each) and raindrop transfer vectors (6 MB, due to 16 SH coefficients per viewing direction times
98,304 viewing directions).

Starik and Werman [14] may have been the first to investigate image-based rain. After extract-
ing rain from a video by median filtering over time, they applied the extracted rain to a different
background or restored it to the median-filtered (derained) video. To make the rain more realis-
tic, they desaturate the background image by averaging it with its luminance. They also blur the
background image to account for the lens effect of the raindrops. Because the rendering is purely
image-based, it has the appearance of a sheet of translucent texture. Their technique seemed to
be limited to static scenes with fixed viewpoints, and is unable to physically account for scene
radiance.

Garg and Nayar [4] proposed an approach to detect and then remove rain from videos. They
find rain streaks by detecting instant changes in intensity and checking for directionality. However,
they did not use the extracted rain for synthesis.

Our approach is a hybrid approach—it transfers details from video of real rain to a particle-
based system. It combines the realism from images with the real-time performance of graph-
ics techniques (specifically using pre-computed radiance transfer, or PRT). The decomposed rain
strokes, modeled as particles, are uniformly distributed in the space with controllable velocity.
Their colors are determined by PRT; our version of the transfer function of a raindrop has a closed-
form solution for highly efficient evaluation. Our approach is cost-effective, yet capable of real-
time realistic rain rendering.

2 Extracting Rain Strokes from a Static Scene

Although rain strokes can be manually designed, the process is tedious, and it is not guaranteed
that the resulting simulated strokes will appear natural or sufficiently varied. As a result, we chose
to extract rain strokes from actual footage involving real static scenes. As pointed out in [14] and
[4], if the video was not captured using a high-speed camcorder, the rain in successive frames are
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practically independent. Using this reasoning, Starik and Werman [14] and Garg and Nayar [4]
simply used a median filter to extract or detect rain.

Unfortunately, the median filter is applied pixel by pixel independently. It does not take into
account two relevant factors: rain is globally directional and a typical scene has a mostly contin-
uous color distribution. As a result, it is less resilient to image noise. We incorporate these two
factors in our rain extraction formulation as a nonlinear least-squares problem:
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where indices, j, andk are used for referencing pixels, color channels, and frames, respectively.
I is the observed coloky is the fractional blending weight due to raif, is the color of the
static background(Cr, C¢, Cp) is the “color” of the rain (due to the environmeni), is the
principal rain direction, and andyu are weights. The first term in (1) assumes the observed color
is a linear blend of the colors of the scene and rain. The second term encourages smoothness
in the scene color distribution, while the third favors smoothness of the alpha distribution along
the rain directionD,. An Expectation-Maximization (EM) algorithm is applied to solveandS
alternately; the median filtered version®is used to initializeS. Dy is initialized as the vertical
direction. It is refined immediately after estimatingby detecting the most salient line in the
frequency spectrum af that passes through the origin.

S anda can be solved as long as the video has more than three frames. In our work, we use
20 frames from a video of a typical rain scene in order to generate rain stroke samples to choose
from, and set\ = 1/20 andyx = 1/4 in (1). Once the rain directiob, is known, the rain strokes
are rotated to make them practically vertical. To reduce the artifacts caused by not fully modelling
the rain (e.qg., inter-reflection effects), we apply morphological erosion and dilation followed by
vertical blurring. In practice, these operations are sufficient to produce plausible shapes of rain
strokes. The best-looking individual rain strokes can be easily cut out as samples (top left corner
of Figure 1).

3 Overview of Rendering System

In order to be able to exercise more control over the rain and enable the rain to appear natural
with the scene, we chose to use a particle system for rendering, rather than using a single layer of
rain [14]. Figure 1 shows the outline of the rendering process.
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Figure 1: Rain rendering process. Each particle consists of a rain stroke matte that is randomly chosen from
the rain stroke samples, a sphere model, and attributes such as velocity. The vertex shaders compute the
3D position and orientation of the alpha matte and the GPU determines which pixel on the screen to shade.
Our PRT based per-pixel shader then computes the color of each pixel on the rain stroke. Finally, the rain
stroke and the background are blended using the rain alpha matte. “SH" refers to “spherical harmonics.”

Each patrticle has a sphere model with the refractive index of water, a random rain stroke matte,
and other physical attributes such as position and velocity. The rain color is computed on the fly.
In contrast, the particles of traditional particle systems [3, 17] only have the sphere model of the
raindrop and other physical attributes. The rain color in their systems is prescribed, and the alpha
value is computed from the portion of a raindrop in a pixel.

The particles are assumed to be uniformly distributed in space; we model the position as a
uniform random variable. The length of the matte shape is estimated based on the particle’s current
velocity and the exposure time of the virtual camera. The matte shape is achieved by shrinking
or stretching its original shape accordingly through interpolation. The diameter of the sphere that
models the raindrop corresponds to the width of the rain matte after being mapped to the scene
coordinate frame. We show that there is a closed-form solution to the transfer function required by
PRT, which makes its evaluation highly efficient.

Our rendering technique is purely GPU based. (It requires pixel shader 2.0 and vertex shader
1.1, which are supported by most commercially available graphics cards.) After the 3D position
and orientation of each particle have been computed by a vertex shader, the next step is to color



Figure 2: Sphere model for raindrop. (a) The reflection and refraction of light after hitting a raindrop.
Lip is the incident light. It will be scattered by the raindrop toward different directibpsLo, - - - . (b) For
incoming light rays (thick arrowed lines pointing towards sphere), the outgoing rays can then be computed
(thin arrowed lines with corresponding colors pointing away from sphere). Five different incoming rays are
shown here. Due to the reversibility of light, the transfer function of the raindrop is identical to the outgoing
light intensity distribution function.

the particle. The GPU first determines which part of the screen is to be shaded. A per-pixel PRT
shader then computes the intensity distribution of the particle. Details of how the PRT shader
works are deferred to Section 4. The environment map is used to compute the intensity and color
of each pixel of a particle. By comparison, the ATl demo [2] used a normal map to compute the
reflection/refraction of scene light (not the whole environment map) that hits the raindrop [1],
which is more expensive than our PRT based method, and the nearest rain strokes appeared to be
rendered using a sheet of rain mask.

Finally, the GPU blends the appearance of the particle with the background using the computed
intensity and alpha distributions. Note that if rough geometry of the scene is known, the patrticle
will be automatically clipped by the rendering engine at the scene surface (defined using a mesh of
a synthetic scene or the depth map of a real video). This gives a volumetric appearance of rain.

4 Precomputed Radiance Transfer (PRT)

We developed a real-time PRT [13] engine that is capable of computing the color and intensity

of each point on a raindrop in the scene. We assume that there is no inter-reflection among the
raindrops, so that every raindrop is affected by the environment map only. The PRT consists of
two parts: the environment map and the transfer function of the sphere model.



Figure 3: The 3D shape of the transfer function of the raindrop when the viewing direct{On(g. Direc-
tion (0, 0) is from left to right along the major axis of the shape. The singular p@int, 0) corresponds to
the raindrop location.

4.1 Environment Map Generation

A video of a real scene alone typically does not provide a complete environment map. We merely
filled in the missing parts using the nearest available colors. In all our real video examples, the
horizontal field of view is approximately 36 For a panning camera, we stitch the video into a
panorama, which provides wider coverage for the environment map. For a looming camera, we
stitch a panorama every five frames in order to produce view dependent environment maps.

The pixel values of the scene, particularly the light sources, are of low dynamic range and may
not cause noticeable effects on the rain. Because of this, we replace the saturated values with the
radiance of the light sources measured when we captured the video.

4.2 Transfer Function of Sphere Model

To use PRT, we have to compute the transfer function for each raindrop, i.e., the function that
weights the environment map to produce the intensity of light reflected toward the viewing direc-
tion. Unfortunately, direct computation is difficult. Thanks to the reversibility of light, we may
instead compute the outgoing light intensity distribution function by tracing the light in the viewing
direction to find out how the light is scattered toward various directions (Figure 2). This function
must then be identical to the transfer function.

To simplify the derivation, we model a raindrop as a sphere. (Its size is inconsequential since
it is typically much smaller than the scene.) Using principles of basic optics (Appendix 1), we
can derive the closed-form solution for the outgoing light distribution funcfigfl, ¢) for the
spherical raindrop model (Appendices Il and Iland¢ are the angles associated with the altitude
and azimuth, respectively, witld, 0) aligning with the z-axis (see Figure 2(a) for visualization of



¢). Because light is invertible, the transfer functiditd, ¢) must be identical to the outgoing
light intensity distribution functionD (¢, ¢). Although there have been complex theories of light
scattering by small particles (e.g. [15]), our formula is simple enough for fast computation while
retains the main features of light scattering.

The transfer function’(, ¢), shown in Figure 3, is rotationally symmetric with respect to
the azimuth angle. The part of the environment map corresponding to the viewing direction
contributes the most to the radiance of the raindrop. There are some bumps in the transfer function,
which are due to the discontinuity of light reflection when the incident angle of light reaches some
critical angles. Note that parts of the environment map closer to the camera do contribute to the
radiance of the raindrop as well. Since we model the raindrop as a sphere, the transfer function
((20) in Appendix Il1) differs only by a rotation for viewing directions other th@no).

Since the transfer function is closed-form, the expensive ray tracing associated with its compu-
tation is avoided. Moreover, as the transfer function in a different viewing direction differs only by
a rotation, it is (in theory) adequate to just store the 1D transfer végttor the viewing direction
(0,0) and the transfer vectors for the remaining viewing directions can be obtained by applying a
block diagonal matrix tdi, [6]. This would then result in an extremely small footprint (64 bytes).
However, in practice, the rotation operation significantly adds to the computational load. As a
result, we precompute the transfer vectors for all (98,304) viewing directions.

4.3 Rendering with PRT

When applying PRT, both the discretized transfer function and the environment map are projected
to Spherical Harmonic (SH) bases; only the low frequency coefficients are stored. We store the first
16 SH coefficients for both the transfer function and the environment map. When shading a pixel
in the rain stroke matte, the colcér of the pixel is computed as the dot product of the raindrop
transfer vector in the current viewing direction and the SH coefficient vector of the environment
map.

Since we only keep the low frequency SH coefficients, the transfer function used actually
contains just its low frequency part. In particular, the value of transfer function in the viewing
direction is reduced the most (Figure 3). To compensate for this attenuation, we add a portion of
the background coloB (which is exactly the environment map in the viewing direction) to the
rain color in the following manner:

C'=C+c¢B, (2)

with ¢ set to 0.7 in our implementation. The GPU then blends the corrected rain color with the



background, producing the final rain matted scene:

C=aC' +(1-a)B,
whereq is the alpha value of a pixel in the rain stroke matte. Using PRT, the effect of the environ-
ment map on the rain can be realistically achieved, as shown in Figures 4(b) and (c).

5 Additional Considerations

The basic algorithms described earlier allow us to render realistic-looking rain in real-time. How-
ever, we can significantly enhance realism by taking into account the following factors:

Rough Geometry. It is helpful to know the rough geometry of the scene to be able to assign
the density of rain at the appropriate places. For a real scene and arbitrary camera motion, structure
from motion techniques can be applied to extract scene depth. However, when there is no motion
parallax (for a panning camera or flat scene), approximate depth would have to be assigned manu-
ally in general. Certain interactive techniques, such as the tour-into-the-picture approach proposed
by Horry et al. [8], may be used to speed up the depth assignment process.

Scene Color.We use the simple darkening algorithm proposed by Starik and Werman [14] to
mimic the grayish effect of a raining day. The amount of darkening can be interactively adjusted.
The histogram based color transfer algorithm described in [12] can also achieve this goal.

Scene Blur. The refraction by the raindrops causes distortion of the background. The analysis
of Narasimhan and Nayar [11] showed that the glow around light sources and the shape of the
atmospheric point spread function (due to multiple scattering) are dependent on the sizes of the
particles in the air. We approximate this effect by Gaussian blurring the video with a reasonable
variance.

Rain Fog. Garg et al. [5] analytically showed that rain strokes are visible in the video only when
they are close enough to the camera. When the rain strokes are far away, it has the appearance of
fog. Therefore, to add realism to the rain scene, we also add homogenous fog. The alpha matte
of the fog is exponentially decreasing with respect to dedttB, 10], i.e.,af, = 1 — exp(—ed),
wheree is the fog density. We used values=sabetween 1.35 and 1.8 in our experiments.

Rain Splatter. The shape of each rain splatter used in our experiments was designed by an
artist. The size and number of the spatters linearly increases with the magnitude and density of
the rain strokes. The splatters are uniformly distributed on the ground and alpha blended with the
background.
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Figure 4: Adding synthetic rain to video of the Street scene. (a) An original frame of resoli#tior 480,

(b) result of adding rain, (c) close-up of the boxed area in (b). Notice how the synthetic rain was affected by
the background. Here, 80,000 rain strokes (all visible to the virtual camera) were rendered at 78 fps on our
Intel Pentiun® 4 3.20GHz PC (with an nVIDI® GeForce 7800 GT graphics card). The memory footprint
dedicated to computing the lighting effect on the rain is only about 6 MB for the 33 second video.

6 Results

The reviewer is strongly encouraged to check out our video submission, as the dynamic nature and
realism of our synthesized rain are better observed through video. Due to size limit, we only present
part of our demos in the submitted video. More demos can be fouhttpt/research.microsoft.com/
~zhoulin/Rain.htm

Our rain rendering results for a variety of scenes are shown in Figures 4, 5, 6, and 7. They
demonstrate the realistic effect of the environment on the synthetic rain. Even though the same
rain stroke samples are used in all the scenes, their final appearance looks significantly different.
User-controlled magnitude of rain. The user can easily control the magnitude of rain, as shown
in Figures 5(d)-(f). This feature has interesting possibilities as a movie post-production tool. We
can also add rain to synthetic scenes, as demonstrated in Figure 6. The speed of rain can also be
controlled, but it is difficult to illustrate with figures.
Comparison with other traditional techniques. In addition, we compare our results with those
using a traditional particle system and by ray tracing (Figure 7). Our result (Figure 7(a)) is very
close to that obtained using ray tracing (Figure 7(b)); however, our rendering speed is hundreds
of times faster. The rain synthesized using a traditional particle system (Figure 7(c)) is much less
sensitive to environment lighting. Figure 7(d) shows why a variety of strokes is necessary. Using
hand-drawn simple rain stroke shape resulted in less natural looking rain (compared to Figure 7(a)).
Implementational details and statistics.Table 1 shows the data size for the various scenes. For



Table 1: Memory footprints for different scenes.

SH Coeff.
Scene | Video Length Footprint Total
(seconds) | (bytes/panorama)) (bytes)
Street 33 64 12,672
Yard 16 64 64
Gateway 24 64 64
Roof 19 64 64

Table 2: Memory cost dedicated to lighting effect of rain. We used 64 rain samples, and the system stored

transfer vectors corresponding to 98,304 viewing directions.

Rain Stroke Raindrop
Mattes | Transfer Vectors

Unit Footprint (bytes) 1,024 64
Number of Entities 64 98,304
Total Footprint (MB) 0.0625 6

the Street scene, a panorama was stitched every 5 frames to create view dependent panoramas. Fol
the other real scenes (with panning camera), only one panorama was stitched. For each panorama,
only 16 low frequency spherical harmonics (SH) coefficients were stored.

Table 2 lists the memory footprint dedicated to the lighting effect of the rain. The memory costs
for the rain stroke samples and the raindrop transfer vectors are both quite small. Although there
are some other memory costs, such as the video sequence and the depth map, they are unrelated tc
the lighting effect of the rain.

We used a PC with Intel Pentit#h4 3.2GHz CPU, 1GB RAM, and an nVIDIR GeForce
7800 GT graphics card. Table 3 lists the average frame rates with different numbers of rain strokes.
Even with 80,000 rain strokes for each frame (all the rain strokes are visible to the virtual camera),
the frame rate we obtained was 77 fps.

7 Discussion

Currently our rain splatters are crafted by hand. While it may be possible to extract them from
video, the process is substantially more complicated due to accompanying effects such as ripples.
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Table 3: Average frame rate vs. number of rain strokes rendereghtdn framef scene. All the rain strokes

are visible to the virtual camera.
# of Strokes| 1 2 3 4 5 6 7 8

(x10, 000)
FPS 790 | 328 | 223 | 162 | 130 | 104 | 91 | 77

As a result, we cannot directly apply our technique for extracting rain strokes to rain splatters.

While our basic implementation of rain is realistic and allows real-time rendering, extensions
can be incorporated. For example, the influence of wind can be added by applying the dynamic
wind model to the raindrop and then deforming the rain matte accordingly. In addition, we did not
consider other rain-related effects such as ripples on surfaces and flow of water. Other approaches
have been proposed for these (e.g., [16]), and can be used in conjunction with our rendering tech-
nique.

In our current raindrop model, different refraction indices for different frequencies of light can
be considered, e.g., pre-computing the transfer vectors for R, G, and B channels separately. This
will not increase the computation load and the extra memory cost is just a few bytes. However, we
found that the difference between using the R-G-B transfer vectors and just a single transfer vector
is imperceptible.

Since PRT uses only the low frequency parts of both the rain transfer function and the envi-
ronment map, complementary techniques are required to account for the missing high frequency
components. In our implementation, we simply added back a portion of the background, as shown
in (2). Doing the same for the environment map remains a topic for future investigation.

Since we assume we can precompute the environment map ahead of time, our technique is
currently less applicable for games, where the dynamic scene can arbitrarily change with user
interaction. The speed of computing the SH coefficients of the environment map would have to
be substantially increased to enable interactive gaming with our rain synthesis technique. This is
another direction we are investigating as well.

8 Conclusions

We have presented a new technique to render realistic-looking rain in real-time using a commodity
graphics accelerator. Our technique is a hybrid approach that capitalizes on real footage of rain
to extract the realistic appearance, while our particle system allows real-time rendering. By ap-
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plying PRT to our particle system, we increase the realism to the rendered rain scene by taking
into account environment lighting. The closed-form solution we derived for the raindrop transfer
function makes its evaluation highly efficient. Our PRT also results in low memory costs. All
these benefits make our technique for rendering rain a prime candidate for real applications such
as movie post-production.

Appendix A: Transmittance and Reflectance of Light

For unpolarized incident light, the reflectance, i.e., the ratio of the reflected power to the incident
power, is [7]

(1 _ p2)2m2 + (1 _ m2)2p2

[m(1+ p?) + p(L +m2)]2

wherep = n,/n;, m = cos 6,/ cos 0;, n; andrn, are the refractive indices of the medium of incidence
and transmission, respectively, ah@ndd, are the angles of incidence and refraction, respectively.
Note that the anglé, of refraction is determined by Snell’s law; sin 6; = 7, sin #;. The transmit-
tance, i.e., the ratio of the transmitted power to the incident pow&i(ds = 1 — R(6;).

R(6;) =

Appendix B: Outgoing Light Intensity after Multiple Reflection

Because the radii of raindrops follow the Marshall-Palmer distribution [9], the radii of a vast ma-
jority of raindrops are less than 1mm. As the shape of raindrops are very close to be spherical
when their radii are less than 1mm [4], assuming the shape of raindrops to be that of a sphere is
very reasonable. This assumption leads to an analytically computable outgoing light intensity even
though light is refracted inside the raindrop many times.

Let I;, and dFj, be the intensity of the incident light and the incident flux, respectively. With-
out loss of generality, we choose the direction of incident light tébe), i.e., it is parallel to the
z-axis of the local spherical coordinate of the raindrop. Lgt/,,, and &, be the direction, inten-
sity, and infinitesimal flux of outgoing light after the incident light is reflected inside the raindrop
(n — 1) times, respectively.

Note that the light path must all lie in the plane determined by the center of the raindrop and the
incident light (Figure 2(a)). The incident light in directi¢f, 0) can hit different positions of the
raindrop, resulting in different incident angjeand the azimuth anglgof the plane. Therefore, the
directions ofL,, can be parameterized &%,, ¢) (Figure 2(a)), wheré,, is derived in the following
process.
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To computely, by the definition of reflectance, we have:
dFy = R(y)dF,, 3)
with R(v) being the reflectance at angle Note that
dFjn = Ijp cosy - dwjpy = I cosy - sinydyde, 4)
dF1 = Ildwl = ]1 sin Qldeldgb, (5)

wherel;, is the intensity of the incident light, ang, andw, are the infinitesimal solid angles of
incident and outgoing light, respectively. As the incident light is in the diredfiofi), we have
0, = m — 2v. By combining (3), (4), and (5), we have

I = RO ©)

To compute/,, (n > 1), we consider the light being reflectéd — 2) times inside the raindrop and
refracted 2 times when leaving the raindrop. Therefore,

dF, = [T(7)]’[R(y)]"*dFp,, 7)
where
df,, = I,,dw, = I, sin #,,dd,,do. (8)

Using the assumption that the raindrop is spherical, we get

where¢, =1 — 27 — (n — 1)(7 — 20), ©(x) = |modx + =, 27) — 7| restricts the angle to be
between 0 and, and3 = arcsin(siny/p) is the refraction angle when the incident light refracts
inside the raindrop for the first time (Figure 2(a)). Combining (4), (7), and (8), we have:

2SNy COS 7y

Ly = T[T RO ——g—
sin 0,, —
dhy
With (9), we have
sin an(;% = [sin an‘ijé:;
= [sin[2(n — 1)5 — 27] [2(” - 1>3§ B 2] ' '

Finally, we arrive atl,, = &, [j,, where
[T(V)P[R(y)]"?sin(27)

"o sin[2(n — 1)8 — 29] l(”_l)com - 1] ‘

4
pcos 3
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Appendix C: Outgoing Light Intensity Distribution Function

In the previous section, we derived the scattering directi@psp) and the corresponding atten-
uation coefficients,,, given the incident angle and azimuth angle of the incident light. Note
that the incident light in directiof0, 0) can hit any point on the raindrop (Figure 2(b)). So, the
intensity of light reflecting toward directiof, ¢), in the local spherical coordinate of the raindrop
with the viewing direction being along theaxis, is

LO.6) =3 3 L.

n=10,(y)=60

Thus, the outgoing light intensity distribution function is

! [<9>¢>:

in n=19

n(7)=0

N |

where{; (y) = R(v)/4 due to (6). The denominatarl;, is required for normalization, since it
is the value of the integral of, over all directions. To make the computation more efficient, we
precompute an inverse table-g$ that satisfied,,(v) = 6. &, usually drops rapidly with increasing
n. Empirically, we have observed that the first nfés hold about99.8% of the full power; as a
result, we use only, - - -, & in our implementation.
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FPS: 307.72
Strokes: 20763/

.

(c) Roof (d) Roof with weak rain
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(e) Roof with medium rain () Roof with heavy rain

Figure 5: More examples of rain synthesis. (a)-(b) Adding the rain to daylight scenes Yard and Gateway.
Note that the rain appears rather different from those in Figures 4(b), although the same rain samples were
used. (c) Original rainy Roof (rain is imperceptible). (d)-(f) User-controlled rain getting progressively
heavier. At the bottom-left corner of each image of Roof is a close-up of the boxed area on the right.
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(@) (b)

Figure 6: Synthetic scene example with rain.
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Figure 7: Comparison of results with different techniques. (a) Our technique with different stroke shapes,
(b) ray tracing, (c) traditional particle system without considering environment lighting, (d) our technique
with hand-drawn simple stroke shape. At the bottom-right corner of each image is a close-up of the boxed

area on the left.
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