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Abstract

Application specific extensions to a processor provide an efficient mechanism to accelerate applications and reduce their power consumption.  Furthermore, proliferation of FPGA devices has driven application acceleration into the domain of reconfigurable computing. In this work, we propose a framework for automated acceleration of application on a dynamically extensible processor, eMIPS. Our framework takes an application binary instead of application source code, and outputs modified application binary (with eMIPS extended instruction(s)) and bit stream. The accelerated application can then be prototyped on an FPGA board to quantify the speedup instead of relying on mere simulation.
The proposed framework incorporates Giano, a real-time full system simulator to profile application binaries. A set of basic block processing tools (BBTools) are used to analyze the application binary with the profiling information to find hyper-blocks (hot spots of the application). These hyper-blocks are converted to synthesizable Verilog with M2V, a hardware compiler. Finally, Xilinx’s ISE and PlanAhead are integrated into our framework to generate full and partial bit streams for prototyping the accelerated application on an FPGA board.
We evaluated the framework on two standalone applications: tloop and mmldiv64. The framework reported an estimated speedup of 2.08 and 1.48 for tloop and mmldiv6, where the actual speedup achieved on the board was 2.11 and 1.38 respectively. The results show that our framework can be used to perform design space exploration to find suitable portions of application binaries for implementation as eMIPS extension.

Introduction

Extensive research over the past two decades has shown the benefits of offloading the critical parts of compute-intensive applications on a custom hardware. The custom hardware can be custom instructions for Application Specific Instruction set Processors (ASIPs), loosely-coupled coprocessors, tightly-coupled coprocessors, etc. Even though past research has shown the benefits of custom hardware, the major hurdle which still remains is the slow and error prone process of designing such custom hardware. Recent attempts from both academia and industry have shown good progress in the development of automated tools [4, 5, 12, 15, 21] for accelerating applications with custom hardware.  For example, Tensilica [21] provides tools for automated construction of custom instructions, and retargets the whole tool-chain for the new Instruction Set architecture (ISA). The work in [22], on the other hand, generates custom hardware which is implemented on an FPGA from application binary, without the need for retargeting the compilation tool-chain. Stitt et al. [23] provides an overview of accelerating application binaries, and urges on the need for tools for automated acceleration of application binaries.
In this work, we propose a framework for automated acceleration of application binaries on eMIPS [1], by extending the current eMIPS tool-chain. eMIPS is an extensible processor based on MIPS R4000 instruction set with the capability of loading/unloading extensions (specialized instructions, hardware accelerators, peripherals, etc.) dynamically. Our framework starts with profiling the application binary in Giano [9], a real-time full system simulator. The profiling is done at basic block level, and hence provides the execution frequency and branch probabilities of each basic block. Based on the profiling information, the basic blocks are sorted in decreasing order of total execution time. Starting from the basic block with the highest execution time, design space exploration is performed to find hyper-blocks until some percentage of the total application time is covered, where a hyper-block is defined as a chain of basic blocks. Each hyper-block is evaluated in terms of the possible speed up the application can achieve when the hyper-block is implemented as an eMIPS extension. As a result of the design space exploration, hyper-blocks with the highest possible overall application speedup are forwarded to M2V [5, 6, 7]. M2V is a hardware compiler that translates basic blocks of MIPS machine code to a synthesizable Verilog code (the extension of eMIPS). Finally, the extension is passed through Xilinx’s PlanAhead tool to create full and partial bit streams, in addition to patching the application binary with the extended instructions. Once the patched application binary and bit stream are available, the accelerated application is prototyped on an FPGA board to measure the actual application speed up. The framework provides an automated way to accelerate application binaries, with minimal user intervention.
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Acceleration of applications with custom hardware has been an active research area for the past two decades. The general flow is to profile an application to identify the hot spots, which are then mapped onto hardware. However, due to different underlying architectures, profiling and hardware generation techniques vary widely. Furthermore, some works focus on general-purpose applications while others target domain-specific applications.
Lange et al. [2] proposes an architecture where a General Purpose Processor (GPP - PowerPC405 in their case) is coupled with a hardware accelerator (HA) and a shared memory. Compared to conventional architectures, they introduce FastPath to allow quick communication between GPP and HA, FastLane+ to provide direct access of memory to HA, and OS integration in terms of the provision of virtual memory to both GPP and HA. The proposed hardware and software changes were shown to outperform the conventional methods.
Vuletic et al. [3] presents a virtualization approach to general purpose reconfigurable computing. They focus on easing the programming and increasing the portability, thus proposing a virtualization layer that hides the implementation details from both software and hardware designers. The virtualization layer implements all the synchronization between software and hardware threads, including access of shared data. The authors claim that the overheads introduced by the use of virtualization layer are offset by the dynamic optimizations done by it. A case study using Excalibur board running IDEA application was shown to achieve a 23x speedup over a purely software based implementation (where the system without the virtualization layer had a speedup of 20x).
The authors in [4] propose an architectural framework to augment a GPP (ARM in their case) with Configurable Compute Accelerator (CCA). A well-defined interface between GPP and CCA is introduced, followed by compiler techniques to generate appropriate code. Average speedups of 1.6x, 1.91x and 2.79x were reported for SPECint2000, MediaBench and encryption applications.
The work in [8] proposes a GPP with a reconfigurable processor, and focuses on efficient sharing of the reconfigurable processor among different code segments of an application, and among different applications. The proposed ideas were demonstrated on ARM7TDMI processor with reconfigurable execution unit, but in simulation rather than actual FPGA implementation.
Mencer et al. [11] illustrates how their Stream Compiler can be used to explore the design space of transforming high-level code into hardware accelerators. They introduce custom types and operators as a C++ library to provide a unified exploration framework in C++, where both software and hardware can be described. Their approach is similar to Handel-C. The authors in [12] propose C# and Handel-C based automated acceleration of finance applications such as Monte Carlo simulation, numerical integration, etc.
Shaui et al. [13] performed a comparative study on the use of GPUs and FPGAs as accelerators for compute-intensive applications. According to their study, GPUs are well-suited for applications with no inter-dependencies in data flow and the computation can be done in parallel, while FPGAs appeared to be a good fit for applications with low-level data and control operations. They also compared the two platforms in terms of ease of programming, where GPUs had a clear advantage because FPGA tools require hardware design expertise beyond the knowledge of most programmers.
Zhuo et al. [14] proposes a hardware/software co-design methodology to achieve efficient partitioning of applications with significant matrix computations for reconfigurable systems. They propose various analytical models to balance the application load among CPUs and FPGAs present in Cray XD1 supercomputer. The proposed methods were used to implement matrix factorization and all-pairs shortest-paths algorithms, though the whole process was manually done.
Garp architecture [15] couples a reconfigurable array with MIPS processor, where critical loops of an application are offloaded to the array to accelerate the application. A C compiler, based on SUIF compiler, was also built to identify hyper-blocks in an application and generate corresponding configuration for the array. The proposed architecture was evaluated using a cycle accurate simulator rather than actual implementation on an FPGA.
Niyonkuru et al. [16, 17] proposes reconfigurable processor architecture based on ARM Thumb instruction set, where execution units are dynamically configured. A runtime monitoring approach based on Trace Cache is proposed to identify the required execution units and then configure them accordingly. The architecture is partially simulated using SimpleScalar tools without considering the overhead of run-time reconfiguration of execution units.
The authors in [18] propose an adaptive superscalar architecture with run-time approaches for efficient execution of general purpose applications. Adaptability is introduced in a conventional superscalar processor by partitioning processor resources into groups where each group can be enabled/disabled/modified at run-time. The compiler analyzes the application code and inserts the run-time control information at appropriate places. The proposed architecture was illustrated with run-time allocation of set associative cache ways and run-time varying instruction-issue width.
Todman et al. [10] has reported a detailed survey of major trends in reconfigurable computing: coarse-grained reconfigurable fabrics, soft cores and heterogeneous components from architecture perspective; and, special-purpose designs, low power techniques and high-level transformations from design methods’ perspective.
In contrast to the above mentioned works, we use eMIPS [1] platform for acceleration of general-purpose applications. An FPGA implementation of eMIPS consists of a fixed logic and a reconfigurable logic where the fixed logic contains the minimum functionality (system management, reconfiguration support, etc.) while the configurable logic contains the extensions. An extension is integrated into the pipeline in contrast to being loosely- or tightly-coupled coprocessor, thus providing a low latency extension interface. eMIPS platform provides performance with flexibility and adaptability required of current applications. Even though our approach to accelerating application binaries on eMIPS is similar to [4, 22, 25], various architectural differences in the platforms make our framework substantially different.
eMIPS Platform

Hardware Details

eMIPS [1] is a RISC processor with programmable logic developed at Microsoft Research, as shown in Figure 1. The programmable logic can be used to implement hardware accelerators, extensible peripherals, in-process software debugging, etc. The instruction set of eMIPS is the same as R4000 MIPS processor [24]. eMIPS follow the classical pipeline structure consisting of five stages: Instruction Fetch (IF); Instruction Decode (ID); Execute (EX); Memory Access (MA); and, Write Back (WB). In addition, eMIPS tightly integrates programmable logic with its pipeline, providing extensions access to all the resources such as memory, register file, etc. Hence, eMIPS provides a low latency interface for extensions, typically required for better performance. Readers interested in further details are referred to [1].
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Figure 1: eMIPS hardware block diagram. Soft fabric contains the extensions that can be configured at run-time, making eMIPS a dynamically extensible processor.

eMIPS Tool-chain

Current eMIPS tool-chain provides three main tools: Giano [9]; BBTools; and, M2V [5, 6, 7].
Giano is a real-time, full system, hardware-software co-simulator developed at Microsoft Research to enable research in the fields of embedded and reconfigurable systems. Giano can simulate an eMIPS system, running NetBSD OS, to profile applications and identify their hotspots, which will be the potential candidates for extensions of eMIPS. The profiling is limited to the execution frequency of the basic blocks only. The process of finding the hot spot of an application should consider the execution time spent in a basic block in addition to its execution frequency. This fact follows from Amdahl’s law where the overall application speedup is limited by the percentage of the total execution time of the basic block which is being accelerated. Thus, execution frequency alone is not a good parameter in the deciding the application’s hot spots. Secondly, chains of basic blocks, called hyper-blocks, might provide better application speedups instead of single basic blocks. However, for finding hyper-blocks, Control Flow Graph (CFG) should be available with branch probabilities for the edges. Hence, in this work, Giano’s profiling capabilities are enhanced to produce profiling information containing CFG of application binary with execution frequency and branch probabilities.
BBTools provide basic utilities for processing basic blocks of an application. BBfind tool generates a database of basic blocks from application binary in a .bbs file. This file can be input to Giano to generate the profiling information for all the basic blocks. BBmatch tool generates a file (.bbw file) with the extension information for a given basic block. Finally, BBfind tool is used to patch application binary with the extension information.  A designer has to select the basic block himself and pass it on to bbmatch. However, for large applications, a proper design space exploration methodology is required to find the hot spots in the form of hyper-blocks. In this work, earlier capabilities of BBTools are enhanced by the addition of bbexplore tool to perform design space exploration and identify hyper-blocks of an application.
M2V [5] [6] [7] is a hardware compiler that translates blocks of MIPS machine code to a synthesizable Verilog code. The main advantage of M2V is that any application can be accelerated without the provision of source code. For bbexplore tool to identify hyper-blocks, a mechanism is required to evaluate hyper-blocks in terms of the potential application speedup they can achieve. In this work, we use M2V’s basic utilities to predict the hardware that will be generated to implement a hyper block as an extension. Then, a mapping from hyper-block to the extension’s state machine is performed to estimate the execution time of the extension hardware. The bbexplore tool uses the estimate of hardware execution time to estimate the overall application speedup. Once the bbexplore tool identifies the hyper-block with the greatest potential, the block is passed to M2V to generate synthesizable Verilog.

Our Framework

Our framework for acceleration of application binaries on eMIPS is shown in Figure 2. The framework accepts application binary compiled for R4000 MIPS processor. This eliminates the need for the availability of source code which is usually not available for third-party applications. BBfind tool decompiles the binary into a database of basic blocks, outputting the information in a .bbs file. The .bbs file is passed onto Giano, which outputs the profiling information for all the basic blocks. Then the bbsort tool sorts the basic blocks in decreasing order with respect to the percentage of total execution time of the application. The sorted basic blocks are the hot spots of the application and will be the best candidates for acceleration. A design space exploration is performed on these basic blocks to find hyper-blocks using bbexplore tool. BBexplore tool uses various pruning techniques to quickly identify the hyper-blocks which might be of interest. Then, performance estimation is done to compute the possible overall application speedup each hyper-block can achieve. After the exploration process, bbexplore writes the extension information for the top hyper-blocks in separate .bbw files. The .bbw files are used by M2V to generate Verilog code for the extensions. The generated .v files are passed onto Xilinx’s PlanAhead tool to create full and partial bit streams. The generation of bit streams is automated with the help of tcl scripts so that the designer does not have to do it manually. As the last step, bbfind tool uses the original application binary and the extension information in the form of .bbw file to output a patched application binary. The generated bit streams and the patched application binary can be used by the designer to measure the actual speedup of the application on an FPGA board, which in our framework is Virtex5 Xilinx University Program (XUP) board. Ace2Se is a utility to combine the patched binary and the partial bit stream of the extension into a secure image. The secure image can be verified in Giano or directly executed on the FPGA board realizing an eMIPS processor. If the designer is not satisfied with the performance of the application in Giano, the process can be repeated.



Figure 2: Our framework for automated acceleration of application binaries on eMIPS
The following sections detail the methods used and their implementation in the previous eMIPS tool-chain. 

Profiling

To enable enhanced profiling in Giano, we had to populate the branch information of each basic block. For that purpose, we have to track where each block jumps to and how many times. This information, in addition to execution frequency of each block, is sufficient to construct the CFG of an application with edge probabilities. For example, consider the three basic blocks shown in Figure 3. In this example, the execution frequency of each block and the frequency of its edges is populated. Using this information, the outgoing probability of A’s left edge can be computed as 60/100. Similarly, the incoming probability of B’s edge from A can be computed as using A’s data 60/100. The incoming probability of the B’s edge from C can be computed using C’s data as 40/100. Hence, there is no need to populate the frequency of incoming edges (for B in this example) as it will be the same as the frequency of outgoing edges from the previous blocks (A and C in this example). Such a scheme keeps the overhead of profiling minimal which is important in real-time simulators such as Giano.



Figure 3: Minimal profiling information that needs to be populated in Giano

Theoretically the number of outgoing edges from a block can be infinite due to indirect jumps. Hence capturing all the outgoing edges means the number of edges is not known a priori. This is problematic as the edge’s data section of a block will be of variable length, and passing such information to other tools will not be possible or inefficient if possible. We observed that most of the times two edges of a block covered most of its outgoing executions. Hence, during the profiling, all the outgoing edges were captured, however while saving the profiling information back to .bbs file, only the two most frequently executed edges were saved. This reduces the coverage of the profiling for other BBTools, however, we believe that complicating the profiling further will result in little useful benefit (trading-off profiling’s coverage with complexity).
For implementation, the bbs data structure in bbs.h file was augmented with BranchCount[2] and BanchAddress[2] data members in addition to BranchList. The BranchList is a linked list to capture all the outgoing edges of a block. At the end of the profiling, the two most frequently executed edges are copied into BranchCount and BranchAddress and saved in .bbs file. During execution of an application binary in Giano, a hit function (bbs_wrapper.cpp) is called whenever a branch is taken. The hit function increments the execution count of the basic block (DynamicReplicationCount) from where a jump is made. Next, it records the branching address and increments the count of the branch. In such an implementation, fall-through blocks (blocks which do not have a branch or jump instruction) will not be captured as they never execute a branch instruction. To address this problem, bbfind was modified to perform static analysis on the basic blocks during the decompilation process. For each block, FallThrough flag (bbs.h) was added to indicate that it is a fall-through block. During profiling, when a fall-through block is encountered, the profiling information of all the subsequent fall-through blocks (if any) is updated until a non-fall-through block is found. Then, the normal profiling operation (as described above) is resumed for the non-fall-through block. An example profiling information in .bbs format is shown below. DRep is the execution frequency of the block, while FThru indicates the fall-through status of block. The first number after BrCntTo records the address of the next block while the second number is the branch frequency. The second BrCntTo records the statistics of the second edge.

[0] Off 0 Size 16 Hash [9c41e955 7dc27e61 ea02f60c 855c5069] SRep 1 DRep 1 FThru 1 BrCntTo +10 1 BrCntTo +0 0 Br2+ 0 LdStCount 0 LAddr +0 _ftext

[  0] 3c088000 lui	t0,8000
[  4] 25081464 addiu	t0,t0,1464
[  8] 3c098000 lui	t1,8000
[  c] 25291468 addiu	t1,t1,1468

Design Space Exploration

Once the profiling information is available, a major challenge is to decide which parts of the software (or blocks) should be implemented on hardware. This is often referred to as hardware/software co-design problem and typically requires design space exploration. This section outlines our approach to deciding which hyper-blocks of the application binary are implemented as eMIPS extensions.

Basic Block’s Execution Cycles

Estimating the execution cycles of a basic block heavily depends on the underlying architecture. A detailed and accurate estimation model could be constructed at the expense of increased complexity; however, this works uses a simple estimation technique which considers the major factors that contribute to the execution cycles. Our approach is to virtually execute the basic block to estimate the clock cycles required to execute the block once. The current implementation of eMIPS has a unified cache buffer (size of 8 words) for both instructions and data in the memory controller. When the desired word is not present in the cache buffer, the block of memory that contains the requested word is fetched and the contents of the cache are replaced with this block. This applies to both instruction and data words.  Replacing the contents of this cache incurs additional execution cycles.
During virtual execution, we consider the instruction and data fetch time in case of both instruction/data hit or miss, in addition to the average time required to execute each instruction. The following parameters are defined so that the estimation can be updated easily with architectural changes (in bbs.h):
· EXEC_CYCLES: Clock cycles per instruction
· IC_MISS_LATENCY: Clock cycles to fetch instruction from memory
· IC_HIT_LATENCY: Clock cycles to fetch instruction from cache buffer
· DC_MISS_LATENCY: Clock cycles to fetch data from memory
Virtual execution starts with the assumption that the first instruction of basic block is available in the cache buffer. This assumption is a source of error as the actual state of the cache buffer should be used, but that is not known. This should be considered in future to further improve the estimation.
There are two types of basic blocks to be considered during virtual execution: self looping blocks and non-self looping blocks. During virtual execution of non-self looping blocks, each instruction’s address is analyzed to check whether it is the starting address of a memory block, where each memory block is the same as the size of the cache buffer. If so, it means the basic block has requested an instruction from the next memory block and hence IC_MISS_LATENCY is charged for it, in addition to EXEC_CYCLES. If not, the instruction is charged IC_HIT_LATENCY + EXEC_CYCLES. A load or store instruction is charged DC_MISS_LATENCY as well. The process is repeated for all the instructions in the basic block. It should be noted that if the first instruction aligns with the start of a memory block, it will incur IC_MISS_LATENCY instead of IC_HIT_LATENCY.
The virtual execution of self looping blocks is more complicated due to the fact that small self looping blocks might fit in the cache buffer. Let us first consider a self looping block which is larger than the size of the cache buffer. For such a basic block, the procedure for virtual execution is the same as the non-self looping block with one exception. Since the block is self looping, the assumption that its first instruction will be in the cache buffer is not true especially for its second and subsequent iterations. Thus, if the first instruction does not align with a memory block’s start, then it incurs IC_MISS_LATENCY instead of IC_HIT_LATENCY. If the first instruction is aligned with the start of the memory block, it will be charged IC_MISS_LATENCY anyway.
For self looping blocks which are smaller than the cache size, we first check whether the block exactly fits in the cache buffer, that is, it does not span multiple memory blocks. If the block does fit in cache buffer, then it will be repeatedly executed from the cache buffer and hence will not incur any IC_MISS_LATENCY. However, if the block spans multiple memory blocks, then the same procedure as the self looping block with size larger than the cache buffer size is used. It should be noted that for self looping blocks, it is assumed that the probability of self looping is substantially higher than the probability of exiting the loop. A more accurate estimation could have been achieved at the expense of more complicated virtual execution, which is left to be improved in future. The function which implements virtual execution of basic blocks is BbExecutionCycles in bbs.cpp.

Hyper-block’s Execution Cycles

Estimating the execution cycles of a hyper-block, represented as a subset of an application’s CFG, is not a trivial problem. This is mainly due to the fact that CFG’s may contain simple, nested and irregular loops. Several works in the past [26, 27, 28] have considered this problem as finding the execution time of the CFG along its paths, however, path based estimation is limited to CFGs without loops. Unrolling loops is another method; however, unrolling becomes very complicated with nested and irregular loops. Our approach’s basic idea is similar to [29] where the authors applied it to scheduling problem in high level synthesis.
The goal here is to estimate the execution cycles spent in software execution of a hyper-block of an application’s CFG. This estimate can later be used to estimate the possible speedup when the hyper-block is implemented as an eMIPS extension. The basic idea is to calculate the probability of executing a block from within the hyper-block. Consider the application CFG and hyper-block shown in Figure 4. The incoming probability of the first block is always 1 as it is starting point of the hyper-block. For the rest of the blocks, the incoming probability is the summation of the incoming probability on all the edges from within the hyper-block. For example, the probability of executing B = 60/100 = 0.6, while the probability of executing D = 100/1000 + 900/1000 = 1. Generally,

Where v is a block in hyper-block; ei is the ith incoming edge and Pi is the incoming probability of the edge. Once these probabilities are available, the total execution cycles of the hyper-block are estimated as:

Where vi is the ith block in the hyper-block HB. The factor  provides the number of times block vi will be executed in the hyper-block, which is then multiplied by the execution cycles of the block (as estimated through virtual execution). For the running example, E(HB) = 1*100*ExecCycles(A) + 0.6*100*ExecCycles(B) + 1*1000*ExecCycles(C).



Figure 4: An application’s CFG (left) and a hyper-block (right)

The advantage of using incoming probabilities is that simple, nested and irregular loops do not cause a problem, and thus arbitrary hyper-block’s execution cycles can be estimated. However, there is an artifact here. If we closely look at the running example, we can observe that B will never be called more than 60 times in this hyper-block (starting from A). Hence, the frequency count on the edge from B to D cannot be more than 60, which would result in the incoming probability of D being less than 1. This analysis is based on finding how many times a path is executed, that is, the path A-B-D will be executed only 60 times. Thus, a more accurate estimate would consider both path analysis and incoming probabilities of nodes, which is left for future work.
The hyper-block execution cycle estimation method is implemented as a recursive function, CalculateSoftCycles(), in bbexploreUtils.cpp file. The function takes a hyper-block, represented as a tree, and returns an estimate of its execution cycles in software.

eMIPS Extension’s Execution Cycles

A hyper-block is implemented as an eMIPS extension to accelerate the application binary. To evaluate potential speedup that can be achieved by offloading the hyper-block, the execution cycles of the extension are also required.
An eMIPS extension contains a global state machine which transitions it through its operations. Different operations that can be performed in a state are categorized as follows: Memory access; Read (Register File) RF; Write RF; Branch; Exit operation, and Normal operation. The memory access state refers to load or store instruction. In Read RF and Write RF states, register read and write are performed respectively. A branch state decides whether to take a branch or not, while a normal operation state defines all the other operations a state can perform. The exit state is the last state of an extension to synchronize with the pipeline and hand over the control. It is possible that a state is both memory access and Write RF at the same time. Furthermore, these states may take different number of cycles to complete their operation. Thus, we define the following parameters:
· MEMREAD_LATENCY: Cycles to read memory
· RFREAD_LATENCY: Cycles to read from RF
· RFWRITE_LATENCY: Cycles to write to RF
· BRANCH_OP: Cycles for normal branch operation
· BRANCH_PENALTY: Cycles when branch address and other logic needs to be computed
· NORMAL_OP: Cycles for other than above mentioned operations
· EXIT_OP: Cycles for the exit state of the extension
To estimate the execution cycles of the extension, we need to know how many times each state is executed. Thus, a mapping from the hyper-block to extension’s state machine is required. A simple strategy is used to establish such mapping. For each state, the registers that are accessed during that state are used to track the instructions which use those registers. Once the instructions are known for a state, the basic block to which those instructions belong can be found. The execution count of the state is the product of the incoming probability of the block and its execution count: There are two shortcomings of this approach. First, states that do not perform any register reads or writes will be missed. Second, if a state belongs to two or more basic blocks (this can happen as a result of optimizations), then there is a conflict on the execution count of the state as the basic blocks can have different execution counts. A solution to this problem can be to associate the state to the basic block with the maximum value of . These two shortcoming needs to be addressed in future. Once the mapping is complete and the execution counts of the states are available, the extension execution cycles are computed as follows.
We assumed that MEM_LATENCY ≥ BRANCH_PENALTY ≥ Max{RFREAD_LATENCY, RFWRITE_LATENCY} ≥ Max{BRANCH_OP, NORMAL_OP}.
· If a state is memory access state, then it is charged MEM_LATENCY as it will dominate.
· If a state is not memory access and branch, then the state execution cycles depend on whether a branch penalty occurs or not. Since the branch decision is not known, we use the probabilities from the hyper-block to compute an average execution cycles for a branch state. For example, in case of a self looping block, it takes BRANCH_OP cycles to take the branch (loop back) while it takes BRANCH_PENALTY cycles to exit the loop. Thus, for branch state of a self looping block, the average execution cycles will be Probability of fall-through*BRANCH_PENALTY + Probability of loop*BRANCH_OP. A similar approach is used for non-self looping blocks.
· If a state does not access memory nor does it preform branch operation then the maximum of {RFREAD_LATENCY, RFWRITE_LATENCY, NORMAL_OP} is charged depending on whether the state had a read, write, normal or a combination of these operations.
· Finally, the execution cycles of the exit state are added. The execution count of the exit state is the same as the execution count of the starting block as the extension will be called as many times as the first block.

The current estimation of the extension’s cycles heavily depends on the latencies used. If the relationship between these latencies changes then the estimation should change as well. For example, we observed that in some cases the first register write from the extension may take more than MEM_LATENCY due to register write backs already in the pipeline that must be completed first to maintain execution order. In such a case, MEM_LATENCY will not be the dominating factor and our assumption of MEM_LATENCY being larger than all the other latencies will be void. Hence, more experiments need to be conducted in future to better understand the cycles taken by each state to have a more accurate estimate. Furthermore, it is possible that these latencies might vary from extension to extension. Again, a more detailed analysis of extension’s execution is required in future.
Current implementation is in CalcualteTotalCycles() function in m2vUtils.cpp. The function goes through the list of extension’s states and retrieves the basic block each state belongs to using the getBBsBBIndex() function. Once the basic block is known, the execution count of the state can be computed (branch probabilities can also be computed for branch states). Then, the function checks the operations being performed in a state to charge the state accordingly. At the end, the exit state’s cycles are added.

Overall Exploration Strategy

The overall exploration strategy is to find hyper-blocks and evaluate them in terms of the potential speedup using the estimations described above. Considering all the hyper-blocks of a CFG is computationally infeasible, thus we use a heuristic for rapid exploration of the design space of hyper-blocks.
Design space exploration first sorts the basic blocks in decreasing order with respect to their execution cycles (BBsort step in Figure 2). Since the overall speedup of the application depends on how much acceleration a hyper-block can provide and its total percentage in the application time, there is a good chance that the basic block with the highest execution time will provide a good speedup (if it can be accelerated). Thus, the exploration methodology picks the first basic block from the sorted list, and explores its vicinity to find hyper-blocks. The process is repeated until some percentage of the total application’s time is covered which is specified by the designer (totExecCycPercent in ExploreHBs() function). This is the overall heuristic which is implemented in ExploreHBs() function in bbexploreUtils.cpp file.
The process of finding hyper-blocks itself uses another heuristic, implemented in FindHBs() function. This function is called from ExploreHBs() for each of the basic blocks in the sorted list until the stopping condition is met. It should be noted that a single basic block itself is a hyper-block. Thus, the first hyper-block is the single block passed by the ExploreHBs() function. Then, the hyper-block exploration heuristic searches both forward and backward directions (starting for the original block). To speed up this search process, infrequent edges are ignored using a threshold which is specified by the designer (minBrFreq). For example, a value of 50 for minBrFreq ignores all the edges with a probability of less than 0.5. This helps in pruning the design space as the goal of the exploration is to find hot spots of the application rather than infrequently executed portions. If a basic block is added to the hyper-block after the original block (for example, block D in Figure 4, where block B is the starting block), the search direction is confined to forward only, that is, only outgoing edges of D will be searched next time. This avoids the searching and re-addition of the original block. Similarly, if a block is added before the starting block (for example, block A in Figure 4), then the search direction is confined to backward only, that is, only incoming edges of A will be searched next time. As mentioned above, the search direction for the starting block is both forward and backward. The stopping condition for this search process is the number of levels to be searched which is specified by the designer (levels in FindHBs() function). A search of 0 levels will only return the original block, while a search of 1 level will return hyper-blocks containing a maximum of 3 blocks (one level of both forward and backward searches). The search strategy will also stop if it cannot find basic blocks in either search directions.
For each hyper-block found as above, its execution cycles in software and hardware are computed using the estimation methods described earlier.  CalculateSoftCycles() and CalculateHardCycles() functions are used to compute the software and hardware cycles respectively. The CalculateHardCycles() function uses m2v in estimator mode, which means that m2v only creates a circuit of the eMIPS extension for the given hyper-block (without the generation of synthesizable Verilog). The generated circuit is then analyzed in CalculateTotalCycles() function (in m2vUtils.cpp) to estimate the execution cycles of the extension.
The searching process of hyper-blocks can be improved in several ways. One of the main missing components here is the area of the extension. It is quite possible that the hyper-block is too large to fit in eMIPS extension. Thus, the search of hyper-blocks should stop when the area of the current hyper-block is larger than eMIPS extension. Another stopping condition could the failure to map the hyper-block in hardware at all. The current searching process might lead to duplicated or overlapping hyper-blocks. It can also result in hyper-blocks that can be merged together to create larger hyper-blocks. Addition of such features is left for future work.
At the end of exploration process, hyper-blocks with the best overall application speedups are written into separate .bbw files (naming convention is HB0.bbw, HB1.bbw, and so on). 

eMIPS extension’s Hardware Generation

Once the hyper-blocks are available in .bbw files from the exploration process, they can be passed through m2v to generate Verilog files. The boiler plate of m2v was modified to update it according to the architectural changes made in eMIPS. Since the aim of our framework is to provide an automated way for acceleration of application binaries, we have scripted Xilinx’s ISE and PlanAhead using TCL to avoid the manual procedure of creating full and partial bit streams.
Two scripts are used: SynthesizeExtension.tcl and GenerateBitStream.tcl. SynthesizeExtension.tcl uses the Verilog file of the extension to create an ISE project and synthesizes the extension. The data to the TCL script is specified in the data_SynthExt.tcl file. An example is shown below:

# ISE Project Settings
set iseProjName delay
set iseProjDir "C:/eMIPSv2/Build/Synthesis/Extensions/$iseProjName"

# Device Settings
set family Virtex5
set device XC5VLX110T
set package FF1136
set speed -2
set part xc5vlx110tff1136-2

# Extension's HDL File Settings
set hdlsDir "C:/eMIPSv2/Sources/HDL/Extensions/$iseProjName"
set hdls	[list \
		 "delay.v" \
		]

GenerateBitStream.tcl script opens an already created PlanAhead project, and adds a new reconfigurable module to it for the extension. Then, a new configuration is created which imports the base processor design from the already created PlanAhead project, in addition to the extension. The newly created configuration is then implemented to generate full and partial bit streams. The data to GenerateBitStream.tcl is provided in data_GenBit.tcl file. An example is shown below:

# PlanAhead Project Settings
set paProjDir "C:\\eMIPSv2\\Build\\Project\\project_ml50x_mac1"
set projName project_ml50x_mac1.ppr

# Device Name
set part xc5vlx110tff1136-2

# Config Settings
set configName config_8
set configImportDir "${paProjDir}\\project_ml50x_mac1.promote\\Xconfig_1"
set configRunDir "${paProjDir}\\project_ml50x_mac1.runs"

# Reconfigurable Module Settings
set reconfigModName tloop
set reconfigModNgcFile "C:\\eMIPSv2\\Build\\Synthesis\\Extensions\\tloop\\extension0.ngc"

The configName in the above example should be a single digit number if the first configuration was config_0, otherwise the partial bit stream will have another byte of data which turns out to be problematic for partial reconfiguration due to byte alignment. The commands (which should be run from ISE Design Suite Command Prompt) to run these scripts are:

xtclsh SynthesizeExtension.tcl

planAhead –mode tcl batch –source GenerateBitStream.tcl

Patching Application Binary

To prototype the accelerated application, the original application binary needs to be patched with the extended instruction. The functionality of patching a binary is provided in BBfind tool. BBfind tool takes the application binary and the extended instructions information (.bbw file) and inserts the extended instruction at the start of the basic block (in case of hyper-block it will be the first block). The advantage of inserting the extended instruction at the start is that the execution can fall back to software in case the extension is not available in hardware.
Currently BBfind supports patching of binaries of standalone applications. As a future work, it should be extended to consider application binaries for NetBSD.

[bookmark: _Ref229386380]Evaluation

We evaluated our automated framework on two standalone programs: tloop and mmldiv64. Tloop is a small program with most of the computation being done in a loop. Mmldiv64 performs 64 bit division and commonly used in Xbox’s video games. Xilinx’s Virtex5 XUP board was used to prototype the eMIPS system.
Before accelerating applications, we ran different basic blocks on eMIPS processor to compute the values of the parameters used in our estimation methods (measured at 10MHz clock):
· EXEC_CYCLES: 1
· IC_MISS_LATENCY: 7
· IC_HIT_LATENCY: 5
· DC_MISS_LATENCY: 4


For measuring the parameters of extension’s state machine, we simulated extension (from mmldiv64) in ModelSim. From those simulations, the following values were obtained (measured at 100MHz clock):
· MEMREAD_LATENCY: 40
· RFREAD_LATENCY: 12
· RFWRITE_LATENCY: 10 (Worst case was 42, but was not used)
· BRANCH_OP: 2
· BRANCH_PENALTY: 18 (Worst case cycles)
· NORMAL_OP: 2
· EXIT_OP: 34
The values of these parameters for tloop extension were different which means that these parameters may vary from extension to extension. In future, more extensions should be simulated to better understand the anatomy of the extension’s execution to come up with more accurate numbers. The rest of the experiments use these parameters.
Now, the different steps of our framework are illustrated using the tloop example. First, the tloop is compiled and a .bbs file is created for it:

c_compile tloop_ne tloop_extctrl_ne_s
bbfind.exe –T 80000000 –s tloop_ne.bin.nm –b tloop_ne.bin.bbs tloop_ne.rel

Next, tloop is profiled in Giano using the following command. The simulation should be killed once “Signal bb_kill for tloop_ne.bin.bbs” is displayed.

giano.exe -Platform Ml40x_2ace.plx Giano::OverwriteBbsFiles 1 GPIO::ValueAtReset 4 SRAM::PermanentStorage tloop_ne.bin eMIPS::Implementation mips_bbt eMIPS::BbFile tloop_ne.bin eMIPS::BbStart 2147483648 eMIPS::BbSize 40392

Now, the tloop_ne.bin.bbs file contains the profiling information. It can be sorted according to execution cycles of basic blocks:

bbsort.exe -r -execycles tloop_ne.bin.bbs tloop_ne.bin.sort.bbs

Design space exploration of the hyper-blocks is performed using bbexplore:

bbexplore.exe tloop_ne.bin.sort.bbs

This command will generate HBx.bbw files and will also dump the speedup information of the hyper-blocks. To generate the Verilog file for an extension, m2v is called as:

m2v.exe –v –t HB0.bbw tloop.v

The Verilog file can then be passed through SynthesizeExtension.tcl and GenerateBitStream.tcl scripts to generate partial and full bit streams. The patching of the binary is done as:

bbfind.exe –T 80000000 –m HB0.bbw –s tloop_ne.bin.nm tloop_ne.rel tloop_ne.rel.out
objcopy.exe –O binary tloop_ne.rel.out tloop_ne.rel.bin

The bit stream and tloop_ne.rel.bin can now be used to prototype the accelerated application on an FPGA board. The above mentioned steps were combined into a batch file (eMIPSAccelerationFlow.bat) to provide an automated way to accelerate applications.
To measure the actual speedup of an application, we first ran the original application. The application code was modified slightly to write the value of eMIPS internal timer at the start and end of the application to two known memory locations. Once the application finished executing on the board, another small application called ptime_app was run to retrieve the value of the timers to compute the total execution cycles of the application. A similar procedure was used to obtain the total execution cycles of the accelerated binary. These values were then used to compute the actual speedup of the application. In the experiments, only one hyper-block (containing only one basic block) was offloaded to extension for both tloop and mmldiv64 applications. The extensions for selected hyper-blocks were also hand-coded to compare them with the ones generated by M2V. During these experiments, all the print statements were removed.

	Application
	Theoretical Speedup
	Estimated Speedup
	Actual Speedup

	
	
	
	M2V
	Hand

	Tloop
	2.50 (~59%)
	2.08
	2.11
	2.50

	Mmldiv64
	1.64 (~38%)
	1.48
	1.38
	1.41


Table1: Acceleration results using our framework

Table 1 shows the results of using our framework. The second column reports the maximum speedup that could be achieved, based on the percentage of the total time hyper-block takes in software execution (reported in parenthesis). The second column shows the speedup as estimated by our framework. The last column shows the actual speedup measured on the board for both M2V generated and hand-coded extensions. The results show that the estimated speedup is close to the actual speedup. It also shows that M2V generates competitive extensions. Tables 2 and 3 report the clock cycles, where NO_EXT and WITH_EXT refer to original and accelerated application. In case of tloop, our estimates are quite close, however, in mmldiv64 example we are underestimating. The reason for this underestimation needs to be further investigated – it can be due to several pitfalls of our estimation methods as discussed earlier.

	
	Estimated
	Actual

	NO_EXT
	78,648,032
	78,679,676

	WITH_EXT
	37,753,578
	37,261,012


Table 2: Clock Cycles for Tloop program

	
	Estimated
	Actual

	NO_EXT
	252,203,824
	262,580,332

	WITH_EXT
	170,944,816
	190,141,442


Table 3: Clock Cycles for mmldiv64 program

[bookmark: _Ref178320578]Conclusions

We proposed a framework for automated acceleration of application binaries on a dynamically extensible processor, eMIPS. Our framework provides different tools so that minimal user intervention is required.
This framework was used to accelerate two applications, tloop and mmldiv64. The results showed an actual speedup of 2.11 and 1.38 for these applications compared to the estimated speedups of 2.08 and 1.48. Thus, the framework can be utilized to explore the design space of an application, consisting of hyper-blocks to decide which hyper-block should be implemented as an extension. These estimated speedup numbers can also be used by OS scheduler if more than one extension is used in an application.
Future work includes improving the accuracy of the estimation methods, inclusion of an area estimator for hyper-blocks and testing on additional benchmarks. The framework should also be used to perform a design space exploration on general-purpose applications.
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Appendix A

Output of running bbexplore on tloop_ne:

[image: ]


Output of running bbexplore on mmldiv64_extctrl_test_ne:

[image: ]


Detailed results of mmldiv64_extctrl_test: NO_PRINTS, SOME_PRITNS and ALL_PRINTS refer to mmldiv64 with no printing to console, with some printing and with all the prints respectively.

	
	NO_PRINTS
	SOME_PRINTS
	ALL_PRINTS

	
	BBexplore
	Board
	BBexplore
	Board
	BBexplore
	Board

	Mmldiv64_ne
	252,203,824
	262,580,332
	253,728,710
	260,971,640
	251,134,834
	269,401,780

	Mmldiv64
	170,944,816
	190,141,442
	169,884,102
	190,043,176
	169,875,826
	199,784,718

	Speedup
	1.48
	1.38
	1.49
	1.37
	1.48
	1.35



Weird observations:
· The time of SOME_PRINTS on the board is less than the time of NO_PRINTS. Theoretically, SOME_PRINTS is doing more work by printing something, so its time should be greater than NO_PRINTS.
· The time of ALL_PRINTS as estimated by bbexplore is less than the time of NO_PRINTS. Theoretically, the time of ALL_PRINTS should be greater as it is printing.
· The estimated and actual clock cycles have a lot of difference in all the cases. There should not be such huge difference in NO_PRINTS case.


Detailed results of tloop_ne:
 
	
	NO_PRINTS
	ALL_PRINTS

	
	BBexplore
	Board
	BBexplore
	Board

	tloop_ne
	78,648,032
	78,679,676
	78,932,400
	84,292,932

	tloop
	37,753,578
	37,261,012
	36,989,362
	42,609,170

	Speedup
	2.08
	2.11
	2.10
	1.98



This shows that prints might cause problems when measuring speedups, so should be avoided.


Hardware profiling of tloop_ne:
Dec:
???
	Addiu
	Bne to Dec
Nop

Different instruction were inserted at ??? and then tloop was profiled on board to get an estimate of cycles (@ 10MHz)required to execute the instructions. Results are:
No instruction (overhead): 12
1 Nop: 18
2 Nop: 24
12 Nop: 84
13 Nop: 94
1 ld: 22
2 ld: 32
12 ld: 134
13 ld: 144
ld + nop + ld: 38
ld + nop + nop + ld: 44
1 st: 24
2 st: 34
12 st: 136
13 st: 146
st + nop + st: 42
st + nop + nop + st: 48
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