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ABSTRACT
We measure crowdsourcing performance based on a stan-
dard IQ questionnaire, and examine Amazon’s Mechani-
cal Turk (AMT) performance under different conditions.
These include variations of the payment amount offered,
the way incorrect responses affect workers’ reputations,
threshold reputation scores of participating AMT work-
ers, and the number of workers per task. We show that
crowds composed of workers of high reputation achieve
higher performance than low reputation crowds, and the
effect of the amount of payment is non-monotone—both
paying too much and too little affects performance. Fur-
thermore, higher performance is achieved when the task
is designed such that incorrect responses can decrease
workers’ reputation scores. Using majority vote to aggre-
gate multiple responses to the same task can significantly
improve performance, which can be further boosted by
dynamically allocating workers to tasks in order to break
ties.
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INTRODUCTION
Consider a task relying heavily on mental abilities, such
as solving an IQ test. Who would you expect to perform
better: an average job applicant, or a small crowd com-
posed of anonymous people paid a few cents for their
work? Many would think that the single well-motivated
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individual should obtain a better or at least a compa-
rable score. We show that even a small crowd can do
better on an IQ test than 99% of the general population,
and can also perform the task much faster.

The collective intelligence of crowds can be used to solve
a wide range of tasks. Well known examples of platforms
using the crowds’ labour to solve complex tasks include
Wikipedia, Yahoo! Answers, and various prediction mar-
kets [1, 10, 43]. Similarly, rather than relying exclu-
sively on the labour of their own employees, institutions
are using crowdsourcing to carry out business tasks and
obtain information using one of the crowdsourcing mar-
ketplaces, such as Amazon Mechanical Turk1 (AMT),
Taskcn2 and Crowd-Flower3. These marketplaces con-
nect workers, interested in selling their labour, with re-
questers seeking crowds to solve their tasks.

Requesters split their problems into single tasks, so-
called Human Intelligence Tasks4 (HITs), and offer re-
wards to workers for solving them. Crowdsourcing mar-
kets offer great opportunities for both the requesters and
the workers. They allow workers to easily access a large
pool of jobs globally, and work from the comfort of their
own homes. On the other hand, requesters gain instant
access to very competitively priced labour, which can be
quickly obtained even for a time-critical task.

Typical crowdsourced tasks include filling surveys, la-
belling items (such as images or descriptions) or popu-
lating databases. More sophisticated HITs may involve
developing product descriptions, analysing data, trans-
lating short passages of text, or even writing press ar-
ticles on a given subject. In our study, a worker’s task
was to answer a question from an IQ test.

Current implementations of crowdsourcing suffer from
certain limitations and disadvantages and to use them
effectively, one must devise appropriate designs for the
tasks at hand. Different tasks may require solutions of

1www.mturk.com
2www.taskcn.com
3www.crowdflower.com
4Our experiments were conducted on Amazon Mechanical
Turk, so we adopt their terminology.



different quality; in some problems it may be acceptable
to be wrong sometimes, while other problems require so-
lutions of the highest achievable quality. Also, while in
some conditions it may be important to obtain solutions
instantly, in others a degree of latency may be accept-
able.

One major problem in crowdsourcing domains is that
the effort level exerted by workers cannot be directly ob-
served by requesters. A worker may attempt to free-ride
the system and increase their earnings by lowering the
quality and maximizing quantity of their responses [16,
17, 34, 41]. To alleviate this free-riding problem, some
researchers have proposed making the workers partici-
pate in a contest for the prize [2, 9, 12]. Another pos-
sible solution, used by AMT and other crowdsourcing
marketplaces, is to employ a reputation mechanis [4, 19,
42]. A requester can reject a worker’s solution if it falls
short of their expectations. In turn, rejection rates can
be used to filter out unreliable workers. Effectively, rep-
utation mechanisms allow requesters to choose a desired
level of workers’ reputation scores and hence expected
quality of the work. Reputation mechanisms motivate
workers to maintain high reputation in order to access
more and better paid tasks.

Another solution to low quality input is aggregation
(sometimes called redundancy) [17, 34]. The requester
can obtain several responses to each of the HITs, and use
this information to improve the quality of the solution.
For example, the requester can choose the most popu-
lar of the solutions (majority voting) or examine them
manually and select the top quality one. In general, the
more individual responses there are to each of the HITs
the more information is available to construct high qual-
ity solutions. However, the costs increase steadily with
number of workers assigned to each HIT, while some
tasks may be easily solved by a very small number of
workers. Therefore it is crucial to decide on the optimal
number of workers per HIT.

One major decision the requester must make when de-
signing a crowdsourcing task is the payment offered to
the workers. Higher rewards attract more workers and
reduce the time required to obtain solutions. However,
offering a higher payment does not necessarily increase
the quality of the work, as it may encourage the workers
to risk their reputation by submitting random or not well
thought-out responses. High rewards can also create a
psychological pressure decreasing workers’ cognitive ca-
pabilities.

How can the impact of such factors on the quality of
the resulting solutions be determined? And how can the
“intelligence” of the crowdsourcing solution be measured
and compared against alternatives such as relying on
their employees or hiring a consultant? Answering these
questions requires a concrete measure of performance,
which could be applied both to crowds in a crowdsourc-
ing platform and to single individuals performing the
task.

Crowd IQ
We propose that the potential of a crowdsourcing plat-
form to solve mentally demanding problems can be mea-
sured using an intelligence test, similarly to how those
tests are used to predict individuals’ performance in a
broad spectrum of contexts, including job and academic
performance, creativity, health-related behaviours and
social outcomes [14, 18, 24, 35].

We use questions from the widely used IQ test—Raven’s
Standard Progressive Matrices (SPM) [29, 31]. As our
research does not study the IQ of individuals, but rather
the IQ of the crowd, the test was not published on AMT
as a whole. Instead each of the test questions was turned
into a separate HIT. This approach is more typical to
the AMT environment, where it is advised5 to split as-
signments into the tasks of minimum complexity. The
crowd-filled questionnaire is scored using the standard
IQ scoring procedure and we refer to it as a Crowd IQ -
the crowd’s potential to solve mentally challenging tasks.

The IQ test we used offers a set of non-trivial problems
engaging a range of mental abilities, and thus it measures
quality rather than quantity of crowdsourced labour. Us-
ing the standard IQ scale we can compare the crowd’s
performance with the performance of human subjects or
other crowds. This measure can also compare the effec-
tiveness of various crowdsourcing settings, such as the
reward promised to workers or the reputation threshold
for allowing a worker to participate in the task. Also, as
the crowd IQ score and an individual’s IQ score lie on
the same scale, one can compare the performance of a
crowd with that of its individual members.

Our Contribution: We use crowd IQ to examine the
intellectual potential of crowdsourcing platforms and in-
vestigate the factors affecting it. We study the relation-
ship between a crowd’s performance and (1) the reward
offered to workers, (2) workers’ reputation, (3) threat-
ening workers’ reputation in case of providing an incor-
rect response. We show how aggregation of workers’ re-
sponses improves crowd’s performance, and suggest how
to further boost it (without increasing the budget) using
an adaptive approach assigning more workers to tasks
where consensus has not been reached.

Our results provide several practical insights regarding
crowdsourcing platforms.

1. Crowdsourcing can lead to higher quality solutions
than the work of a single individual.

2. The payment level, task rejection conditions, and
workers’ reputation all have a huge impact on the
achieved performance.

3. Increasing rewards does not necessarily boost perfor-
mance — moderate rewards lead to highest crowd IQ
levels.

5http://aws.amazon.com/documentation/mturk/



4. Punishing incorrect responses by decreasing workers’
reputation score significantly improves performance.

5. Avoid workers with low reputation - their solutions are
usually random.

6. Aggregating workers’ opinions can significantly boost
performance, especially when using an adaptive ap-
proach to dynamically solve ties.

RELATED WORK
Our focus in this paper is on measuring the effect dif-
ferent crowdsourcing settings (e.g. payment, reputation,
and aggregation) have on the quality of the obtained
results. The impact of the incentive structure in crowd-
sourcing has been studied in [7, 26] and it was shown
that quantity but not quality of work is improved by
higher payments. Our results are consistent with those
findings.

The recent DARPA red balloon network challenge6,
where the task was to determine the coordinates of a
given number of red balloons, has given rise to powerful
strategies for recruiting human participants. The MIT
team which won the competition used a technique simi-
lar to multi-level marketing to recruit participants. The
prize money was then distributed up the chain of partic-
ipants who spotted the balloons.

In other game-oriented crowdsourcing platforms, e.g.,
games with a purpose [40] (e.g., ESP, Verbosity, Foldit,
Google Image Labeler, etc.) the main incentive is recre-
ation and fun, and the tasks to be solved are rather
implicit. Yet other platforms have a purely academic
flavour and the incentive is scientific in nature. For ex-
ample, in the Polymath Project [15] the Fields Medal-
lists Terry Tao and Timothy Gowers enable the crowd to
provide ideas for deriving proofs to mathematical theo-
rems. Examples such as the DARPA red balloon network
challenge or Polymath show that the problems solved by
the crowds can be quite advanced and go far beyond
micro-tasks. With this in mind, it is pertinent to think
about techniques for measuring the corroborated capa-
bilities [8, 11, 20, 21, 32] of a given crowdsourcing system
when viewed as a black box of collective intelligence.

Our results are based on decomposing a high-level task
(solving an IQ test) into smaller subtasks, such as find-
ing the correct response to each question in the test.
Further, we allocate the same subtask to several work-
ers, and aggregate the multiple responses into a single
response for that subtask, examining what affects the
performance of workers in the subtasks and the perfor-
mance in the high level task. There is a vast body of
literature on aggregating the opinions of multiple agents
to arrive at decisions of high quality. Social choice theory
investigates joint decision making by selfish agents [36],
and game theory can provide insights regarding the im-
pact of the incentive structure on the effort levels of the
workers and the quality of the responses.
6https://networkchallenge.darpa.mil/Default.aspx

Theoretical analysis from social choice theory, such as
Condorcet’s Jury Theorem [27] can provide bounds on
the number of opinions required to reach the correct
response with high probability, and theoretical results
from game theory can propose good incentive schemes
for crowdsourcing settings [2, 9].The field of judgment
aggregation [23] examines how a group of agents can ag-
gregate individual judgments into a collective judgment
on interrelated propositions. Collaborative filtering ag-
gregate peoples’ opinions to arrive at good recommen-
dations for products or services [5, 13, 22, 33]. Several
mechanisms such as Prediction Markets [28] have been
proposed for motivating agents to reveal their opinions
about the probabilities of future events by buying and
selling contracts.

Our methodology relies on similar principles as the above
lines of work: we obtain many responses to a standard IQ
questionnaire and aggregate them. However, although
our principles are similar, our goal was not to examine
the properties of the aggregation methods, but rather to
determine how to best set up tasks in crowdsourcing en-
vironments to achieve high performance. The abovemen-
tioned theoretical models make very strong assumptions
regarding the knowledge and behaviour of workers. In
contrast, we aim to provide practical recommendations
for the use of crowdsourcing platforms, so our analysis
is empirical.

Our metric is based on the concept of intelligence - a
central topic in psychometrics and psychology. There
is a strong correlation in people’s performance on many
cognitive tasks fuelled by a single statistical factor, typi-
cally called “general intelligence” [14, 24, 35, 39]. Recent
work even extends this notion to “collective intelligence”
for the performance of groups of people in joint tasks [25,
44]. While our approach relies on similar principles, our
performance measure is different from the above men-
tioned work in that it aggregates multiple opinions of
AMT workers, but does not allow them to interact. In
our setting, AMT workers solve HITs on their own, with-
out discussing the task with the others.

Our performance measure is based on an IQ question-
naire, similarly to [6, 25], which also aggregate individ-
ual’s responses to an IQ questionnaire (either using ma-
jority voting or a machine learning approach). Though
our performance measure is similar, our focus is very dif-
ferent. The above work has collected responses in a tra-
ditional laboratory environment where individuals have
solved an IQ test, attempting to construct tools for eval-
uating an individual’s contribution within the crowd and
for optimal team formation. In contrast to that work, we
have examined a crowdsourcing setting, trying to deter-
mine how crowdsourcing settings such as the incentive
structure and task formulation affect the achieved per-
formance. Despite the differences between this paper
and the analysis in [6], we note that many of the tools
and aggregation methods discussed there, such as the



“contextual IQ” 7 measure for an individual’s contribu-
tion to the crowd’s IQ or the machine learning based
aggregation methods, could certainly be applied to a
crowdsourcing environment where an individual worker
answers several questions.

METHODOLOGY
In our experiments AMT workers were asked to answer
questions drawn from an IQ test to establish a proxy
for the intellectual potential of the crowd - the crowd
IQ score. We also investigated the factors influenc-
ing the crowd IQ by modifying the parameters of the
crowdsourced tasks—such as the payment, the number
of workers per task, worker’s reputation, or the rejection
rules. We now describe the IQ test and methods used in
this study.

Standard Raven Progressive Matrices
The IQ test used in this study, Raven’s Standard Pro-
gressive Matrices [29, 31] (SPM), was originally devel-
oped by John C. Raven [30] in 1936. SPM is a non-
verbal multiple-choice intelligence test based on Spear-
man’s theory of general ability [39]. Raven’s SPM and
its other forms (e.g., Advanced and Colored Progressive
Matrices) are among the most commonly used intelli-
gence tests, in both research and clinical settings [31].

SPM consists of 60 questions, each of which contains
a square array of patterns called “matrix” with one el-
ement missing and a selection of 8 possible responses.
Matrices are separated into five sets (called A,B,C,D,E)
of 12 questions each, where within each set the questions
are arranged in increasing difficulty.

The sets themselves are arranged in order of increasing
difficulty, with an overlap in difficulty levels. For exam-
ple although the questions in set B are generally more
difficult than those in set A, the last items in set A are
more difficult than first items in set B. In this study we
left out the two easiest sets of matrices (A and B) fol-
lowing the standard procedure (starting rule) employed
when administering the test to individuals with average
or above average IQ.

Data collection and workers
Each of the 36 IQ test questions was turned into a sep-
arate HIT (Human Intelligence Task in AMT terminol-
ogy) which required workers to choose a correct response.
Those HITs were published on AMT in January and
February 2011 under several experimental conditions. In
each of the experimental conditions we requested five so-
lutions per HIT. We limited access to HITs of this study
to workers from the US that had previously submitted at
least 200 HITs on AMT. There were 175 unique workers
in our study, and each of them submitted 4.1 HITs on
average. To prevent workers from participating in more

7Contextual IQ attempts to measure an individual’s contri-
bution to the crowd’s IQ using the Shapley value concept
from game theory, and employs a power index approxima-
tion algorithm [3, 37, 38].

than one testing condition of our experiment, the HITs
belonging to only one condition were available at any
given time. Also, we removed completed HITs from the
dataset that were submitted by workers who appeared
in more than one of the experimental conditions. To
minimize the biases related to the weekly or daily fluctu-
ations in AMT efficiency, experimental conditions were
published on different dates but on the same weekday
and at the same time of day.

Note that AMT workers can see a HIT before decid-
ing to work on it and can also decline to respond (re-
turn HIT ) without any consequences for their reputa-
tion. This has a potential to boost AMT’s IQ, comparing
with the traditionally administered questionnaires where
respondents have to answer all of the questions. How-
ever, this feature is inherent to the AMT environment
and, as such, was desirable in this study.

Figure 1. Sample Human Intelligence Task as used in
this study. Note that as the SPM items are copyright
protected, the IQ question presented here is not an actual
SPM item, but a similar one.

Design of the HIT
We used two distinct payment models and thus needed
two slightly different HIT designs. In the first payment
model, we offered payment only for correct responses but
did not reject HITs in the case of an incorrect response.
Effectively, the reputation of the workers was not af-
fected by incorrect responses. An example of such HIT
is presented on Figure 1; note that it states that there
are “NO REJECTIONS for incorrect answers”. In the
second payment model, HIT’s description stated that in-
correct responses will be rejected affecting the worker’s



reputation (“Incorrect answers will be REJECTED”). In
fact, no workers were hurt during this experiment as all
of the HITs were accepted after we collected all of our
data. In both conditions we have attempted to limit the
number of dishonest submissions (spamming) by stating
that “.. it is very easy to recognize spammers and we
will block and reject them”. To avoid revealing the na-
ture of this study, the HITs were described as “computer
generated reasoning problems”.

Note that we used the first payment model and HIT
design in all but one experiment (focused on the ef-
fect of rejection risk) in order to reduce the potential
stress imposed on the workers participating in this study.
The risk of rejection and resulting decrease in reputation
acts as a strong deterrent against free-riding the system
by submitting responses of poor quality. However, in
the case of the intellectually demanding questions, even
those investing a lot of time and effort may get the wrong
answer and thus may experience a certain degree of anx-
iety. We show that the threat of rejection has a large
positive effect on the crowd IQ, but we avoided impos-
ing it whenever possible.

Scoring
We requested five solutions to each of the 36 IQ ques-
tions (one from five different workers) across all of the
experimental conditions. The sum of correct solutions
was divided by five, which is equivalent to computing an
average of scores on each of the five complete solutions.
The scores were compared between conditions using a
Wilcoxon signed-rank test. The analysis was performed
on the level of individual IQ questions by comparing the
number of correct responses between the conditions.

Crowdsourced solutions were scored using a standard
scoring procedure described in the SPM test manual [29].
The manual provides lookup tables which allows trans-
lating the number of correct responses (raw score) into
an IQ score. The IQ scale characteristic for SPM, simi-
larly to most other intelligence tests, is standardized on
a representative population to follow a normal distribu-
tion with an average score of 100 and standard deviation
of 15. As we did not control for the age of the workers,
we used the most demanding norms—those for the 16
and 17 year old subjects. The norms of all the other age
groups are lower which would result in higher IQ scores
for any given raw score. We refer to the obtained score
as the crowd’s IQ8.

RESULTS
We now present the results of our study. We show how
the crowd IQ is affected by the settings of crowdsourc-
ing tasks discussed before, including (1) the threat of
rejection, (2) reward level, and (3) the reputation of the

8We use the same terminology as [6], referring to the score
of the aggregated responses of a crowd as the “crowd’s IQ”.
Obviously, when comparing the scores to the norms of an in-
dividual (sampled from the general population), the crowd’s
IQ score has quite different properties, as discussed in [6].

workers. Then we investigate how aggregating multi-
ple responses to each HIT improves the crowd IQ and
demonstrate the boost in performance introduced by an
adaptive sourcing scheme.

Rejection Risk
We examine the influence of the rejection threat on the
crowd IQ by comparing the two different payment con-
ditions discussed in the Design of the HIT section. Both
offered a reward of $0.10 for the correct responses only
and were accessible to workers with reputation of at least
98%. In the rejection condition, we stated that the incor-
rect responses will be rejected and thus would adversely
affect the worker’s reputation. The crowd IQ scores were
calculated using the method described in the Scoring sec-
tion.

Figure 2. Crowd IQ and crowd IQ per minute in the
“rejection” and “no rejection” approaches (one worker
per HIT, min. reputation 98%). Difference in crowd IQ
is significant at the p<0.001 level; Z = 3.62.

Figure 2 shows the effect of the rejection rule on the
crowd IQ. The AMT crowd IQ is far higher (by 20 IQ
points) under the presence of the rejection threat. The
magnitude of this difference is best appreciated by com-
parison with the frequencies of such scores in the general
population. Whereas the crowd IQ score achieved in the
no rejection condition (119 IQ) is exceeded by roughly
one in ten people in the general population, the IQ score
achieved under the risk of rejection (138 IQ) is exceeded
only by one in two hundred people in the general popu-
lation.

However, as workers are concerned with their reputa-
tions, the threat of rejection also reduces the number of
workers willing to perform the task, making the crowd
slower in generating solutions. While the rejection rule
was present, AMT needed nearly 50% more time to finish
the task (9:05 hours versus 6:12 hours in the no-rejection
condition). Consequently the number of correct solu-
tions per minute, as expressed by the crowd IQ score



divided by time needed to complete the task, is higher
for the no-rejection condition.

Payment levels
We now examine the relation between the offered pay-
ment and the performance of the crowd. We used the
no-rejection rule discussed in the Design of the HIT sec-
tion, four different levels of payment, and limited access
to the task to workers with reputation of at least 98%.
The crowd IQ scores were calculated using a method
described in the section on scoring. Figure 3 shows
the change in the crowd IQ and IQ points harnessed
per minute across the four payment levels—0.01$, 0.05$,
0.10$, and 0.20$.

Figure 3. The crowd IQ, and crowd IQ per minute as
functions of payment levels (one worker per HIT, 0.10$
per HIT, min. reputation 98%, no-rejection). Difference
in the crowd IQ between 0.01$ and 0.20$ levels is not
significant at the p<0.05 level. Other differences in the
crowd IQ are significant at the p<0.05 level.

Increasing the payment from 0.01$ to 0.05$ boosts the
crowd IQ. However, further increases to 0.10$ or 0.20$
per HIT leads to a decrease in the crowd IQ. The time
needed to obtain the full solution to the task decreases
rather sharply with amount paid per HIT - from more
than 18 hours in 0.01$ condition to mere 15 minutes in
the 0.20$ condition. Effectively, paying 0.20$ per HIT
yields around 14 times more IQ points per minute than
paying 0.01$. However, note that the total crowd IQ is
comparable between those two payment levels while cost
increases by a factor of twenty. If speed is not a priority
it seems advantageous to pay less and wait longer to
obtain a solution.

The results discussed above suggest that crowd IQ does
not increase steadily with the payment offered. One pos-
sible cause is that more lucrative tasks attract a greater
number of free-riders submitting random or not well
thought over responses hoping for luck or sloppy quality
control. Additionally, high payment may increase psy-
chological pressure on the workers thus affecting their
mental performance.

Using reputable workers
We now examine the relation between the crowd IQ and
the reputation of workers. The reputation of a worker is
captured by the acceptance rate of their HITs (i.e. one
minus the proportion of their HITs that were rejected
by the requesters). We examine the crowd IQ obtained
under different reputation thresholds, i.e., when we only
allowed workers with an acceptance rate beyond a cer-
tain level to participate in the task.

The crowd IQ scores were calculated using a method
described in the Scoring section. Figure 4 shows the
crowd IQ achieved with payment of .05$, under the no-
rejection rule and using a single worker per HIT across
five ranges of acceptance rates. Using individuals with
a high reputation score leads to much higher crowd IQ,
indicating that using workers with acceptance rates lower
than 95% makes little sense, given that more reputable
workers are willing to engage in the task.

Figure 4. The crowd IQ as a function of workers’ repu-
tation scores (one worker per HIT, 0.05$, no-rejection).
Differences among the three lowest reputation ranges are
statistically insignificant. All other differences are statis-
tically significant at the p<0.001 level.

Aggregating multiple responses
The results presented in the previous sections were based
directly on the number of correct responses submitted by
the workers, divided by number of workers per HIT—
which is equivalent to requesting AMT to provide a sin-
gle solution per HIT. However, we now demonstrate that
it is advisable, resources permitting, to request more so-
lutions to each of the HITs and to aggregate them to
increase the crowd IQ.

Figure 5 shows the relation between the number of work-
ers per HIT and the resulting crowd IQ. It depicts sig-
nificant gains from the first few workers and diminishing
returns from each additional worker. To create Figure 5
we have used a simple majority voting approach, that
chose the most common response from up to 24 individ-
ual responses to each of the HITs (similarly to [6, 25]).
If two or more responses are selected by the workers an



equal number of times (a tie), one of those was chosen
at random.

Figure 5. The crowd IQ as a function of the number of
workers per HIT (all payment conditions included, rep-
utation > 98%). For each number of workers the plot
shows the average crowd IQ score over 1,000 sub-samples
of responses.

To smooth the line and decrease the selection bias, our
procedure was repeated 1000 times for randomly selected
response subsamples of any given size and the resulting
IQ scores were averaged. Responses used in this experi-
ment come from all of the experimental conditions based
on the workers with more than 98% HITs accepted, as
described before.

AMT using a single worker per HIT can achieve a higher
IQ score than 91% of individuals in the general pop-
ulation (122 IQ). With more workers available the ad-
vantage of the crowd grows rather quickly. Even more
strikingly, only one person in a thousand in the general
population has an IQ higher than the AMT using 12
workers per HIT (145 IQ).

Figure 6 was derived from Figure 5 and shows the aver-
age increase in the crowd IQ with each additional worker.
Using two workers per HIT does not increase the crowd
IQ because in case of a disagreement two workers would
always produce a tie that has to be solved by choosing a
random of two responses. Up to the regime of six work-
ers per HIT, each additional worker per HIT adds more
than 3.5 crowd IQ points, but gains decrease with the
increasing size of the crowd.

Solving ties dynamically
In the previous section we showed that the crowd IQ
increases with the number of workers per HIT. However,
for some HITs, one of the responses (not necessarily the
correct one) may be clearly preferred by the workers and
thus increasing the number of votes is unlikely to change
crowd’s decision. Consequently, instead of increasing the

Figure 6. Marginal increase in the crowd IQ with each
additional worker, derived from Figure 5

number of workers per HITs in all of the HITs (fixed
approach), one could assign additional workers only to
those HITs where consensus has not been reached.

Based on this notion, we propose a simple adaptive ap-
proach where a fixed number of workers is assigned to
each of the tasks (initial workers) and their votes are
recorded. In case of a tie, additional workers are as-
signed, until the consensus has been reached. As number
of necessary additional workers varies between the ques-
tions, the average number of responses per HIT may be
a fraction rather than integer.

Figure 7 compares the performance of the fixed and
adaptive approaches. The crowd IQ values (on the Y
axis) were calculated using both the adaptive and fixed
approaches. The X axis shows the average number of
workers per HIT, while the labels above the points, re-
lating to the adaptive approach signify the initial number
of workers (between two and ten).

The adaptive approach has a clear advantage over the
fixed one, especially for small numbers of initial work-
ers when ties are more likely to occur. For example, by
assigning two workers to each HIT and dynamically solv-
ing ties by adding additional workers, one can achieve a
crowd IQ score of 136 at the expense of 2.9 workers per
HIT. This IQ score is comparable with the one achieved
in the fixed approach using five workers per HIT and it
is eight IQ points higher than the fixed approach with
three workers per HIT.

CONCLUSIONS AND LIMITATIONS
We examined combining multiple responses to questions
from a standard IQ test into a single filled questionnaire,
and scoring this solution using the standard scoring key
for IQ tests. We refer to this score as the crowd IQ, and
proposed using it as a measure of the quality of solu-
tions obtained from crowdsourcing platforms. We quan-
titatively analysed several factors affecting the quality of
the obtained solution, using the crowd IQ as our metric.



Figure 7. The crowd IQ and number of workers per HIT
while using affixed and adaptive crowdsourcing. The fixed
approach is equivalent to Figure 5. The numbers above
the squares represent the number of initial workers.

Our results indicate that punishing wrong responses
with a rejection and thus decreasing workers’ reputa-
tion score, significantly increases the crowd IQ. How-
ever, this comes at the cost of attracting fewer work-
ers, and thus increasing the amount of time required
to solve the entire task. Additionally, our results show
that the effect of the reward on crowd IQ is not mono-
tone. Both too high and too low rewards significantly
affect the performance, potentially by encouraging the
free-riding behaviour and increasing the psychological
pressure on the workers. However, as higher rewards
attract more workers, the time that AMT requires to
solve the problem decreases quickly with payment of-
fered. Further, tightening the reputation requirements
achieves solutions of higher quality. Finally, using the
adaptive sourcing schemes allows utilizing the available
budget more effectively. By focusing on questions where
consensus has not yet been reached, the requester can
achieve extremely high performance even for relatively
small crowds.

Recommendations for effective crowdsourcing:
Our research provides several useful recommendations
for effective crowdsourcing. Crowdsourcing solutions ap-
pear to have a great potential, as even small crowds
outperform most individuals from the general popula-
tion when the task is designed properly. Below, we pro-
vide several recommendations for successful crowdsourc-
ing stemming from this research.

First, experiment and monitor the performance. Our re-
sults suggest that relatively small changes to the parame-
ters of the task may result in great changes in crowd per-
formance. Changing parameters of the task (e.g. reward,
time limits, reputation rage) and observing changes in

performance may allow you to greatly increase perfor-
mance.

Second, make sure to threaten workers’ reputation by
emphasizing that their solutions will be monitored and
wrong responses rejected. Obviously, in a real-world set-
ting it may be hard to detect free-riders without using
a “gold-set” of test questions to which the requester al-
ready knows the correct response. However, designing
and communicating HIT rejection conditions can dis-
courage free riding or make it risky and more difficult.
For instance, in the case of translation tasks requesters
should define what is not acceptable (e.g. using Google
Translate) and may suggest that the response quality
would be monitored and solutions of low quality would
be rejected.

Third, do not over-pay. Although the reward structure
obviously depends on the task at hand and the expected
amount of effort required to solve it, our results suggest
that pricing affects not only the ability to source enough
workers to perform the task but also the quality of the
obtained results. Higher rewards are likely to encour-
age a free-riding behaviour and may affect the cognitive
abilities of workers by increasing psychological pressure.
Thus, for long term projects or tasks that are run re-
peatedly in a production environment, we believe it is
worthwhile to experiment with the reward scheme in or-
der to find an optimum reward level.

Fourth, aggregate multiple solutions to each HIT, prefer-
ably using an adaptive sourcing scheme. Even the sim-
plest aggregation method - majority voting - has a po-
tential to greatly improve the quality of the solution.
In the context of more complicated tasks, e.g. trans-
lations, requesters may consider a two-stage design in
which they first request several solutions, and then use
another batch of workers to vote for the best one. Ad-
ditionally, requesters may consider inspecting the re-
sponses provided by individuals that often disagree with
the crowd - they might be coveted geniuses or free-riders
deserving rejection.

Limitations: Our approach has several limitations.
First, the performance of a crowd in solving an IQ test
may not be predictive about how the same crowd would
perform in other tasks. While the correlation between
an individual’s performance in an IQ test and their per-
formance in many other settings has been shown to be
strong in many studies [14, 18, 24, 35], very few such
studies have been conducted for crowds [25, 44].

Next, in our setting the workers have expressed their
opinions independently. While this is typical for many
crowdsourcing environments, our results may not hold
in domains where members interact while solving the
task. For example, certain collaborative systems such
as Wikipedia foster active collaboration between partic-
ipants, where a single solution is updated many times by
various individuals, who comment on the work of their
peers. Thus, further research is required to examine the



factors that affect performance in such interactive and
potentially creative environments.

Yet another limitation of our approach is the fact that
our study was conducted on the AMT crowdsourcing
platform, rather than in a controlled lab environment.
A lot of the effects we noticed can be explained by self-
selection biases or free-riding behaviours that are com-
mon in such platforms, but may not hold in other envi-
ronments. Conducting a similar study in a lab setting
may allow controlling for such factors and focusing on
specific effects. Also, while it is possible to apply the
same methodology to other crowdsourcing platforms, it
is not guaranteed that the same results would be ob-
tained.

Finally, our aggregation approach relies on simple ma-
jority voting. Better performance may be achieved when
using a more sophisticated aggregation. For example,
more weight could be given to individuals of a higher
reputation, or participants’ confidence in their response
could be used as another factor.

Future Research: Many fascinating questions are left
open for further investigation. Could similar results hold
for tasks other than answering IQ tests? What are
the best methods for aggregating individual solutions?
Can further information regarding a worker be used to
predict their contribution in such a crowdsourcing set-
ting? Would allowing interactions between group mem-
bers improve or hinder the performance? Which inter-
action mechanisms are suitable for such settings? How
should the incentives in such an interactive environment
be structured to optimize performance? We hope that
our use of the crowd IQ to measure performance may en-
courage the research community in the area of collective
intelligence to consider making use of the psychometric
tools to better understand what collective intelligence
can do.
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