
Chapter 1

Hidden Markov Models and the Variants

Abstract This chapter builds upon the reviews in the previous chapter on
aspects of probability theory and statistics including random variables and
Gaussian mixture models, and extends the reviews to the Markov chain and
the hidden Markov sequence or model (HMM). Central to the HMM is the
concept of state, which is itself a random variable typically taking discrete
values. Extending from a Markov chain to an HMM involves adding uncer-
tainty or a statistical distribution on each of the states in the Markov chain.
Hence, an HMM is a doubly-stochastic process, or probabilistic function of
a Markov chain. When the state of the Markov sequence or HMM is con-
�ned to be discrete and the distributions associated with the HMM states
do not overlap, we reduce it to a Markov chain. This chapter covers several
key aspects of the HMM, including its parametric characterization, its simu-
lation by random number generators, its likelihood evaluation, its parameter
estimation via the EM algorithm, and its state decoding via the Viterbi al-
gorithm or a dynamic programming procedure. We then provide discussions
on the use of the HMM as a generative model for speech feature sequences
and its use as the basis for speech recognition. Finally, we discuss the limita-
tions of the HMM, leading to its various extended versions, where each state
is made associated with a dynamic system or a hidden time-varying trajec-
tory instead of with a temporally independent stationary distribution such
as a Gaussian mixture. These variants of the HMM with state-conditioned
dynamic systems expressed in the state-space formulation are introduced as
a generative counterpart of the recurrent neural networks to be described in
detail in Chapter ??.

1.1 Introduction

In the previous chapter, we reviewed aspects of probability theory and basic
statistics, where we introduced the concept of random variables and the asso-
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ciated concept of probability distributions. We then discussed Gaussian and
mixture-of-Gaussian random variables and their vector-valued or multivari-
ate versions. All these concepts and examples are static, meaning that they do
not have the temporal dimension making the length or the dimension of the
random vectors variable according to how long the temporal sequence is. For
a static section of the speech signal, its features based on spectral magnitudes
(e.g., cepstra) can be well characterized by the multivariate distribution of
mixture of Gaussians. This gives rise to the Gaussian mixture model (GMM)
of speech features for a short-term or static speech sound pattern.

In this chapter, we will extend the concept of the random variable to the
(discrete-time) random sequence, which is a collection of random variables
indexed by uniformly spaced discrete times with a variable length. For the
general statistical characterization of random sequences, see Chapter 3 of [43]
but in this chapter we will extract only the part on Markov sequences as the
most commonly used class of general random sequences. The concept of state
is essential to a Markov sequence. When the state of the Markov sequence
is con�ned to be discrete, we have a Markov chain, where all possible values
taken by the discrete state variable constitutes the (discrete) state space and
which we will cover in Section 1.2.

When each discrete state value is generalized to be a new random variable
(discrete or continuous), the Markov chain is then generalized to the (dis-
crete or continuous) hidden Markov sequence, or the Hidden Markov Model
(HMM) when it is used to characterize or approximate statistical properties
of real-world data sequences. In Section 1.3, we �rst parameterize the HMM
in terms of transition probabilities of the underlying Markov chain and of
the distributional parameters in the static PDFs given a �xed state. We then
show how an HMM can be simulated via probabilistic sampling. E�cient
computation of the likelihood of an observation sequence given the HMM is
covered in detail, as this is an important but non-obvious element in applying
the HMM to speech recognition and other practical problems.

Then, in Section 1.4, we �rst provide background information on the EM
algorithm for maximum likelihood estimation of the parameters in general
statistical models that contain hidden or latent random variables. We then
apply the EM algorithm to solving the learning or parameter-estimation prob-
lem for the HMM (as well as the GMM which can be viewed as a special case
of the HMM). The resulting algorithm for the HMM learning is the cele-
brated Baum-Welch algorithm, widely used in speech recognition and other
applications involving the HMM. Step-by-step derivations of the E-step in
the Baum-Welch algorithm are given, which provides the conditional prob-
abilities of an HMM state given the input training data. The M-step for
the estimation of the transition probabilities of the Markov chain and of the
mean vectors and covariance matrices in the Gaussian HMM is also given
with step-by-step derivation.

We use Section 3.5 to present the celebrated Viterbi algorithm for opti-
mally decoding the HMM state sequence given the input sequence data. The
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technique of dynamic programming, which is the underlying principle of the
Viterbi algorithm, is described.

Finally, in Section 3.6, we connect the HMM as a statistical model to prac-
tical speech problems. The discussion starts with the HMM's capability as
an elegant generative model for speech feature sequences; e.g., [4, 5, 3, 72].
The reasonably good match between the HMM and speech data enables this
generative model to be used for the classi�cation task of speech recognition
via the use of Bayes rule [41, 57]. An analysis of the weaknesses of the HMM
as a generative model for speech motivates its extensions to several variants,
where the temporal independence and stationarity in the distribution of the
observed speech data conditioned on each HMM state is replaced by more
realistic, non-stationary, and temporally correlated dynamic systems with la-
tent or hidden structure [81, 44, 27, 78, 15, 100]. The mathematical formalism
of such dynamic systems expressed as the state-space model naturally bridges
these HMM variants to the recurrent neural networks to be presented later
in Chapter 13 of this book.

1.2 Markov Chains

A Markov chain is a discrete-state Markov sequence, a special case of a gen-
eral Markov sequence. The state space of a Markov chain is of a discrete
nature and is �nite: qt ∈ {s(j), j = 1, 2, · · · , N}. Each of these discrete values
is associated with a state in the Markov chain. Because of the one-to-one
correspondence between state s(j) and its index j, we often use the two in-
terchangeably.

A Markov chain,qT
1 = q1, q2, · · ·,qT , is completely characterized by the

transition probabilities, de�ned by

P (qt = s(j)|qt−1 = s(i))
.
= aij(t), i, j = 1, 2, · · · , N (1.1)

and by the initial state-distribution probabilities. If these transition prob-
abilities are independent of time t, then we have a homogeneous Markov
chain.

The transition probabilities of a (homogeneous) Markov chain are often
conveniently put into a matrix form:

A = [aij ], where aij ≥ 0 ∀i, j; and

N∑
j=1

aij = 1 ∀i (1.2)

which is called the transition matrix of the Markov chain. Given the transition
probabilities of a Markov chain, the state-occupation probability
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pj(t)
.
= P [qt = s(j)]

can be easily computed. The computation is recursive according to

pi(t+ 1) =

N∑
j=1

ajipj(t), ∀i. (1.3)

If the state-occupation distribution of a Markov chain asymptotically con-
verges: pi(t)→ π(q(i)) as t→∞, we then call p(s(i)) a stationary distribution
of the Markov chain. For a Markov chain to have a stationary distribution,
its transition probabilities, aij , have to satisfy

π(s(i)) =

N∑
j=1

ajiπ(s
(j)), ∀i. (1.4)

The stationary distribution of a Markov chain plays an important role
in a class of powerful statistical methods collectively named Markov Chain
Monte Carlo (MCMC) methods. These methods are used to simulate (i.e., to
sample or to draw) arbitrarily complex distributions, enabling one to carry
out many di�cult statistical inference and learning tasks which would other-
wise be mathematically intractable. The theoretical foundation of the MCMC
methods is the asymptotic convergence of a Markov chain to its stationary
distribution, π(s(i)). That is, regardless of the initial distribution, the Markov
chain is an asymptotically unbiased draw from π(s(i)). Therefore, in order to
sample from an arbitrarily complex distribution, p(s), one can construct a
Markov chain, by designing appropriate transition probabilities, aij , so that
its stationary distribution is π(s) = p(s).

Three other interesting and useful properties of a Markov chain can be
easily derived. First, the state duration in a Markov chain is an exponential
or geometric distribution: pi(d) = C (aii)

d−1, where the normalizing constant
is C = 1− aii. Second, the mean state duration is

di =

∞∑
d=1

d pi(d) =

∞∑
d=1

(1− aii)(aii)d−1 =
1

1− aii
. (1.5)

Finally, the probability for an arbitrary observation sequence of a Markov
chain, which is a �nite-length state sequence qT

1 , can be easily evaluated. This
is simply the product of the transition probabilities traversing the Markov
chain: P (qT

1 ) = πq1
∏T−1

t=1 aqtqt+1
, where πs1 is the initial state-occupation

probability at t = 1.
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1.3 Hidden Markov Sequences and Models

Let us view the Markov chain discussed above as an information source ca-
pable of generating observational output sequences. Then we can call the
Markov chain an observable Markov sequence because its output has one-to-
one correspondence to a state. That is, each state corresponds to a determin-
istically observable variable or event. There is no randomness in the output
in any given state. This lack of randomness makes the Markov chain too re-
strictive to describe many real-world informational sources, such as speech
feature sequences, in an adequate manner.

Extension of the Markov chain to embed randomness which overlaps
among the states in the Markov chain gives rise to a hidden Markov sequence.
This extension is accomplished by associating an observation probability dis-
tribution with each state in the Markov chain. The Markov sequence thus
de�ned is a doubly embedded random sequence whose underlying Markov
chain is not directly observable, hence a hidden sequence. The underlying
Markov chain in the hidden Markov sequence can be observed only through
a separate random function characterized by the observation probability dis-
tributions.

Note that if the observation probability distributions do not overlap across
the states, then the underlying Markov chain would not be hidden. This is
because, despite the randomness embedded in the states, any observational
value over a �xed range speci�c to a state would be able to map uniquely
to this state. In this case, the hidden Markov sequence essentially reduces
to a Markov chain. Some excellent and more detailed exposition on the rela-
tionship between a Markov chain and its probabilistic function, or a hidden
Markov sequence, can be found in [105, 106].

When a hidden Markov sequence is used to describe a physical, real-world
informational source, i.e., to approximate the statistical characteristics of
such a source, we often call it a hidden Markov model (HMM). One very suc-
cessful practical use of the HMM has been in speech processing applications,
including speech recognition and its noise robustness, speaker recognition,
speech synthesis, and speech enhancement; e.g.,[105, 1, 12, 17, 66, 85, 83, 82,
126, 128, 130, 47, 46, 71, 48, 113, 122]. In these applications, the HMM is used
as a powerful model to characterize the temporally nonstationary, spatially
variable, but regular, learnable patterns of the speech signal. One key as-
pect of the HMM as the acoustic model of speech is its sequentially arranged
Markov states which permit the use of piecewise stationarity for approximat-
ing the globally nonstationary properties of speech feature sequences. Very
e�cient algorithms have been developed to e�ciently optimize the bound-
aries of the local quasi-stationary temporal regimes, which we will discuss in
Section 3.6.
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1.3.1 Characterization of a hidden Markov model

We now give a formal characterization of a hidden Markov sequence model
or HMM in terms of its basic elements and parameters.

1. Transition probabilities, A = [aij ], i, j = 1, 2, ..., N , of a homogeneous
Markov chain with a total of N states

aij = P (qt = j|qt−1 = i), i, j = 1, 2, · · · , N. (1.6)

2. Initial Markov chain state-occupation probabilities:π = [πi], i = 1, 2, · · · , N ,
where πi = P (q1 = i).

3. Observation probability distribution, P (ot|s(i)), i = 1, 2, ..., N . if ot is dis-
crete, the distribution associated with each state gives the probabilities of
symbolic observations {v1,v2, · · · ,vK}:

bi(k) = P [ot = vk|qt = i], i = 1, 2, · · · , N. (1.7)

If the observation probability distribution is continuous, then the param-
eters, Λi, in the PDF characterize statei in the HMM.

The most common and successful PDF used in speech processing for char-
acterizing the continuous observation probability distribution in the HMM
is a multivariate mixture Gaussian distribution for vector-valued observation
ot ∈ RD):

bi(ot) =

M∑
m=1

ci,m
(2π)D/2|Σi,m|1/2

exp

[
−1

2
(ot − µi,m)TΣ−1i,m(ot − µi,m)

]
(1.8)

In this Gaussian-mixture HMM, the parameter set Λi comprises scalar mix-
ture weights, ci,m, Gaussian mean vectors, µi,m ∈ RD, and Gaussian covari-

ance matrices, Σi,m ∈ RD×D.
When the number of mixture components is reduced to one: M = 1, the

state-dependent output PDF reverts to a (uni-modal) Gaussian:

bi(ot) =
1

(2π)D/2|Σi|1/2
exp

[
−1

2
(ot − µi)

TΣ−1i (ot − µi)

]
(1.9)

and the corresponding HMM is commonly called a (continuous-density) Gaus-
sian HMM.

Given the model parameters, one convenient way of characterizing a Gaus-
sian HMM is to view it as a generative device producing a sequence of ob-
servational data, ot, t = 1, 2, ..., T . In this view, the data at each time t is
generated from the model according to

ot = µi + rt(Σi), (1.10)
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where statei at a given time t is determined by the evolution of the Markov
chain characterized by aij , and

rt(Σi) = N (0,Σi) (1.11)

is a zero-mean, Gaussian, IID (independent and identically distributed) resid-
ual sequence, which is generally state dependent as indexed byi. Because the
residual sequence rt(Σi) is IID, and because µi is constant (i.e., not time-
varying) given state i, their sum which gives the observation ot is thus also
IID given the state. Therefore, the HMM discussed above would produce
locally or piecewise stationary sequences. Since the temporal locality in ques-
tion is con�ned within state occupation of the HMM, we sometimes use the
term stationary-state HMM to explicitly denote such a property.

One simple way to extend a stationary-state HMM so that the observation
sequence is no longer state-conditioned IID is as follows. We can modify the
constant term µi in Eq. 1.10 to explicitly make it time-varying:

ot = gt(Λi) + rt(Σi), (1.12)

where parametersΛi in the deterministic time-trend functiongt(Λi) is depen-
dent on state i in the Markov chain. This gives rise to the trended (Gaus-
sian) HMM [23, 24, 62, 32, 45, 69, 122, 18, 50, 87, 128], a special version
of a nonstationary-state HMM where the �rst-order statistics (mean) are
time-varying and thus violating a basic condition of wide-sense stationarity.

1.3.2 Simulation of a hidden Markov model

When we view a hidden Markov sequence or an HMM as a model for the
information source which has been explicitly depicted in Eq. 1.10, sometimes
it is desirable to use this model to generate its samples. This is the problem
of simulating the HMM given appropriate values for all model parameters:
{A, π,B} for a discrete HMM or {A, π, Λ} for a continuous-density HMM.
The result of the simulation is to produce an observation sequence, oT

1 =
o1,o2, · · · ,oT , which obeys the statistical law embedded in the HMM. A
simulation process is described in Algorithm 1.1.

1.3.3 Likelihood evaluation of a hidden Markov model

Likelihood evaluation is a basic task needed for speech processing applica-
tions involving an HMM that uses a hidden Markov sequence to approximate
vectorized speech features.
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Algorithm 1.1 Draw Samples from an HMM.

1: procedure DrawFromHMM(A, π, P (ot|s(i)))
. A is the transition probability

. π is the initial state occupation probability
. P (ot|s(i)) is the observation probability given a state (either Eq. 1.7 if discrete

or 1.8 if continuous
2: Select an initial state q1 = s(i) by drawing from the discrete distribution π
3: for t← 1; t ≤ T ; t← t+ 1 do
4: Draw an observation ot based on P (ot|s(i))
5: Make a Markov-chain transition from the current state qt = s(i) to a new state
qt+1 = s(j) according to the transition probability aij , and assign i← j.

6: end for

7: end procedure

Let qT
1 = (q1, . . . , qT ) be a �nite-length sequence of states in a Gaussian-

mixture HMM or GMM-HMM, and let P (oT
1 ,q

T
1 ) be the joint likelihood of

the observation sequence oT
1 = (o1, . . . ,oT ) and the state sequence qT

1 . Let
P (oT

1 |qT
1 ) denote the likelihood that the observation sequence oT

1 is generated
by the model conditioned on the state sequence qT

1 .
In the Gaussian-mixture HMM, the conditional likelihood P (oT

1 |qT
1 ) is in

the form of

P (oT
1 |qT

1 ) =

T∏
t=1

bi(ot) =

T∏
t=1

M∑
m=1

ci,m
(2π)D/2|Σi,m|1/2

exp

[
−1

2
(ot − µi,m)TΣ−1i,m(ot − µi,m)

]
(1.13)

On the other hand, the probability of state sequence qT
1 is just the product

of transition probabilities, i.e.,

P (qT
1 ) = πq1

T−1∏
t=1

aqtqt+1
. (1.14)

In the remaining of the chapter, for notational simplicity, we consider the
case where the initial state distribution has probability of one in the starting
state: πq1 = 1.

Note that the joint likelihood P (oT
1 ,q

T
1 ) can be obtained by the product

of likelihoods in Eqs.1.13 and 1.14:

P (oT
1 ,q

T
1 ) = P (oT

1 |qT
1 )P (q

T
1 ). (1.15)

In principle, the total likelihood for the observation sequence can be computed
by summing the joint likelihoods in Eq.1.15 over all possible state sequences
qT
1 :

P (oT
1 ) =

∑
qT
1

P (oT
1 ,q

T
1 ). (1.16)
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However, the amount of this computation is exponential in the length of the
observation sequence,T , and hence the naive computation of P (oT

1 ) is not
tractable. In the next section we will describe the forward-backward algorithm
[6] which computes P (oT

1 ) for the HMM with complexity linear in T .

1.3.4 An algorithm for e�cient likelihood evaluation

To describe the algorithm, we �rst de�ne the forward probabilities by

αt(i) = P (qt = i,ot
1), t = 1, . . . , T, (1.17)

and the backward probabilities by

βt(i) = P (oT
t+1|qt = i), t = 1, . . . , T − 1, (1.18)

both for each statei in the Markov chain. The forward and backward proba-
bilities can be calculated recursively from

αt(j) =

N∑
i=1

αt−1(i)aijbj(ot), t = 2, 3, ..., T ; j = 1, 2, ..., N (1.19)

βt(i) =

N∑
j=1

βt+1(j)aijbj(ot+1), t = T − 1, T − 2, ..., 1; i = 1, 2, ..., N

(1.20)
Proofs of these recursions are given immediately after this subsection. The
starting value for the α recursion is, according to the de�nition in Eq.1.17,

α1(i) = P (q1 = i,o1) = P (q1 = i)P (o1|q1) = πibi(o1), i = 1, 2, ...N
(1.21)

and that for the β recursion is chosen as

βT (i) = 1, i = 1, 2, ...N, (1.22)

so as to provide the correct values for βT−1according to the de�nition in
Eq.1.18.

To compute the total likelihood P (oT
1 ) in Eq.1.16, we �rst compute

P (qt = i,oT
1 ) = P (qt = i,ot

1,o
T
t+1)

= P (qt = i,ot
1)P (o

T
t+1|ot

1, qt = i)

= P (qt = i,ot
1)P (o

T
t+1|qt = i)
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= αt(i)βt(i), (1.23)

for each state i and t = 1, 2, ..., T using de�nitions in Eqs.1.17 and 1.18. Note
that P (oT

t+1|ot
1, qt = i) = P (oT

t+1|qt = i) because the observations are IID
given the state in the HMM. Given this, P (oT

1 ) can be computed as

P (oT
1 ) =

N∑
i=1

P (qt = i,oT
1 ) =

N∑
i=1

αt(i)βt(i). (1.24)

Taking t = T in Eq.1.24 and using Eq.1.22 lead to

P (oT
1 ) =

N∑
i=1

αT (i). (1.25)

Thus, strictly speaking, theβ recursion is not necessary for the forward scor-
ing computation, and hence the algorithm is often called the forward algo-
rithm. However, theβ computation is a necessary step for solving the model
parameter estimation problem, which will be covered in the next section.

1.3.5 Proofs of the forward and backward recursions

Proofs of the recursion formulas, Eqs.1.19 and 1.20, are provided here, using
the total probability theorem, Bayes rule, and using the Markov property
and conditional independence property of the HMM.

For the forward probability recursion, we have

αt(j) = P (qt = j,ot
1)

=

N∑
i=1

P (qt−1 = i, qt = j,ot−1
1 ,ot)

=

N∑
i=1

P (qt = j,ot|qt−1 = i,ot−1
1 )P (qt−1 = i,ot−1

1 )

=

N∑
i=1

P (qt = j,ot|qt−1 = i)αt−1(i)

=

N∑
i=1

P (ot|qt = j, qt−1 = i)P (qt = j|qt−1 = i)αt−1(i)

=

N∑
i=1

bj(ot)aijαt−1(i). (1.26)

For the backward probability recursion, we have
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βt(i) = P (oT
t+1|qt = i)

=
P (oT

t+1, qt = i)

P (qt = i)

=

∑N
j=1 P (o

T
t+1, qt = i, qt+1 = j)

P (qt = i)

=

∑N
j=1 P (o

T
t+1|qt = i, qt+1 = j)P (qt = i, qt+1 = j)

P (qt = i)

=

N∑
j=1

P (oT
t+1|qt+1 = j)

P (qt = i, qt+1 = j)

P (qt = i)

=

N∑
j=1

P (oT
t+2,ot+1|qt+1 = j)aij

=

N∑
j=1

P (oT
t+2|qt+1 = j)P (ot+1|qt+1 = j)aij

=

N∑
j=1

βt+1(j)bj(ot+1)aij . (1.27)

1.4 EM Algorithm and Its Application to Learning

HMM Parameters

1.4.1 Introduction to EM Algorithm

Despite many unrealistic aspects of the HMM as a model for speech fea-
ture sequences, one most important reason for its wide-spread use in speech
recognition is the Baum-Welch algorithm developed in 1960's [6], which is
a prominent instance of the highly popular EM (Expectation-Maximization)
algorithm [22], for e�cient training of the HMM parameters from data. In
this section, we describe �rst the general principle of the EM algorithm. Then
we move to its application to the HMM parameter estimation problem, where
the special method of EM becomes known as the Baum-Welch algorithm. For
tutorial material on the EM and its basic applications, see [10, 12, 96, 66, 42]
.

When there are hidden or latent random variables in a statistical model,
maximum likelihood estimation is often di�cult and the EM algorithm often
becomes e�ective. Let's denote the complete data by y = {o, h} where o is
partially observed data (e.g., speech feature sequence data) and h is hidden
random variables (e.g., unobserved HMM state sequence). Here we consider
the problem of �nding an estimate for the unknown parameter θ which re-
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quires maximization of the log-likelihood function, log p(o; θ). However, we
may �nd that this is either too di�cult or there are di�culties in �nding an
expression for the PDF itself. In such circumstances, an iterative solution is
possible if the complete data,y, can be found such that the PDF in terms
of y is much easier to express in closed form and to maximize. In general
we can �nd a mapping from the complete to the incomplete or partial data:
o = g(y). However this is usually not evident until one is able to de�ne what
the complete data set is. Unfortunately de�ning what constitutes the com-
plete data is usually an arbitrary procedure that is highly problem speci�c
and often requires some ingenuity on the part of the algorithm designer.

As a way to motivate the EM algorithm, we wish to overcome the compu-
tational di�culty of direct optimization of the PDF on the partially observed
data o. To accomplish this, we supplement the available data o with imag-

inary missing, unobserved, or hidden data h, to form the complete datay.
The hope is that with a clever choice of the hidden data h, we can work on
the complete datay rather than on the original partial datao to make the
optimization easier for the log likelihood of o.

Once we have identi�ed the complete data y, even though an expression
forlog p(y; θ) can now be derived easily, we cannot directly maximizelog p(y; θ)
with respect to θ since y is unavailable. However, we observed oand if we fur-
ther assume that we have a good guessed estimate for θ then we can consider
the expected value of log p(y; θ) conditioned on what we have observed, or
the following conditional expectation:

Q(θ|θ0) = Eh|o[log p(y; θ)|o; θ0] = E[log p(o,h; θ)|o; θ0] (1.28)

and we attempt to maximize this expectation to yield, not the maximum
likelihood estimate, but the next best estimate for θ given the previously
available estimate of θ0.

Using Eq.1.28 for computing the conditional expectation when hidden
vectorh is continuous, we have

Q(θ|θ0) =
�
p(h|o; θ0) log p(y; θ)dh. (1.29)

When the hidden vector h is discrete (i.e., taking only discrete values),
Eq.1.28 is used to evaluate the conditional expectation:

Q(θ|θ0) =
∑
h

P (h|o; θ0) log p(y; θ) (1.30)

whereP (h|o; θ0) is a conditional distribution given the initial parameter esti-
mate θ0, and the summation is over all possible discrete-valued vectors thath
may take.

Given the initial parameters θ0, the EM algorithm iterates alternating
between the E-step, which �nds an appropriate expression for the condi-
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tional expectation and su�cient statistics for its computation, and the M-
step, which maximizes the conditional expectation, until either the algorithm
converges or other stopping criteria are met.

Convergence of the EM algorithm is guaranteed (under mild conditions)
in the sense that the average log-likelihood of the complete data does not
decrease at each iteration, that is

Q(θ|θk+1) ≥ Q(θ|θk)

with equality when θkis already an maximum-likelihood estimate.
The main properties of the EM algorithm are:

• It gives only a local, rather than the global, optimum in the likelihood of
partially observed data.

• An initial value for the unknown parameter is needed, and as with most
iterative procedures a good initial estimate is required for desirable con-
vergence and a good maximum-likelihood estimate.

• The selection of the complete data set is arbitrary.
• Even if log p(y; θ)can usually be easily expressed in closed form, �nding

the closed-form expression for the expectation is usually hard.

1.4.2 Applying EM to learning the HMM �

Baum-Welch algorithm

We now discuss how maximal-likelihood parameter estimation and, in par-
ticular, the EM algorithm is applied to solve the learning problem for the
HMM. As introduced in the preceding section, the EM algorithm is a general
iterative technique for maximum likelihood estimation, with local optimal-
ity in general, when hidden variables exist. When such hidden variables take
the form of a Markov chain, the EM algorithm becomes the Baum-Welch
algorithm. Below we use a Gaussian HMM as the example to describe steps
involved in deriving E-step and M-step computations, where the complete
data in the general case of EM above consists of the observation sequence
and the hidden Markov-chain state sequence; i.e.,y = [oT

1 ,q
T
1 ].

Each iteration in the EM algorithm consists of two steps for any incomplete
data problem including the current HMM parameter estimation problem. In
the E (expectation) step of the Baum-Welch algorithm, the following condi-
tional expectation, or the auxiliary function Q(θ|θ0), need to be computed:

Q(θ|θ0) = E[logP (oT
1 ,q

T
1 |θ)|oT

1 , θ0], (1.31)

where the expectation is taken over the �hidden� state sequence qT
1 . For the

EM algorithm to be of utility, Q(θ|θ0) has to be su�ciently simpli�ed so that
the M (maximization) step can be carried out easily. Estimates of the model
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parameters are obtained in the M step via maximization of Q(θ|θ0), which is
in general much simpler than direct procedures for maximizing P (oT

1 |θ).
An iteration of the above two steps will lead to maximum likelihood esti-

mates of model parameters with respect to the objective function P (oT
1 |θ).

This is a direct consequence of Baum's inequality [6], which asserts that

log

(
P (oT

1 |θ)
P (oT

1 |θ0)

)
≥ Q(θ|θ0)−Q(θ0|θ0) = 0.

We now carry out the E- and M- steps for the Gaussian HMM below, includ-
ing detailed derivations.

1.4.2.1 E-step

The goal of the E-step is to simplify the conditional expectation Q(θ|θ0) into
a form suitable for direct maximization in the M-step. To proceed, we �rst
explicitly write out the Q(θ|θ0) function in terms of expectation over state
sequences qT

1 in the form of a weighted sum

Q(θ|θ0) = E[logP (oT
1 ,q

T
1 |θ)|oT

1 , θ0] =
∑
qT
1

P (qT
1 |oT

1 , θ0) logP (o
T
1 ,q

T
1 |θ),

(1.32)
where θ and θ0 denote the HMM parameters in the current and the imme-
diately previous EM iterations, respectively. To simplify the writing, denote
by Nt(i) the quantity

−D
2
log(2π)− 1

2
log |Σi| −

1

2
(ot − µi)

TΣ−1i (ot − µi).

which is logarithm of the Gaussian PDF associated with state i.
We now use P (qT

1 ) =
∏T−1

t=1 aqtqt+1 and P (oT
1 ,q

T
1 ) = P (oT

1 |qT
1 )P (q

T
1 ).

These lead to

logP (oT
1 ,q

T
1 |θ) =

T∑
t=1

Nt(qt) +

T−1∑
t=1

log aqtqt+1

and the conditional expectation in Eq. 1.32 can be rewritten as

Q(θ|θ0) =
∑
qT
1

P (qT
1 |oT

1 , θ0)

T∑
t=1

Nt(qt) +
∑
qT
1

P (qT
1 |oT

1 , θ0)

T−1∑
t=1

log aqtqt+1
.

(1.33)
To simplify Q(θ|θ0) here, we write the �rst term in Eq.1.33 as
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Q1(θ|θ0) =
N∑
i=1

{
∑
qT
1

P (qT
1 |oT

1 , θ0)

T∑
t=1

Nt(qt)}δqt,i, (1.34)

and the second term as

Q2(θ|θ0) =
N∑
i=1

N∑
j=1

{
∑
qT
1

P (qT
1 |oT

1 , θ0)

T−1∑
t=1

log aqtqt+1
}δqt,iδqt+1,j , (1.35)

where δ indicates the Kronecker delta function. Let's examine Eq.1.34 �rst.
By exchanging summations and using the obvious fact that∑

qT
1

P (qT
1 |oT

1 , θ0)δqt,i = P (qt = i|oT
1 , θ0),

we can simplify Q1 into

Q1(θ|θ0) =
N∑
i=1

T∑
t=1

P (qt = i|oT
1 , θ0)Nt(i). (1.36)

After carrying out similar steps for Q2(θ|θ0) in Eq.1.35 we obtain a similar
simpli�cation

Q2(θ|θ0) =
N∑
i=1

N∑
j=1

T−1∑
t=1

P (qt = i, qt+1 = j|oT
1 , θ0) log aij . (1.37)

We note that in maximizing Q(θ|θ0) = Q1(θ|θ0)+Q2(θ|θ0), the two terms
can be maximized independently. That is, Q1(θ|θ0) contains only the param-
eters in Gaussians, while Q2(θ|θ0) involves just the parameters in the Markov
chain. Also, in maximizing Q(θ|θ0), the weights in Eq.1.36 and Eq.1.37, or
γt(i) = P (qt = i|oT

1 , θ0) and ξt(i, j) = P (qt = i, qt+1 = j|oT
1 , θ0), respectively,

are treated as known constants due to their conditioning on θ0. They can be
computed e�ciently via the use of the forward and backward probabilities
discussed earlier.

The posterior state transition probabilities in the Gaussian HMM are

ξt(i, j) =
αt(i)βt+1(j)aij exp(Nt+1(j))

P (oT
1 |θ0)

, (1.38)

for t = 1, 2, ..., T − 1. (Note that ξT (i, j) has no de�nition.) The posterior
state occupancy probabilities can be obtained by summing ξt(i, j) over all
the destination states j according to

γt(i) =

N∑
j=1

ξt(i, j), (1.39)
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for t = 1, 2, ..., T − 1. γT (i) can be obtained by its very de�nition:

γT (i) = P (qT = i|oT
1 , θ0) =

P (qT = i,oT
1 |θ0)

P (oT
1 |θ0)

=
αT (i)

P (oT
1 |θ0)

. (1.40)

Note for the left-to-right HMM, γT (i) has a value of one for i = N and of
zero otherwise.

Further, we note that the summations in Eqs.1.36 and 1.37 are taken
over states i or over state pairs i, j, which is signi�cantly simpler than the
summations over state sequences qT

1 as in the unsimpli�ed forms of Q1(θ|θ0)
and Q2(θ|θ0) in Eq.1.33. Eqs.1.36 and 1.37 are the simplistic form of the
auxiliary objective function, which can be maximized in the M-step discussed
next.

1.4.2.2 M-step

The re-estimation formulas for the transition probabilities of the Markov
chain in the Gaussian HMM can be easily established by setting ∂Q2

∂aij
= 0, for

Q2 in Eq.1.37 and for i, j = 1, 2, ..., N , subject to the constraint
∑N

j=1 aij =
1. The standard Lagrange multiplier procedure leads to the re-estimation
formula of

âij =

∑T−1
t=1 ξt(i, j)∑T−1
t=1 γt(i)

, (1.41)

where ξt(i, j) and γt(i) are computed according to Eqs.1.38 and 1.39.
To derive the re-estimation formulas for the parameters in the state-

dependent Gaussian distributions, we �rst remove optimization-independent
terms and factors in Q1 in Eq.1.36. Then we have an equivalent objective
function of

Q1(µi,Σi) =

N∑
i=1

Tr∑
t=1

γt(i) (ot − µi)
TΣ−1i (ot − µi)−

1

2
log |Σi|. (1.42)

The re-estimation formula for the covariance matrices are obtained by solving

∂Q1

∂Σi
= 0, (1.43)

for i = 1, 2, ..., N .
For solving it, we employ the trick of variable transformation: K = Σ−1

(we omit the state index i for simplicity), and we treat Q1 as a function of K.
Then, the derivative of log |K| (a term in Eq.1.36) with respect to K's lm-th
entry,klm, is the lm-th entry of Σ, orσlm. We now can reduce ∂Q1

∂klm
= 0 to
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T∑
t=1

γt(i){
1

2
σlm −

1

2
(ot − µi)l(ot − µi))m} = 0 (1.44)

for each entry: l,m = 1, 2, ..., D. Writing this result in a matrix form, we
obtain the compact re-estimation formula for the covariance matrix in state
i as follows:

Σ̂i =

∑T
t=1 γt(i)(ot − µ̂i)(ot − µ̂i)

T∑T
t=1 γt(i)

(1.45)

for each state: i = 1, 2, ..., N , where µ̂iis the re-estimate of the mean vectors in
the Gaussian HMM in state i, whose re-estimation formula is straightforward
to derive and has the following easily interpretable form:

µ̂i =

∑T
t=1 γt(i)ot∑T
t=1 γt(i)

(1.46)

The above derivation is for the single-Gaussian HMM. The EM algorithm
for the GMM-HMM can be similarly derived by considering the Gaussian
component of each frame at each state as another hidden variable. In Chapter
?? we will describe the deep neural network (DNN)-HMM hybrid system in
which the observation probability is estimated using a DNN.

1.5 Viterbi Algorithm for Decoding HMM State

Sequences

1.5.1 Dynamic programming and Viterbi algorithm

Dynamic Programming (DP) is a divide-and-conquer method for solving com-
plex problems by breaking them down into simpler subproblemsis [7, 110]. It
was originally developed by R. Bellman in 1950s [7]. The foundation of DP
was laid by the Bellman optimality principle. The principle stipulates that:
�In an optimization problem concerning multiple stages of interrelated deci-
sions, whatever the initial state (or condition) and the initial decisions are,
the remaining decisions must constitute an optimal rule of choosing decisions
with regards to the state that results from the �rst decision.�

As an example, we discuss the optimality principle in Markov decision pro-
cesses. A Markov decision process is characterized by two sets of parameters.
The �rst set is the transition probabilities of

P k
ij(n) = P (statej, stagen+1|statei, stagen,decisionk),
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where the current state of the system is dependent only on the state of the
system at the previous stage and the decision taken at that stage (Markov
property). The second set of parameters provide rewards de�ned by:
Rk

i (n) =reward at stage n and at state i when decision k is chosen.
Let us de�ne F (n, i) to be the average of the total reward at state n and

state i when the optimal decision is taken. This can be computed by DP
using the following recursion given by the optimality principle:

F (n, i) = max
k
{Rk

i (n) +
∑
j

P k
ij(n)F (n+ 1, j)}. (1.47)

In particular, when n = N (at the �nal stage), the total reward at state i is

F (N, i) = max
k

Rk
i (N). (1.48)

The optimal decision sequence can be traced back after the end of this recur-
sive computation.

We see in the above that in applying DP, various stages (e.g., stage
1, 2, ..., n, ...N in the above example) in the optimization process must be
identi�ed. We are required at each stage to make optimal decision(s). There
are several states (indexed by i in the above example) of the system associated
with each stage. The decision (indexed by k) taken at a given stage changes
the problem from the current stage n to the next stage n + 1 according to
the transition probability P k

ij(n).
If we apply the DP technique to �nding the optimal path, then the Bellman

optimality principle can be alternatively stated as follows: �The optimal path
from nodes A to C through node B must consist of the optimal path from A
to B concatenated with the optimal path from B to C.� The implication of
this optimality principle is tremendous. That is, in order to �nd the best path
from node A via a �predecessor� node B, there will be no need to reconsider
all the partial paths leading from A to B. This signi�cantly reduces the path
search e�ort compared with the brute-force search or exhaustive search. While
it may be unknown whether the �predecessor� node B is on the best path or
not, many candidates can be evaluated and the correct one be ultimately
determined via a backtracking procedure in DP. The Bellman optimality
principle is the essence of a very popular optimization technique in speech
processing applications involving the HMM, which we describe below.

1.5.2 Dynamic programming for decoding HMM states

One fundamental computational problem associated with the HMM discussed
so far in this chapter is to �nd, in an e�cient manner, the best sequence of the
HMM states given an arbitrary sequence of observations oT

1 = o1,o2, · · · ,oT .
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This is a complex T -stage path-�nding optimization problem, and is directly
suited for the DP solution. The DP technique used for such purposes is also
called the Viterbi algorithm, developed originally for optimal convolution-
code channel decoding in digital communication.

To illustrate the Viterbi algorithm as an optimal path-�nding technique,
we can use the two-dimensional grid, also called the trellis diagram, for a
left-to-right HMM. A node in the trellis diagram is associated with both a
time framet on the horizontal axis and an HMM state i on the vertical axis.

For a given HMM characterized by the state transitional probabilities aij
and by the state-conditioned output probability distributions bi(ot), let δi(t)
represent the maximal value of the joint likelihood of the partial observation
sequence ot

1 up to time t, and the associated HMM state sequence while in
state i at time t. That is,

δi(t) = max
q1,q2,...,qt−1

P (ot
1, q

t−1
1 , qt = i). (1.49)

Note that each δi(t) de�ned here is associated with a node in the trellis
diagram. Each increment of time corresponds to reaching a new stage in DP.
At the �nal stage t = T , we have the objective function of δi(T ) which is
accomplished via all the previous stages of computation fort ≤ T − 1. Based
on the DP optimality principle, the optimal partial likelihood of Eq. 1.50 at
the processing stage of t+ 1 can be computed using the following functional
equation as a recursion:

δj(t+ 1) = max
i
δi(t)aijbj(ot+1), (1.50)

for each state j. Each state at this processing stage is a hypothesized �pre-
cursor� node in the global optimal path. All such nodes except one will be
eventually eliminated after the backtracking operation. The essence of DP
used here is that we only need to compute the quantities of δj(t + 1) as in-
dividual nodes in the trellis, removing the need to keep track of a very large
number of partial paths from the initial stage to the current (t+ 1)th stage,
which would be required for the exhaustive search. The optimality is guaran-
teed, due to the DP optimality principle, with the computation only linearly,
rather than geometrically, increasing with the length T of the observation
data sequence.

Besides the key recursion of Eq.1.50, the complete Viterbi algorithm re-
quires additional steps of recursion initialization, recursion termination, and
path backtracking. The complete algorithm is described in Algorithm 1.2
with initial state probabilities πi. The result of the Viterbi algorithm is P ∗,
the maximum joint likelihood of the observation and state sequence, together
with q∗(t), the corresponding state transition path.

The optimal state transition path found by the above Viterbi algorithm for
a left-to-right HMM is equivalent to the information required to determine the
optimal segmentation of the HMM states. The concept of state segmentation
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Algorithm 1.2 Viterbi algorithm for decoding HMM state sequence.
1: procedure ViterbiDecode(A = [aij ], π, bj(ot))

. A is the transition probability
. π is the initial state occupation probability

. bj(ot) is observation probability given HMM state j for observation vector ot

2: δi(1)← πibi(o1) . Initialize at t = 1
3: ψi(1)← 0 . Initialize at t = 1

4: for t← 2; t ≤ T ; t← t+ 1 do

. Forward recursion
5: δj(t)← maxi δi(t− 1)aijbj(ot)

6: ψj(t)← arg max1≤i≤N δi(t− 1)aij
7: end for

8: P ∗ ← max1≤i≤N [δi(T )]

9: q(T )← max1≤i≤N [δi(T )] . Initialize backtracking
10: for t← T − 1; t ≥ 1; t← t− 1 do

. Backward state tracking
11: q∗(t)← ψq∗(t+1)(t+ 1)
12: end for

Return optimal HMM state path q∗(t), 1 ≤ t ≤ T
13: end procedure

is most relevant to a left-to-right HMM commonly used in speech modeling
and recognition, as each state in such an HMM is typically associated with
a reasonably large number of consecutive time frames in the observation
sequence. This is so because the observations cannot be easily assigned back
to earlier states due to the left-to-right constraint and because the last frame
must be accounted for by the right-most state in the left-to-right HMM.

Note that this same Viterbi algorithm can be applied to single-Gaussian
HMM, GMM-HMM and even the DNN-HMM we will describe in Chapter
??.

1.6 The HMM and Variants for Generative Speech

Modeling and Recognition

The popularity of the HMM in speech recognition stems from its ability as a
generative sequence model of acoustic features of speech. See excellent reviews
of the HMM for selected speech modeling and recognition applications in
[106, 105, 107, 72, 3, 4]. One most interesting and unique problem in speech
modeling and in the related speech recognition application lies in the nature
of variable length in acoustic-feature sequences. This unique characteristic of
speech rests primarily in its temporal dimension. That is, the actual values of
the speech feature are correlated lawfully with the elasticity in the temporal
dimension. As a consequence, even if two word sequences are identical, the
acoustic data of speech features typically have distinct lengths. For example,
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di�erent acoustic samples from the same sentence usually contain di�erent
data dimensionality, depending on how the speech sounds are produced and
in particular how fast the speaking rate is. Further, the discriminative cues
among separate speech classes are often distributed over a reasonably long
temporal span, which often crosses neighboring speech units. Other special
aspects of speech include class-dependent acoustic cues. These cues are often
expressed over diverse time spans that would bene�t from di�erent lengths
of analysis windows in speech analysis and feature extraction.

Conventional wisdom posits that speech is a one-dimensional temporal sig-
nal in contrast to image and video as higher dimensional signals. This view
is simplistic and does not capture the essence and di�culties of the speech
recognition problem. Speech is best viewed as a two-dimensional signal, where
the spatial (or frequency or tonotopic) and temporal dimensions have vastly
di�erent characteristics, in contrast to images where the two spatial dimen-
sions tend to have similar properties. The �spatial� dimension in speech is
associated with the frequency distribution and related transformations, cap-
turing a number of variability types including primarily those arising from
environments, speakers, accent, speaking style and rate. The latter induces
correlations between spatial and temporal dimensions, and the environment
factors include microphone characteristics, speech transmission channel, am-
bient noise, and room reverberation.

The temporal dimension in speech, and in particular its correlation with
the spatial or frequency-domain properties of speech, constitutes one of the
unique challenges for speech recognition. The HMM addresses this challenge
to a limited extent. In this section, a selected set of advanced generative
models, as various extensions of the HMM, will be described that are aimed
to address the same challenge, where Bayesian approaches are used to provide
temporal constraints as prior knowledge about aspects of the physical process
of human speech production.

1.6.1 GMM-HMMs for speech modeling and recognition

In speech recognition, one most common generative learning approach is
based on the Gaussian-Mixture-Model based Hidden Markov models, or
GMM-HMM; e.g., [74, 105, 39, 107, 12]. As discussed earlier, a GMM-HMM
is a statistical model that describes two dependent random processes, an
observable process and a hidden Markov process. The observation sequence
is assumed to be generated by each hidden state according to a Gaussian
mixture distribution. A GMM-HMM is parameterized by a vector of state
prior probabilities, the state transition probability matrix, and by a set of
state-dependent parameters in Gaussian mixture models. In terms of mod-
eling speech, a state in the GMM-HMM is typically associated with a sub-
segment of a phone in speech. One important innovation in the use of HMMs
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for speech recognition is the introduction of context-dependent states (e.g.,
[40, 70]), motivated by the desire to reduce output variability of speech fea-
ture vectors associated with each state, a common strategy for �detailed�
generative modeling. A consequence of using context dependency is a vast
expansion of the HMM state space, which, fortunately, can be controlled by
regularization methods such as state tying. It turns out that such context de-
pendency also plays a critical role in the recent advance of speech recognition
in the area of discrimination-based deep learning [121, 19, 20, 112, 16], to be
discussed in later chapters of this book.

The introduction of the HMM and the related statistical methods to speech
recognition in mid 1970s [3, 72] can be regarded as the most signi�cant
paradigm shift in the �eld, as discussed and analyzed in [4, 5]. One major
reason for this early success is the highly e�cient EM algorithm [6], which
we described earlier in this chapter. This maximum likelihood method, of-
ten called Baum-Welch algorithm, had been a principal way of training the
HMM-based speech recognition systems until 2002, and is still one major
step (among many) in training these systems nowadays. It is interesting to
note that Baum-Welch algorithm serves as one major motivating example for
the later development of the more general EM algorithm [22]. The goal of
maximum likelihood or EM method in training GMM-HMM speech recogniz-
ers is to minimize the empirical risk with respect to the joint likelihood loss
involving a sequence of linguistic labels and a sequence of acoustic data of
speech, often extracted at the frame level. In large-vocabulary speech recog-
nition systems, it is normally the case that word-level labels are provided,
while state-level labels are latent. Moreover, in training GMM-HMM-based
speech recognition systems, parameter tying is often used as a type of regu-
larization. For example, similar acoustic states of the triphones can share the
same Gaussian mixture model.

The use of the generative model of HMMs for representing the (piecewise
stationary) dynamic speech pattern and the use of EM algorithm for train-
ing the tied HMM parameters constitute one most prominent and successful
example of generative learning in speech recognition. This success has been
�rmly established by the speech community, and has been widely spread to
machine learning and related communities. In fact, the HMM has become a
standard tool not only in speech recognition but also in machine learning as
well as their related �elds such as bioinformatics and natural language pro-
cessing. For many machine learning as well as speech recognition researchers,
the success of HMMs in speech recognition is a bit surprising due to the
well-known weaknesses of the HMM in modeling speech dynamics. The re-
maining part of this section is aimed to address ways of using more advanced
dynamic generative models and related techniques for speech modeling and
recognition.
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1.6.2 Trajectory and hidden dynamic models for speech

modeling and recognition

Despite great success of GMM-HMMs in speech modeling and recogni-
tion, their weaknesses, such as the conditional independence and piece-
wise stationary assumptions, have been well known for speech modeling
and recognition applications since early days[23, 98, 24, 32, 97, 46, 15, 51].
Since early 1990's, speech recognition researchers have begun the develop-
ment of statistical models that capture more realistic dynamic properties of
speech in the temporal dimension than HMMs do. This class of extended
HMM models have been variably called stochastic segment model [98, 97],
trended or nonstationary-state HMM [23, 32, 18], trajectory segmental model
[69, 97], trajectory HMM [128, 126], stochastic trajectory model [62], hid-
den dynamic model [44, 25, 15, 100, 89, 90, 91, 109, 29], buried Markov
model [11, 14, 13], structured speech model, and hidden trajectory model
[130, 52, 51, 29, 50, 120, 119], depending on di�erent �prior knowledge� ap-
plied to the temporal structure of speech and on various simplifying assump-
tions to facilitate the model implementation. Common to all these beyond-
HMM model variants is some temporal dynamic structure built into the mod-
els. Based on the nature of such structure, we can classify these models into
two main categories. In the �rst category are the models focusing on tempo-
ral correlation structure at the �surface� acoustic level. The second category
consists of deep hidden or latent dynamics, where the underlying speech
production mechanisms are exploited as a prior to represent the temporal
structure that accounts for the visible speech pattern. When the mapping
from the hidden dynamic layer to the visible layer is limited to be linear
and deterministic, then the generative hidden dynamic models in the second
category reduce to the �rst category.

The temporal span in many of the generative dynamic/trajectory models
above is often controlled by a sequence of linguistic labels, which segment the
full sentence into multiple regions from left to right; hence segment models.

In general, the trajectory or segmental models with hidden or latent dy-
namics make use of the switching state space formulation, well studied in
the literature; e.g., [61, 28, 54, 80, 94, 108, 53]. These models exploit tem-
poral recursion to de�ne the hidden dynamics, z(k), which may correspond
to articulatory movements during human speech production. Each discrete
region or segment, s, of such dynamics is characterized by the s-dependent
parameter set Λs, with the �state noise� denoted by ws(k). The memory-less
nonlinear mapping function is exploited to link the hidden dynamic vector
z(k) to the observed acoustic feature vector o(k), with the �observation noise�
denoted by vs(k), and parameterized also by segment-dependent parameters.
This pair of �state equation� and �observation equation� below form a general
state-space switching nonlinear dynamic system model:
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z(k) = qk[z(k − 1),Λs] + ws(k − 1) (1.51)

o(k′) = rk′ [z(k
′),Ωs′ ] + vs′(k

′), (1.52)

where subscripts k and k′ denote that functions q[.] and r[.] are time varying
and may be asynchronous with each other. In the mean time, s or s′ denotes
the dynamic region that is correlated with discrete linguistic categories either
in terms of allophone states as in the standard GMM-HMM system (e.g., [105,
40, 70]) or in terms of atomic units constructed from articulation-motivated
phonological features (e.g., [88, 78, 113, 59, 47, 26]).

The speech recognition literature has reported a number of studies on
switching nonlinear state space models, both theoretical and experimental.
The speci�c forms of the functions of qk[z(k− 1),Λs] and rk′ [z(k

′),Ωs′ ] and
their parameterization are determined by prior knowledge based on the un-
derstanding of the temporal properties of speech. In particular, state equation
equation 1.51 takes into account the temporal elasticity in spontaneous speech
and its correlation with the �spatial� properties in hidden speech dynamics
such as articulatory positions or vocal tract resonance frequencies. For exam-
ple, these latent variables do not oscillate within each phone-bound temporal
region. And observation equation 1.52 incorporates knowledge about forward,
nonlinear mapping from articulation to acoustics, an intensely studied subject
in speech production and speech analysis research [77, 34, 35, 33].

When nonlinear functions of qk[z(k − 1),Λs] and rk′ [z(k
′),Ωs′ ] are re-

duced to linear functions (and when synchrony between the two equations
are eliminated), the switching nonlinear dynamic system model is reduced to
its linear counterpart, or the switching linear dynamic system. This simpli�ed
system can be viewed as a hybrid of the standard HMM and linear dynami-
cal systems, one associated with each HMM state. The general mathematical
description of the switching linear dynamic system can be written as

z(k) = Asz(k − 1) + Bsws(k) (1.53)

o(k) = Csz(k) + vs(k). (1.54)

where subscript s denotes the left-to-right HMM state or the region of the
switching state in the linear dynamics. There has been an interesting set of
work on the switching linear dynamic system applied to speech recognition.
The early set of studies have been were reported in [98, 97] for generative
speech modeling and for speech recognition applications. More recent stud-
ies [53, 94] applied linear switching dynamic systems to noise-robust speech
recognition and explored several approximate inference techniques. The study
reported in [108] applied another approximate inference technique, a special
type of Gibbs sampling, to a speech recognition problem.
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1.6.3 The speech recognition problem using generative

models of HMM and its variants

Toward the end of this chapter, let us focus on a discussion on issues re-
lated to using generative models such as the standard HMM and its ex-
tended versions just described for discriminative classi�cation problems such
as speech recognition. More detailed discussions on this important topic can
be found in [41][129, 57]. In particular, we have omitted in this chapter the
topic of discriminative learning of the generative model of HMM, very im-
portant in the development of ASR based on the GMM-HMM and related
architectures. We leave the readers to a plethora of literature on this topic
in [2, 73, 17, 18, 111, 9, 103, 104, 116, 92, 93, 102, 123, 124, 127, 114,
125, 65, 63, 101, 67, 64, 56, 48, 66, 117]. Another important topic which
we also omitted in this chapter is the use of the generative, GMM-HMM-
based models for integrating the modeling of the e�ects of noise in ASR.
The ability to naturally carry out such integrated modeling is one of the
strengths of statistical generative models such as the GMM and HMM, which
we also leave the readers to the literature including many review articles
[86, 58, 1, 55, 31, 48, 37, 36, 38, 49, 83, 94, 84, 75, 85, 60, 76, 115, 30].

A generative statistical model characterizes joint probabilities of input
data and their corresponding labels, which can be decomposed into the prior
probability of the labels (e.g., speech class tags) and the probability of class-
conditioned data (e.g., acoustic features of speech). Via Bayes rule, the pos-
terior probability of class labels given the data can be easily determined and
used as the basis for the decision rule for classi�cation. One key factor for the
success of such generative modeling approach in classi�cation tasks is how
good the model is to the true data distribution. The HMM has been shown to
be a reasonably good model for the statistical distribution of sequence data
of speech acoustics, especially in its temporal characteristics. As a result, the
HMM has become a popular model for speech recognition since mid 1980's.

However, several weaknesses of the standard HMM as a generative model
for speech have been well understood, including, among others, the temporal
independence of speech data conditioned on each HMM state and lack of
lawful correlation between the acoustic features and ways in which speech
sounds are produced (e.g., speaking rate and style). These weaknesses have
motivated extensions of the HMM in several ways, some discussed in this
section. The main thread of these extensions include the replacement of the
Gaussian or Gaussian-mixture-like, independent and identical distributions
associated with each HMM state by more realistic, temporally correlated
dynamic systems or non-stationary trajectory models, both of which contain
latent, continuous-valued dynamic structure.

During the development of these hidden trajectory and hidden dynamic
models for speech recognition, a number of machine learning techniques, no-
tably approximate variational inference and learning techniques [61, 99, 118,
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80], have been usefully applied with modi�cations and improvement to suit
the speech-speci�c properties and speech recognition applications. However,
the success has mostly been limited to relatively small tasks. We can identify
four main sources of di�culties (as well as new opportunities) in successfully
applying these types of generative models to large-scale speech recognition.
First, scienti�c knowledge on the precise nature of the underlying articulatory
speech dynamics and its deeper articulatory control mechanisms is far from
complete. Coupled with the need for e�cient computation in training and de-
coding for speech recognition applications, such knowledge was forced to be
again simpli�ed, reducing the modeling power and precision further. Second,
most of the work in this area has been placed within the generative learning
setting, having a goal of providing parsimonious accounts (with small param-
eter sets) for speech variations due to contextual factors and co-articulation.
In contrast, the recent joint development of deep learning methods, which
we will cover in several later chapters of this book, combines generative and
discriminative learning paradigms and makes use of massive instead of par-
simonious parameters. There appears to be a huge potential for synergy of
research here, especially in light of the recent progress on variational in-
ference expected to improve the quality of deep, generative modeling and
learning [79, 95, 21, 68, 8]. Third, most of the hidden trajectory or hidden
dynamic models have focused on only isolated aspects of speech dynamics
rooted in deep human production mechanisms, and have been constructed
using relatively simple and largely standard forms of dynamic systems with-
out su�cient structure and e�ective learning methods free from unknown
approximation errors especially during the inference step. This latter de�-
ciency can likely be overcome by the improved variational learning methods
just discussed.

Functionally speaking, speech recognition is a conversion process from the
acoustic data sequence of speech into a word or another linguistic-symbol
sequence. Technically, this conversion process requires a number of sub-
processes including the use of discrete time stamps, often called frames, to
characterize the speech waveform data or acoustic features, and the use of
categorical labels (e.g. words, phones, etc.) to index the acoustic data se-
quence. The fundamental issues in speech recognition lie in the nature of
such labels and data. It is important to clearly understand the unique at-
tributes of speech recognition, in terms of both input data and output labels.
From the output viewpoint, ASR produces sentences that consist of a variable
number of words. Thus, at least in principle, the number of possible classes
(sentences) for the classi�cation is so large that it is virtually impossible to
construct models for complete sentences without the use of structure. From
the input viewpoint, the acoustic data are also a sequence with a variable
length, and typically, the length of data input is vastly di�erent from that of
label output, giving rise to the special problem of segmentation or alignment
that the �static� classi�cation problems in machine learning do not encounter.
Combining the input and output viewpoints, we state the fundamental prob-



1.6 The HMM and Variants for Generative Speech Modeling and Recognition 27

lem of speech recognition as a structured sequence classi�cation task, where a
(relatively long) sequence of acoustic data is used to infer a (relatively short)
sequence of the linguistic units such as words. For this type of structured pat-
tern recognition, both the standard HMM and its variants discussed in this
chapter have captured some major attributes of the speech problem, espe-
cially in the temporal modeling aspect, accounting for their practical success
in speech recognition to some degree. However, other key attributes of the
problem have been poorly captured by the many types of models discussed
in this chapter. Most of the remaining chapters in this book will be devoted
to addressing this de�ciency.

As a summary of this section, we bridged the HMM as a generative statis-
tical model to practical speech problems including its modeling and classi�-
cation/recognition. We pointed out the weaknesses of the standard HMM as
a generative model for characterizing temporal properties of speech features,
motivating its extensions to several variants where the temporal indepen-
dence of speech data conditioned on each HMM state is replaced by more
realistic, temporally correlated dynamic systems with latent structure. The
state-space formulation of nonlinear dynamic system models provides an in-
triguing mechanism to connect to the recurrent neural networks, which we
will discuss in great detail later in Chapter ??.
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