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ABSTRACT
PRACTICAL TYPE INFERENCE FOR FIRST-CLASS POLYMORPHISM
Dimitrios Vytiniotis

Stephanie Weirich

Type inference is a key component of modern statically typed programming languages. It allows
programmers to omit many—and in some cases all—type annotations from programs. Type infer-
ence becomes particularly interesting theoretically and from an implementation standpoint in the
presence of polymorphism. Hindley-Damas-Milner type inference, underlying modern functional
programming languages with let-bound polymorphism, allows for full type reconstruction for pro-
grams with types that (i) only contain top-level quantifiers, and (ii) can only be instantiated with
quantifier-free types. As soon as one attempts to overcome these barriers to allow higher-rank or
impredicative polymorphism full type reconstruction becomes either undecidable or non-modular
because many typeable programs no longer possess principal types. The only hope then for modular
and decidable type inference for first-class polymorphism arises from exploiting type annotations to

guide the type checker in a mixture of type reconstruction and type checking.

The first contribution of this dissertation is a formal study of various theoretical properties of
annotation-guided inference for predicative higher-rank types. The second contribution is the pre-
sentation of a type system and inference algorithm that lift both Damas-Milner restrictions, allowing

impredicative higher-rank types.

A central claim of this dissertation is that annotation-guided type inference for first-class polymor-
phism is compatible with intuitive specifications that do not have to be more complicated than the

familiar Damas-Milner type system.
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Chapter 1

The problem

Type inference is a key component of statically typed functional programming languages such as
ML [36, 33] and Haskell [18]. Type inference allows programmers to omit type annotations where
types are “obvious” for the type checker to figure out, so that writing type-safe programs requires
very little or no type documentation. The central theme of this dissertation is extending type
inference for functional programming languages with let-bound polymorphism in the presence of
polymorphic types that go beyond the type structure of the Damas-Milner type system [35, 5]—the
basis of ML and Haskell.

1.1 The nature of type inference

A design for type inference typically involves two components: The first component is an algorithm
that infers types for programs. The second component is a high-level type-safe specification usually
presented as an inductively defined typing relation. A design for type inference has to meet a series

of requirements, which we outline below.

Implementability A typical type system is already implementable in the sense that it specifies

a recursively enumerable set. But in our setting we are interested in having a decidable algorithmic



implementation that satisfies a soundness and a completeness property. Soundness states that,
if the algorithmic implementation can infer a type for a program then this program should be
typeable in the type system specification. Completeness is a much stronger property: it asserts
that the algorithm can infer types for all programs that are typeable in the high-level specification.
Together these properties ensure that the algorithm accepts exactly the same set of programs that
are typeable in the specification. The decidability requirement can sometimes be relaxed when the
algorithm terminates and is fast in most common and well-specified cases. For instance, Pfenning’s
partial polymorphic type inference work [43] gives a sound and complete type inference algorithm
that relies on higher-order unification, which is undecidable but terminates and is fast in many

cominon cases.

Expressiveness Expressiveness can be determined by setting a “gold standard” programming
calculus that suits our programming needs, and making sure that it can be embedded in a semantics-
preserving way in the language for which we are designing type inference. In the case of polymorphic
type inference, which is the topic of this dissertation, a suitable criterion for expressiveness is whether
all programs of the polymorphic A-calculus (System F) [7, 8, 9] can be typed (perhaps with the

addition of semantically neutral type annotations) in the language for which we design type inference.

Simplicity On one hand, a type system specification, pragmatically, is targeting programmers.
Therefore, it has to be compact (i.e. it can be specified with only a few inductive relations) and
conceptually simple, to allow programmers to easily reason about typeability. Moreover, the anno-
tations that programmers may have to add to programs to recover the programming power of their
“gold standard” programming language should not be overwhelming and their placement should be
predictable. On the other hand, a type inference algorithm is also targeting programmers—those
that undertake the task of implementing it. As such, it should not be unreasonably complicated
to get right and verify, especially when type inference for a particular feature of the language (e.g.
polymorphism) has to interact with type inference for other potentially complex features (e.g. type

classes [10], or guarded recursive datatypes [63, 4]).



Modularity Modularity states that expressions should be typed by only examining their sub-
expressions. Hence, a function definition should be typed only by examining the definition itself
and not by having to determine all its possible use sites. For example, to infer a type for an ML
let-bound definition, it should suffice to infer a type for the let-bound definition once and use that

type throughout the scope of the definition.

Robustness Robustness of type inference asserts that typeability is preserved under small pro-
gram transformations, such as reordering function arguments, or inlining / expanding let-bound
definitions. Specifying which transformations break or preserve typeability is an important aspect

of the metatheory of a type inference system.

Inertia requirements Type inference that addresses new features should yield type systems that
extend previous type inference designs—to the extent that the previous designs are sensible. This
means that programs previously typeable in the “base” language, such as library or legacy code,
should continue to be typeable in the “extension”. A different desirable feature is conservativity
of the extension: Programs typeable in the extension, that do not use any of the features of the

extension, should be typeable in the base system.

1.2 This dissertation in context: polymorphic type inference

We start by presenting the historical context of this dissertation and the ideas that most closely

affected this work; discussion about other related research can be found in Chapter 2 and Chapter 8.

For the past thirty years the Damas-Milner [5] type system has been used as the basis for the
specification of type inference for ML variations that support polymorphism. The Damas-Milner type
system admits a very simple algorithm, to which we will refer as the Hindley-Damas-Milner [12, 35, 5]
algorithm!, based on first-order unification [50]. The Hindley-Damas-Milner algorithm can infer

polymorphic types without requiring any type annotations. In order to ensure this remarkable

1 Essentially the same algorithm appears in the work of Hindley and in the work of Damas and Milner. Hindley
showed the soundness of the algorithm, whereas completeness with respect to the Damas-Milner type system was
shown later by Damas and Milner.



property, the syntax of types is restricted to those that may contain universal quantifiers only at top
level, such as Vab.a — b — b, and instantiation of polymorphic types may use only monomorphic

types (monotypes), such as Int, or ¢ — ¢, but not Va.a — a.

For the rest of this document we will distinguish between Damas-Milner types (types permitting
only top-level quantification) and rich types (types with V quantifiers under type constructors).
For example, Int — Int and Va.a — a are Damas-Milner types; but Int — [Va.a — a] and

Va.(Vb.b) — [a] are rich types.

Importantly, the Hindley-Damas-Milner algorithm is able to infer the best, or principal, type that
the Damas-Milner type system can possibly assign to a program—such that all other Damas-Milner
types for the same program can be assigned to the program by attaching to the derivation that

yields the best type a sequence of type instantiations and generalizations.

The existence of principal types is important for type inference modularity. Consider the following

program (we use Haskell syntax throughout for code fragments):

let foo = \x > \y -> x

in (foo 3 4, foo True ’c’)

The function foo can be assigned type Int — Int — Int or Bool — Char — Bool or many others,
but the Hindley-Damas-Milner algorithm will infer type VYab.a — b — a for foo, and both the
two previous types can follow from Vab.a — b — a by appropriate monomorphic instantiations of
the quantified variables a and b. In the jargon, both the two specialized types are “instances” of
Vab.a — b — a, an idea that we express with a subsumption, or type instance, relation <. For

example we have:

VYab.a — b —a < Int— Int— Int
Vab.a — b—a < Bool — Int — Bool
Vab.a - b—a < Va.a—a—a

Vab.a - b—a < Va.a— Int—a

In all the above cases, we say that Yab.a — b — a is more polymorphic than or more general than



any type to the right of <. Notice that, if an expression can be assigned a type on the left of <
then the same expression can be assigned the type on the right via some type instantiations and
generalizations. Additionally, any of the more specialized types will not be appropriate for typing
the whole body of the let-bound definition (foo 3 4, foo True ’c’). Since the Hindley-Damas-
Milner algorithm infers principal types, type annotations are not of any use to type inference, though
it is handy for a language to support them for documentation purposes and improvement of type

error reporting [28].

Predicativity and impredicativity Because of the restriction to monomorphic instantiation,
the Damas-Milner type system is characterized in the type inference jargon as a predicative type
system. Our usage of the term is related to but should not be confused with the more general
notions of predicativity and impredicativity found, for instance, in set theory [62] or type theory [7].
In those settings predicativity refers to being able to instantiate a quantified type with a set (or
type) that only has a lower rank (or belongs in a lower universe) than the type being instantiated.
For the rest of this document, however, we will follow the type inference jargon and we will refer to

predicativity as the ability to instantiate only with quantifier-free types.

1.2.1 Beyond Damas-Milner: predicative higher-rank types

Though the Damas-Milner restrictions on the type structure (quantifiers only top-level, predicative
instantiation) allow most of everyday programming, in certain cases one needs to go beyond these
restrictions [51]. For example, in the context of Haskell the encapsulated state monad transformer

ST [24] requires a function runST with type:
runST :: forall a. (forall s. ST s a) -> a

Such a type is no longer a Damas-Milner type as it contains nested polymorphism under the top-level
quantifiers—we call types that contain arbitrary polymorphism nested at the left of arrow types,
types of higher-rank. The first striking observation about type inference for higher-rank types is that

it becomes unclear how a type inference algorithm should actually be implemented—even when one



preserves the other requirement of Damas-Milner, monomorphic instantiation. For example consider

the program below:
f get = (get 3, get True)

From the code, it is clear that the type of get must be polymorphic (a polytype), since we must be
able to apply get both to True and 3. But what is the exact type of it? And what is the exact
type of £7 Both types (Va.a — a) — (Int,Bool) and (Va.a — Int) — (Int,Int) are valid types
for £, but there exists no principal type that can be assigned to £ such that all others follow from
it by a sequence of type instantiations and generalizations. This immediately threatens modularity
of type inference, as the definition of £ may be in a context that requires a different type than the
one a hypothetical algorithm would choose. Consequently, in the absence of principal types the only
hope to type a program such as let f get = (get 3, get True) in ... would be by inlining
the definition of £, so that it can be assigned different, incomparable types in each of its use sites:

there is no single type that we may assign to £ and use throughout its scope.

Even worse, type inference for the higher-rank System F is undecidable [61]. The proof of unde-
cidability is a reduction from the undecidable semi-unification problem [21] and relies on a function
argument being assigned a polymorphic type that has to be instantiated (predicatively) at two

different types in the body of the abstraction.

Type annotations to the rescue The above difficulties in inferring principal types (or inferring
any types at all) for polymorphic programs that use higher-rank types suggest that we should
abandon the goal of unaided type inference, at least for programs that make use of higher-rank
types, and instead require the programmer to supply some type annotations to guide type inference.
For example, there should be no problem for typing the £ function above if an annotation is provided

on its argument get:
f (get::(forall a. a -> a)) = (get 3, get True)

In a ground-breaking paper, Odersky and Laufer [39] showed that type inference that involves
predicative higher-rank types is possible, by annotating all function arguments that must be poly-

morphic. Such annotations no longer serve only documentation purposes, as in Damas-Milner, but



rather guide the type inference engine by giving it all the polymorphic information that it cannot
automatically infer. Still, while these type annotations recover programs with higher-rank types,

Damas-Milner-typeable programs remain typeable without annotations.

Polymorphic subsumption Types that contain nested polymorphism may induce new type in-
stance relations, that are not based solely on type instantiations and generalizations. For example
if an argument of a function is annotated with type Int — Va.a — a while the function itself re-
quires type Va.Int — a — a the application should be typeable—intuitively, if an implicitly typed
System F expression e has type Int — Va.a — a, then if we wrap e in appropriate abstractions,
we can retype it to have type Va.Int — a — a, and vice-versa. Hence, in the presence of nested
polymorphism under type constructors, subsumption can be generalized to include derivations such
as Int — Va.a — a < Va.Int — a — a. It is also type safe to allow it to be contra-variant in

argument types and co-variant in result types, as is standard for subtyping relations.

Bidirectionality One problem with the Odersky-Laufer original approach is that the annotation
burden is quite heavy, and often the context in which an expression is placed can make a type
annotation redundant. Consider again our example with an annotation on f (as is common in

Haskell top-level definitions):

f :: (forall a. a -> a) —> (Int,Bool)

f (get::(forall a. a -> a)) = (get 3, get True)

The type signature for £ makes the type of get clear (Va.a — a), without explicitly annotating the
latter. In fact, one would not want to annotate get and provide a separate type signature for f;
for example, if £ had multiple defining clauses one would not be happy to repeat the annotation on

every defining clause.

The standard way to express this idea is by bidirectional propagation of type annotations, which
in turn originates in local type inference [45]. In this approach there typically exist two typing
judgement forms instead of one: I' -y e : 0 and I - e : 0. The former means “infer the type of

e”, while the latter means “check that e has the known type ¢”. Operationally, we think of o as



an output of the first judgement, but as an input to the second. These two judgement forms are

interwoven in way that allows contextual information propagation.

The separation between checking mode and inference mode allows us to assign higher-rank types to
functions while still avoiding guessing polymorphic arguments. The idea is that the bound variable
of a M\-abstraction can be assigned a polytype if we are in checking mode and hence all polymorphic
information about that type is known but can only be assigned a monomorphic type in inference

mode. When the argument is already annotated there is no problem for type inference:

I ziog by e:oa Fezrhpe:o I'z:01 Fs5 e: 09
ABS1 ABS2 ABS3
F'FyXz.e:o1 — o2 'y Az.e:T—0 Chs Mz::01).e:01 — 09

Reading rule ABs2 from bottom to top, to infer the type of an abstraction, we need to guess the
argument type 7 to add to the context and infer the type of the body. However, in ABS1, because
we are checking that the A-abstraction has a function type, we do not need to guess what type to
add to the environment. Rule ABS3 simply shows that when the argument is annotated, we may
simply push it in the environment using the annotation type, and infer or check (§ =f}|{}) the body

of the abstraction.

During type inference, input types for checking mode arise from user type annotations. For example,
if the language allows the programmer to annotate a term e with a specified type o, which we write

as (e::0), then we could have the following rule that switches between inference and checking modes.

I'kype:o

—— — ANN
I'ky (e::o):o

Returning to the example, using local type inference we no longer need both annotations:

f :: (forall a. a -> a) -> (Int,Bool)

f get = (get 3, get False)

since the abstraction (Aget....) that defines f can be checked against type (Va.a — a) —
(Int,Bool) and using rule ABs1, get is pushed in the environment with type Va.a — a. The

body of the abstraction is then easily typeable in the extended environment.



This dissertation in context The Glasgow Haskell Compiler (GHC) included already since the
early 2000’s an implementation of a bidirectional type inference system for arbitrary-rank types, but
its metatheory and its properties remained unexplored. The work on this dissertation fleshed out the
technical details of applying local type inference and expressive subsumption relations for predicative
higher-rank types, and gave the connections of that system with the original Odersky-Léufer and

Damas-Milner type systems (Chapter 3).

1.2.2 Impredicative higher-rank types

Once one starts needing types of higher rank, very quickly one realizes that impredicative instantia-
tion of type variables, that is, the lifting of the second restriction of the Damas-Milner type system,
is also desirable. Of course, once one lifts the predicativity restriction and allows higher-rank types
one is left with the full type structure of the polymorphic A-calculus, System F. Here is one example,

a slight variation of the example given earlier:

data Maybe a = Just a | Nothing

g Nothing (0, True)

g (Just get) (get 3, get True)

Here, the polymorphic function is wrapped in a Maybe type, an ordinary algebraic data type. The
function g can be typed with Maybe (Va.a — a) — (Int,Bool). However, to allow such a type, we

must allow a type variable—a, in the definition of Maybe—to be instantiated with a polymorphic

type.

A second example comes from Haskell: programmers often with to apply runST to an argument arg

using an infix polymorphic application combinator app of type Vab.(a — b) — a — b as follows:
. runST ‘app‘ arg ...

Since runST has type Va.(Vs.ST s a) — a this implies that the quantified variable a of the type of

app must be instantiated with some type that contains polymorphism.



The lack of principal types affects already the predicative fragment of higher-rank types; but im-
predicativity leads to new opportunities for lack of principal types—even for ordinary Damas-Milner

typeable programs. Consider for example:

choose :: forall a. a -> a -> a

id :: forall a. a -> a

bar = choose id

In the previous code fragment, id is the polymorphic identity with type Va.a — a, and choose
is a polymorphic selector with type Va.a — a — a. What should be the type of bar? One
possible type would be its Damas-Milner type Vb.(b — b) — (b — b). Another possible type
for bar may be (Va.a — a) — (Va.a — a), if the quantified variable a in the type of choose is
allowed to get instantiated to the polymorphic type Va.a — a. However, there exists no single
System F type that can be assigned to bar such that both types can be derived by a sequence of
type instantiations and generalizations. This immediately makes type inference based on System F
types non-modular. Furthermore, if the algorithmic implementation were to commit to an arbitrary
choice between the two types, completeness would be at stake—there will exist program contexts
that require the first type for bar, and others that require the second. That is, unless this ambiguity
were resolved by requiring the programmer to use a System F type annotation to indicate which one

of the incomparable types he intended to use.

The fundamental problem here is that System F types are not expressive enough to support modular
type checking of 1let-bound definitions. Indeed, if the definition of bar were to be inlined in all its use
sites, one type or the other could be chosen at every use site. Nevertheless, no System F type could
be used to abstract all these common subexpressions in a let-bound definition. In other words, if
C[-] is a multi-hole System F program context and C[e] is typeable, then it is not necessarily true
that there exists a System F type o such that adding (z:0) to the typing environment makes C[z]
typeable as well. System F is hence not closed under let expansion. By contrast, Damas-Milner is

closed under such let expansions (by picking o to be the principal type of e).
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This observation appears in the core of the ML" language of Le Botlan and Rémy [26, 25]. Le Botlan
and Rémy observe that, in reality, the best type for bar above is V(a > Vb.b — b).a — a, where
the (¢ > Vb.b — b) is an instance constraint on the quantified variable a. It merely asserts that
whatever type a can get instantiated with (e.g. b — b, [b] — [b], or Vb.b — b), this type has to be
an instance of Vb.b — b, for an appropriate definition of the instance relation. Hence, ML" proposes
to generate and update instance constraints, and moreover quantify over them, as must be done for
the type of bar. It turns out that to type all System F programs, one only needs annotate those
polymorphic function arguments that have to be typed at two or more different types in the function

body [27].

This dissertation in context The second important challenge that this dissertation addresses
is type inference for higher-rank and impredicative polymorphism. In Chapter 5 we propose the
FPH type system [59] (acronym standing for First-class Polymorphism for Haskell), which supports
impredicative higher-rank polymorphism. The FPH type system enjoys robustness of typeability
and modular type inference, but, contrary to MLF, it has a constraint-free declarative specification,
which is only a modest variation of the Damas-Milner type system and employs System F types.
Unsurprisingly, because FPH uses System F types, it does not enjoy the let expansion property.
Hence, FPH has to provide a clean specification of which of the incomparable System F types it
“prefers” for a let-bound definition—and this choice is driven by the requirement for extension
of Damas-Milner. It additionally has to provide the ability for programmers to choose which of
the other incomparable System F types they wish to use for a definition, via appropriate type
annotations. The way to achieve this (and the key idea behind FPH) is the following: whenever
the intuitively principal type for an expression is V(a > Vb.b — b).a — a, the specification of
FPH—which is constraint-free by design—is only allowed to type the expression with any System
F type which results from an appropriate instantiation of a with o (such that Vb.b — b < o), but

marking those instantiations that are impredicative in the type syntax using “boxes”. Such a type,

for example, may be the type [Vb.b — bl — [Vb.b — b] when a is instantiated with [Vb.b — b]. With

the mechanism of boxes in place, specifying in the type system where impredicative instantiations

have occurred is quite straightforward: just check if the type of an expression contains boxes or is
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box-free.

The path from the work on predicative higher-rank type systems (Chapter 3) to the FPH system
passes through a less successful attempt to apply type inference that synthesizes impredicative
instantiations locally (i.e. within the premises of a single typing rule) to impredicative polymorphism,
Boxy Types [58] (to be described in detail in Chapter 8). The idea behind Boxy Types is the
following: use aggressive type annotation propagation so that impredicative instantiations can be
synthesized locally. What the Boxy Types experience shows is that, in the case of impredicative
polymorphism, synthesizing impredicative instantiations locally threatens the simplicity of the type
system specification, its robustness under program transformations, and may result in need for
many type annotations. It turns out (Chapter 4) that, in order to lift the predicativity restriction
without sacrificing the properties outlined in Chapter 1, one needs to abandon local type argument
synthesis and embark to a global type argument synthesis algorithm (Chapters 5 and 6). Global type
argument synthesis for impredicative polymorphism is however entirely compatible with bidirectional

type annotation propagation (Chapter 7).

1.3 Predicative vs. impredicative higher-rank type systems

The work in this dissertation on predicative higher-rank type systems and the FPH proposal share
some characteristics and differ in others. Chapter 7 presents more details, but we outline some

similarities and differences below.

There are similarities between the higher-rank predicative type systems and FPH. First, type infer-
ence for these type systems relies on type annotations. More specifically, following the central idea
behind the Odersky-Laufer type system, both the various predicative higher-rank systems and FPH
require that polymorphic function arguments be annotated; however FPH may also require annota-
tions on let-bound definitions with types that result from some impredicative instantiation. Second,
all type systems that we present in this dissertation type all Damas-Milner-typeable programs with

their original types.
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However, allowing impredicative instantiations results, for technical reasons that we discuss in Chap-
ter 7, to several differences between FPH and the various predicative higher-rank type inference
systems. First, in the predicative higher-rank world the types of expressions can be converted ar-
bitrarily along type instance relations that are contra-variant in function arguments and co-variant
in function result types—but are predicative. In contrast, in FPH the types of expressions can be
converted only as a result of top-level instantiations and generalizations—but instantiations can be
impredicative. As a result, the programmer may sometimes have to 7-covert an expression to make it
typeable in FPH, while it may be typeable in a higher-rank predicative type system. Second, because
of the restriction of type conversions to instantiations and generalizations, the FPH type system can
only type a fragment of System F. In contrast, the predicative higher-rank type systems presented
in this dissertation can type programs beyond System F (because of the elaborate instance relations
that they employ)—that, however, only use predicative instantiations. Third, the low-level imple-
mentation of predicative higher-rank types is based on traditional first-order unification, whereas in
FPH the unification algorithm has to manipulate types with constraints that express sets of System

F types.

1.4 Thesis goal

The overall goal of this dissertation is two-fold. First, to present the formal properties of various
type systems for predicative higher-rank polymorphism that are based on the Odersky-Laufer type
system, and to formally describe the connection between each other. Second, to substantiate the
claim that type inference for impredicative and higher-rank polymorphism can combine the virtues
outlined in Section 1.1. The FPH system gives evidence for this claim, as it enjoys sound and
complete type inference, has simple typing rules that are very similar to the typing rules of Damas-
Milner, is based on the intuitive System F type structure, it extends Damas-Milner, and can type all
System F programs with the addition of type annotations on abstractions and let-bound definitions

with rich types.
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1.5 Technical overview

We proceed in Chapter 2 with giving notation, auxiliary definitions, and some background work
on type inference for first-class polymorphism. The reader who is familiar with the type inference
jargon and with terminology such as Mitchell’s type containment relation and the Odersky-Laufer

type system may proceed to Chapter 3.

In Chapter 3 we present our work on type inference for higher-rank predicative types: we present
type systems for higher-rank types and show the precise connection between each other, the Odersky-
Laufer type system, and the traditional Damas-Milner type system. We start with a syntax-directed
variation of the Odersky-Laufer type system, and arrive at a bidirectional version that supports

propagation of type annotations. We give principal types properties and establish type soundness.

In Chapter 4 we outline our attempt to employ the same idea of local type inference to impredicative
polymorphism with Boxy Types (a detailed discussion of Boxy Types will be given in Chapter 8)
and discuss the reasons why we have to abandon local type argument synthesis and take the global

type argument synthesis approach of FPH.

In Chapter 5 we present the FPH type system and give a detailed account of its properties: we
show the expressiveness of FPH by giving a type-directed translation from System F that is eco-
nomic in type annotations, we discuss robustness under program transformations, and we establish

a connection of the basic FPH type system with a syntax-directed specification.

In Chapter 6 we describe the algorithmic implementation of FPH and its properties—proofs of these

properties can be found in Appendix A. We give termination, soundness, and completeness results.

In Chapter 7 we present alternative design choices and discussion, focusing on the FPH type system.
We elaborate on the reasons that the impredicativity that FPH supports is hard to combine with
the forms of subsumptions, as (some impredicative versions of) the relations used in the higher-rank

type inference work (Chapter 3).

In Chapter 8 we give a technical overview of recent and closely connected related works on higher-
rank and impredicative type inference by classifying them in three coarse categories, (i) works that

are based on explicitly marking where impredicative instantiations occur, (ii) works that are based on
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local type argument synthesis (including Boxy Types), and (iii) works that are based on global type
argument synthesis. Chapter 8 includes a comparative discussion based on simplicity, expressiveness,

need for type annotations, and implementation difficulty.

We conclude and give directions for future research in Chapter 9.
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Chapter 2

Notation and background

In this chapter we define notation and introduce terminology that is used throughout the document.

We additionally present some background work that is connected to the work in this dissertation.

2.1 Notation

The syntax of the calculus that is going to be used throughout is given in Figure 2.1. The syntax of
terms is standard and includes variables, abstractions, and applications. Our intention is to specify
type inference for languages that do not include explicit type applications and type abstractions,
but for this to be possible the term syntax must have provisions for user type annotations. Type
annotations are placed either on A-abstraction arguments, with A\(z::0).e, or on arbitrary expres-
sions, with (e::0). One can imagine different forms of annotations, such as an annotated form
of let-bound expressions (let z :: 0 = u in e), but we do not include such forms because it is
not hard to understand how such forms interact with type inference, once all other bits have been

explained.

Environments can be viewed as sets of bindings of the form (z:0) and we use the notation (z:0) € T’

to denote that the variable z is bound in the environment I" to type o.
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Term variables z,y, z

Expressions e, U =

| Mz.e Abstraction

| Mz::0).e Annotated abstraction

| eu Application

| letz =wine Let-bound definition

| (e::0) Type annotation
Types o = L. See Figure 2.2
Environments T w= T (z:0) |-

Figure 2.1: Generic source syntax

Polytypes o n= Va.p

Rho-types 0 n= Depending on type system
Monotypes T = T—o7|a

Type variables a,b,...

Figure 2.2: Generic syntax of types

The syntax of types will be given separately for each type system presented; however in general
types will follow the grammar in Figure 2.2. We use the term polytypes and the metavariable ¢ for
types that may contain top-level quantifiers. We treat the quantifiers of types as lists of distinct
variables, which we write with the notation @. We often treat o-types with no quantifiers as p-types,
that is, we treat V.p as equal to p. Additionally, we identify a-equivalent types. The p-types are
those that may or may not contain polymorphism nested inside other constructors but not at top
level. The precise of p-types depends on the particular type system in discussion. Finally monotypes,
T, are types that may not contain any quantifiers. For simplicity we do not assume any type or
data constructors in the generic syntax. Choosing appropriate syntax for p-types leads to different
interesting type structures; for example by picking p ::= 7 one gets the types of the Damas-Milner

type system. On the other hand, by picking p ::= 7 | ¢ — o one recovers the types of System F.

We use vector notation for types as well; for example 7 is a list of polytypes. We define ftv(o) to

be the set of free type variables of a type o, and extend the definition to type environments in the

obvious way: ftv(T') = [J{ftv(o) | (z:0) € T'}. We use the notation [a+ &|o for the capture-avoiding

substitution of type variables @ by types & in o. For two sets of type variables Vi, V5, we write
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(p 5= 7)
(z:0) el T, (zm) M ey
——=w——— VA ABS
rFMs. o F}—DMx\x.e:ﬁ—M'g
oMy, o1
FI—DMe:Tl—>7'2 FI—DMu:Tl F,(w:al)l—DMezog
V) APP LET
' eu:m I'Flet z=uine: o9
a#fto@) THMe:p rtPMe:va.p
5 GEN 5 INST
'E" e:Vap FE e:[a=T)p

Figure 2.3: The Damas-Milner type system

Vi# Vs to mean that V3 N Vo = (. We write z# V to mean {z}#V.

To discriminate between two or more types of the same syntactic category, such as 7-types, we use
subscripts on types, e.g. we write 71, T2, etc. Note however that primed meta variables (such as 7/,
p', or ¢’) usually will denote different syntactic categories altogether; for instance, it is not to be

assumed that 7 and 7’ belong in the same syntactic category.

2.2 Damas-Milner type instance and principal types

We now formalize various subsumption (or type instance) relations that were mentioned in the intro-
duction. We assume that the readers are familiar with the Damas-Milner type system. Typeability
in that system is given with the judgement I M e . o in Figure 2.3, which we do not further

discuss.

The Damas-Milner instance relation characterizes the retyping of expressions in the type system of
Figure 2.3 through a sequence of monomorphic type instantiations and generalizations.

Definition 2.2.1 (Damas-Milner instance). We define M 51 < oy with the following inference
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rule: B
b#fto(Va.p)
FPMva.p < Vb.[a=7)p

SHSUBS

Rule SHSUBS corresponds to an instantiation of the top-level quantifiers, and a subsequent general-
ization. If T F°™ ¢ : Va.p in Damas-Milner, then it is also derivable that T F°™ ¢ : [/ 7]p by an
instantiation step, and then T' F°™ ¢ : V5. [a=7]p holds by a generalization step. The condition
b#ftv(Va.p) ensures that the generalization step is possible. If this was not the case, it could have

been that a b € b also belongs in I, in which case generalization over it would be impossible.

An equivalent characterization of FPM in terms of a simpler set of inference rules, that attempts
to do less in each inference rule, is often presented. It can be shown that M can equivalently be

defined as the smallest relation closed under the following rules:

a#ftu(o M 5 < M 1=, <
#f D(M ) — =P SKOL DI\[/I — ]pl = P2 SPEC Y RHO
F o<Va.p FVa.pr < po Fop<p

Rule RHO deals with the trivial case of two monotypes in the case of Damas-Milner types (where
p :=7). When quantifiers are involved, to prove that HoM o1 < 09, for any given instantiation
of 0o we must be able to find an instantiation of o7 that makes the two types match. In formal
notation, to prove that oM Va.p1 < V@.pg we must prove that for all 7, there exist 7, such that
[@7T,4)p1 = [b+— Tp|p2. To this end, rule SPEC is straightforward: it allows us to instantiate
the outermost type variables of oy arbitrarily to match ps. But we need to check that oy can be
instantiated by SPEC to match any instantiation of 2. Suppose we were to instantiate the outermost
type variables of o9 to arbitrary, completely fresh type constants, called skolem constants. If, having
done this we can still instantiate oy to match, then we will have shown that indeed o, is at least as
polymorphic as os. Interestingly, rule SKOL does not actually instantiate oo with fresh constants;
instead, it simply checks that the quantified type variables of oo are fresh with respect to oy (perhaps
by implicitly a-renaming o9); then these type variables will themselves serve very nicely as skolem
constants, so we can vacuously instantiate Va.p with the types @ to get p. That is the reason for the

side condition in SKOL, a#ftv(o).

Now that the instance relation of Damas-Milner is defined, we give the theorem that states that
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principal types exist for Damas-Milner typeable programs. The theorem was formally established
by Damas and Milner [5].

Theorem 2.2.2 (Principal types for Damas-Milner programs). Assume that p ::= 7, that is, we
are within the Damas-Milner type structure. Then, if T’ FPM ¢ . & then there exists a oo such that

rPMe. oo and for all o such that T’ PPM ¢ . &5 it is the case that F°M o9 <o.

The type oq is the principal type for the expression e in the environment I.

2.3 Implicitly typed System F

If the structure of types is augmented such that p-types include arbitrary nested polymorphism, and
we allow arbitrary impredicative instantiation, we can define the instance relation of System F, which
expresses retyping via a sequence of potentially polymorphic type instantiations and subsequent
generalizations.

Definition 2.3.1 (System F instance). We define H 01 < 0o with the following inference rule:

b#fto(Va. p)
H Va.p <Vb.[a=3lp

FSUBS

Notice the characteristic difference of F compared to }—DM, which is the freedom to instantiate with
arbitrary polymorphic types. The relation H could also be easily expressed using rules SKOL, SPEC
(where the instantiation types can be o-types), and RHO. The relation H is referred to as the System
F instance because the typing relation for the implicitly typed System F (where the term syntax
is simply the A-calculus), can be given as an inductive definition that includes a rule that allows a

type to be instantiated arbitrarily along H

The type system which generalizes Figure 2.3 that (i) allows polymorphic instantiations in rule INST
and (ii) allows arbitrary o-types as the types of functions and function arguments in the abstraction

and application rules is the implicitly typed System F enhanced with let-bound definitions.

Unfortunately, Wells shows that type inference for System F is undecidable [61], and we give below

some of the earlier work on addressing the problem.
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Finite-rank fragment of System F Some of the early work on type inference for System F is
based on detecting rich fragments of System F for which full type reconstruction s decidable. We
say that a type is of rank k if there is a quantifier in the type that appears to the left of &£ (but no
more) — constructors in a tree representation of the type. Stratifying System F by the rank of types
that are allowed to appear in a given typing derivation has given rise to several results. The rank-k
subset of System F consists of all expressions that can be typed using types of rank < k. Kfoury
and Wells show that typeability is decidable for rank < 2, and undecidable for all ranks > 3 [22].
For the rank-2 fragment, the same paper gives a type inference algorithm. This inference algorithm
relies on a rewriting relation on terms. We conjecture that undecidability of full type reconstruction

carries over to the arbitrary-rank predicative System F as well, but we are not aware of such a result.

Partial polymorphic type inference Pfenning’s work on the other hand gives an early solution
to type inference for full System F based on some form of source annotations. Pfenning shows that
even partial type inference [43], where only type abstractions and the positions of type applications
are known, but not the types of A-abstraction arguments, for the n-th order polymorphic A-calculus
is equivalent to n-th order unification. This implies that even partial type inference for System F
where type abstractions and type applications are marked is undecidable. On the other hand, higher-
order unification relies on an algorithm [14] that terminates in most common cases, and hence if one
is willing to add partial type information that includes type abstractions and type applications in
System F programs, one can have type reconstruction that is undecidable, but effective in practice.
Pfenning’s work treats let-bound expressions effectively as if they are inlined in the bodies of the
definitions, in order to avoid the problems arising from the lack of principal types. This may threaten

type inference modularity.

To type all System F typeable programs, one actually does mot need to provide annotations on
type abstractions or applications, but rather the more crucial to type reconstruction annotations
on polymorphic function arguments. Indeed, the work of Le Botlan and Rémy [27] (and partially
this dissertation) shows that one only needs polymorphic function argument annotations (if they are

used at two different types in the case of I\/ILF) to type all System F programs.

However, Pfenning’s work offers two advantages. The first is that it seamlessly scales to higher-order
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polymorphism. In contrast, most other works (including this work) handle only System F and the
treatment of type-level abstractions is considered a separate problem. The second is that, in the
presence of effects and operational semantics that is based on an explicitly typed target language,
programmer annotations on type abstractions result in better control over the operational behavior of
programs. For example, consider a function f of type Va.a — Int and an expression e that involves
effects. For instance, e may be z :=lz+1;Ay.y. There are two ways (among others) for typing the
application (f e). If the type checker instantiates f predicatively with b — b (another possible type
for e) then no type-level abstraction has to be placed around e, and one may expect that the effect
of e is going to be executed. On the other hand, if the type checker instantiates f impredicatively
with Va.a — a (the type of e) then it presumably has to place a type-level abstraction around e,
treating it effectively as a value in the explicitly typed target language. But in a call-by-value setting
it seems unsatisfactory for the elaboration driven by type inference to cause a delay in the evaluation
of e. Pfenning’s work gives the programmer the control on whether the effect should be executed or
not when the target language includes type abstractions and treats them as values. Arguably, this
is less of a problem if the operational semantics is lazy and type-erasure-based (as is the case with
Haskell and FPH), but this may not always be the case (e.g. it is not the case in some presentations

of ML [11]).

2.4 Putting type annotations to work

Since type reconstruction for full System F is undecidable, Odersky and Laufer proposed a type sys-
tem [39] that only includes predicative instantiation (and hence can be implemented using ordinary
unification, as Damas-Milner) and requires annotations on polymorphic function arguments (and

hence avoids the undecidability concerns raised by Wells’” work).

We now turn our attention to the details of the predicative arbitrary-rank type system proposed by
Odersky and Laufer. Figure 2.4 presents the Odersky-Léaufer typing relation for our term language,

in a non-syntax-directed form.
First, the syntax of p-types is: p = 7 | 0 — 0. Crucially, a polytype may appear in both the
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(p i=171|0—0)
(z:0) €T Nz:Tke:o I zioy et oo
—— VAR ABS AABS
I'kFz:o 'FXz.e:7—o0 ' Xz::01).e:01 — 09
I'Fu:og
I'te:og—o09 Thu:o0 I'ke:o I'z:oikFe:oo
APP ——————— ANNOT LET
'tew:oy F'k(e::0):0 I'let z = u in e: oo
E#ft’l)(].—‘) F}—e:p ]_—‘Fe;o'l FOL o1 302
GEN SUBS

I'ke:Vap I'Fe:og

Figure 2.4: The Odersky-Laufer type system

argument and result positions of a function type, and hence polytypes may be of arbitrary rank.
For annotated A-abstractions the argument type of such an abstraction can be a o-type (rule AABS)
in contrast to an ordinary, unannotated A-abstraction whose argument type is a mere monotype,
7 (rule ABS). Hence the type system does not guess polymorphic function arguments, but requires
type annotations for them. Rules APP, LET, and ANNOT are straightforward. Rule GEN follows the
corresponding rule from the Damas-Milner type system, generalizing over type variables that do not

appear in the typing environment.

A crucial part of this type system is rule SUBS which allows the retyping of an expression along a
special subsumption relation FOL. This rule appears also in alternative presentations of the Damas-
Milner type system, where the instance used there is I—DM, and in presentations of the implicitly
typed System F where the instance used there is H'. We now turn to the definition of F°".

Definition 2.4.1 (Odersky-Léufer instance). The relation Y 51 < o, is the smallest relation

closed under the following inference rules:

a#ftv(o L 5 < L a=7p, <
#f O(L ) 7= P SKOL o[L 1p1 < p2 SPEC
Fo<Va.p FVa.p; < p2
oL o3 < 01 oL o9 < 04
FUN or MONO

oL
F" 01— 09 <03 — 04 Frr<r
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The definition of F°" follows generally that of I—DM, with one crucial generalization: The extra rule
FUN allows it to dissect function types in the usual co- and contra-variant manner. Adding this rule
allows us to instantiate deeply nested quantifiers, rather than only outermost quantifiers. For our
examples, we additionally assume that various type constructors (such as List or Pair) exist in the
syntax of the language, and Ot is invariant under such constructors.! Using I—OL, we can deduce

that:

Y Bool — (Va.a — a) < Bool — Int — Int
oL (Int — Int) - Bool < (Va.a — a)— Bool

O (¥b.[6] — [b]) — Bool < (Va.a — a) — Bool

Notice that the F°" relation relates types that may go beyond the Damas-Milner type structure. It
additionally extends the Damas-Milner instance. Compared to the System F instance, because Fo- is
predicative, there exist types that are related in H but not in F°-. For example H Va.a <Vb.b—b
but VOL Va.a <Vb.b — b. On the other hand, O relates some more types because it descends the
structure of arrow types, whereas System F instance is invariant on all data constructors because it
is based only on top-level instantiations and generalizations. Nevertheless, in Section 3.1.1 we show

that it is convenient to yet enrich oL (and consequently the original Odersky-Laufer system).

2.4.1 Mitchell’s type containment relation

The Odersky-Laufer type instance relation is merely a restriction of the more general relation,
proposed by Mitchell. Mitchell has proposed this particular subsumption relation to form the basis
of polymorphic type inference, called type containment [37]. The reason for this name is because
it captures set containment of the denotations of types in extensional models of the polymorphic
A-calculus. In operational terms, the relation F o7 < o9 has been shown to hold iff there exists
a function of the polymorphic A-calculus, accepting o; and returning oo, whose type erasure is
Bn-equivalent to the identity. The resulting polymorphic A-calculus that uses ' as its instance

relation was named System F, , since it represents the closure of System F under 75-conversions, a

75
superset of System F (which only preserves typeability of programs under n-expansions). Mitchell’s

type containment has been shown undecidable [55, 60], but we show that the restriction of type

1We will explain why it is convenient to do so in Chapter 3.
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containment with predicative instantiations is decidable, and plays its own role in annotation-driven
type inference for arbitrary-rank types (Chapter 3) .
Definition 2.4.2 (Predicative restriction of Mitchell’s type containment). We let ' o1 < o3 be
the smallest relation closed under the following inference rules (we slightly deviate from our syntax
and do not treat quantified variables as vectors below, in order to express the following definition
as close as possible to the original presentation):

b#ftv(Va.o) Floy <oy Foy<os

7 — SUB 7 TRANS
F'Va.o <Vb.[a+— T]o Hop <oj

Hlos<or FHoy<oy
FUN

Hloy — 09 < 03 — 04

#7 g1 S g9
ALL n DISTRIB
F'Va.o1 < Va.os F'Va.o1 — o2 < (Va.o1) = Va.oo

Observe that this specification of ' is rather different than the syntax-directed specification of }—OL,

which has been used before. In particular, F includes non-syntax-directed rules, such as TRANS. We

|_O L

examine the precise connection of H' and in the next chapter.

The least familiar rule is perhaps rule DISTRIB, which distributes a V quantifier down a function
type. It allows us to view a function of type Va.o; — o9 as a function that may (i) accept an
argument of type Va .oy, (ii) subsequently instantiate the argument with unknown a and apply the
original function to it, and (iii) yield a o9 type—which can (iv) eventually be generalized to Va.os.

Consequently, the original function can safely be viewed as having type (Va.o1) — (Va.o3).

2.5 Propagation of polymorphic type annotations

Recall from Chapter 1 that the basic idea behind bidirectional type inference is the introduction
of two mutually defined typing relations, I' 4 e : 7 for inference, and I' - e : 7 for checking. A

contribution of this dissertation is showing the formal properties of a predicative higher-rank type
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inference system with bidirectional typing rules. However, in the context of polymorphism, the idea

of augmenting a type system with forms of type annotation propagation is not new.

Pierce and Turner’s local type inference Pierce and Turner [45] coined the term “Local
Type Inference” to refer to a partial inference technique for a language with bounded impredicative
quantification and higher-rank types. Pierce and Turner base their type system on two ideas, local
type argument synthesis and bidirectional propagation, and attribute the original bidirectionality
idea to John Reynolds. Local type argument synthesis infers the type argument to a polymorphic
function by examining the types of its arguments. Bidirectional type checking operates in one of two
modes: inference and checking. A subsequent development, Colored Local Type Inference (CLTT),
by Odersky and Zenger [40], reformulated bidirectional checking for F< so that the type and not the
judgement form describes the direction in which type information flows. In CLTI, the colors trace
the flow of information, either from the leaves to the root of the derivation or vice versa. Local type
argument synthesis is not completely satisfactory for ML and Haskell programmers, who are used
to writing very few or no type annotations, due to the global unification-based type inference that

these languages offer. Hosoya and Pierce [13] note a few such situations.

Finally, although there is folklore work about combining bidirectional propagation with Damas-
Milner type inference, there has been relatively little published work that describes such systems [1,
28]. Our work on bidirectional type inference for higher-rank types, as well as our subsequent work
with Boxy Types [58] fills this gap. Boxy Types uses the CLTI idea of combining the two forms
of typing judgments and uses the structure of the types to specify inference or checking mode. We
defer any further discussion on Boxy Types for Chapter 8, where we give a thorough description and

comparison to other systems for first-class polymorphism.

Two-phase type inference based on type containment In parallel with the development of
Boxy Types, Rémy designed a two-phase approach to type inference for higher-rank and impredica-
tive polymorphism called F{, [46]. The first phase infers the “shape” of the type of each variable
in the program, where “shape” means the exact location of all quantifiers and the type variables

they bind. Once shapes are known, only monotypes need be “guessed” by the second phase, which
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is done using ordinary unification. This division separates the mechanisms for propagating local
type information (which must be done in a syntax-directed way) from the underlying first-order
type inference. As a result, the two separate components of the type system may be thought about
independently—but of course, both must be understood together to understand whether a program
should type check. There is an argument on the other hand in favor of merging the two phases to-
gether, an approach that has been demonstrated in the Boxy Types paper: the separation between
shape propagation and type inference in Fr',(,”_ means that shape propagation can not take advantage
of polymorphic types inferred by type inference (through generalization). Boxy Types adds the
inferred polymorphic type of the let-bound expression into the context as known type information
before checking the body of the definition. As a result, Rémy proposes incremental elaboration:
the type of each top level definition is completely determined before continuing to the next one.
However, this strategy treats top-level definitions differently than internal let-bound definitions.
Finally, F,?v”_ supports the full predicative version of Mitchell’s type containment. On the other hand
FPH and Boxy Types require instance relations that are more restrictive in one axis (Boxy Types
requires function argument invariance, and FPH relies on System F instance), but more expressive

in a different axis (both Boxy Types and FPH allow impredicative instantiations).
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Chapter 3

Type inference for predicative

higher-rank types

The work presented in this chapter connects a folklore bidirectional type system (implemented orig-
inally in GHC) to the Odersky-Laufer higher-rank type system. The type structure of that folklore
system supported only the higher-rank types in prenex form, where all the V quantifiers to the right
of arrows were hoisted to the top level. For example, a type annotation as Int — Va.a — a would
be hoisted internally to Va.Int — a — a. With the work presented here we were able to extend
the syntax of types that type inference accepts to arbitrary System F types, by devising a subsump-
tion relation that captures the essence of Mitchell’s type containment, restricted to its predicative
part. Despite the fact that the impredicative type containment relation is undecidable [55, 60], we
observed that the predicative part is decidable, indeed using a rather straightforward algorithm. In-
cidentally, the subsumption relation employed in this work ensures extension of the Odersky-Léaufer
type system, internalizes the hoisting of quantifiers—contrary to the prior ad-hoc pre-processing of

type annotations—and improves robustness of type inference under program 7-conversions.

The modified bidirectional system can be implemented by an algorithm [56] that supports a mixture
of type inference and type checking, and is sound and complete with respect to the proposed bidirec-

tional type system. As a result, a principal types property is established: For inference mode, there
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exist principal types that can be assigned to typeable programs. The crucial bit here is that typeable
programs may include type annotations, and hence our result does not contradict the aforementioned
lack of principal types. In addition, despite the fact that the subsumption relation employed is no
longer the Damas-Milner subsumption that arises from type instantiations and generalizations, we
showed that the most general type for an expression (and the one that the type inference algorithm
returns) differs from all others that can be inferred for the same expression only in the Damas-Milner
instance relation, confirming our intuition that the type system does not “guess” polymorphism: the
polymorphic type structure under the top-level quantifiers remains the same for all inferred types

for the same program, because it arises solely from type annotations.

We now turn to the detailed presentation of the work on type inference for predicative higher-
rank types. We give a syntax-directed variation on the original Odersky-Léaufer type system and
propose a bidirectional version that supports type annotation propagation. We give properties of
various polymorphic subsumption relations, connect the various type systems, and sketch a sound

and complete type inference algorithm.

The work on this chapter supports predicative higher-rank polymorphism. Because FPH supports
both impredicative and higher-rank types, without losing many of the typeable programs in the
higher-rank predicative work, we believe that FPH supersedes this work. Hence we omit the details
of the algorithmic implementation and the proofs of the theorems in this chapter. The extra material

can be found in the accompanying paper [41] and technical report [56].

3.1 A syntax-directed higher-rank system

The typing rules of Figure 2.4 are not syntax-directed, meaning that for every syntactic form of
a term there are possible more than two typing rules that are applicable in constructing a typing
derivation for the term. In particular, rule GEN allows generalization at arbitrary points, and rule
suBS allows us to move along the oL instance relation anywhere on the syntax tree. Hence, the

typing rules of Figure 2.4 do not directly suggest an implementation.

The idea originating in the Damas-Milner type system, is to instantiate at variable occurrences, and
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Figure 3.1: Syntax-directed higher-rank type system

generalize at let nodes. Applying the same idea in the Odersky-Laufer type system (and slightly
deviating from the original Odersky-Laufer syntax-directed system) leads us to the system presented
in Figure 3.1. Notice that the instantiation judgement, Hst o < p, instantiates only the outermost
quantified type variables of ¢; and similarly the generalization judgement, I" ey ¢ o, generalizes
only the outermost type variables of 0. Any polytypes hidden under — constructors are unaffected.
Additionally, in rule ANNOT of Figure 3.1 we must invoke subsumption, but we use yet another form
of subsumption, l—dSk, for reasons we discuss next. The other interesting feature of the rules is that
in rule APP we must use F°% to infer a polytype og for the argument, because the function may

require the argument to have a polytype o1. These two types may not be identical, because the

argument may be more polymorphic than required, so FI€ is used to compare the two.
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3.1.1 Too weak a subsumption for Odersky-Laufer

In the syntax-directed typing relation of Figure 3.1 we have used a new form of subsumption (not
yet defined), which we write HIk If we instead used the Odersky-Laufer subsumption, I—OL, the type
system would be perfectly sound, but it would type fewer programs than the non-syntax-directed

system of Figure 2.4. To see why, consider this program:

let £ =\xy >y

in (f :: forall a. a -> (forall b. b -> b))

A Haskell programmer would expect to infer the type Vab.a — b — b for the let-binding of £, and
that is what the rules of Figure 3.1 would do. The type-annotated occurrence of £ then requires
that £’s type be more polymorphic than the supplied signature, but alas, under the subsumption
rules of Figure 2.4, it is not the case that Flvab.a — b —b<Va.a — (Vb.b — b), although the
converse is true. On the other hand, the typing rules of Figure 2.4 could give the let-binding the
type Ya.a — (Vb.b — b) and then FO- would succeed. In short, the syntax-directed rules do not find

the most general type for £, according to oL,

One obvious solution is to fix Figure 3.1 to infer the type Va.a — (Vb.b — b) for the let-binding
for £. Odersky and L&ufer’s syntax-directed version of their language does this by generalizing every
abstraction body in rules ABS and AABS, so that the V’s in the result type occur as far to the right

as possible. Here is the modified rule ABS (cast in our syntax and typing rules):

1
Lot e:o

EAGER-ABS
I'FXz.e:7— 0

We call this approach eager generalization; but is not desirable for practical reasons. A superficial but
practically-important difficulty is that it yields inferred types that programmers will find unfamiliar.
Furthermore, if the programmer adds a type signature, such as f£::Vab.a — b — b, he may make
the function type less general without realizing it. Finally, there is a problem related to the possible

addition of conditionals. For example, consider the term:

if ... then (\x y -> y) else (\x y -> x)
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Figure 3.2: Subsumption with deep skolemization

This term will type fine in Haskell, but eager generalization would yield Va.a — (Vb.b — b) for the
then branch, and Va.a — (Vb.b — a) for the else branch-—and now to unify the two types one
would need to compute their “join” under the subsumption relation used. Such joins exist for the
predicative instance relations that we consider, but the implementation of the type checker becomes
more complicated. In contrast, if one does not generalize the bodies of abstractions then, before
generalizing the two types for the branches of a conditional, one can perform ordinary unification, a

simpler alternative. Similar concerns arise with the possible branches of pattern matching constructs.

3.1.2 The solution: deep skolemization

Fortunately, a solution that does not involve eager generalization of abstraction bodies is available.
The difficulty arises because it is not the case that F°" Vab.a — b — b < Va.a — (Vb.b —
b). But the two types are isomorphic in a “semantic sense”: More concretely, if f : Vab.a —
b — b, then we can construct, using f, a System F term of type Va.a — (Vb.b — b), namely:
(Aa.A(z:a). Ab.N(y:b).f [a] [b] z y). Likewise, if g : Va.a — (¥b.b — b) then we can also construct:
(Aa.Ab.A(z:a). A(y:b).g]a]z[b] y), of type Vab.a — b — b. So, from a semantic point of view, the

two types should be equivalent. We would like the two types to be equivalent as well in the syntactic

32




subsumption relation. The solution to the problem is to enrich the definition of subsumption, so
that the type systems of Figure 2.4 and 3.1 admit the same programs. That is the reason for the new
subsumption judgement }—dSk, defined in Figure 3.2. This relation subsumes FOL; it relates strictly

more types.

The key idea is that in DEEP-SKOL (Figure 3.2), we begin by pre-processing o3 to float out all its Vs
that appear to the right of a top level arrow, so that they can be skolemized immediately. We call
this rule “DEEP-SKOL” because it skolemizes quantified variables even if they are nested inside the
result type of oo. The floating process is done by an auxiliary function pr(c), called weak prenex
conversion, also defined in Figure 3.2. For example, pr(Va.a — (Vb.b — b)) =Vab.a — b — b. In
general, pr(o) takes an arbitrary polytype o and returns a polytype of the form pr(c) =Va.o; —

. — 0, — 7. There can be V quantifiers inside some o;, but there are no V quantifiers in the
result types of the top-level arrows. Of course, when floating out the Vs, we must be careful to avoid
accidental capture, which is the reason for the side condition in the second rule for pr(). (We can
always a-convert the type to satisfy this condition.) We call it “weak” prenex conversion because it

leaves the argument types o; unaffected.

To keep the system syntax-directed, we have split the subsumption judgement into two. The main
one, FdSk, has a single rule that performs deep skolemization and invokes the auxiliary judgement,

FI* " The latter has the remaining rules for subsumption, unchanged from F°", except that FUN

invokes H** on the argument types but F**

on the result types. To see why the split is necessary,
consider trying to check Hk V. Int — @ — a < Int — Ya.a — a. Even though the V quantifier on

the right is hidden under the arrow, we must still use DEEP-SKOL before SPEC.

The function pr(c) converts o to weak prenex form “on the fly”. Another workable alternative,
indeed the one that was used in the GHC implementation prior to the development of this work,
is to ensure that all types are syntactically constrained to be in prenex form, using a restricted
syntax for p-types, by taking p ::= 7| 0 — p. In theory this seems less elegant, and is a little
less convenient in practice because programmers often want to write types in non prenex-form.
For instance, this need has occured in the context of generic programming in Haskell [23]. The

syntactically-constrained system also seems more fragile if we wanted to move to an impredicative
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system, because instantiation could yield a syntactically-illegal type.

Although sk subsumptions are justified since there exist System F functions that are Sn-convertible
to the identity that witness them, once effects or non-termination are added to the language this
semantic argument is in question. In the case of Haskell, lazyness eliminates the problem of dif-
ferentiations in observable behavior due to non-termination. But the deep-skolemization approach
would not work for ML, because in ML the types Yab.a — b — b and Ya.a — (¥b.b — b) are
not isomorphic: one cannot push V quantifiers around freely, as this transformation affects which
(potentially effectful) expressions are values and which not. Alternative approaches are discussed in

work by Rémy [46].

3.2 Bidirectional type inference

The rules of Figure 3.1 are syntax-directed, but they share with the original Odersky-Laufer system
the property that the type of the argument of the A-abstraction can be polymorphic only if the
A-bound variable is explicitly annotated; compare rules ABS and AABS in Figure 3.1. As outlined in
the introduction, this seems far too heavyweight. Somehow we would like to “push type annotations
inwards”, so that type signatures can be exploited to eliminate other function argument annotations.
The idea is to apply bidirectionality from local type inference [45], combining it however with
ordinary unification-based type inference (for global type argument synthesis). As an added benefit,
compiler type error messages can become more informative in the presence of local type inference,
as more “known” type information is propagated closer to the expressions that must be typed using

it.

3.2.1 Bidirectional inference judgements

Figure 3.3 gives rules that express the idea of propagating types inwards. The figure describes two
mutually defined judgements. The judgement I" k4 €@ p can be read as “in the environment I, type

p can be inferred for the term e”, whereas the judgement I' - e : p can be read as “in environment
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T, the term e can be checked against type p”. The judgements H°Y and H™" are generalized in the

same way.
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Figure 3.3: Bidirectional version of Odersky-Laufer

A central characteristic of the bidirectional typing rules is that a term might be typeable in checking
mode when it is not typeable in inference mode; for example the term Ag.(g 3,¢ True) can be
checked against type (Va.a — a) — (Int,Bool), but is not typeable in inference mode. However,
if we infer the type for a term, we can always check that the term has that type: if I' -4 e : p then
I'ty e : p. Furthermore, checking mode allows us to impress on a term any type that is more specific
than its most general (inferable) type. In contrast, inference mode may only produce a type that is

some substitution of the most general type. For example, if a variable has type Va.a — (Vb.b — b),
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we can check that it has the same type and also that it has types Int — (Vb.b — b) and Int —
Int — Int. On the other hand, of these types, we will only be able to infer ¢ — (Vb.b — b) and

Int — (Vb.b — b); and in general any 7 — (Vb.b — b).

Finally, any term typeable by the uni-directional rules of Figure 3.1 is also typeable in inference
mode by Figure 3.3. That is, if I' - e : p using the rules of Figure 3.1 then I' -4 e : p. The reverse

is of course false.

3.2.2 Bidirectional inference rules

Many of the rules in Figure 3.3 are “polymorphic” in the direction §. For example, the rules VAR,
APP, ANNOT, and LET are insensitive to §, and can be seen as shorthand for two rules that differ

only in the arrow direction.

The rule APP, which deals with function application (e w), is of particular interest. Regardless of
the direction 4, we first infer the type o1 — o9 for e, and then check that u has type oy. In this
way we take advantage of the function’s type (which is often directly extracted from T'), to provide
the type context for the argument. We then use H™t to check that o and p are compatible. Notice
that, even in the checking case |}, we ignore the required type p when inferring the type for the
function e. There is clearly some information loss here: we know the result type, p, for e, but we
do not know its argument type. The rules provide no way to express this partial information about

e’s type; follow-up work on Boxy Types [58] has addressed this problem.

Dually, ordinary (un-annotated) A-abstractions are dealt with by rules ABs1 and ABS2. The inference
case (ABSl) is just as in the syntax-directed Odersky-Laufer type system, but the checking case
(ABS2) is more interesting. To check that Az.e has type o, — o, we bind z to the polytype o,,
even though x is not explicitly annotated, before checking that the body has type o,.. In this way, we

take advantage of contextual information, in way that reduces the necessity for type annotations.

We also need two rules for annotated A-abstractions. In the inference case, AABS1, we extend the
environment with the o-type specified by the annotation, and infer the type of the body. In the

checking case, AABS2, we extend the environment in the same way, before checking that the body has
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the specified type—but we must also check that the argument type expected by the environment o,
is more polymorphic than that specified in the type annotation o,. Notice the argument type contra-

variance that makes expressions such as (A(f::Int — Int).f 3)::(Va.a — a) — Int typeable.

3.2.3 Instantiation and generalization

The l—ig“ judgement also has separate rules for inference and checking. Rule INST1 deals with the
inference case: just as in the old INST rule of Figure 3.1, we simply instantiate the outer V quantifiers.
The checking case, INSTZ2, is more interesting. Here we are checking that an inferred type o is more

general than the expected type p, and we can simply use the subsumption judgement ik Rules

inst

ANNOT and VAR both make use of the 5, just as they did in Figure 3.1, but ANNOT becomes
slightly simpler. In the syntax-directed rules of Figure 3.1, we inferred a type for e, and performed
a subsumption check against the specified type; now we can simply push the specified type inwards,

into e.

The generalization judgement T' }—%Oly e : o also has two cases. When we are inferring a polytype
(rule GEN1) we need to quantify over all free variables of the inferred p type that do not appear
in the environment I', just as before. On the other hand, when we check that a polytype can be
assigned to a term (rule GEN2), we simply skolemize the quantified variables, checking that they
do not appear free in the environment I'. The situation is very similar to that of DEEP-SKOL in
Figure 3.2, so GEN2 must perform weak prenex conversion on the expected type o, to bring all its

quantifiers to the top. If it fails to do so, the following would not be derivable:

(f:Vab.Int — a — b — b) }—plf]yf3:Bool—>Vc.c—> c

The problem is that the type of f is instantiated by VAR before rule APP invokes F

nst

¢ to match the
result type with the type of f 3, and hence before the Vc.c — ¢ is skolemized. Once we use GEN2,
however, the reader may verify that I' - e : p is invoked only when p is in weak prenex form.
However, for generality we prefer to define - over arbitrary p-types. For example, this generality

allows us to state, without side conditions, that if ' -y e: p then 'y e : p.

37



3.3 Elaboration semantics

We turn to the question of type soundness for the type system in Figure 3.3. Since type inference
can be viewed as reconstructing the appropriate type information from our implicitly-typed source
language into an explicitly-typed target language, we can give a definition of the operational semantics
of the source language via the semantics of the target language and the translation. In our case, the
target of type inference is System F. Notably, type-checking an explicitly typed System F program at
a later stage (which is very easy to do) gives a very strong consistency check that the intermediate
stages have not performed an invalid transformation [38, 53, 52, 20]. In the rest of this section
we sketch how to specify the translation into System F; for full details we refer the reader to the
accompanying paper and report. We assume familiarity with the explicitly typed System F (see

Pierce’s book [44] for a modern presentation).

3.3.1 The translation

The translation to target programs is type-directed, as it is specified using our typing relations. For
example, the main judgement for the bidirectional system becomes I' 5 e : p ~ t meaning that e
has type p, and translates to the explicitly typed System F term ¢. Furthermore the term ¢ will have
type p in System F; we write I' H ot p. As far as notation is concerned we use meta-variables ¢, f
for System F terms in what follows. The translated System F terms have explicit type annotations

on binders. For example, rule ABs1 from Figure 3.3 becomes

T(z:7)Foe:p~t
( >ﬂ ABS1

Py Az.e:m—p~ Anir.t

Many of the other rules in Figure 3.3 can be modified in a similar routine way. In effect, the
translated program encodes the exact shape of the derivation tree, and therefore amounts to a
proof that the original program is indeed well typed. However matters become interesting when we

consider instantiation and generalization. Consider rule VAR from Figure 3.3 below, at the left:

inst

(z:0) el I—igStogp (z:o) el b5 o<p~7f

Fksz:p Fksz:ip~fo
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To see what term we must create, we first observe that = cannot translate to simply z, because z
has type o, not p. Hence, the Hinst judgement should return a coercion function f of type o — p,
which can be thought of as concrete—indeed, executable—evidence for the claim that o < p. Then
we can add translations to the VAR rule, resulting to the rule at the right. The rules for the pinst

judgement are straightforward:

I—dSkU < p~t

ns S— — —INSTL  ___ —  INsT2
}—ﬂt Va.p < [a—=Tlp~ Nz:Va.p).z [T] F'Tfta < pt

The inference case, rule INST1, uses a System F type application (z [7]) to record the types at which
z is instantiated (we use the notation [7] to mean a sequence of type applications). For the checking
case, rule INST2 defers to F', which also returns a coercion function. Dually, generalization is

expressed by System F type abstraction, as we can see in the rules for pPely,

a#ftu(T)
a=ftv(p) — fto(l) Thyeip~t pr(oc)=Va.p~f Thkjeip~t
GEN1
FFprlye:VE.pWAE.t I‘I—plflye:JWf(AE.t)

GEN2

Rule GEN1 directly introduces a type abstraction, but GEN2 needs a coercion function, just like VAR,

to account for the prenex-form conversion.

For completeness, we include the rules for weak prenex conversion and for HIsk in Figure 3.4. The
key invariants that one has to keep in mind when reading the rules is that if felsk o1 < o9 ~ t then

Htio — o9, and if pr(oy) = o9 ~ ¢ then Hotoy — 0.

As a final remark, although the semantics of the language is defined by translation, it is fairly simple
and expected. If we erase types in the source and target languages it is easy to verify that, except
for the insertion of coercions, the translation is the identity translation. Furthermore, the coercions

themselves only produce terms that, after type erasure, are Brn-equivalent to the identity.
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Figure 3.4: Creating coercion terms

Subsumption, elaboration, and datatypes

The fact that the semantics of the bidirectional system is defined via an elaboration to System F

dsk . . . .
where usages of F°" introduce coercion functions has consequences for the subsumption relation on

datatypes other than —.

A first, more superficial, complication has to do with detecting the variance of a datatype. In some

cases this is easy (such as for pairs or lists), but in general an analysis of the datatype constructors

is required.

A second complication has to do with the elaboration semantics. Assuming that the list datatype
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is co-variant, the typing rule for the subsumption relation on lists should be the following;:

dsk
= g1 SUQ

K [01] < [o]

Consequently, if FE o < o gives rise to a coercion function f : o1 — 02, we need to lift f to
[01] — [02] to create the coercion witnessing F* [01] < [o3]. For lists (and functorial datatypes)
there is an obvious map function which performs exactly this. However, mapping coercion functions

down data structures does not seem entirely satisfactory as it may have operational cost.

To avoid these complications, we would require that possible extensions of the Ik relation be
invariant on all defined datatypes. This way there is no need for mapping coercions. In the rest of

this document we will assume that F** is invariant on user-defined datatypes such as lists or pairs.

3.4 Formal properties of higher-rank type systems

In this section we give formal statements of the most important properties of the type systems and

subsumption relations presented so far.

3.4.1 Properties of the subsumption judgements

Let us recall the three relations, F>™ (Damas-Milner instance), F°" (Odersky-Liufer subsumption),
and F* (deep-skolemization subsumption), all based on the type structure that is produced with
p = 7 | 0 — 0. These three relations are connected in the following way: Deep skolemization
subsumption relates strictly more types than the Odersky-Léaufer subsumption, which in turn relates
strictly more types than the Damas-Milner instance.

Theorem 3.4.1. If P o1 < 0y then I°F 01 < 09, IfF°" 01 < 05 then H* o1 < 0.

The following theorem captures the essence of l—dSk; any type is equivalent to its prenex form. While
it is only F°" ¢ < pr(o) and not F°* pr(o) < o, we have:

Theorem 3.4.2. F'** & < pr(0) and F* pr(c) <o.

41



All three relations are reflexive and transitive. However, only deep skolemization subsumption enjoys
a distributivity property, that lets us distribute quantification among the components of an arrow
type:

Theorem 3.4.3 (Distributivity). Hk g . o — o9 < Va.o1) —Va.os.

sk Jerivations

Distributivity is essential for showing that the coercion functions generated by our
correspond exactly to the System F functions that, after erasure of types, are Sn-convertible to the
identity. In fact, it turns out that our deep skolemization relation corresponds to the restriction of

Mitchell’s type containment relation that only includes predicative instantiations, ', from Chapter 2.

Theorem 3.4.4. F o1 <oy iff ! oy < o9

Though Mitchell’s containment was originally presented in a declarative style (and we use the same
presentation in Chapter 2), syntax-directed presentations of containment are also known [54, 34].
In particular, Longo et al. [34] employ an idea similar to our deep skolemization. To the best of our
knowledge, no one had previously considered whether the predicative variant of the containment
relation was decidable, although it is not a hard problem; our presentation in Figure 3.2 is a syntax-

directed presentation, with a straightforward implementation based on first-order unification.

3.4.2 Connections between the type systems

We now present the formal connections between all the systems that have been discussed so far. To
state our results in their full generality, we assume the existence of a syntax-directed Damas-Milner

type system, which very much like the syntax-directed system of Figure 2.4 includes a generalization

DM
judgement, poly [56]. The following table summarizes our notation:

M Damas-Milner typing relation

I—I:dlvl'wly Syntax-directed Damas-Milner type generalization

Foed Odersky-Laufer typing relation (Figure 2.4) with FI% instead of FO
Hq Syntax-directed Odersky-Laufer typing relation

Fo Bidirectional inference relation

Fy Bidirectional checking relation
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Figure 3.5: The world of predicative and higher-rank type systems

The results of this section are summarized in Figure 3.5. In some of these results, it matters whether
we are talking about Damas-Milner types and terms, or higher-rank types and terms. In the figure,
dashed lines correspond to connections where we assume that the types appearing in the judgements

are only Damas-Milner types and that the terms contain no type annotations.

Some of the connections in this figure have already been shown. In particular the relation between the
syntax-directed and the non-syntax-directed Damas-Milner type system is captured by the theorem
below due to Damas and Milner.

Theorem 3.4.5. Suppose that e contains no type annotations and the context I' contains only

Damas-Milner types.

PM, oty DM
1. IfTH P e:0 thenTHE " e: 0.

DM | . DMy DM
2. IfI' =" e : o then there is a o¢ such that I' e:o9 andt" o9 <o.

We can show an analogous result for the higher-rank systems. We began our discussion of higher-rank
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polymorphism with the Odersky-Laufer type system (Section 2.4), and developed a syntax-directed
version of it (Section 3.1). Recall that with the Odersky-Liufer definition of subsumption, but
without eager generalization, the two type systems did not agree. There are some programs that
type check in the original version, but do not type check in the syntax-directed version (Section 3.1.1).
By changing the subsumption relation in the syntax-directed version to deep skolemization, we can

make it accept all of the programs accepted by the original type system.

However, it turns out that the two systems are still not equivalent: the syntax-directed system,
using deep skolemization, accepts some programs that are rejected by the original typing rules! For

example, the derivation
(z:Vb.Int — b) F (z::Int — Vb.b) : Int — Vb.b

is valid in the syntax-directed version. But, because it uses deep skolemization in checking the type
annotation, there is no analogue in the original system. Fortunately, if we replace subsumption in
the original system with deep skolemization, the two type systems do agree.

Theorem 3.4.6 (Agreement of |, and ).

1. IfT l—fd‘)ly e:othenT'k 4e:o.

2. If Tk, e: o then there is a o¢ such that T l—ffly e: oo and F* oy < 0.

The first two clauses of this theorem say that if a term can be typed by the syntax-directed system,
then the non-syntax-directed system can also type it, and with the same type. The exact converse is
not true; for example, in the non-syntax-directed system we have 4, Az. A\y.y : Va.a — Vb.b — b,
but this type is not derivable in the syntax-directed system. Instead we have FdeIy AT Ay .y
VYab.a — b — b. In general, as clause (2) says, if a term in typeable in the non-syntax-directed
system, then it is also typeable in the syntax-directed system, but perhaps with a different type that

is at least as polymorphic as the original one.

Next, we show that the Odersky-Laufer system is an extension of the Damas-Milner system. Any
term that type checks using the Damas-Milner rules, type checks with the same type using the

Odersky-Laufer rules.
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Theorem 3.4.7 (Odersky-Laufer extends Damas-Milner). Suppose e contains no type annotations

and the context T' only contains Damas-Milner types. If T’ M e o then T Feg€:0.

Likewise, our version of the Odersky-Léaufer syntax-directed system extends the Damas-Milner
syntax-directed system.
Theorem 3.4.8 (Syntax-directed extension). Suppose e contains no type annotations and the con-

DM
text I' only contains Damas-Milner types. If ' b, Y o5 then T }—fd(’ly e:o.

Furthermore, the bidirectional system extends the syntax-directed system. Anything that can be
inferred by Figure 3.1 can be inferred in the bidirectional system. The converse is not true, of course;
the bidirectional system is designed to type check more programs.

Theorem 3.4.9 (Bidirectional inference extends syntax-directed system).

L IfT'Hye:pthenl b4 e:p.
2. IfT l—fd‘)ly e:o thenFl—prly e:o.

Checking mode extends inference mode for the bidirectional system. If we can infer a type for a
term, we should be able to check that this type can be assigned to the term.

Theorem 3.4.10 (Bidirectional checking extends inference).

L IfT'kye:pthenT'e:p.
2. IfFl-prlye:a thenFl—plflye:U.

Finally, the bidirectional system is conservative over the Damas-Milner type system. If a term type
checks in the bidirectional system without any higher-rank annotations, and with a monotype, then
the term type checks in the syntax-directed Damas-Milner system, with the same type.

Theorem 3.4.11 (Bidirectional conservative over Damas-Milner). Suppose e contains no type an-

notations and I' contains only Damas-Milner types. If I' 5 e : 7 then T’ F_:jM e:T.

3.4.3 Properties of the bidirectional type system

The bidirectional type system, in Figure 3.3, is the main type system presented in this work. We

turn to the two important properties of type safety and principal types.
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As we defined the semantics of our language to be the semantics of System F plus a translation
function, it suffices for type soundness to show that the translation to System F produces well-typed
terms. This way we ensure that all terms accepted by the bidirectional system will evaluate without
error. In other words:

Theorem 3.4.12 (Soundness of bidirectional system).

1. IfTkse:p~tthen TH t:p.
2. IfFl—%Olye:awtthenl“l—Ft:J.

The proof of this theorem relies on a number of theorems that say that the coercions produced by

the subsumption judgment are well typed.

The bidirectional type system enjoys a principal types property. In other words, for all terms typeable
in a particular context using the rules of our type system, there is some “best” type for that term:
Theorem 3.4.13 (Principal types for bidirectional system). If there exists some o such that T H by

e : o, then there erists oo (the principal type of e in context T') such that

1. F}—pffly e oy

2. Forall o, if T I—pffly e:o then PM oy < 0.

Notice that, in the second clause of the theorem, all types that are inferred for a given term are
related by the Damas-Milner definition of subsumption, F°M " The theorem holds a fortiori if oM

FIk . We prove this theorem in the same way that Damas and Milner showed that

is replaced by
the Damas-Milner type system has principal types: by developing an algorithm that unambiguously
assigns types to terms and showing that this algorithm is sound and complete with respect to the

rules. The full formalization of the algorithm can be found in the accompanying report [56], but we

give a sketch of the implementation at the end of this section.

Crucial to showing that the algorithm is complete are the following two lemmas, which state that
if our typing assumptions are strengthened along the Damas-Milner instance relation, the result of

inference and checking is not affected. Consider for example the following program fragment:
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g :: forall b. Int -> [forall a. a -> b]

h=g3

Notice that h can get many different types, for instance Vb.[Va.a — b], or [Va.a — Int], or
Ve.[Va.a — (¢, c¢)]. Nevertheless, the quantifier under the list constructor is determined because of
the type annotation for g, and these three types can only differ according to top-level instantiations
and generalizations. In other words, since the polymorphic structure of types under the top-level
quantifiers is fully determined by programmer type annotations, the types arising in the specification
can only differ to the types in the algorithm (the most general ones) in the shallow Damas-Milner
sense. Hence, when the algorithm pushes a let-bound variable in the environment with a type,
that algorithmic type is more general only in the Damas-Milner sense than any of the types that the
specification would have assigned to the let-bound variable. Lemma 3.4.15 below states that this
difference does not matter for typeability—consequently using more general types in the Damas-
Milner sense preserves typeability. The notation M I'y < T's means that the type bounds in the
environments are pointwise related along F°M . On the contrary, Lemma 3.4.15 is not true if M s
replaced with FOL. If we have had to use Lemma 3.4.15 using O this would immediately ring a
bell: It would mean that the type system was indeed able to guess arbitrary polymorphism under
top-level quantifiers. Happily, the fact that we only need the Lemma 3.4.15 with FPM Serves as a
nice sanity check that our type system does not “guess” polymorphism.

Lemma 3.4.14 (Damas-Milner instance saturation of H™").

1. If oM o1 < oy and Fint o9 < p then Pnjt o1 < p.
2. If oM o1 < oy and Fi?ft o9 < p then FinﬂSt o1 < p.

Lemma 3.4.15 (Weakening). If FPM Ty < Ty then the following are true:
1. IfTokse:p thenTy b5 e:p for§ = .

2. If 'y Fplfly e:o then I'q Fplfly e:o.

3. IfI'y l—pﬁ)ly e:o then Ty l—pffly e : o1, where M 5 <o,

The principal types theorem, Theorem 3.4.13, only deals with inference mode. An analogous version

is not particularly informative for checking mode because we know exactly what type the term should
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have—there is no ambiguity (modulo monomorphic information). And in fact, such a proposition is
not true. For example, the term Ag. (g 3, g True) type checks in the empty environment with types
(Va.a — Int) — (Int,Int) and (Va.a — a) — (Int,Bool), but there is no type that we can assign

to the term that is more general than both of these types.

Even though there are no most general types that terms may be assigned in checking mode, checking
mode still satisfies properties that help programmers predict when their programs type check. For
example, it is the case that if we can check a term, then we can always check it at a more specific
type. The following theorem formalizes this, and other, claims:

Theorem 3.4.16.

1. IfT l—plfly e: o1 and o < oy then T l—pfly e:oy.
2. IfT'ky e:py and sk p1 < p2 and p1 and py are in weak prenex form, then I'ty e po.
3. IfTI'y l—plfly e:o and K Ty < Ty then Ty l—plfly e:o.

4. IfTa -y e p and FK T, < Ty and p is in weak prenex form then I'y - e : p.

The first clause is self explanatory, but the second might seem a little surprising: why must p; and
p2 be in weak prenex form? Here is a counter-example when they are not. Suppose 01 = Va.a —
Vb.b — Ve.b — ¢, 09 = Int — Ve.Int — ¢, and 03 = Vabc.a — b — b — c¢. Then it is
derivable that Fy Ar.x 3 : 01 — 09 but it is not derivable that Fy Az.z 3 : 03 — 02, although
sk 01 — 09 < 03 — 09. However, because GEN2 converts the checked type into that form before
continuing, any pair of related types may be used for the l—pj ly judgement, so the first clause needs no
side condition. Just as the first two clauses say that we can make the result type less polymorphic,
dually, the third and fourth clauses allow us to make the environment more polymorphic. Notice,
that in contrary to the inference case (Lemma 3.4.15), we can arbitrarily generalize the environments

along F**, instead of only F°M.

Despite the fact that the bidirectional type system possesses principal types in the sense described
above, it still does not satisfy the let expansion property mentioned in the introduction. In some
cases one has to provide an explicit type annotation to the let-bound variable that will abstract

all the common sub-expressions; but there are cases where even this is not possible, because of
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contextual type information. In particular one can imagine a rank-3 context where f; : ((Va.a —
a) — (Int,Bool)) — ... and fo : ((Va.a — Int) — (Int,Int)) — ..., and C[] = (fi -, /2 ). Then,
while it is true that C[(Ag.(g 3, ¢ True))| is typeable, there is no single System F type that can be
used as the type of A\g.(g 3,9 True) in a let-bound definition, even if we are willing to annotate

the let-bound definition with an explicit type signature.

3.5 On the algorithmic implementation

The syntax-directed type system of Figure 3.3 does not fully specify an inference algorithm. At
certain points in the syntax-directed system, guessing is still required—for example, in the rule INST,
the rules do not specify what types 7 should be used to instantiate the bound variables of a polytype.
Because of this guess, typing is non-deterministic. By making different choices for 7 we can show
that a given term has many different types. There exists however a type inference algorithm [56]
for the bidirectional Odersky-Laufer system, based on the Hindley-Damas-Milner algorithm. The
algorithm, exactly like the Hindley-Damas-Milner algorithm, makes use of wunification variables.
Whenever we must “guess” monotypes, such as in rule INST, we make up instead fresh unification
variables. We additionally carry around an idempotent substitution that maps unification variables
to monotypes (possibly involving other unification variables). The fact that unification variables
range only over monotypes is because the type system is predicative. As the algorithm progresses,
we generate equality constraints, which we solve by unification, extending the current substitution

to reflect this solution [56].

3.6 Summary of the work on higher-rank type systems

The bidirectional type inference system that has been presented is an application of local type infer-
ence for predicative higher-rank polymorphism. It uses the idea of bidirectional typing judgements,
but employs global type argument synthesis. It relies on first-order unification, is not harder to
implement than the standard Hindley-Damas-Milner algorithm [41], and has formed the basis of

a successful implementation in previous versions of GHC. Although it cannot type all System F
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programs because it is predicative, it is simple enough to explain and present to programmers and
conservatively extends Damas-Milner; in fact, it assigns to Damas-Milner typeable programs exactly
the same types that the Damas-Milner type system would do. On the other hand, it goes beyond

System F' in a different axis: it relies on a more elaborate type instance relation.
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Chapter 4

Local type argument synthesis for

impredicativity

Because of the implementation simplicity of the higher-rank type systems, local type inference
that relies on ordinary first-order unification appears to be a tempting approach for impredicative
polymorphism. The idea is this: use aggressive annotation propagation so that impredicative in-
stantiations may be synthesized locally—meaning within the premises of a single type inference

rule.

Indeed, in many common cases the impredicative instantiation of type variables can be determined

locally. Consider:

g :: [forall c. ¢ -> c] -> [forall c. ¢ -> c]

Nil :: forall a. [a]

When attempting to infer a type for the application g Nil, The Damas-Milner type system and
the predicative higher-rank type systems in Chapter 3 would instantiate the quantified variable of
Nil with a monomorphic type, causing the example to be ill-typed. But in this case, a different

approach suggests itself. Given that g requires type [Vc.c¢ — ¢] from its argument, there is only one
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instantiation of the quantified variable of Nil that can make the application well-typed, Vc.c — c;

and we can learn this information locally, without having to use global unification.

The Boxy Types proposal [58, 57] (to be described in detail in Chapter 8) is a previous attempt to
allow for impredicative instantiation of type variables using the aforementioned idea. Hence, Boxy
Types exploit locally known information at a function call to determine potentially impredicative

instantiations of quantified variables.

Intuitively, Boxy Types is an attempt to reconcile the guessing of monomorphic information, which
is eventually resolved through global first-order unification, and local discovery of polymorphic
information. In order to infer a type for the application g Nil we first infer the type 7 — 7 for g.
But we immediately learn that this ?-type must be Vc.c — ¢. Next, we check that the argument
Nil can be assigned type [Vc.c — c], but instead of instantiating the quantified variable of Nil with
monomorphic types, we instantiate it with a different unknown type, which can also be determined

locally to be Vc.c — c.

4.1 A critique against local type argument synthesis

A fair critique against local type argument synthesis is that sometimes no polymorphic information
is available locally. Additionally, a particular flow of polymorphic information is often (e.g. in
Boxy Types) hardcoded in the typing rules. For example, the vanilla Boxy Types cannot accept the

application length ids where:

length :: forall a. [a] -> Int

ids :: [forall a. a -> a]

since the types of functions are inferred prior to examining the types of arguments, and hence the
instantiation of length becomes monomorphic. The only possibility to type this program would
be if the flow of polymorphic information in application nodes were reversed from arguments to
functions. Additionally, Boxy Types suffers from little robustness under program transformations,

since some transformations break locality.
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These problems generalize to systems based on local type inference that hard-code the flow of
polymorphic information and locally synthesize polymorphic instantiations. Consider the following

program fragment:

length :: forall a.[a] -> Int

ids :: [forall a.a->a]

f :: [forall b.b->b] -> Int
Nil :: forall a.[a]

hO = length ids

hl1 = f Nil

h2 :: [forall a.a -> a]

h2

cons (\x -> x) Nil

h3 cons (\x —> x) (reverse ids)

The functions h0, hi, h2, and h3 show that reasonable impredicative instantiations may require
quite different approaches in the choices that the type system makes about polymorphic information
flow. For example, the impredicative instantiation of length in the definition of hO requires a flow
of polymorphic information from the argument ids to the function length. In contrast, in hi,
it is the polymorphic information of the type of the function f that determines the impredicative
instantiation of the argument Nil. Moreover, in the case of h2 it is a type annotation around
the whole application (i.e. on the result type of the application) that determines the polymorphic
instantiation of Nil. To complicate things even more, if no annotation is provided we want this
Damas-Milner typeable program to remain typeable with its Damas-Milner type. Finally, in h3,

some subexpression deep in the term (ids) determines the impredicative instantiation of cons.
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Apart from the problem of committing to a particular polymorphic information flow in the type
system specification, local type argument synthesis becomes complicated due to implicit instantia-
tions of function arguments. For example, in h3, the argument (\x -> x) can get type Va.a — a,
which can also be implicitly instantiated to ¢ — o¢. Which type do we synthesize as the type
argument for cons? It is only later—i.e. outside the local premises of the application rule for

cons (\x -> x)—that we learn that the correct type argument must be Va.a — a.

What the examples—and many more are reproducible—show is that it is hard to combine all the
possible flows of polymorphic information in a specification that uses local information to determine

impredicative instantiations.

4.2 Global type argument synthesis

Returning to the application length ids above, the polymorphic instantiation of length should
not be too complicated to figure out; in the particular example it is straightforward to see that
the quantified variable of the type of length should be instantiated to Va.a — a. How one can
implement this algorithmically, without committing to a particular polymorphic information flow

path?

Intuitively, for this last application, if we infer a type for the function and the argument, we must
compare the inferred type of the argument against a yet unknown instantiation of the quantified
variable of length’s type, according to a suitable instance relation. We may introduce hence uni-
fication variables that abstract yet-unknown potentially impredicative instantiations of previously
quantified variables. We call such variables constrained variables (to emphasize that they generalize
ordinary unification variables with constraints) because all the information about what types they
stand for is returned in suitable constraints. In an application node, when a polymorphic function
type is instantiated with constrained variables, the inferred type of the argument produces suitable
constraints on these variables. In contrast to local type inference, we may choose to resolve these

constraints later, when we obtain full knowledge of the type inference problem.

Typing the following program shows how this delaying solves the locality problems of Boxy Types:
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f :: forall a. a -> [a] -> Bool
ids :: [forall a. a —> a]

foo = f (\x -> x) ids

To infer a type for foo, we can instantiate the type of £ with a constrained variable a to get type
a — [a] — Bool. Subsequently, we may infer a type for \x -> %, Va.a — «a, and produce a
constraint that witnesses the fact that o must be an instance of Va.a — a. We write this with
(0 > Va.a — a). This constraint is satisfiable with « = Int — Int, or @« = Va.a — a, or
many other types but we cannot determine yet which is the one we should choose. If we were in
Damas-Milner, where a could only be mapped to a monomorphic type, we would know already that
« must simply be equated to some 8 — 3, but in the presence of impredicative instantiation we
cannot assume the same. So we instead delay the instantiation and proceed to the second argument.
Comparing the type of ids ([Va.a — a]) against the exzpected type [a] gives rise to the constraint
(¢ =Va.a — a), where as in System F the instance relation is invariant on any type constructor.
From the union of the two constraints, {& > Va.a — a,a0 = Va.a — a}, we deduce that the
only solution is @ = Va.a — a. In the Boxy Types system, the application £ (\x -> x) ids
would be ill-typed: essentially right after checking the first argument, \x -> x, the type that would
instantiate a would have to be forced to a monomorphic type, because locally there is no polymorphic

information present.

This suggests, algorithmically at least, that a more effective approach to the problem is global type
inference, that delays as much as possible the commitment to particular instantiations. This idea
is present in the ML" language, and also underlies the algorithmic implementation of FPH, to be

presented in the next chapter.
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Chapter 5

FPH: Type inference for

impredicative higher-rank types

We now turn the focus on the FPH type system and its algorithmic implementation: a type system
and the associated type inference algorithm that lift both restrictions of Damas-Milner. The main
idea is the following: internally, the type inference implementation uses types with constraints and
global type argument synthesis in the style of MLF [26], but this internal sophistication is never
shown to the programmer; it is simply the mechanism used by the implementation to support
a simple declarative specification, which only uses guessed System F solutions to the underlying
constraints. Thus, the FPH specification remains within the type structure of System F. Of course,
naively lifting either of the two restrictions of Damas-Milner (allowing higher-rank or impredicative
types) leads to lack of principal types for expressions. As a consequence, FPH has to use mechanisms

that restrict the set of System F typeable programs that type check without any type annotations.

We start with an introduction to FPH, and proceed with giving the formal declarative specification
of the type system and the formal properties that address the issues of expressiveness, placement of
type annotations, type soundness, and robustness. We finally give a syntax-directed specification to
serve as an intermediate step leading to the algorithmic implementation of FPH (to be described in

Chapter 6).
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5.1 Introduction to FPH

To give a flavor of FPH and motivate its design principles, we use several examples. Consider this

program fragment:

str :: [Char]
ids :: [forall a. a—->al

length :: forall b. [b] -> Int

11

length str

12

length ids

First consider type inference for 11. The polymorphic length function returns the length of its
argument list. In the standard Damas-Milner type system, one instantiates the type of length
with Char, so that the occurrence of length has type [Char] — Int, which matches correctly
length’s argument, str. Since in Damas-Milner a polymorphic function can only be instantiated
with a monotype, 12 is untypeable, because to type its definition we must instantiate length with
Va.a — a. We cannot simply lift the Damas-Milner restriction, because that directly leads to
different choices giving incomparable types. However, 12 also shows that there are benign uses of
impredicative instantiation. Although we need an impredicative instantiation to make 12 type check,
there is no danger here—the type of 12 will always be Int. It is only when a let-bound definition

can be assigned two ore more incomparable types that we run into trouble.

Our idea is to mark impredicative instantiations so that we know when an expression may be typed
with different incomparable types. Technically, this means that we instantiate polymorphic functions
with a form of type 7/ that is more expressive than a mere monotype, but less expressive than an

arbitrary polymorphic type:

T ou= a| -7 | TT | @

o = Yao |a|o—o | To
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Unlike a monotype 7, a boxy monotype 7/ may contain polymorphism, but only inside a box, thus
@ We hence allow polymorphic expressions to be instantiated with boxy monotypes. A boxy type
marks the place in the type where “guessing” is required to fill in a type that makes the rest of the

typing derivation go through.

Now, when typing 12 we may instantiate length with [Va.a — al. Then the application length ids
has a function expecting an argument of type [VYa.a — al], applied to an argument of type [Va.a — a].

These types match, if we discard all the boxes around them. That completes the typing of 12.

Boxes are ignored when typing an application, but they play a critical role in let-bound polymor-
phism. Since the only ambiguity can arise because of guessed polytypes we naturally require that

the type environment contains no boxes.

Let us return to the example bar = choose id given above. If we instantiated choose with the

boxy monotype [Va.a — al, the application (choose id) would type just fine, but its result type

would be [Va.a — a] — [Va.a — a]. However, we prevent that box-containing type from entering the

environment as the type for bar, so this instantiation for choose is rejected. If we instead instantiate
choose with ¢ — ¢, the application again type checks (this time by additionally instantiating the
type of id with ¢), so the application has type (¢ — ¢) — ¢ — ¢, which can be generalized and
then enter the environment as the type of bar. This type is the principal Damas-Milner type of
bar—all Damas-Milner types for bar are also available without annotation. What we have achieved
effectively is that, instead of having two or more incomparable types for bar, we have allowed only

those System F typing derivations for bar that admit a principal type.

However, if the programmer actually wanted the other, rich, type for bar, she can use a type

annotation:
bar = choose id :: (forall b.b->b) -> (forall b.b->b)

Such type annotations are typed using the same idea as application nodes—when typing an anno-
tated expression e: :0, we may ignore boxes on e’s type when comparing with o (which is box-free,

being a programmer annotation). Now we may instantiate choose with Va.a — al, because the type

annotation is compatible with the type of (choose id), [Va.a — al — [Va.a — al.
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Expressive power As we have seen, a type annotation may be required on a let-bound expres-
sion, but annotations are never required on function applications, even when they are nested and

higher order, or involve impredicativity. Here is the runST example with some variants:

runST :: forall a. (forall s. ST s a) > a
app :: forall a b. (a ->b) ->a ->b

revapp :: forall ab. a -> (a => b) > D

arg :: forall s. ST s Int
hO = runST arg

hl = app runST arg

h2 = revapp arg runST

All definitions hO, h1, h2 are typeable without annotation because, in each case, the return type is

a (non-boxy) monotype Int.

Actually, we have a much more powerful guideline for programmers, which does not even require

them to think about boxes:

FPH annotation guideline. Programmers may write programs as they would in im-
plicitly typed System F (extended with let-bound definitions), and place annotations

on let-bindings and A-abstractions that must be typed with rich types.

To demonstrate the guideline in practice, assume that I' contains the bindings of the previous
example and consider the System F derivation for the expression let h = app runST arg in h

below:

I'-app: ((¥s.ST s Int) — Int) — (Vs.ST s Int) — Int
I' - runST: (Vs.ST s Int) — Int

'k arg: (Vs.ST s Int)

't app runST arg: Int T, (h:Int) F h: Int

I'F1let h = app runST argin h: Int
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The corresponding derivation in FPH is the same, except that all polymorphic instantiations are
marked with boxes that are ignored when matching the types of arguments with the types that

functions expect in applications:

I'app: (¥s.ST s Int| — Int) — [Vs.ST s Int| — Int
'k runST: (Vs.ST s Int) — Int

' arg: (Vs.ST s Int)

't app runST arg: Int T, (h:Int) F h: Int

I'F1let h =app runST arg in h: Int

Notice that, since the type of the let-bound expression app runST arg is the box-free type Int,

there is no need for placing any type annotation to make the program typeable.

The guideline implies that for a term consisting of applications and variables to be let-bound
(without any type annotations), it does not matter what impredicative instantiations may happen
to type it, provided that the result type is an ordinary Damas-Milner type. For example, the
argument choose id to the function f below involves an impredicative instantiation (in fact for

both £ and choose), but no annotation is required whatsoever:

f :: forall a. (a -> a) -> [a] —> a

g = £ (choose id) ids

In particular choose id gets type [Va.a — a|] — [Va.a — al However, f’s arguments types match

(ignoring boxes), and its result type (again, ignoring boxes) is a Damas-Milner type (Va.a — dl),

and hence no annotation is required for g.

Since the annotation guideline does not require the programmer to think about boxes at all, why
does our specification use boxes? The answer is because the annotation guideline is conservative:
it guarantees to make the program typeable, but it demands more annotations than are necessary.

For example:

f’ :: forall a. [a] -> [forall b. b -> b]

g’ = f’ ids
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Notice that the rich result type [forall b. b -> b] is non-boxy, and hence no annotation is
required for g’. In general, even if the type of a let-bound expression is rich, if that type does
not result from impredicative instantiation (which is the common case), then no annotations are
required. Boxes precisely specify what “that type does not result from impredicative instantiation”
means. Nevertheless, a box-free specification is an attractive alternative design, as we discuss in

Section 7.2.

Conservativity for a declarative specification Although the FPH system, as we have described
it so far, is expressive, it is also somewhat conservative. It requires annotations in a few instances,
even when there is only one type that can be assigned to a let-bound definition, as the following

example demonstrates.

f :: forall a. a -> [a] -> [a]

ids :: [forall a. a —> a]

h1 = £ (\x -> x) ids -- Not typeable
h2 = f (\x > x) ids :: [forall a. a—>a] -- OK

Here f is a function that accepts an element and a list and returns a list (for example, £ could be
cons). Definition h1 is not typeable in FPH. We can attempt to instantiate £ with Va.a — al, but
then the right hand side of hl has type [Va.a — al, and that type cannot enter the environment.

The problem can of course be fixed by adding a type annotation, as h2 shows.

One may think that it is overly conservative to require a type annotation in h2; after all, h1 manifestly
has only one possible type. But suppose that f had type Vab.a — b — [a], which is a more general

Damas-Milner type than the type above. This can happen if, for instance, £ was actually defined:
f x y = single x

where single : Va.a — [a] creates a list with a single element. Now, the type signature we gave
for £ before is not its most general type; the latter is Vab.a — b — [a]. With this type for £,

our example hl now has two incomparable types, namely [Va.a — a] as before, and Va.[a — al.
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Types o == Va.p

p = T|lo—o

T u= al|T—o7T
Boxy Types o = Va.p

p u= 1| =0

T o= a‘@|7"—>7"
Environments I' == T, (z:0) |-

Figure 5.1: Syntax of FPH

Without any annotations we presumably have to choose the same type as the Damas-Milner type

system would; and that might make occurrences of hi in its scope ill typed.

In short, making the type of £ more general along the Damas-Milner instance relation has caused
definitions in the scope of h1l to become ill-typed. This threatens type inference completeness, and
that is the reason that we reject hi, requiring an annotation as in h2. Requiring an annotation on h2
may seem an annoyance to programmers, but it is this conservativity of FPH that results in a simple
and declarative high-level specification. FPH allows let-bound definitions to enter environments

with many different types, as is the case in the Damas-Milner type system.

We now turn our attention to a detailed account of the FPH type system, which supports higher-
rank and impredicative types. We give here a declarative specification of the type system, present its
properties, give a syntax-directed specification, and sketch the implementation of the syntax-directed

specification.

5.2 Declarative specification of the FPH type system

For a systematic treatment of FPH, we begin with the syntax of types and environments in Figure 5.1.
Types are divided into ordinary box-free types o-, p-, and 7-types, and boxy types o', p/, and 7/
types. Polymorphic types, o and ¢, may contain quantifiers at top-level, whereas p and p’ types
contain only nested quantifiers. For the examples we assume the existence of type constructors

such as lists or pairs. The important difference between box-free and boxy types occurs at the
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(z:0) €T I'ke:oy—o0y They:oy |oy]=|01] I,(z:m)Fe:p
—— VAR ; APP ABS
'kz:o I'Feex:oy F'FXz.e:7—p

F'Fu:o0 T,(zio)bFe:p F'te:op |oy =0

LET ANN
F'Fletz=wuine:p F'(e::0):0
F'ke:Va.p F'ke:p a#l T'ke:pl p) 3C 0
INST GEN - SUBS
F'ke:fa— 710 F'ke:Va.p T'ke:p)

Figure 5.2: The FPH system

monotype level. Following previous work by Rémy et al. [6, 26], 7" may include boxes containing
(box-free) polytypes. As we discussed in Section 5.1, these boxes represent the places where “guessed
instantiations” take place. The syntax of type environments, I', does not allow types with boxes—all
uncertainty about impredicative instantiations has to be resolved prior to pushing a variable into

the environment. As a consequence, environments include only bindings of the form (z:0).

5.2.1 Typing rules

The declarative (i.e. not syntax-directed) specification of FPH is given in Figure 5.2. As usual,
the judgement form I' F e : ¢’ assigns the type o’ to the expression e in typing environment T'.
A non-syntactic invariant (i.e. can be proven as a separate lemma) of the typing relation is that,
in the judgement I' e : Va.p’, no box may intervene between a variable quantified in p’ and the
occurrences of that variable. Thus, for example, p’ cannot be of form (Vb.[b]) — Int, because the
quantified variable b appears inside a box. The top-level quantified variables may, however, appear

inside boxes.

The rules in Figure 5.2 are modest variants of the conventional Damas-Milner rules. Indeed rule

VAR is precisely as usual, simply returning the type of a variable from the environment.

Rule APP infers a function type o] — o) for e;, infers a type o} for the argument e, and checks

that the argument type matches the domain of the function type modulo boxy structure, as explained
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in Section 5.1. This compatibility check is performed by stripping the boxes from o} and o}, then
comparing for equality. The notation [o’] denotes the non-boxy type obtained by discarding the
boxes in o'

Definition 5.2.1 (Stripping). We define the strip function |-] on boxy types as follows:

al = a
@ = o0
o —oy] = |o1] = |o3]

Va.p'| = Vab.p where |p'| = Vb.p

The equality between types used in rule APP is ordinary a-equivalence. Stripping is also used in
rule ANN, which handles expressions with explicit programmer-supplied type annotations. It infers
a boxy type for the expression and checks that, modulo its boxy structure, it is equal to the type
required by the annotation o. In effect, this rule converts the boxy type of that was inferred for
the expression to a box-free type o. If the annotated term is the right-hand side of a 1let binding,
as in let z = (e :: o) in ..., this box-free type o can now enter the environment as the type of x

(whereas o} could not if it contained boxes).

Rule ABs infers types for A-abstractions. It first extends the environment with a monomorphic,
box-free binding z:7, and infers a p-type for the body of the abstraction. Notice that we insist
(syntactically) that the result type p both (a) has no top-level quantifiers, and (b) is box-free.
We exclude top-level quantifiers because we wish to attribute the same types as Damas-Milner
for programs that are typeable by Damas-Milner; in the vocabulary of Chapter 3, we avoid eager
generalization. Choice (b), that a A-abstraction must return a box-free type, may require more
programmer annotations, but turns out to permit a much simpler type inference algorithm. We

return to this issue in Section 7.2.

Rule ABS is the main reason that the type system of Figure 5.2 cannot type all of System F, even
with the addition of type annotations: ABS allows only abstractions of type 7 — p, whereas System
F allows A-abstractions of type o1 — o3. Rule ABS is however just enough to demonstrate our

approach to impredicative instantiation, while previous work [41] has shown how to address this
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limitation. It is easy to combine the two, as we show in Section 5.2.4.

Following the ideas outlined in Section 5.1, rule LET first infers a boz-free type o for the right-hand

side expression u, and then checks the body pushing the binder z with type ¢ in the environment.

Generalization (GEN) takes the conventional form, where @#I" means that @ is disjoint from the free
type variables of I'. In this rule, note that the generalized variables @ may appear inside boxes in

o', so that we might, for example, infer T' e : Va.[@ — a.

Instantiation (INST) is mostly conventional, but it allows us to instantiate a type with a boxy mono-
type 7 instead of just a box-free 7. However, we need to be a little careful with substitution in
INST: since p’ may contain @ inside boxes, a naive substitution might leave us with nested boxes,
which are syntactically ill-formed. Hence, we define a form of substitution that preserves the boxy
structure of its argument.

Definition 5.2.2 (Monomorphic substitutions). We use letter ¢ for monomorphic substitutions,
that is, finite maps of the form [a — 7/]. We let ftv(p) be the set of the free variables in the range

and domain of . We define the operation of applying ¢ to a type ¢’ as follows:

o(a) = 7 where [a — 7'] € ¢
¢([@) = |le(o)]

ooy —03) = ¢(o1) — »(03)

e(Va.p') = Va.e(p') where a#ftv(y)

We write [a — 7']o’ for the application of the [a — 7] to ¢’.

For example, we have [a — [@|(¢ — [@) =@ — [@, and [a — (7 = @)](e — @) = (r — @) —

T — T

5.2.2 The subsumption rule

The final rule, SUBS, has an important role. It ensures that boxes “don’t get in the way” by allowing
guessed (boxed) polymorphic types to get instantiated further, or guessed (boxed) function types to

be used as ordinary function types. However, this is done without forgetting that the type has been
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guessed (is boxed) in the first place, except in the case the guessed type is monomorphic. In that

case it is safe for subsumption to completely remove the boxes off the type.

Consider the code fragment in Example 5.2.3.

Example 5.2.3 (Boxy instantiation).

head :: forall a. [a] —> a
ids :: [forall a. a -> a]

h = head ids 3

Temporarily ignoring rule SUBS, the application head ids can get type [Va.a — al, and only that
type. Hence, the application (head ids) 3 cannot be typed. This situation would be rather unfor-
tunate as one would, in general, have to use type annotations to extract polymorphic expressions

from polymorphic data structures. For example, programmers would have to write:
h = (head ids :: forall b. b -> b) 3

This situation would also imply that some expressions which consist only of applications of closed

terms, and are typeable in System F, could not be typed in FPH.

Rule suBs addresses these limitations. It modifies the types of expressions in two ways with the

relation <C, which is the composition of two relations, < and C in Figure 5.3.

The relation =<, called bozy instantiation, simply instantiates (perhaps impredicatively) a polymor-

phic type within a box. Rule BI does exactly this, whereas rule BR ensures reflexivity of <. As an

example, it is derivable that [Va.a — af <[(Vb.b — b) — (Vb.b — b)|.

The relation C, called protected unboxing, removes boxes around monomorphic types and pushes
boxes congruently down the structure of types. The most important rules of this relation are TBOX
and REFL. The first simply removes a box around a monomorphic type, while the second ensures
reflexivity. If a p’ type contains only boxes with monomorphic information, then these boxes can
be completely dropped along the C relation to yield a box-free type. Notice that rule SUBS only

uses p’-types—hence rule POLY of C may only be triggered for non-top-level quantified types. This
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means that the quantified variables @ are always going to be unboxed inside the bodies in p in all use
sites of the relation, but we chose to put the side-conditions there to emphasize this well-formedness

invariant.

Because SUBS uses <L instead of merely C, h in Example 5.2.3 is typeable. When we infer a type

for head ids, we may have the following derivation:

I'+head ids:|Va.a — a

Va.a —al=@=aCa—a

SUBS
I'Fheadids:a — a
GEN

I'+head ids : Va.a — a

Therefore, no annotation is required on h and, because the C relation can remove boxes around

monomorphic types, it also follows that we can bind the head ids expression in a definition:

let h = (head ids) in ()

More generally, we have the following lemma.

Lemma 5.2.4. IfT'F e: then'F e:Va.r.

Proof. By rule BI we have = [7] where without loss of generality a#I, and by rule TBOX we
get [7] C 7, hence =<C 7. Applying rule SUBS to the derivation of I' - e : gives'Fe: T,

and by rule GEN we get ' F e : Va.r. O

Finally notice that it is not sound to combine the relations < and E by simply adding rule BI to
the definition of the relation C. The relation < may only be invoked at the top-level, and hence a

usage of < may only be composed with C. It would be unsound to use rule SUBS to derive type
7 — 7] — Int from the type — Int.
5.2.3 Properties

The FPH system is type safe with respect to the semantics of the implicitly typed System F. One

can observe that whenever ¢ <C o, it is the case that F |¢}| < |04, where F is the System
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Figure 5.3: Protected unboxing and boxy instantiation relation

F type instance relation (Chapter 2). The (implicitly typed) System F typing relation is given in
Figure 5.4. The figure includes let-bound definitions. We additionally define a function (-)* on

terms of FPH, that removes any annotations from terms. Its definition follows:

b

x = z

(e::0) = ¢

(A\z.e)’ = Az.¢b

(1 e2)’ = e
(letz=wuine) = letz=u’ine

The following lemma states formally the soundness of our typing relation with respect to System F.

Lemma 5.2.5. IfT'F e: o’ then T H e : |o'].

Proof. Straightforward induction. O

What this lemma shows is that if one ignores boxes and annotations on terms, a derivation in FPH is
a derivation in implicitly typed System F, without further modification on the type or the expression.

In contrast, the higher-rank type inference in Chapter 3 has to modify the actual terms by placing
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Figure 5.4: Implicitly typed System F (with local definitions)

coercion functions witnessing the Odersky-Laufer or deep-skolemization subsumption relations. In

the case for FPH, no such subsumptions are used, and hence no need for term-level coercions exists.

Moreover, FPH is an extension of the Damas-Milner type system. The idea of the following lemma
is that instantiation to 7/ types always subsumes instantiation to 7 types.
Lemma 5.2.6 (Extension of Damas-Milner). Assume that T contains types with only top-level

I—D M

quantifiers and e is annotation-free. Then I’ e:o impliesT'Fe:o.

Proof. Straightforward induction. O

The converse direction is less interesting but we believe true: unannotated programs in environment
that use only Damas-Milner types are typeable in Damas-Milner if they are typeable in FPH. Show-
ing this result has to be done through the algorithmic implementation: in essence an unannotated
program in a Damas-Milner environment gives rise to the same form of constraints (equalities be-
tween monomorphic types) as it would give in Hindley-Damas-Milner type inference. We do not

proceed in formally proving this property.

5.2.4 Higher-rank types and System F

As we remarked in the discussion of rule ABS in Section 5.2.1, the system described so far deliberately

does not support A-abstractions with higher-rank types, and hence cannot yet express all of System
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F. For example:
Example 5.2.7.
f :: forall a. a -> [a] -> Int

foo :: [Int -> forall b.b->b]

bog = f (\x y —> y) foo

Here bog requires the A-abstraction \x y -> y to be typed with type Int — Vb.b — b, but no
such type can be inferred for the A-abstraction, as it is not of the form 7 — p. We may resolve this
issue by adding a new syntactic form, the annotated A-abstraction, thus (Az.e ::: 01 — 02). This
construct provides an annotation for both argument (oy, instead of a monotype 7) and result (o9

instead of p). Its typing rule is simple:

T, (z:01)Fe:0l |04 =09

' (Az.e::iop — 02): 01 — 09

ABS-ANN

With this extra construct we can translate any implicitly-typed System F term into a well-typed
term in FPH, using the translation of Figure 5.5. This type-directed translation of implicitly typed
System F is specified as a judgement I’ H er : 0 ~» e where e is a term that type checks in FPH.
The translation is nothing more than the standard System F typing relation, instrumented with the
term that is the result of the translation. Notice that the translation requires annotations only on
A-abstractions that have rich types (of course, it would be fine to annotate every A-abstraction, but

the translation we give generates terms with fewer annotations).

A subtle point is that the translation may generate open type annotations. For example, consider

the implicitly typed System F term below:

FAx.e:Va.(Vb.b —a) — a

Translating this term using Figure 5.5 gives (Az.e ::: (Vb.b — a) — a). Note that the type
annotation mentions a which is nowhere bound. For the rest of this section we assume that FPH

already accommodates such open annotations on abstractions.
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Figure 5.5: Type-directed translation of System F

The following theorem captures the essence of the translation.

Theorem 5.2.8. If T+ ¢: 0~ e; then T & ey : 0/ for some o' with |o'] = 0.

Proof. The proof is by induction on the derivation of I’ H e : 0 ~ €. The case for FVAR is
trivial. For FAPP we have that ' H €1 ey : 09 ~> e3 e4 given that T H ep : 01 — 09 ~ e3 and
TH e:op ~ e By induction we have that T' F e; : o) with |¢]| = 01 — o3. This implies
that o, C of — o} with |¢]| = o1 and |o}| = 2. Hence, by rule suBS and reflexivity of < it is
'k e : o] — ob. Also by induction we get T' F ey : of with |of] = 01. By applying rule APP
we get I' - e ep : o} for which we know that |o%| = 09, as required. For rule FINST we have that
IH e:[a=olp~ e where D' H e :Va.p ~ e. By induction T' b e : ¢/ with [o/| = Va.p.
Hence, by a sequence of INST and perhaps SUBS with BI we get the result. For rule FGEN the result
follows by induction hypothesis and rule GEN. For rule FABSO it is ' H Az.e: T] — Ty ~ AZ. e,
given that T, (z:71) F e : 75 ~ e;. By induction T, (z:11) F e, : o} with |o}] = 7. Because 7 is
monomorphic it must be that o5 <C 75. Consequently, by rule SUBS, T, (z:71) I €1 : T2, and by rule
ABST'F Az.e; : 71 — 7 as required. The case for rule FABS1 follows from induction hypothesis and

rule ABS-ANN. O

Additionally, notice that our annotation form e::o is useless to this translation. In essence, in the
presence of annotated abstractions, the form e::o has to be used only at let-bound expressions,

where we may need to unbox the contents of boxes appearing in the type of the let-bound expression.

71




Since the implicit System F we address here contains no let expressions, there is no need for such

annotation forms.

In practice, however, we do not recommend adding annotated A-abstractions as a clunky new syn-
tactic construct. Instead, with a bidirectional typing system we can get the same benefits (and more

besides) from ordinary type annotations e: :o, as we sketch in Section 7.1.

Having discussed expressiveness, for the rest of this document we assume that type annotations are
closed, and we do not further address the implementation of rule ANN-ABS, assuming that the only
form of annotations is the one that rule ANN offers. In fact, there are several ways to implement
open type annotations; either using scoped type variables (as is currently the case in GHC), or by
using partial type annotations (often referred to as existential type annotations), but this issue is

orthogonal to the concerns raised in FPH.

5.2.5 Predictability and robustness

A key feature of FPH is that it is simple for the programmer to figure out when a type annotation
is required. We gave intuitions in Section 5.1, but now we are in a position to give some specific
results. The translation of System F to FPH of Section 5.2.4 shows that one needs only annotate
let-bindings or A-abstractions that must be typed with rich types. This is a result of combining

Theorem 5.2.8 and Lemma 5.2.4.

For example, consider a System F applicative expression: one consisting only of variables, constants,
and applications. If such an expression is typeable in System F then it is typeable in FPH without
annotations. Hence typeability does not break by applications of polymorphic combinators (though
annotations may be needed if we are to bind such an application).

Theorem 5.2.9. If e is an applicative expression and I’ He:othenTFe:o for some o’ with

lo'| =o.

Proof. This result follows from Theorem 5.2.8 by observing that whenever e is applicative and
Frfe:o~ e1 then e; = e, that is, the translation never adds any annotations to applicative

terms. O]
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Here’s an example of the application of polymorphic combinators. Assume that T' - ¢; ey : 0 using

rule APP. We therefore have:

ke :o]—o0y The:oy o] =01
APP

. !
I'e;ex:oy

Let us now consider the expressions app e; es and revapp ey ej, where app : Vab.(a — b) — a — b

and revapp : Vab.a — (a — b) — b. Then we may construct the following derivation:

I'Fapp: ([o1]] = [loa]]) — [lo1]] — [Lo3]]
ke o) — o
o4 ot = (]~ [
Fl—app61:—> T'te:oy |ob] =||lo1]

't app e e :||oh]

APP

A similar proof tree can be derived for the application of the revapp combinator. What this means
is that there are cases where an annotation is needed around app e; es in order to unbox the poly-
morphism of of—for instance to let-bind the application. On the other hand, if ¢4 is monomorphic,

or of the form Va.7, no annotations are required to bind the application.

Additionally, a let-binding can always be inlined at its occurrence sites. More precisely if T" -
letz =wuine: o', then T'F [z — u]e : ¢’. This follows from the next lemma:

Lemma 5.2.10. If T+ u:0 and T, (z:0)F e: 0’ then T+ [z — ule: o’

Proof. Straightforward induction. O

The converse cannot be true in general (although it is true for ML and MLF) because of the limited
expressive power of System F types. Let 01 = (Vb.b — b) — (Vb.b — b), 00 =Vb.(b - b) — b —

b, fi : 01 — Int, and fo : 09 — Int. One can imagine a program of the form:

... (fi (choose id))...(f2 (choose id))...

which may be typeable, but it cannot be the case that: let = choose idin...(fi z)...(k z)...
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Figure 5.6: The type system with System F instance

is typeable, as z can be bound with only one of the two incomparable types (in fact only with

Vbo.(b—b) = b—b).

However, notice that if an expression is typed with a type that can be converted along <C to a
box-free type at each of its occurrences in a context, it may be let-bound out of the context. For
example, since A-abstractions are typed with box-free types, if C[Az.e] is typeable, where C is a
multi-hole context, then it is always the case that let f = (Az.e) in C[f] is typeable. This is a

corollary of type inference soundness and completeness, to be given in Chapter 6.

5.2.6 An equivalent declarative specification

It will be convenient to introduce at this point a slight variation of the basic type system of Fig-
ure 5.2 where we have pushed some instantiations and generalizations into the applications and type
annotation nodes. The modified system is given in Figure 5.6, with the relation I" Ht et of (I—i"t for

intermediate).

The differences with respect to the type system of Figure 5.2 are in rules APP and ANN, which
instead of equality appeal to System F instance. However, the two type systems type exactly the
same programs.

Theorem 5.2.11. IfT'+e:o’ then T F™ ¢ : o',

Proof. Straightforward induction, observing that |o/ | = %] implies H [0 ] < |o%]. O
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Theorem 5.2.12. IfTF™ ¢: ¢’ thenT + ¢ : o',

Proof. By induction on the derivation of I’ H™ ¢ . ¢/. The only interesting case is really the

application case (the annotation case is similar), where we have that I' ™ ¢; e, : of, where T' H™
e1: 0} — o and T H™ ¢, : 0 with H los] < |of]|. By induction hypothesis it is I' F e; : 0] — 0}
and I H™ ¢, : 4. It must also be the case that |0%] = Va.p and |o}] = Vb.[a— o]p, where

b#ftv(Va. p) and without loss of generality assume also that b#T. Let us consider two cases for 0.

e o4 =Va;.|[Vas.p| such that @ = @1a», and assume without loss of generality that a#I". Then
by rule INST we get I' F €5 : and by rule suBs and rule BI we get I' - ez : [p]. By rule
GEN we get I' - ez : Va.[p] and by INST we get I' - es : . By rule GEN we get finally
that T'F ey : Vb. , and rule APP is applicable to finish the case.

e o, =Va.p such that p = [p’]. Then by rule INST it is I' F ez : [a — [@p’ and by rule GEN we

have I' - ey : Vb.[a — [@]|p’. Then, rule APP is applicable and finishes the case.

In fact, as the previous theorem suggests, System F instance can be simulated by subsumptions,
instantiations and generalizations in our type system.

Lemma 5.2.13. IfT+ ¢: 0} and ¥ |0}| < |o}] then T+ e : o} with |o}] = |o%].
Proof. Straightforward. O

Hence, the two declarative systems are equivalent. The type system of Figure 5.6 is more convenient

to work with in the rest of this document, and hence we simply write - instead of H™ below.

5.3 Syntax-directed specification

We now show how FPH may be implemented. The first step in establishing an algorithmic imple-
mentation is to specify a syntax-directed version of the type system of Figure 5.6, where uses of the

non-syntax-directed rules (SUBS, INST, and GEN) have been pushed to appropriate nodes inside the
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Figure 5.7: Syntax-directed type system

syntax-tree. Subsequently we may proceed with a low-level implementation of the syntax-directed

system (Chapter 6). Our syntax-directed presentation appears in Figure 5.7.

Rule SDVAR instantiates the type of a variable bound in the environment, using the auxiliary judge-
ment, F™" ¢/ < p/. The latter instantiates the top-level quantifiers of o’ to yield a p’ type. However,

instead of instantiating with arbitrary 7/ types, we instantiate only with types of the form [], which

is closer to the actual algorithm as boxes correspond to fresh constrained variables.

Rule sDAPP deals with applications. It infers a type p’ for the function, and uses < (Figure 5.3)
and C— (a subset of C) to expose an arrow constructor. The latter step is called arrow unification.
Then SDAPP infers a pj type for the argument of the application, generalizes over free variables that

do not appear in the environment, and checks that the result is more polymorphic (along the System

F type instance) than the required type. Finally SDAPP instantiates the return type.
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Rule SDABS uses a 7 type for the argument of the A-abstraction, and then forces the returned type
p’ for the body to be unboxed to a p-type using p’ <C p. Finally, we consider all the free variables
of the abstraction type that do not appear in the environment, and substitute them with arbitrary

boxes. The returned type for the A-abstraction is [a — [@](T — p).

This last step, of generalization and instantiation, is perhaps puzzling. After all, rule ABS (in the
declarative specification of Figure 5.2) seems to only force A-abstractions to have box-free types.
Here is an example that shows why generalization and instantiation is needed:

Example 5.3.1 (Impredicative instantiations in A-abstractions). The following derivation holds:
L't (Az.z) ids :|[Va.a — d]|

To construct a derivation for Example 5.3.1 observe that we can instantiate Az .z with a polymorphic

argument type, as follows:

I (z:a)Fz:a

ABS
I'FXz.z:a—a

I'EAzx.z:Va.a—a
I'kXz.z:|[Va.a — da]| = |[Va.a — d]]

GEN

INST

The use of GEN and INST are essential to make the term applicable to ids : [Va.a — a]. The gener-
alization and instantiation in SDABS ensure that GEN and INST are performed at each A-abstraction,

much as SDLET ensures that GEN is performed at each let-binding.

Rule SDLET is straightforward; after inferring a type for u which may contain boxes, we check that
the boxes can be removed by <XC to get a p-type, which can subsequently be generalized and pushed

into the environment.

Finally rule SDANN infers a type p} for the expression e, and generalizes over its free variables
that do not appear in the environment. It subsequently checks that the generalized type is more

polymorphic than the annotation type. As the final step, the annotation type is instantiated.

We can now establish the soundness of the syntax-directed system with respect to the declarative
one (of Figure 5.6):
Theorem 5.3.2 (Soundness of F%). IfTH% e: p/ then Tk e: p'.
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Proof. Straightforward induction. O

To prove the converse we need some additional machinery. First, recall the predicative restriction
of the relation, I—DM, from Chapter 2, where p-types may contain nested polymorphism. We write

oM 'y < T if for every (z:01) € I'1, there exists a o9 such that (z:09) € I'y, and oM o9 < 07.

We have the following lemmas about the System F and the Damas-Milner instance relations.
Lemma 5.3.3 (Transitivity of M and }—F). If M 1 < o9 and FPM oy < o5 then FPM o) < 03. If
|—F g1 S ()] and "F g2 S g3 then |—F g1 S g3.

Proof. Easy inductions. O

Lemma 5.3.4 (H substitution stability). If ¥ oy < oo then H |poy| < |pos].
Proof. Easy induction. O

Moreover, C is transitive.

The next lemma is particularly useful for establishing type inference completeness, and in essence is
a commutation property between substitution and generalization.
Lemma 5.3.5 (Gen-subs commutation for F°™). Assume that ¢ is boa-free. Let a = ftv(p) — ftv(T)

and b = ftv(pp) — ftv(¢l). It follows that M e(Va.p) < Vb.pp.

Proof. Easy unfolding of the definitions. O

Lemma 5.3.6. If "™ o) < oy then ftv(oy) C fiv(oa).

Proof. Easy check. O
Lemma 5.3.7. IfH o1 < 0y then ftv(o1) C ftv(os).

Proof. Easy check. O

Finally, we show a sequence of substitution properties.

Lemma 5.3.8 (™ substitution stability). If F"™ ¢/ < p/ then ™ w0’ < pp'.
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Proof. Assume ¢’ = Va.p| such that a#ftv(¢). Then we know that p' = [a — [@]p} and hence

op' = pla—T[ap) = [a— |lpc]|ep) as required. O

Lemma 5.3.9 (C substitution stability). If o} C o} then o] C @ob.

Proof. Easy induction. O

Corollary 5.3.10 (<L substitution stability). If o] <C o} then poi <C @o).

Proof. Follows by Lemma 5.3.4 and Lemma 5.3.9. O

Lemma 5.3.11 (Bijection substitution). IfT B ¢ : o/ and ¢ is a variable bijection then oI' K9 e :

wp’ and the new derivation has the same height.

Proof. Easy induction. O

Theorem 5.3.12 (Substitution). IfT'F? ¢ : o' and dom(p)#fto(T) then T F9 e : op!.

Proof. By induction on the height of the derivation of T’ SR p'. We have the following cases to

consider:

inst

e Case SDVAR. We have that T' B¢ z : o/ given that (z:0) € T and F™" ¢ < /. By inverting H
we know that o = Va.p and p' = [a — [@|p. But ftv(Va.p)#dom(p) and assuming without
loss of generality that a#ftv(¢) we only need show that: T’ Pl pla — [a|p But then:

pla—Tap = [a—|lpa]]ep = [a—|lea]]lp

inst

To finish the case by rule SDVAR we only need show that = Va.p < [mp, which is
true.

e Case sDABS. In this case we have that: I B Az.e : [a— [@](r — p), given that T, (z:7) K
e:p,p 2XC p,and @ = ftv(r — p) — ftv(T'). Let us assume using Lemma 5.3.11 that
a#ftv(¢). Then we need to show that I' B¢ Az.e : p[a—@(r — p). But pla — @)(r —
p) = [map(T — p). But notice that ftv(r — p) = a U (ftu(r — p) N ftv(T)). Hence
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o(t — p) = 7 — p. Hence we only need to show that T F9 Az . e : [m (t — p), which
follows by applying directly rule SDABS.

e Case SDAPP. We have in this case that: T F9 ¢; es : ph, given that T e s g, pf =T o] —
o, T F ey i ph, @ = fto(py) — fto(T), F |Va.p4| < |o], and finally F™* ¢} < pl,. By induction
hypothesis we have that: T' B ¢ : ¢p/, and we can observe that pp <C— woy — pob.
Moreover, let us assume that a#ftv(¢) by appealing to Lemma 5.3.11. Hence ¢(|Va.p4|) =
|V@.ph4]. Then, we know that: H |Va.ps| < |o}] and hence: F |p(Va.ph)]) < [@(c})] by
appealing to the H substitution property. The case is finished with rule SDAPP if we show that
H't pol < pl, which holds by Lemma 5.3.8.

e Case SDLET. In this case we have that I' B¢ let z = u in e : py given that T By 0,
o' <C p, @ = ftu(p) — fiv(T). and T, (z:v¥a.p) B e : p}. But we know that I ¢ u : p/. We can
apply the induction hypothesis then to get I', (z:Va.p) B e pp}, since ftv(Va.p) C fto(T),
and hence also dom(p)#ftv(¥a.p), and the case is finished.

e Case SDANN. In this case we have that I' B (e::0) : o/ given that I' ¢ e : p|, @ =
fto(p}) — ftu(T), and H |Va.p,] < o. Let us assume by appealing to Lemma 5.3.11 that
a#ftv(e). Then we know that ¢|Va.p|| = |Va.p}]. By stability of System F instance under
substitution it is |[Va.p)| < ¢o, and applying Lemma 5.3.8 and rule SDANN finishes the

case.

O
The following is an inversion property for C.
Lemma 5.3.13 (Arrow unification). If ¢/ C o] — o) then
o o' =[01 — 03] with[01) C o and [02] C 05, or
o o' =0 — ol with o] C o] and o} C o).
Proof. Easy induction on C. O

The next two lemmas establish transitivity of <C.

Lemma 5.3.14 (C transitivity). If o] C o4 and o C o then o} C d%.
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Proof. Easy induction on the sums of the heights of the two derivations. O

Lemma 5.3.15 (Transitivity of <C). If o} <C o4 and o} <C o} then of <C o}.
Proof. Assume that o <C ¢, and o}, <C o}. We consider cases on .

e Assume that ¢, =[g]. By inversion on C, since o} <C [g], it must be that ¢} =< [a], and hence

we have two cases by inversion on =:

— Case ¢} = [a] (using rule BR). Then, we know by assumption that [g] = o4 <C o}, and
therefore the case is finished.

— Case 0] = and [@] = (using rule BI). Moreover we know by assumptions
that ([a— 0,]p| <XC of. We consider cases on whether p = a € @ or not. If p = a
then assume that o, = Vg.pb in which case we know that < C og. But
in that case, also 0] = |Va.p| = [Va.a] =< C o4. Consequently, of =C o}

as required. If on the other hand p # a, this means that C o%. Hence,

o) =[Va.p| 2 |[a= o4)p|C o, that is o] <C 0.

e Assume that o} # [@] for any o. It follows by inversion on < that ¢}, C o%. Therefore we have

o} XC 0} C o4, and by transitivity of C we get o] <C o%.

With all the auxiliary lemmas in place, we can now state and prove the completeness of the syntax-
directed specification with respect to the declarative one.
Theorem 5.3.16 (Completeness of syntax-directed system). Assume that T'y - e : Va.p'. Then,

for all Ty with M, < Ty and for all & there exists a p}y with 'y Fd e po and ph 2C [a—[dlp’.
Proof. By induction on the derivation of T'y e : Va.p’. We consider the following cases:

e Case VAR. We have in this case that (z:01) € Ty and I’y F 2 : 7. Then (z:02) € T'y and
moreover F 03 < 0. Assume that oy = Va.pand oy = Vb.[ar 7)p given that b#ftv(Va.p).
Then, let us pick 7. We need to find 7, such that [a —[04]lp =C [b+— [@|[a— 7]p. For
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this we can simply pick each o, to be the type |[b — [@]]7], and it is actually pC
[b — [@|[a > 7]p. With reflexivity of <, we get p =L [b — [@|[a~ 7]p as required.
e Case ABs. We have that T'y F Az.e : 7 — p given that T'y,(z:7) F e : p. By induction
hypothesis we get I'a, (z:7) ke po with p{; <C p. Then, consider all @ € ftv(r, p) — ftv(T'2).
Consider the substitution: [e¢ — [a]] and [a — [@](T — p) <XC 7 — p, as required if we apply

rule SDABS to get Ty B4 Az e : [a = @] (1 — p).

e Case INST. We have in this case that T'y - e : [a — 7/]p’ given that T'y F e : Va.p'. By induction

sd

hypothesis we have that for all vectors &, we have T's F° e : pj with p{j <C [a — [@]p’. We

need to show that pf, <C [a — 7']p’. By picking & = |7/, we know that:

po ZE [a=|[7]lf E[a—7]p

and by transitivity of C, we get pj <C [a — T']p as required.

e Case GEN. We have that I'; F e : Va.p' given that I'y F e : p/ and a#I';. By induction
hypothesis Ty K9 ¢ : po with pj <C p'. We need to find a pfj such that pj <C [a+— [@]|p’.
Because F°M I'y < T it is easy to prove that also @#I';. Then, by Theorem 5.3.12, it is
Ty B e [a—@p). Let pl = [a— @p). Because ply <C p/, by substitution stability for <C
we can get [a — [@]|py <C [a — [@p’ as required.

e Case sUBS. We have that T’y F e : p” given that T'y - e : p/ and p’ <C p”. By induction
hypothesis we get Ty B9 e : py with pf <C p’ and by transitivity of <C (Lemma 5.3.15) we
get pi <C p” as required.

e Case LET. In this case we have that: T'; - let © = w in e : p/, given that I'; - u : Va.p and
Ty, (z:Va.p) b e : p'. By induction hypothesis we get that for all vectors o there exists a pj,
with: Ty B u : p}y and p, <C [a — [@]p. Pick in particular the p}, with p), <C [a@ — [@]p. Then,
it is easy to see that [a — [@]p C p and hence p}, <C p by transitivity of C. Since PMT, <1y
it is the case that ftv(T'y) C ftv(T'1) (by Lemma 5.3.6), and hence for b = ftv(p) — ftv(T's) we
get that F°M Vb.p < Va.p. By induction hypothesis then we get that T, (z:¥b.p) Pl e P4
such that pj <C p’. Applying rule SDLET finishes the case.

e Case ANN. We have that Ty b (e::0) : o, given that 'y ¢ : o} and H || < 0. Assume that
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o} =Va.p}. Then, by induction we get that for all & there exists a pf, with I'y Fd e pi and
py SC [a—[@]p). Pick in particular the p{ that makes true that pj <C [a — [@]p}. Then
let b = ftu(p) — fiu(Ty). If H |Va.p,] < o then it must also be H |[Vb.p)] < o, by using
transitivity of H since, H |Vb.ph] < |Va.p}]. The case concludes by appealing to rule SDANN
in the same way as in the case of rule VAR.

e Case APP. We have that I'; - e ey : 0} given that Ty F e : 0] — 04, I'1 F ez : 0}, and
H |o4] < |o}]. By induction hypothesis we have that T'y B¢ ¢; : p| with p} <C ¢ — 0. Let
Py be the particular type such that p} < pf C o] — o4. Then, by Lemma 5.3.13 we have two

cases:

— p{ =[01 = 02 with [67] C 0] and [3] C 03, or

— pf =0 — ol with of C ¢} and o} C d.

Let 01, be either ¢ or [@1]. In any case it is the case that |07, | = [0]]. And let o5, be either
o or [03]. Moreover, let us assume that o = Vb.p4. By induction hypothesis there exists a
p4 such that I'y Fd ey P4 and pff <C [b — [b]]ps. Moreover let @ = ftv(py) — ftv(T'z). It must
be the case that: H |Va.pl| < |Vb.p4) and we know that H |04 < |0} ]. By transitivity of
H then it is F |Va.pY] < |o}] = |o},]. To conclude the case using rule SDAPP we have the
following. Assume that o}, = V¢.p,. Pick any vector . We need to find an instantiation of
Oha,y Phy With phy <L [c — [@]|ph. We take cases according to the form of o},:

— Case 03, = [02]. Then it is the case that C Ve. ph, which means that ¢ = §) and o9 is a
p-type, by inversion on the C relation. In which case we have the required result because
o4y cannot be further instantiated.

— Case oy = ol C V¢.phy = o}. By inversion again we either get that of = Ve¢.ph, or
that of =Ve.p) with p§ C p) and by the substitution lemma for C we get [¢ — [a]]py T

¢ — [@lp}, i.e. by reflexivity of <, [¢— @]p4 <C [¢ — @]ph and F™" b, < [c— @)oY,

as required.

We have the more general completeness corollary below.
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Corollary 5.3.17. IfT'+e: p' thenT e Py with py <C p.
Proof. The result follows by Theorem 5.3.16, observing that FPM s reflexive. O

To see an example of this, consider the environment I' = {head:Va.[a] — a,ids:[Vb.b — b]}. Now,

one can see that T' - (head ids) : [Vc.c — ¢] — [Vc.c — c|but in the syntax-directed system we only

get T psd (head ids) : [Va.a — al, and it is the case that [Va.a — a] XC[Vc.c — ¢ —[Ve.c — cl.

We also state one further corollary, which is a key ingredient to showing the implementability of the
syntax-directed system by a low-level algorithm (to be described in Chapter 6).
Corollary 5.3.18 (F*™-saturation of typing). If I'y B e : p| and F°M Ty < Ty then Ty B e : pl,

with py 2T pf.
Proof. The corollary follows by appealing to Theorem 5.3.2 and Theorem 5.3.16. O

Corollary 5.3.18 means that if we change the types of expressions in the environments to be the most
general according to the predicative I—DM, typeability is not affected. This property is important for
type inference completeness for the following reason: All types that are pushed in the environment
are box-free and hence can only be related to the most general one along the FPM relation—their
polymorphic parts are determined by annotations. In fact the algorithm will choose the most general
of them according to M, Therefore, if an expression is typeable in the declarative type system with
bindings in the environments that do not have their most general types, the above corollary shows
that the expression will also be typeable if these bindings are assigned their most general types, that

is, the types that the algorithm infers for them.

5.4 Summary

We have presented the declarative specification of FPH, a type system that supports impredicative
polymorphism and is based on System F types. It is reminiscent of Damas-Milner as it allows
instantiation and generalization anywhere in a typing derivation. It is expressive and economic in

annotations as programmers need only annotate let-bindings or A-abstractions with rich types. In
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fact only those let-bindings with rich types that result from some impredicative instantiation (i.e.
contain boxes) need be annotated. We additionally gave a syntax-directed specification for FPH and

the next step is to give an algorithm that implements that specification.
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Chapter 6

FPH algorithmic implementation

The syntax-directed specification of FPH in Figure 5.7 can be implemented by a low-level constraint-
based algorithm, which resembles the algorithm of ML" [26]. To ease the transition into the detailed
low-level description of the algorithm, we present below a high-level description of the basic ideas
behind the implementation and we elaborate in the rest of the chapter. The metatheory of the

implementation can be found in Appendix A.

Like Hindley-Damas-Milner type inference [5, 35], the FPH algorithm creates fresh unification vari-
ables to instantiate polymorphic types and to use as the argument types of abstractions. In Hindley-
Damas-Milner type inference these variables are unified with other types. Hence, a Hindley-Damas-
Milner type inference engine maintains a set of equality constraints that map each unification variable

to some type, updating the constraints as type inference proceeds.

Our algorithm uses a similar structure to Hindley-Damas-Milner type inference, but maintains both
equality and instance constraints during type inference, so we use the term constrained variable
instead of unification variable. A constrained variable in the algorithm corresponds to a box in the
high-level specification. To distinguish between constrained variables and (rigid) quantified variables,

we use greek letters «, 3, for the former. Therefore, the algorithm uses types with the following
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syntax:

T = a|T—7T|
p = Tlo—o
o == VYa.p

We call such types algorithmic. An algorithmic type with no constrained variables can be viewed
as an ordinary System F (box-free) type, and we omit explicit coercions when we need to do such a

conversion.

The need for instance constraints can be motivated by the (algorithmic) typing of choose id,
where choose has type Va.a — a — a and id has type Vb.0b — b. First, since choose has type
Ya.a — a — a, we may instantiate the quantified variable a with a fresh constrained variable «.
However, when we meet the argument id, it becomes unclear whether « should be equal to § —
(that would arise from instantiating the type of id), or ¥b.b — b (if we do not instantiate id). In
the high-level specification we can clairvoyantly make a (potentially boxed) choice that suits us. The
algorithm does not have the luxury of clairvoyance, so rather than making a choice, it must instead
simply record an instance constraint. In this case, the instance constraint specifies that a can be
any instance of Vb.b — b. To express this, at first approximation, we need constraints of the form

a>o.

However, we need to go slightly beyond this constraint form. Consider the program £ (choose id)
where f has type Vc.c — c¢. After we instantiate the quantified variable ¢ with a fresh variable +,

we must constrain v by the type of choose id, thus

~ > (principal type of choose id)

But, the principal type of choose id must be a type that is quantified and constrained at the same
time: [ > Vb.b — b]=a — «a. Following MLF [26], this scheme captures the set of all types for
choose id, such as Vd.(d — d) — (d — d) or (Vb.b — b) — (Vb.b — b). We hence extend the
bounds of constrained variables to include v > ¢, where ¢ is a scheme. Schemes ¢ are of the form
[e1,...,¢n] = p, where each constraint ¢; is of the form (a > <), or (& = o), or (o L). To be

technically precise, the syntax of constraints involves also special flags on variables, but as a first
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approximation we may ignore this detail. The constraint (o L) means that « is unconstrained.
Ordinary System F types can be viewed as schemes whose quantified variables are unconstrained,
and hence the type Vb.b — b can be written as [ 1]=8 — . The meaning of the constraint v > ¢
is that v belongs in the set of System F types that < represents, which we write [¢]. For example, if

¢=[a> ([ L]=B — B)]=(a — a), then we have:

(Vb.b - b) = (Vb.b—b) € [q]
Ve.(c—c¢)—c—c € [<]

Ve (le] = [d) =[] =[] € [d]

The algorithmic implementation of FPH manipulates such sets of System F types that may be

assigned to expressions, by syntactically describing them as schemes.

We now proceed to the detailed description of the low-level algorithmic implementation of the
syntax-directed type system of Figure 5.7. We give the precise syntax and semantics of constraints,
and explain how the algorithm manipulates them, and conclude with formal statements of the most
important properties that connect the implementation to the type system. Proofs can be found in

Appendix A.

6.1 Types and constraints, formally

The formal language of types and constraints that are used in the implementation is given in Fig-
ure 6.1. Monomorphic types 7 include “rigid” variables written with lowercase latin characters (such
as quantified variables), and constrained (unification) variables written with lowercase greek char-
acters. As outlined above, constrained variables represent the boxes of the high-level type system.
A box that is filled in with some type, algorithmically corresponds to a constrained variable and
a substitution that satisfies the constraint that is attached to the variable—and which maps the

variable to the contents of the box.

Constraints C' are finite maps of the form «,, bnd. Every variable « is mapped to a flag u and a

bound bnd. The domain of a constraint C, written dom(C'), is the set {a | (o, bnd) € C}. Bounds
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Algorithmic types o u= Va.p

o = 7lo—o0o

T = al|la|lT—T
Constraints C,D,E == o bnd
Flags 1 n= om|x
Schemes S = [C]=p
Bounds bnd = (Z9l(=0)|L
Flagsets A n= ay

Figure 6.1: Algorithmic types, schemes, and constraints

bnd specify either flexible constraints, rigid constraints, or the fact that a constrained variable is yet

completely unconstrained.

The new bit compared to our introductory description at the beginning of this chater is the presence
of the flags u. These flags are used to ensure that the variables that enter the environments are never
unified with types that contain quantifiers, and that these variables remain hence monomorphic.
This is important to ensure that abstraction argument types are kept monomorphic, as the high-
level specification requires. Those constrained variables that must be kept monomorphic are flagged

with m, whereas variables with no restrictions are flagged with x.

Flagsets A are a notational convenience and can be viewed as special constraints that only give
information about the flags of the variables in their domain. For a constraint C', we write A¢ for
the flagset of the domain of C. We write A(3) = u whenever g, € A, and dom(A) for the domain
of A. We write A;As for the disjoint union of the two flagsets with respect the variables in their
domains. Finally, and overloading notation, we write fev(-) (for free constrained variables) for the
set of constrained variables of the argument. We write fcv(C) for the set of all constrained variables

appearing anywhere in C. We come back to the precise definition of fcv(bnd) in the next section.
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6.2 Bounds and the meaning of constraints

We next turn to the description of the semantics of constraints and schemes. We first need, however,
some technical definitions. Because schemes [D]=p bind the constrained variables in the domain
of D inside the body p we can assume without loss of generality that D can be concatenated with
any external constraint C, to form the constraint C'eD. This notation ensures freshness of the
constrained variables in the domain of D.

Definition 6.2.1 (Constraint disjoint concatenation). For two constraints C' and D, we write CeD

to denote their union whenever dom(D)#fcv(C).

We now define the set of reachable constrained variables of types and schemes through a constraint,

with the (overloaded) function C(-), below:

Cla)|a ¢ dom(C) = {a}

C@) (e, yeC = {a}

C(a) | (ap=0)€C = {a}ul(o)
Cla)|(ap>9)eC = {a}ul(s)

C(a) =0

C(o1 — 02) = C(o1) U C(02)

C(va.p) = Clp)

C([D]=p) = CeD(p,dom(D)) — dom(D)

In the case for schemes, C([D]=p), we gather all variables reachable from p and the domain of
D through CeD except those quantified by the scheme (dom(D)). However, an invariant of our
algorithm will be that there exist no useless quantified variables in dom(D) in any scheme of the

form [D]=-p —hence in reality it will suffice to only consider @(p) — dom(D).

Finally, the function 6’() exists since any constraint involves a finite set of constrained variables,
and we can compute it by an iteration process that adds new variables from the constraint C at
each step. Although formally this corresponds to a guaranteed-to-exist fixpoint, we will simply be
using the above set of equalities as the actual definition of 6’(0). We can now define fcv(-) using the
reachable variables through the empty constraint. In particular fev(s) = @(g) With this definition in

place, the overloaded notation fcv(bnd) can be defined: fev(L) = @), and moreover fcv(> ) = fev(s)
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AFC

(a) dom(C)#dom(A)

(b) for all (o bnd) € C,x ¢ C(bnd) and fev(bnd) C dom(C) U dom(A)

(c) for all (aum bnd) € C,for all B € fev(bnd), AA.(B) = m and (bnd = L or bnd = (= 1))
(d) for all (o, > )€ C,AAc g and p=x*

AFC

CWF

AFo AkFg

(a) AE D  fev([D]=p) C dom(A)
(b) for all v € dom(D),Ap(v) = *
fev(o) C dom(A) (¢)if p=ry then (v« L) € D or A(y) =m

AkFo A+ [D]=p

Figure 6.2: Well formed constraints, types, and schemes

and fev(= o) = fev(o).

6.2.1 Semantics of constraints

We turn now to the meaning of constraints and bounds. Before presenting the actual definition,
we give conditions on the constraints that will help get insights about their meaning. Figure 6.2
presents conditions on constraints, types, and schemes, with the notations A+ C, AF o, and AF ¢

respectively. These conditions are preserved during type inference.

The judgement A F C ensures that the constraint C is well-formed in a given flagset A. In rule CWF,
condition (a) ensures that the domain of C' consists of fresh variables with respect to A. Condition
(b) ensures that there exist no cycles in C. No variable should be reachable by itself through the
constraint. The reason is that, if there exists a variable that is reachable from itself through the
constraint, then there can be no substitution of that variable to a System F type that satisfies the
constraint, unless all types appearing in the cycle are single constrained variables. As we shall see,
such “benign” cycles can always be eliminated and hence our algorithm produces constraints with
no cycles at all. Condition (b) also ensures that all constrained variables in the bounds of C belong
either in the domain of C' or in the external dom(A). Condition (c) ensures that if a variable is

flagged as monomorphic with m then it must be either unrestricted (bound to L) or mapped rigidly
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to some type 7 whose constrained variables must be themselves flagged as m either in A or Ag.
Condition (d) ensures that all flags of flexibly bound variables are x. It makes no sense for a variable
that must be monomorphic to be flexibly bound, since a monomorphic variable can only be equal
to a monomorphic type that belongs in the interpretation of the scheme. Finally, condition (d) also
asserts that in all bounds of the form «, > ¢, the constraint ¢ must itself be well-formed in the

extended flagset AA¢.

The judgement A F o simply ensures that all constrained variables appear in the flagset A. The
judgement A F ¢ ensures that the scheme ¢ is well-formed in the flagset A. Let us examine in detail
the conditions of rule Wrs, which asserts that A F [D]=-p. Condition (a) ensures that the constraint
D of the scheme is well-formed in A, and that all the free constrained variables of [D]=-p belong in
the domain of A. Condition (b) states that all constrained variables in dom(D) cannot be flagged
as m. The reason is the following: If such a variable were flagged with m then it must have been the
case that some variable from the environment has been mapped to it—in order to force its flagging.
It follows that such a variable could not have been quantified in the scheme anyway, because schemes
are constructed as results of generalization. Condition (c) ensures that the scheme [D]=p is normal.
That is, if the body is a single variable, then it must either be bound to L in dom(D) or it must be
monomorphically flagged in A. During inference, a normalization procedure ensures that schemes
are normal, and our unification algorithm preserves normal schemes. We return to this condition in

Section 6.3.

We are particularly interested in constraints that are well-formed with no assumptions, i.e. con-
straints C' where = C'. Our type inference algorithm produces and manipulates such constraints.
Well-formed constraints correspond to sets of substitutions from constrained variables to constrained-
variable-free types, generalizing the interpretation of schemes as sets of constrained-variable-free
(System F) types. The idea exists in the MLF line of work, and we take it a step further, to
formalize type inference using this interpretation of constraints, instead of employing a syntactic
instance relation that syntactically encodes the set semantics. In order to present the interpretation
of constraints and schemes we need to introduce the quantifier rank of a constraint.

Definition 6.2.2 (Constraint quantifier rank). The quantifier rank of a constraint C, written ¢(C),
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is defined as:
¢(C) = dom(C)|+ > q(D)
(ap>[D]=p)eC
Intuitively the metric ¢(C) sums up the number of all constrained variables in C, including the
constrained variables of all schemes appearing in C.
Definition 6.2.3 (Well-formed constraint interpretation). A substitution  from constrained vari-

ables to constrained-variable-free (System F) types satisfies C, written 6 = C, iff:

1. for all (ay, bnd) € C, it is the case that fa is quantifier-free,
2. for all (o), = o) € C, it is the case that o = 0o, and

3. for all (a, > <) € C, it is the case that fo € [6<],

where:

[[D]=p] = {¥b.0pp | b#ftv([D]=p) and 6p = D}

Of course we will be interested mainly in the interpretation of well-formed constraints, but the

definition is valid for arbitrary constraints, so long as 6 maps all constrained variables to System F

types.

Condition (1) ensures that all monomorphic variables are indeed mapped to monomorphic types.
Condition (2) ensures that equalities are respected. Condition (3) realizes our set interpretation of
schemes. We observe that the domain of # must be a superset of the domain of C' and hence in clause
(3), Os contains no free constrained variables. The interpretation [[D]=p] is nothing more than a
generalization of System F instance. It requires the existence of a substitution 8p that satisfies D,
and we can generalize over type variables (b) that p introduced (condition b#ftv([D]=>p)). The
free type variables of a scheme are all the rigid variables appearing free anywhere in the scheme.
Intuitively, if a variable b belongs in the set ftv([D]=p) then it must belong in any type contained
in the interpretation of the scheme, and hence it cannot be quantified. We ensure this condition by
requiring b#ftv([D]=p), which is really only a generalization of the corresponding condition in the
Damas-Milner instance. Notice that, because of the well-formedness condition (c¢) in rule WFs, 6pp

may add no top-level quantifiers on p. Finally, the mutual definition of satisfying substitutions and
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infer : Constraint x Env x Term — Constraint X Type
IVAR infer(C,T, x) = if (z:0) € T then inst(C, o) else fail
IAPP infer(C, T, e e2) Ei1, p1 = infer(C, T, e1)
E>,01 — 02 = instFun(E1, T, p1)
Es, p3s = infer(Ez, T, e2)
E4, s3 = generalize(Es, T, p3)
Es = subsCheck(Eus,s3,01)
inst(Es, 0’2)
ILET infer(C,I',letz =wuine) = Ei,p1 = infer(C,T,u)
Es, p2 = instMono(E1,T, p1)
ps = zonkType(Ea, p2)
a= E;(pg) — E(F) a fresh
infer(E2 — Fag, T, (z:Va.[a— a|ps), €)
IANN infer(C,T, (e::0)) = Ei,p=infer(C,Te)
Es, ¢ = generalize(F1, T, p)
E3 = subsCheck(E2,s,0)
inst(Es, o)
1ABS infer(C,T', Az .e) = Ei,p=infer(Ce(Bm L), (T, (z:8)),¢€)
Eg,pl = instMono(Ex, (T, (z:8)), p)

QQ

Es(8 — p1) — B2(T)
El. = {(a. bnd) | (ozu bnd) € Exa}
(( E2o<) 2a7 (ﬁ e pl))

return

Figure 6.3: Main inference algorithm

scheme interpretations is well-formed by using as metric the quantifier rank ¢(C) for 6 = C, and

¢(D) for the interpretation of [D]=p.

As an example, let us see how we can derive that
Vb.(b—b) = (b—0b) € [lax > ([Bx L]=0 — B)]=(a — a)]

Consider the substitution 0, = [a — (b — b)]. Since (b — b) — (b — b) = 0, (e — «) it suffices to
show that 0, = (ax > [Bx L]=8 — B). This will be the case if 0,a € [[B« L]=F — (], that is, if
b—be[[Bs L]=B — []. This follows by picking 0z = |3+ b].

6.3 Inference implementation

We proceed with explaining the basic ideas behind the reference implementation. This implemen-

tation is described in Figure 6.3, and some auxiliary functions are given in Figures 6.4 and 6.5.
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The top-level inference algorithm is given with the function infer, which follows the syntax-directed

presentation of Figure 5.7, and has signature:

infer : Constraint x Env X Term — Constraint x Type

The function infer accepts a constraint Cj, an environment I', and a term e. A call to infer(Cy, T, e)

either fails with fail or returns an updated constraint Cy and a type p.

The clause IVAR deals with variables. If a variable is bound in the environment, its type is returned
and instantiated using a call to inst(C, o), from Figure 6.4. A call to inst(C, o) merely instantiates

the top-level quantified variables of o, replacing them with fresh unrestricted and x-flagged variables.

inst

This function effectively implements the " judgement of the syntax-directed presentation.

The most interesting case, which demonstrates the power of schemes, is the clause corresponding to

applications (IAPP). In a call to infer(C,T', e; e2) we perform the following steps:

e We first infer a type p; for e; and an updated constraint Fj, by calling infer(C, T, e1).

e However, type p; may itself be a constrained type variable, that is, it may correspond to a
single box in the syntax-directed specification. The function instFun(E;,T, p1) in Figure 6.4
implements the relation <C ™. Intuitively, if p; is a variable « that is not monomorphic in
En, that is if (o = Va.p) € E; or (a, > [D]=p) € Ei, it is replaced by an instantiation
of its bound (that is, with [a @]p for fresh @, or p respectively). This is achieved with a
function called normalize (called from generalize, again described in Figure 6.4), that accepts
a constraint and a type and inlines/instantiates all constraint bounds if the type is a single

variable. For example

normalize((cae =Vb.b — b),a) = [Bx L]=>08—0
normalize((ax > [B L]=0),) = [Bx L]=p
normalize((a, = 0), a0 — @) = | =0=ma—a

With this step we have effectively performed an instantiation along <. To push boxes down

along T~ we consider two cases: if the inlined and instantiated type was a function type we

95



simply return it, otherwise we attempt to unify the inlined type with some function type 8 —
consisting of fresh unification variables § and . We return the resulting type as 01 — os.

e Next, we infer a type p3 and an updated constraint E5 for the argument ey, with E3, p3 =
infer(Fa, T, e3).

e At this point we need to compare the function argument type o; to the type that we have
inferred for the argument. However, we do not know the precise type of the argument at this
point and hence we call generalize(Fs,T, p3) to get back a new constraint E4 and a scheme
¢3. The scheme ¢3 expresses the set of all possible types of the argument e;. We return to
generalize later in this section.

e Now that we have a scheme ¢3 expressing all possible types of the argument e;, we must check
that the required type o7 belongs in the set that ¢3 expresses. This is achieved with the call
to subsCheck(Ey,<3,01), which simply returns an updated constraint Es. We describe the
function subsCheck in Section 6.3.1.

e Finally, type o2 may be equal to some type Va. pa, which we instantiate to [a a]ps for fresh

@. This is achieved with the call to inst(Es, 02).

We now turn to generalize in Figure 6.4, with the following signature:
generalize : Constraint X Env x Type — Constraint X Scheme

The generalize function accepts a constraint, an environment, and a type p, which is typically the
result of a prior call to infer. It returns a scheme which is well-formed and expresses the set of all
possible System F types that can be generalized from p. The first step in the definition of generalize
is to locate which variables can be generalized. These are the 3 which are the reachable variables
of p through C, except for those that are reachable from the environment I' through C. Notice
that if the reachable variables of I' through the constraint C' were monomorphic this implies that
there are no monomorphic variables in 3. Hence we could at this point return [CE]:>p (CE is the
restriction of C' to 3) and condition (b) of rule CWF would not be violated. However condition (c)

could be violated, and hence we must normalize p in order to inline any polymorphism of p, if p is a

plain variable. After the call to normalize, the returned scheme ¢ is a normal scheme that satisfies
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inst : Constraint X Type — Constraint x Type

INST inst(C,Va.p) = return (Ce(a, L), [a— a]p)
normalize : Constraint X Type — Scheme
N1 normalize(C, ) | (o > [D]=p) € C = return ([CeD — a]=p)
N2 normalize(C,a) | (ax =0) € C = normalize(C — a,0)
N3 normalize(C,Va.p) = return ([Ce(a. L)]=[a— a]p)
N4 normalize(C, p) = return ([C]=p)
GEN  generalize(C, T, p) = B= /C\'(p) — é(r)

[E]=p1 = normalize(Cg, p)
return (C — G, [E]=p1)

instFun : Constraint x Env X Type — Constraint x Type
IFl  instFun(C,T, a) = Ei, ([Egl=py) = generalize(C, T, @)
Ez = eqCheck(EroEye(8. 1)o(v L), py, 5 — 7)
return (Ez, 8 — )

IF2  instFun(C,T, 01 — o32) = return (C,01 — 02)
IF3  instFun(C,T, ) = fail

instMono . Constraint X Env x Type — Constraint x Type
M1 instMono(C, T, «) = E1, ([Ej]=pg) = generalize(C, T, o)

Ey = mkMono(E1eEg, True, pg)
return (Ez, pg)
M2 instMono(C,T, p) = E = mkMono(C, False, p) ; return (E, p)

Figure 6.4: Auxiliary functions

condition (c). Finally, in the returned constraint we can safely discard all the bounds of 3.

To type let-bindings, clause ILET is applicable. In this case, we infer a type p; and an updated
constraint F; for the expression to be bound. Subsequently, we must implement <C, so that the
result type is box-free. As in the case for applications (where we had to implement <C7), we
call the function instMono in Figure 6.4. This function, after inlining all bounds if the type is
a single variable, proceeds with calling the monomorphization function mkMono, in Figure 6.5.
Monomorphization ensures that all constrained variables of a type are mapped to quantifier types
and are flagged (recursively) as m. The result is an updated constraint Fs and a type po. However, po
now only contains constrained variables that are mapped to quantifier-free types. With the function
zonkType (Figure 6.5) we create a type all of whose constrained variables (which must necessarily be
m-flagged), are bound to L. Just as in Hindley-Damas-Milner type inference, we may now generalize

over those that do not appear in the environment by replacing them with fresh rigid variables @.
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M1 mkMono(f, C,Va.p)

M2  mkMono(f, C,o1 — 02)

M3 mkMono(f, C, a)

M4 mkMono( a) | (am bnd) € C

M5 mkMono(f, C,a) | (au > [D]=p) € C)

M6 mkMono(

e e e e e
Q QO aaa Qa

M7 mkMono(

z1  zonkType(C,a) | (o =0) € C
z2  zonkType(C,a) | (e, L) € C
73 zonkType(C, a)

z4  zonkType(C
75  zonkType(C

Bool x Constraint x Type — Constraint

if (f A @ # 0) then fail else mkMono(f, C, p)
E = mkMono(f, C,01)

mkMono(f, E, 02)

C

C

E = mkMono(True, CeD, p)
return (E «— (am = p))

E = mkMono(True, C, o)
return (E «— (am = 0))
return (C «— (am 1))

zonkType(o)

«

a

zonkType(C,01) — zonkType(C,o2)
Va. zonkType(C, p)

Figure 6.5: Monomorphization and zonking

To infer a type for an annotated expression, clause IANN is applicable. In much the same way as for

applications, a scheme is inferred for the expression and it is subsequently checked with subsCheck

that the annotation belongs in the set that the scheme expresses.

Finally, A-abstractions are typed (clause IABS) by creating a fresh m-flagged variable for the argument
type, inferring a type for the body, forcing it to be monomorphic via instMono, and lifting the m

flags from the variables that can be generalized.

Importance of normal schemes The case for applications illustrates why it is important for

schemes to be normal. Consider the following code fragment:

head :: forall 4. [d] -> d

foo :: (forall b. b -> b) -> Int

h = foo (head ids)

The application is certainly typeable in the specification. First we instantiate the type of head with

[¥b.b — b]] — [Vb.b — b]and the application head ids can be typed with [Vb.b — b]. Subsequently

it is straightforward to check that H Wb.b— b <Vb.b — b as rule SDAPP requires. However, let us
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consider the algorithm operation. The type that will be inferred for head ids will simply be v where
(7« = Vb.b — b) is bound in the constraint. The non-normalized scheme is [y, =Vb.b — b]=~
whereas the normalized one would be [3, L]=5 — . But now notice that according to Defini-
tion 6.2.3 it s not the case that (Vb.b — b) € [[1» =Vb.b — b]=~]. However, with the normal
scheme, [Bx L]=0 — B, it is the case that (Vb.b — b) € [[B« L]=0 — I].

In short, non-normal schemes, when interpreted with Definition 6.2.3, do not capture all of the
desired System F types. Either the interpretation and the implementation of instance checking

should be different, or we should be using normal schemes. We chose to use normal schemes.

6.3.1 Instance checking and unification

The main type inference algorithm relies on the subsCheck function, which checks whether a type
belongs in the interpretation of a scheme. The subsCheck function is mutually defined with several
other functions; these together constitute our unification algorithm. The signatures of these functions

are given below:

eqCheck . Constraint x Type x Type — Constraint
subsCheck . Constraint x Scheme x Type — Constraint
updateRigid : Constraint X Var x Type — Constraint
updateFlexi . Constraint X Var x Scheme — Constraint

join . Constraint x Scheme x Scheme — Constraint x Scheme

The definitions of these functions can be found in Figure 6.6 and Figure 6.7.

With the call to eqCheck(C,o1,02) we check that o1 can be equated to oo and we produce an
updated constraint or fail. Clause E1 checks rigid variables. Clauses E2 and E3 check the case where
we need to equate a constrained variable « to make it equal to a type o. In this case we must
appeal to the function updateRigid, which updates the bound of a constrained variable so that it
is equal to a type. Clause E4 equates two function types, whereas clause E5 equates polymorphic
types, requiring that none of the quantified variables escapes in any constrained variable in the

environment. In all other cases (clause EG) the algorithm fails.
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eqCheck :
,0,a) = C

Constraint X Type x Type — Constraint

El eqCheck(C
E2 eqCheck(C, a,0) = updateRigid(C, «, o)
E3  eqCheck(C, o, ) = updateRigid(C, a, o)
E4 eqCheck(C,o1 — 02,03 — 04) = E = eqCheck(C,01,03)
eqCheck(E, 02,04)
E5  eqCheck(C,Va.p1,Ya.p2) = E = eqCheck(C,[a — b]p1,[a — b]p2)
if b#F then return E else fail
E6  eqCheck(C, _, ) = fail
subsCheck : Constraint x Scheme x Type — Constraint
sl subsCheck(C,s, 3) = updateFlexi(C, f3,5)
s2  subsCheck(C,[D]=p1,¥C.p2) = p3=/[c+> b]p2
E = eqCheck(CeD, p1, p3) and 7 = E(dom(C))
if b# F~ then return Ex else fail
Figure 6.6: Equivalence and instance checking
UR1 wupdateRigid(C, a, a) = return C
UR2  updateRigid(C,a, B) | (Bp =) € C) = updateRigid(C,a,)
UR3  wupdateRigid(C, «, 3) |
((Bu > [DI=) € C) A (7 ¢ dom(D)) = updateRigid(C,a,7)
UR4  updateRigid(C, o, 0) = if a € C(o) then fail else doUpdateR(C, o, o)
DR1 doUpdateR(C,c,0) | ((am L) € C) = E = mkMono(True, C,0)
return (E «— (am = o))
DR2 doUpdateR(C,a,0) | ((ax L) € C) = return (C « (o = 0))
DR3 doUpdateR(C,c,0) | ((oy > 6a) € C) = FE = subsCheck(C,sq,0)
return (E «— (o, = 0))
DR4 doUpdateR(C,a,0) | ((ap = 0a) € C) = eqCheck(C,04,0)
UF1l  updateFlezi(C,a, [D]=7) | v ¢ dom(D) updateRigid(C, o, 7y)
UF2  updateFlexi(C, a,<) = if a € O(c) then fail else doUpdateF(C, <)
DF1  doUpdateF (C,a, [D]=p) | ((am L) € C) = E = mkMono(True, CeD,p)
return (E «— (am = p))
DF2  doUpdateF (C,a,¢) | ((ax L) € C) = return (C « (ax >¢))
DF3  doUpdateF (C,a,5) | ((a# =o0,) € () = subsCheck(C,s,04)
DF4  doUpdateF (C,a,s) | ((ap > <a) € C) = E,¢ =join(C,Sa,5)

join

J1  join(C,[D]l=a, ) | (e L) € D
12 join(C,c1, [D]=a) | (e L) € D
13 join(C, [Di]=p1, [D2]=p2) =

return (E — (au > <))
Constraint x Scheme x Scheme —
Constraint X Scheme

(07 §2)

(Cv C1)

E = eqCheck(CeD 0Dy, p1, p2)
5= (o) — B(dom(C))

return (E’E(do'rrz(c))’ [Eg}:>p1)

Figure 6.7: Unification and instance checking
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Instance checking is given with the call subsCheck(C,s,c) that checks whether o belongs in the
interpretation of the scheme ¢ and produces an updated constraint, or fails. The function is defined
by pattern matching on the type o. If o is a plain variable (s1) we simply update its bound with
a call to updateFlexi. Otherwise (s2), we skolemize any top-level quantified variables the type may
have, instantiate the scheme and check for equality. Finally, we are interested only in the resulting
constraint that is reachable from the original one, E5. The rest represents “dead variables”. In a
real implementation we actually do not have to perform any restriction on the constraint as the
“dead part” is not reachable anyway. However we do have to check that Z#Eg, which corresponds

to an escape check condition.

The call to updateRigid(C, «, ) updates the bound « so that it is equal to o, and either fails or
produces an updated constraint. Notice that we need to be careful for the case where o is itself
a single variable «. In this case 0 may be actually equated through the constraint to o and such
a condition is solvable! Therefore, the function updateRigid first ensures that the type o does not
reach the variable «, except only by a chain of constraints that only involve single variables. Clause
UR1 makes sure we do not update the constraint if we are equating a variable with itself. Clauses
UR2 and UR3 take care of the cases where the type o is a single variable that is mapped to a single
variable through the constraint, in which case we have to recursively call updateRigid. Finally, once
clause UR4 is called, we are certain that there exist no single-variable chains, and hence we may
perform an occur check that o ¢ C (o). If aw € C(0) we fail, as no substitution can equate a and o.

On the other hand, if the occur check succeeds then we may call the core of the function, doUpdateR.

The call to doUpdateR(C, , o) performs the actual updating of the bound of «, assuming that «
does not belong in the reachable variables of o through C. If « is monomorphic and unbound in C'
(clause DR1) then we monomorphize o, to ensure that all its reachable variables are now flagged as
monomorphic, and update the bound of a. This is written in clause DR1 with F «— (am = 0). If «
is unrestricted and unbound in C (clause DR2) then we may directly update the constraint. If the
variable is flexibly bound in C' (clause DR3) we must ensure that the bound we want to assign to
the variable is actually contained in the set of types allowed by the flexible bound of the variable.
This is achieved with the call to subsCheck. Finally, if the variable is rigidly bound in C' (clause

DR4) we must check that its bound can be equated to the type o. The call to updateFlexi(C, «,<) is
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similar in operation to updateRigid. It updates the bound of « so that the new bound of « allows the
intersection of its old bound and ¢. But we need to be careful again to take care of single-variable
chains. Rule UF1 does exactly this. Notice that because of well-formedness conditions on schemes we
know that whenever we meet a scheme [D]=y where v ¢ dom(D), it must be that + is monomorphic
and hence cannot represent a set of types, but can only be substituted for a monomorphic type.
Hence, rule UF1 directly calls updateRigid. Rule UF2 performs the usual occur check and calls the

core of the function, doUpdateF .

The call to doUpdateF(C, a,<) performs the actual updating of the bound of «, assuming that «
does not belong in the reachable variables of ¢ through C. If o is monomorphic and unbound in C'
(clause DF1) then we instantiate the scheme ¢ and monomorphize it, and update the bound of «.
If o is unrestricted and unbound in C' (clause DF2) then we may directly update the constraint. If
the variable is rigidly bound we check that its rigid bound is contained in the set of types denoted
by ¢ with clause DF3). Finally, if the variable is flexibly bound we compute the join of its bound
and ¢, which should be interpreted as a scheme expressing the intersection of the sets denoted by

the bound and ¢.

Finally, a call to join(C,<1,¢2) is in the core of the algorithmic implementation. If it succeeds, it
returns an updated constraint and a scheme expressing the intersection of (the interpretations of)
61 and ¢o. Because we wish to produce well-formed schemes we first have to check with clauses J1
and J2 the cases where one of the schemes is actually [a, L]=«. Otherwise clause J3 applies: we
instantiate both argument schemes, check their bodies for equivalence, and return this part of the
new constraint that is reachable through the original while we quantify over the rest in the returned

scheme.

6.4 Summary of the algorithmic implementation properties

In this section we outline the most important properties of the algorithm; detailed metatheory can

be found in Appendix A.
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The first observation is that the functions that constitute our instance checking and unification

terminate; and as an easy corollary the overall algorithm terminates.

Proposition (see Theorem A.1.20): Assume that + C; and A¢ k¢ and Ag F o. Then the call

to subsCheck(Ci,s,0) either returns fail or terminates and returns a constraint Cs.

Unsurprisingly, the proof of termination is very similar to the termination proof for the MLF unifi-
cation algorithm. It uses a metric that is a lexicographic triple. The first component is the sum of
the quantifier rank of the argument C; and of the scheme ¢;. Its second component is the sum of
the sizes of ¢ and o, and the third component involves the sizes of the sets of reachable variables of

¢ and o through Cj.
The following proposition states soundness of instance checking and unification.
Proposition (see Section A.2): Assume in all cases that + C; and all the schemes and types

below are well-formed in A¢,. Then:

1. If eqCheck(Cy,01,02) = Cy and 0 |= Cs then 0 = C; and moreover 0o, = fos.
2. If subsCheck(Cy,s,0) = Cy and 0 |= Cs then 0 = C; and moreover o € [0g].
If updateRigid(Cy,a,0) = Cs and 0 = Cy then 0 = C; and moreover fa = fo.

> W

If updateRigid(Cy,a,s) = Cy and 6 |= Cs then 6 = C) and moreover fa € [6<].
5. If join(C,61,52) = Ca,¢ and 6 = Cy then 6 = C) and moreover [0s] C [fs1] N [fs2].

The following proposition states the completeness of unification with respect to the set semantics.
Proposition (see Section A.3): Assume in all cases that + C; and all the schemes and types are

well formed in Ag, and that dom(0) = dom(Cy). Then, the following are true:

1. If 8oy = fo then eqCheck(Cy,01,02) = Cy and there exists a 6, such that 60, | Cs.
2. If 6o € [6s] then subsCheck(Ci,s,0) = Cs and there exists a 6, such that 00, = Cs.

If e = o then updateRigid(Cy, o, 0) = Cy and there exists a 6, such that 60, | Cs.

L

If O € [6s] then updateFlexi(Cy, a,¢) = Cs and there exists a 6, such that 00, = Cs.
5. If o € [fs1] N [0s2] then join(Ch,¢1,52) = Ca,¢ and there exists a 0, such that 80, = Cy and
o € [60,s].
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It is particularly illuminating to observe the unification soundness and completeness for the join
function. Soundness and completeness of unification show that join computes precisely a scheme

that expresses the intersection of the interpretation of the argument schemes.

We now turn our focus to the main inference function. In order to state the soundness and com-
pleteness properties of the algorithm we have to define the notion of a boxy substitution.

Definition 6.4.1 (Boxy substitution). Given a substitution 6 from constrained variables to System
F types (i.e. constrained-variable-free types), we define the boxy substitution of 6 on o, denoted

with 0[o], that substitutes the range of 0 in a boxed and capture-avoiding fashion inside o.

For example, if § = [o — o] then fla — «] = [@ — [@ We may use boxy substitutions to recover
specification types from algorithmic types, provided that all their constrained variables appear in
the domains of the substitutions. Additionally we write C - I" when for all (z:0) € T it is the case
that A¢ F o, and additionally it is the case that a € C/(T) iff Ag(a) = m. Intuitively, the notation
C F T means that all variables of I' are in C' and monomorphically flagged, and the reachable

variables from I' are the only m-flagged variables in C'. We are now ready to state soundness:

Proposition (see Lemma A.4.10): If + C; and C) F T and infer(Cy,T, e) = Cy, p then for all
0 |= Cy it is the case that 0 = Cy and 0T B¢ e : 0]

Notice that we need not apply 6 in a boxy fashion to I', since all the variables of I will be monomor-
phic in Cf, and 6 can only map them to monomorphic types. A corollary is soundness with respect
to the declarative specification:

Corollary 6.4.2. If - Cy and C, F T and infer(Cy,T',e) = Ca, p then for all 6 |= Cs it is the case
that 0 |= C1 and 0T F e : [p].

We are now ready to state the main completeness proposition.

Proposition (see Lemma A.5.7): If - C; and C; F T and 0 |= €, and dom(0) = dom(C}) and
or B4 e p' then infer(Cy, T, e) = Cy, p and there exists a 6, such that 66, = Cy and [p] <C p'.

The proof is an induction on the size of e in the derivation of 6T Fd e p'. The cases for let-bound
expressions and abstractions rely on Lemma 5.3.5 and the Damas-Milner strengthening property

(Corollary 5.3.18), and are similar to the corresponding cases for ordinary Hindley-Damas-Milner
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inference. However the cases for applications and annotations crucially rely on the two propositions

below:
Proposition (see Lemma A.5.2): If < and oy € [¢] and F o1 < 0 then oy € [<].

Proposition (See Lemma A.5.5): Assume that - C; and C; F T and C; F p and 6 = C; and
ftv(p) =0 and E, s = generalize(C1, T, p) and @ = ftv(0p) — ftv(61"). Then |Va.0[p]| € [6<].

Notice that the last proposition can be viewed as a generalization of Lemma 5.3.5 that involves
schemes. The following corollary is then true, by observing that <C is transitive:

Corollary 6.4.3. If - C; and C1 FT and 0 = Cy and dom(8) = dom(C1) and 0T F e : p' then
infer(C1,T, e) = Ca, p and there exists a 0, such that 60, = Ca and 0[p] <C p'.

Together Corollary 6.4.2 and Corollary 6.4.3 ensure the implementability of the declarative specifi-

cation of Figure 5.2.

6.5 Optimizations and complexity considerations

One observation about the reference implementation is the non-negligible amount of (somewhat
complicated) book-keeping. For example, let us examine the normalize function in Figure 6.4.

Clause N1 reads:

N1 normalize(C, @) | (o, > [D]=p) € C = return ([CeD — a]=p)

Intuitively, the binding for « is no longer needed and hence we can remove it from the constraint
CeD. Consequently the returned constraint is CeD — . But, would it hurt to not remove it? After
all a can no longer be reached from any reachable variable of p.
Another instance of the bureaucracy is the join function in Figure 6.7. Clause J3 reads:
13 join(C,[Di]=p1,[D2]=p2) = E = eqCheck(CeDieDs, p1,p2)
5 = E(p1) — E(dom(C))
return (EA(dom(C))’ [E5]=p1)

E
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We first traverse p; through the constraint E to gather its variables. Then we get the reachable
variables through E of the domain of C. Then we compute their difference §. Finally, we restrict E
to 8 to be the actual returned constraint, whereas we restrict again E to E(dom(C)) to return it.
All this seems terribly complicated and bureaucratic—and furthermore such a naive implementation

of join is rather inefficient.

Fortunately we can do much better. Observe that schemes arise from quantification over constrained
variables that do not appear in the environment via calls of generalize. Since the environment-
reachable variables are always monomorphic, they are always flagged with m. What this means is
that in a scheme we actually never need to record its constraint: its local constraint is implicitly
determined by the part of the global constraint that can be spliced out by considering all the
reachable variables from the type that are not m-flagged. For example, if we have inferred a type
B — « and a constraint {ay, = 7, 3, > <} wen know how we can generalize the type § — « to the
scheme [3; > ¢]|= 03 — « without even having to look at which constrained variables occur in the
environment and which not! The reason is that o appears flagged with m, and hence we know that

it must be reachable from the typing environment and we cannot generalize over it.

This suggests a huge improvement. Since we always carry the global constraint, we no longer need
to carry the local constraint of a scheme along with the scheme. The syntax of schemes can be
simplified to:

Schemes ¢ == []=p

without having to keep track of the precise constraint of the scheme in the scheme itself. Let us see

how normalize, join, and subsCheck can be modified using this notation.

The corresponding clause of normalization is given below:

N1 normalize(C,a) | (o > []=p) € C = return ([]=p)
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Clause s2 of instance checking is given below:

s2  subsCheck(C,[]=p1,VC.p2) = ps=[c— b]p2
E = eqCheck(C, p1, p3)
0={6€ dom(E) | Ag(§) =m}
if E#Eg then return F else fail

There are two modifications compared to the original version of s2: The first modification is that
now C contains the implicitly quantified variables of the scheme []=p;. Hence we only need to
check that the skolem constants b did not escape in the part of the domain of E that does not
contain the implicitly quantified variables of []=p;. But that part can only be the monomorphic
part of E. The second modification simply returns E instead of restricting it to the reachable part

of C as before. The reason is that the rest of constraint will be unreachable.!

The 13 clause of the join function can also be greatly simplified:

33 join(C,[J=p1,[J=p2) = E = eqCheck(C,p1,p2)

return (E, [[]=p1)

Since we do not restrict the returned constraint to eliminate its dead part, and we don’t need to
explicitly quantify over a constraint, this version of J3 needs not find the reachable variables of types

or constraints, nor need it restrict the returned constraints at all.

It is worth noting that, in the light of these simplifications, generalize becomes merely a wrapper

for normalize:

generalize(C,T,p) = ¢ = normalize(C, p)

return (C',¢)

In conclusion, flagging the environment variables (and the reachable variables from the environment)
as monomorphic results in eliminating many superfluous traversals of types through the constraints,

and is the preferred way that a real-world implementation should be coded.

1This restriction is however technically useful in the proofs of type inference soundness and completeness; this is
why the reference implementation includes it.
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With respect to complexity, the termination metric of the unification/instance checking algorithm
is cubic in the size of the constraints and types involved (Appendix A). This suggests a polynomial
bound for unification—full type inference has to be worst-case exponential in the size of programs,
as it subsumes ML type inference (which is exponential-time complete). Recent work by Rémy
and Yakobowski [47, 49] gives evidence that the type inference algorithm in FPH can be improved
to achieve almost linear complexity under reasonable assumptions (such as constant left-nesting of

let-bindings).

6.6 Summary

In this chapter we have given the details of the algorithmic implementation of FPH, stated its formal
properties, and presented possible optimizations. The implementation is more complicated than
the traditional Hindley-Damas-Milner algorithm, but in exchange it enjoys a simple specification
that only uses System F types. We have a Haskell implementation of a bidirectional version of
the algorithm described in this chapter, along the lines of Section 7.1. The implementation is
available from www.cis.upenn.edu/~dimitriv/fph/ and consists of 1613 lines of Haskell code. In
contrast, the simpler implementation of the bidirectional higher-rank type system consists of 977
lines of code—but the FPH implementation also supports user-defined datatypes contrary to the
bidirectional higher-rank implementation and does not implement some of the simplifications in

Section 6.5.
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Chapter 7

Discussion of FPH

We proceed with a discussion of various FPH features and extensions. We show how to add bidi-
rectionality, substantiating thus our claim that FPH is compatible with local type inference. We
give some technical reasons that prevent FPH from using more expressive instance relations, such
as the ones used in the predicative higher-rank type systems. These technical difficulties result in
differences between the predicative higher-rank work of Chapter 3 and FPH. Finally, for the reader
who has a good understanding of MLF we sketch an encoding of FPH in a variant of MLF that

illustrates some of the more technical connections between the two works.

7.1 Bidirectionality

Bidirectional propagation of type annotations may further reduce the amount of required type
annotations in FPH. It is relatively straightforward to add bidirectional annotation propagation
to the specification of FPH in the style of Chapter 3. This bidirectional annotation propagation
procedure can be implemented as a separate preprocessing pass, provided that we support open
type annotations, and annotated A-abstractions. Alternatively, this procedure can be implemented
by weaving an inference judgement of the form I' B9 e :T o/ and a checking judgement T' F9 ¢ ¥ o/

Because type annotation propagation depends on the shape of terms, this bidirectional system is
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syntax-directed. A special-top level judgement I’ l—sf e ¥ o' checks that the expression e can be
assigned type o’ as follows:
FEd ey a#l ety apr H |Va.p| <o

SKOL
Fste:VE.p’ I‘ste:b@

CBOX

The judgement I' I—sf e :¥ ¢’ is defined by pattern matching on the structure of the expected type o’
that is pushed inwards. Rule SKOL simply removes the top-level quantifiers and checks the expression
against the body of the type. Rule CBOX checks an expression against a single box. In this case,
we must simply infer a type for the expression, as we cannot use its contents as a type annotation.
Consequently, in our main checking judgement I' pd e b o', we can always assume that p’ is never

a single box. The rule for checking applications then becomes:

TP er:Mo' o XL~ 0} — )
T e bof F™ab <ph |ph) =[]
THE ¢ et 0

APP-CHECK

Following previous work, we first infer a type for the function e;. Notice that e is checked against
the type o7, which eliminates the need to generalize its type, as happens in the inference-only syntax-
directed specification. Since p’ cannot be a single box, we may simply instantiate o} to p5 and check

that this type is equal modulo the boxes to the p’ type that the context requires.

Annotations no longer reveal polymorphism locally, but rather propagate the annotation down the
term structure. The rule ANN-INF below infers a type for an annotated expression e::o by first

checking e against the annotation o:

Fste:lLJ Fimogp/

r (e::0):Mp ARNEINE

The rule for inferring types for A-abstractions is similar to rule SDABS, but the rule for checking

A-abstractions allows us now to check a function against a type of the form o} — o}:

d
o Cor T, (z:00) F eV o

I e.e Vol — o

ABS-CHECK
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Notice that o] must be made box-free before entering the environment, to preserve our invariant

that environments are box-free.

With these additions, and assuming that support for open type annotations, we can type functions
with more elaborate types than simply 7 — p types, as the FPH original system does. Recall, for

instance, Example 5.2.7 from Section 5.2.4.

f :: forall a. a -> [a] -> Int

foo :: [Int -> forall b.b->b]

bog = £ (\x y -> y) foo

Though bog is untypeable (even in a bidirectional system), we can recover it with the (ordinary)

annotation:

bog = f (\x y -> y :: Int -> forall b. b -> b) foo

Special forms for annotated A-abstractions (Section 5.2.4) are consequently not necessary in a bidi-

rectional system.

7.2 Alternative design choices

The design choices in FPH are a compromise between simplicity and expressiveness. In this section

we sketch several other ideas and their feasibility.

7.2.1 Removing the <C relation

Our use of =<C in the type system of Figure 5.2 is motivated by examples where we need to extract
and use some polymorphic value out of a data structure, as in head ids 3. If we are willing

to sacrifice this convenience, the relation <C need not be present in our specification, and rule
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SUBS is unnecessary, at the cost of more type annotations. For instance, we may have to write
(head ids :: forall a. a -> a) 3. The implementation becomes simpler as well. Nevertheless,
we believe the extra complexity is worth it because it saves many annotations, and perhaps more
importantly, it allows us to type all terms of System F that consist only of applications and variables

(Section 5.2.5) without need for any type annotations.

7.2.2 Typing abstractions with more expressive types

Recall that A-abstractions are typed with box-free types only. This implies that certain transforma-

tions, such as thunking, may break typeability. For example, consider the following code:

f1 :: forall a. (a -> a) -> [a] -> Int

gl = £¢ (choose id) ids -- OK

f2 :: forall a b. (b -> a -> a) -> [a] -> Int

£f2 (\ _ -> choose id) ids -- fails!

g2

In the example, while g1 type checks, simply thunking the application choose id breaks typeability,

because the type [Va.a — a]l — [Va.a — a] cannot be unboxed.

An obvious alternative would be to allow arbitrary p’ types as results of A-abstractions, and lift our
invariant that environments are box-free to allow 7’ types as the arguments of abstractions. Though
such a modification allows for even fewer type annotations (the bodies of abstractions could use
impredicative instantiations and no annotations would be necessary), we do not know of a sound

and complete algorithm that could implement such an extension, for at least two reasons.

1. One complication has to do with boxy instantiation <. If an argument z enters the environment
with type [@], then in the body of the abstraction boxy instantiation may allow z to be used

at two different types—something that algorithmically cannot be implemented. For example
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we may have the following:

(¢Va.a — al)F g3 :Int (g{Va.a — al) - g True : Bool
FAg.(g 3,9 True): — (Int,Bool)

where both the premises are derivable through uses of SUBS with boxy instantiation. For

instance:

(giVa.a — a) g :[Va.a — df

<C Int — Int
(9Va.a—a) - g: Int — Int

This is bad because it threatens implementability. Imagine the following program fragment:

h = (\lambda x @.@ 42)\;(\lambda g @.@ (g\;3, g\;0@True@))

How is the type checker going to figure out the type of the higher-ranked function? Actually, as
the proof of Wells indicates [61], the presence of guessed polymorphic function arguments in the
environment that can be arbitrarily instantiated leads to undecidability of type reconstruction.
Perhaps an alternative would be to introduce a different type of rigid boxes that do not admit
=, but only C.

2. A second complication has to do with uses of boxy instantiation for the body types of abstrac-
tions. If a A-abstraction is typed with 7 — then by using < when typing the body of the
abstraction it can also be typed with 7 — [p]. Algorithmically, this means that probably we
would have to “flexify” all bounds to the right of arrows. If for a function we have inferred type
Int — a where a = Va.p, the algorithm would probably have to modify this type to Int — «
where a > [ L] = p, in order to capture the possibility of < used in the typing derivation
of the body of the abstraction. Currently we have not fully studied the consequences of this

modification.

In general, it is not immediate that the programming benefits justify the implementation, specifica-
tion, and formal verification costs—after all in many cases A-abstractions are let-bound, and hence

they are forced by the rules for let-bound expressions to be box free anyway.
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7.2.3 A box-free specification

A safe approximation of where type annotations are necessary is at let-bindings or A-abstractions
that have to use rich types. Perhaps surprisingly, taking this guideline one step further, if we always
require annotations in bindings with rich types then we no longer need boxes in the specification at

all. Consider the basic type system of Figure 5.2 with the following modifications:

1. Drop all boxy structure from all typing rules, that is, replace all p’, ¢’, types with p and o
types, and completely remove sUBS and <LC. Instantiate with arbitrary ¢ types in rule INST.

2. Replace rule LET and ABS with their corresponding versions for Damas-Milner types

I'Fu:Va.r
I, (zVa.T)Fe:p T, (z:m) Fe:m
LET ABS
I'Fletz=wine:p I'HEXr.e:m — 1

3. Add provision for annotated let-bindings and A-abstractions:

Ftu:o T,(zo)kFe:p I, (z:01) F e: 09
LET-ANN ABS-ANN
'Fletz::o=wuine:p TH(Az.e:::01 — 03):01 — 09

The resulting type system enjoys sound and complete type inference, by using essentially the same
algorithm as the FPH type system. However, this variation is more demanding in type annotations
than the box-based FPH. For instance, one has to annotate every let-binding that uses rich types,

even if its type did not involve any impredicative instantiations. For example:

f :: Int -> (forall a. a -> a) -> (forall a. a -> a)

h =142 -- fails!

The binding for h has a rich type an hence must be annotated, although no impredicative instanti-

ation took place.

Of course the algorithm of FPH will be essentially the same, even in this box-free specification. There
is a certain gain in simplicity in this approach: No boxes are needed anywhere and programmers

need not understand boxy instantiation <, or protected unboxing C.
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On the other hand, this simplification is more demanding in type annotations. Many programs that
GHC programmers are used to writing without type annotations (such as the last example) and
that perfectly type check in the type systems of Chapter 3 are now untypeable without annotations.

Hence, we believe that the box-free specification is less suitable for a real-world implementation.

7.2.4 Removing the strip functions

Finally, recall that the rule for typing applications makes use of a strip function that returns a
non-boxed System F type from a boxy type by discarding all boxes. Alternatively, we could have
extended the C relation to also expand boxes arbitrarily around types. Hence, the function type
0] — ob and the argument type o4 could be converted along C to o) — o and o) respectively.
Consequently, the condition |o}| = |o%]| could be eliminated, and we would not need the strip
function in the typing rules. This change however would be mostly esthetic and we are not certain

that it would make the system easier to use.

7.3 On n-conversions and deep instance relations

The FPH system does not preserve typeability under n-expansions, contrary to System F and MLF.
In particular, if the binding f : ¢ — Int exists in the environment then it is not necessarily the case

that Ax.f x is typeable—since = can only be assigned a 7-type.

Unsurprisingly, since FPH is based on System F| it is not stable under n-reductions. If an expression
Az . e z makes a context C[(Az. e z)] typeable, then it is not necessarily the case that Cle] is typeable.

Consider the code below:

f :: Int -> forall a. a -> a
g :: forall a. a -> [a] > a
1st :: [forall a. Int -> a -> a]
gl =g (\x > f x) 1Ist -- ok
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g2 =g f 1lst -- fails!

The application in g2 (untypeable in the implicitly typed System F) is ill-typed since 1st requires
the instantiation of g with type Va.Int — a — a, whereas f has type Int — Va.a — a. The FPH
system, which is based on System F, is not powerful enough to understand that these two types are

isomorphic.

Although such conversions are easier to support in predicative systems [41], the presence of impred-
icativity complicates our ability to support them. For example, our join function would have to be
extended to compute joins between Va.Int — a — a and Int — Va.a — a. We have to modify

our interpretation of schemes and our instance checking algorithm.

We are additionally not sure how such conversions may cross the boundaries of boxes that represent
unknown perhaps polymorphic instantiations. For example, a conversion like deep skolemization
should not cross the boundaries of boxes. While it may well be that - Va.Int — ¢ — a < Int —
Vb.b — b, it should not be derivable that - Va.Int — a — a < Int — [Vb.b — bl. To see why

consider the code below:

f :: forall c. (Int -> ¢c) -> [c] —-> Bool

h=f (\k x -> x) ids

Now, the type checker has to check that the inferred type of \k x -> x, presumably Va.Int — a —
a (without eager generalization), is more general than Int — v where ~ is the constrained variable
created by the instantiation of ¢. Of course at this point the type checker has no way of determining
that v = Vb.b — b but only that v = 8 — [, which will cause the implementation to fail when it

will check the second argument ids.

Another point is that deep instance relations—even without deep skolemization—give rise to con-

straints that are “going the opposite way” from our instance constraints. For example

Ve.Int - ¢ <Int—Vb.b— b
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gives rise to a constraint v < Vb.b — b. How can we deal with such constraints? Is decidability
threatened? Should we replace them perhaps with equalities? If yes, what is then a clean specifi-
cation of this algorithmic operation? Otherwise, our unification algorithm has to be extended with

bounds of this form and we need to assign interpretation to such constraints.

In fact, no type inference system with impredicative instantiations proposed to date fully supports
n-reductions because those proposals are based on System F. On the other hand, MLF does actually
support n-expansions, since all that is required to perform an n-expansion is the ability to abstract
over a term variable that is only going to be used at a single (perhaps polymorphic) type. Since ML"
requires an annotations only if an argument variable are used at two or more types, no annotations

are needed, and typeability is preserved under an n-expansion.

We are currently seeking ways to extend our instance relation to some “deep” version that treats
quantifiers to the right of arrows as if they were top-level, but combining that with impredicative

instantiations remains a subject of future research.

7.3.1 A comparative discussion of the higher-rank type systems and FPH

In what follows we give a comparison of the behaviour of the syntax-directed higher-rank type
system from Chapter 3, Figure 3.1 (we use k; and Ffd()ly for that typing relation), the bidirectional
system from Chapter 3, Figure 3.3 (we use I, %pff Y and - v ¥ for that typing relation), and the
uni-directional version of FPH from Chapter 5, Figure 5.2 (we use FFPH for that typing relation).
We compare the various type systems with respect to stability under n-conversions and applications

of polymorphic combinators.

Stability under 7-expansions None of the relations -, }—FPH, or k4 preserve typeability under
an n-expansion. We already gave the reason: an n-expansion may require that an argument
gets pushed into the environment with a polymorphic type. For a more subtle reason, the
property is also false for the checking relation v To see why, assume that I" - y €101 02
We would like to check whether I' '_U Ar.e x : 01 — 09. Using rule ABS2, it would be

adequate to show that T, (z:07) l—pifly e x : 03. Assume that Ve.py = pr(o). Hence, it is would
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be enough to show that T, (z:01) Fy e @ : p2. To show this we would have to show that we
can infer a type for e, since rule APP requires that in application nodes we infer the function
type while we check the argument type. But—and here is where the proof breaks—the fact
that I' - e : 01 — 02 does not imply that there exists a type o such that I' =, e : 0. It may

well be the case that e is typeable only in checking mode.

Stability under 7n-reductions The higher-rank type systems actually preserve typeability of ex-

pressions under n-expansions in inference mode, as the next two lemmas show.

Lemma 7.3.1. IfT Ffd‘)ly Az .e z : o1 then there exists a oo with T’ Ffd()ly e: o9 and olsk o9 < 07.

Proof. By inversion it must be that o1 = V@.p; with @ = ftv(p) — ftv(I') and ' b,y Az .e 2 : p1.

By inversion again it must be that py = 71 — p such that I', (z:71) by e 2 : p2. Hence, it

must be that I' 4 e : 7y — o2 such that pnst o2 < po (with an intermediate inversion on the

sk relation). Then it is straightforward to show that H Vb .11 — 09 < Va.71 — po, where

b = ftv(ry — o3) — fto(T). O

Lemma 7.3.2. IfT l—pffly Az .e  : oy then there exists a oo with T’ l—pffly e oy and ™ oy < 0.
Proof. The proof follows the same structure as the proof of Lemma 7.3.1. O

Moreover, typeability is preserved in checking mode.
Lemma 7.3.3. IfT prly Ae.ez:oq then T l—pjly e:oy.

Proof. The proof follows the same structure as the proof of Lemma 7.3.1 and uses Theo-

rem 3.4.10 and 3.4.16. O

The FPH type system is not stable under n-reduction on the other hand, as the example at
the beginning of this section demonstrates. The reduct is well typed, but maybe with a type

that is not related according to the System F type instance to the original one.

Stability under polymorphic application combinators Since the FPH type system is based

on System F, if T HFPH e1 ez : o then also T HFPH app €1 ez : of such that |o'] = |of].
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But in any of the predicative higher-rank type systems, the application of the app combinator
may require an impredicative instantiation, and hence typeability is not, in general, preserved

under such applications.

7.4 On encoding FPH in an ML -like specification

Because of the many technical parallels between FPH and MLF in the specification and the imple-
mentation one may wonder whether an encoding of FPH in a variation of ML is possible. It turns
out that such an encoding is possible, but requires certain (non-invasive) modifications in the ML"
type system. The first has to do with restricting ML" equivalence following Leijen [29] because MLF
type equivalence is larger than System F equivalence. In particular, it allows reordering of quantifiers
arbitrarily deep in the type structure. For instance, in MLF the types V(a=Vbc.b — ¢ — b).[a] and
V(a =Vcb.b — ¢ — b).[a] are equivalent, whereas in System F and FPH the types [Vbc.b — ¢ — b]

and [Veb.b — ¢ — b] are not equal.

The second modification is to replace all “known” polymorphism with special “equivalence bounds”
= that admit both sharing and unsharing. For example, if a variable in the environment has type
o — Int, its type becomes V(a = 0).a — Int. Since these bounds admit sharing and unsharing, it
does not matter whether these bounds are “maximally” or “minimally” shared. What we mean by
this is that, if a function has type ¢ — ¢ — Int in the environment, it does not matter whether we
encode it as V(a = 0).a — a — Int or Y¥(a = 0,b = 0).a — b — Int. MLF instance now allows
conversions of flexible bounds to =-bounds, but never to =-bounds, because the latter are known
polymorphism. On the other hand, an equivalence bound = can be converted through the ML"
abstraction relation to a rigid bound (which no longer admits MLF unsharing). But not conversely.
In fact revelation (the inverse of abstraction, which will be triggered at type annotation nodes) will
convert rigid bounds to equivalence bounds, which will subsequently allow any sharing and unsharing
(because they represent known information from some programmer-supplied user annotation). In
a type annotation node, a type with perhaps rigid bounds meets a programmer supplied type that
contains only equivalence bounds (i.e. all polymorphism is known). Hence, all the guessed =-bounds

are converted to use =-bounds.
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Then our boxes correspond to ML" rigid bounds, in a specification which completely lacks flexible
bounds; since we never need to quantify over flexible types, such types need not appear in the

specification.

Usages of boxy instantiation (rule BI) correspond to the ML" equivalence (Q) V(a = ). a = o which
must of course be extended to (@) V(a = 0).a = 0. For example here is how to type head ids with

type Int — Int in this hypothetical version of MLF:

() T+ ids: V(b =044).[b]
V(b =o0iq).[b] EV(b = 044)-]]
() TF ids: V(b =044).[b]
(b=0;4) T F ids : [b] (b=0;4) TFhead: [b] — b
(b=0i4) '+ head ids: b

Now we may continue the derivation as follows:

(b=0;4) T Fhead ids: b
()T Hheadids: V(b =044).0 D)V(b=0i).b =04
()T +headids:V(a>1).a — a
(?) T I head ids : Int — Int

Notice that the usage of = in this last derivation corresponds precisely to boxy instantiation in FPH.

In this modified version of MLF, the corresponding rule for let-bindings will simply require that the
type we attribute to the expression to be let-bound does not contain any guessed polymorphism,

that is, it does not contain any rigid bounds—but may well contain =-bounds.

(Q)TFwu:0 o only contains =-bounds (Q) T, (z:0)F e: oy
(@Q)TFletz=wuine

LET

What we require then with this rule is that all the = bounds in ¢ be inlined, which effectively forces
them to have been monomorphic, precisely as our C relation strips the boxes when their contents

are monomorphic.

The ideas behind this encoding, which essentially replaces boxes with named rigid constraints and

known polymorphism with named =-bounds, suggest several improvements over FPH:

120



e They possibly allow the lifting the restriction that argument variables enter environments
with only monomorphic types. Now they can enter environments with monomorphic types
that contain variables with rigid bounds, and hence annotations will be required only if these
arguments have to be used at two different types.

e They allow the lifting of the restriction that the returned types of abstractions have to be
box-free.

e The encoding opens a possibility of directly using the new and efficient ML unification al-
gorithm [47] and its metatheory. Flexible bounds will still exist internally, as in FPH or (the
original) MLF.

e The fact that abstraction converts =-bounds to =-bounds suggests that the instance relation in
FPH could be extended so that C is allowed to also expand boxes around known polymorphism,
as outlined in Section 7.2.4. Conversion of a =-bound to a =-bound precisely corresponds to
expanding a box around the =-bound.

e If we allow quantification in the environment over =-bounds as well (instead of only over
=-bounds) then even fewer type annotations may be needed in let-bound expressions. For
example there should be no annotation on let h = id ids in ... as FPH currently requires,

because h can be assigned type ¥(a = [Vb.b — b]).a in the environment.

In exchange for these simplifications, one must enter the world of named boxes and rigid or equiva-
lence bounds, which may or may not be desirable. Additionally one must keep in mind that, in the
absence of flexible bounds in the specification, even the MLF-based system will not enjoy the let

expansion property, contrary to full ML" with flexible bounds.
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Chapter 8

Closely connected works

There are several proposals for higher-rank and impredicative polymorphism of varying expressive-
ness, complexity, and practicality. The most relevant related research for this dissertation can be
subject to a coarse classification: works that are based on explicitly marking the introduction and
elimination of polymorphism, works that are based on local type inference, and works that are based

on global type inference.

8.1 Marking polymorphism

There is some work on explicitly marking the introduction and elimination of polymorphism. If
this approach is taken, the algorithmic implementation is usually simple with the cost of many

annotations on programs.

Semi-explicit first-class polymorphism Garrigue and Rémy’s extension of ML with higher-
rank polymorphism [6] embeds polytypes inside monotypes, like the boxy monotypes of FPH. Their
types mark whether polytypes are annotated or inferred. Other than type signatures, that system
does not use any contextual information arising from annotation propagation. Only annotated

polytypes are allowed to be instantiated, at only marked locations, and all polymorphic information
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has to be explicitly revealed. In contrast, in FPH polymorphic information can be implicitly revealed
without any special term-level constructs as long as this does not lead to ambiguities (e.g. when the

type in or out of a box is an ordinary Damas-Milner type).

First-class polymorphism via type constructors Mark Jones proposed FCP [16], standing
for first-class polymorphism with type inference, which is a system that allows polymorphic values
to be packaged as values of datatypes with higher-rank constructors. Pattern matching against a
value of such a constructor reveals the polymorphic contents and amounts to elimination of polymor-
phism, whereas packaging up a polymorphic value via applying it to such a constructor amounts to
introducing polymorphism. Hence, a modest type inference system with predicative instantiations
that allows constructors (constants) with higher-rank types is all that is required, provided that
programmers are ready to perform manually all coercions for polymorphic values that they want to

use as first-class.

8.2 The local type inference approach

Local type inference [45] suggests that we synthesize the type instantiation of a polymorphic expres-
sion locally, for example by looking at the application of a polymorphic function to an argument, and
determining what type the argument requires the function to be instantiated with. Since the Damas-
Milner type system supports a more global type inference approach, combining local type inference
for polymorphic instantiations with global type inference for ordinary monomorphic instantiations

is somewhat delicate to implement and specify.

Boxy Types Like Colored Local Type Inference [40], Boxy Types combine the two judgement
forms of bidirectional type inference, -y and 4 into a single judgment, I' F e : ¢/, where o is like
an ordinary type, except that it may contain “holes” that correspond to the locally inferred part of
the type. These “holes” are written with boxes—but these boxes do not only identify impredicative

instantiations as in FPH. For example, " + ¢ : — Int checks that e has a type of the
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form ... — Int; and infers that this unknown argument type is Bool. The inference and checking

judgements of bidirectional type inference become now just special cases:

I'kye:o iswritten I'Fe:o

'y e:o iswritten I'k-e:[g]

The purpose of the boxes in the specification is to make sure that all derivations in the Boxy Types

system do have a corresponding algorithmic interpretation (i.e. boxes ensure implementability).

To demonstrate the Boxy Types approach to higher-rank types, let us examine several examples.
The judgement

FAg.(g9 3,9 True) : (Va.a — a) — (Int,Bool)

is derivable in the Boxy Types system, as the interpretation of the box-free type is that the ab-
straction is checked, and hence the type of the argument ¢ is known. Similarly, it is derivable
that - Ag.(g 3,9 True) : (Va.a — a) — |(Int,Bool)|, as the type indicates that the argument g

has a known type but we are inferring the resulting type. On the contrary t/ Ag.(g 3,¢ True) :

Va.a — a|l — |(Int,Bool)|. The reason is that, algorithmically, such a typing derivation for this
M-abstraction would be impossible to implement because we would have to guess the type of the

polymorphic argument g—and there are many types that would result in the abstraction being ty-

peable. Similarly it is i/ Az.z :[Va.a — al — [Va.a — a]lbut only - Az .z : [F] — [7]. In other words,

when no contextual information is available, the boxes can only possess monomorphic contents. Of
course, type annotations augment the contextual information to determine the contents of boxes,

and hence it is derivable that:

FA(g::Va.a — a).(g 3, g True) : [VYa.a — al — |(Int,Bool)

For impredicative instantiation of type variables, the story is very similar; instantiations of type
variables are boxes which are filled in locally by annotations or contextual information. For example,

if f has type Va.a — a, then it is derivable that: F f : (Va.a — a) — (Va.a — a) but I/ f :

Va.a — a] — [Va.a — al Instead, only I f : [7] — [@] is derivable, as there is no local information

available to determine the instantiation of f.
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The particular contribution of Boxy Types is a type system that supports type annotations and
higher-rank and impredicative types, that include the aforementioned notion of a boxy type, which
expresses the direction of information flow in the type inference algorithm in the type system specifi-
cation. The Boxy Types system has been shown a conservative extension of the Damas-Milner type
system, expressive enough to encapsulate all of System F via the addition of type annotations to
System F programs, and to admit a sound and complete type inference algorithm which is an exten-
sion of the Hindley-Damas-Milner algorithm—and (relatively) simple to implement in a real-world

compiler such as GHC.

On the other hand, the local decisions that Boxy Types must make have a price. In particular, Boxy
Types often require programs to unbox the contents of the boxes too early. For type inference com-
pleteness, if information about the contents of a box is not available locally (i.e. cannot be discovered
within the premises of the typing rule that applies), that box must contain a monomorphic type.
As a result, the vanilla Boxy Types system requires many type annotations. Ad-hoc heuristics, such
as treating function applications by considering all arguments simultaneously (n-ary applications)
and elaborate type subsumption procedures relieve the annotation burden but further complicate

the specification and the predictability of the system.

Because Boxy Types discover polymorphism locally, programs like head (cons id ids) are not
typeable in Boxy Types, whereas they are typeable in FPH. On the other hand, because Boxy Types
uses a type instance relation that is co-variant in function result types, some programs may be

typeable in Boxy Types that are not typeable in FPH. For instance:

g :: Int -> forall a. a > a
f :: (forall a. Int -> a -> a) -> Int
bar = f g

Despite these differences, we believe that the simpler specification of FPH (Chapter 5) is a dramatic

improvement.
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HMF  Leijen’s HMF system [31] is another interesting point in the design space. The HMF system
enjoys a particularly simple inference algorithm (a variant of Algorithm W), and one that is certainly
simpler than FPH. In exchange, the typing rules are somewhat unconventional in form, and it is

somewhat harder to predict exactly where a type annotation is required and where none is needed.

The key feature of H MF is a clever application rule, where impredicative instantiations are determined
by a local match procedure. In the type system, this approach imposes two “minimality” conditions:
First, all types entering the environment are the most general types that can be assigned to programs.
For example in the definition let £ = Ay.y in..., = can only enter the environment with type
Va.a — a and not with type Vb.[b] — [b], which would also be allowed by Damas-Milner. Second,
all allowed instantiations are those that “minimize” polymorphism. For example, assume that
(f:Va.a — [a]) € T. Then, while HM" allows the derivation: T+ f : a — [a] and T F f : 0 — [o]
for any polymorphic o, it does not allow the derivation I' - f id : [Va.a — a] despite the fact that
'k id:Va.a — a. The reason is because the type [Va.a — a] is not the type with the minimum
number of quantifiers for f id; that type (and the one that Damas-Milner would assign to f id) is

[a — a].

The local match procedure means that HMF makes eager decisions: in general, polymorphic func-
tions get instantiated by default, unless specified otherwise by the programmer. For example, the
program single id (where single has type Va.a — [a]) cannot be typed with type [Va.a — a.
The top-level quantifiers of id are instantiated too early, before the local match procedure. Be-
cause FPH delays instantiations using constraints, we may type this expression with
(but we would still need an annotation to let-bind it). In HMF one may annotate the function
single, or specify with a rigid type annotation that the type of id must not be instantiated:
(single (id :: forall a. a -> a)). Note that HM" annotations are different than the annota-

tions found, for instance, in Haskell—e.g. (id :: forall a. a -> a) 42 is rejected.

Leijen observes that local match procedures are, in general, not robust to program transformations.
If only a local match were to be used, the application (cons id) ids would not be typeable, while
(revcons ids) id would be (where revcons has type Va.[a] — a — [a]). Hence, these problems are

circumvented in HMF by using an m-ary application typing rule that uses type information from all
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arguments in an application. The same idea appears in the local type inference original paper [45].

In general, annotations are needed in HMF on A-abstractions with rich types and on arguments that
must be kept polymorphic. For example, if f : Va.a — ... and arg : Vb.7, an annotation will be
needed, f (arg::Vb.7), to instantiate a with Vb.7. However in some cases, annotation propagation

and n-ary applications may make such annotations redundant.

Because HMF requires most general types in derivations, there are programs typeable in HMF but
not in FPH. For example, let g = append ids in ... requires an annotation in FPH, whereas
it seamlessly type checks in HMP. On the other hand, flexible instantiation allows FPH to type

examples such as

f :: forall a. [a] -> [a] —> a

g = £ (single id) ids

where HMF (even with annotation propagation) fails. Overall, we believe that the placement of
required annotations in FPH is easier to describe than in HM". But on the other hand, HMF

possesses a significantly simpler implementation and metatheory.

8.3 The global type inference approach

As discussed in Chapter 3, it is hard to reconcile all the possible instantiations and flows of poly-
morphic information in a specification that uses local type argument synthesis. The Boxy Types
system commits to certain choices (e.g. information flows from functions to arguments) but other
choices are also perfectly reasonable, and in some cases required. The HMT system on the other hand
commits to its own choices: eagerly instantiate function arguments, but attempt to remedy some
of the locality problems by using information from all arguments of an application in a semi-local-
semi-global approach. Moreover it is hard to explain to programmers the hard-coded polymorphic
information flows and the choices these type systems make. These complications suggest an alter-
native approach: Forget about polymorphic information flow and switch to global type argument

synthesis, an approach originally proposed in the MLF work [26].
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MLF, Rigid MLF, and HML We have already outlined the basic characteristics of the ML"
language of Le Botlan and Rémy [26, 25], which partly inspired this work. The biggest difference
between this language and other approaches is that it extends System F types with constraints
@ to guarantee principal types of the form V(Q).7 for all typeable expressions. Therefore, let
expansion preserves typeability in MLF, unlike systems that use only System F types. Because the
type language is more expressive, ML" requires strictly fewer annotations. In MLF annotations are
necessary only when some argument variable is used at two or more types—in contrast, in FPH,
variables must be annotated when they must be typed with rich types. For example, the following

program

f = \x -> x ids

. . F . . .
needs no annotation in ML"™ because z is only used once. FPH requires an annotation on x. Hence

FPH is more restrictive.

The specification of ML, which allows it to maintain the let expansion property, essentially extends
Damas-Milner with constraints: constrained types appear in the declarative type system and the
type instance relation of MLF. The typing judgement of ML™ has the form (Q) T F e: 7 and the

MLF instance relation is of the form (Q) o1 C 0.

Moreover, to achieve the property that only arguments that must be typed at two different types
in the bodies of the abstractions must be annotated, all sharing of polymorphism has to happen
through the constraint (), even when there is no impredicative instantiation going on. This is
achieved through ML rigid bounds of the form (a = o). However, constructing typing derivations
in this fashion may be more cumbersome than in System F or Damas-Milner. The following is
an example typing derivation in MLF [29]. Assume that 7 = (Int,Bool) and o,y = Va.a — a.
Moreover let (poly:o;q — 7) € I and (id:o;q) € I'. To type (@) I' - poly id : (Int,Bool) we may

construct the following derivation in MLF:
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(a=0iq) THpoly:oyy — T (a=o0i) THid: 04

(a=0i4)0ig >TCa—T (a=0)0ia Ca

(a=0i4) THFpoly:a—r7 (a=o0yg)THid:a

(a =044) T Fpolyid: T
(0) Tk poly id:V(a =0iq).T M V(a=0i4).TET
(0) T+ poly id : (Int,Bool)

In addition, ML" types possess certain syntactic artifacts (which go away if type inference is instead
presented as manipulating graphic types [47]). For example ML assumes the existence of a type L

such that every other type is an instance of 1 and moreover Va > . a is isomorphic to L.

The specification of FPH does not rely on types with constraints or reasoning with constraints.
Moreover, whenever there is no impredicative instantiation, boxes are not present. For example, the

derivation for typing poly id is the same as the System F derivation:

F'Fpoly:o,g 7 T'Fid:oy

I'F poly id : (Int,Bool)

Impredicative instantiation works in MLF by abstracting in the constraint @ all polymorphic infor-
mation about the instantiated variable. For example, consider (h:Ve.[o;q — ¢] — ¢) € ', which in
MLF is written as (h:¥(b = oy4,¢ > L).[b — ¢] — ¢) € T and (Nil:Va.[a]) € T, which in MLF
is written as (Nil:¥(a > L).[a]) € T. The following ML" derivation shows how we may type the

application h Nil.

D1 = (b=o0ig,c=0,4)TFh:[b—c]—c

Dy = (b=o0ig,c=04) TFNil: [b — (]

(b=04,c=044) T FhNil: ¢
(0) T FRNiL: V(b = 04, ¢ = 0ua) - ¢ 0)VY(b=044,c=0ia).cCV(c=0iq).cC
(M THFRNil:V(c=0i4).c
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The derivation D; may be:

@) V(b=04,c>1).[b—>¢c]—>cCV(b=0i,c=0i).1b—c]—c
MTFL:VY(b=0i4,c=0i).1b = c] — ¢
(b=0i4,c=0iq) THh:[b—¢c]—¢

On the other hand, derivation Dy may be the following:

@) V(a>1).[a] EV(b=0i4,c=04q).]b— ¢
(0) T FNil : V(b = 044, ¢ = 04q) . [b — (]
(b=o0ig,c=0,4) THFNil: [b — (]

where V(a > L1).[a] TV(b = 044, ¢ = 044).[b — c] follows by:

1M1
<

n n
S
\Y

Im
<

Some of the complexity of MLF arises from the flexibility that it offers in constructing many (quite

different) derivations for the same judgement. For example, the following derivation is also possible:

¥(a > 1).[d]

C VYa>(Wb>Le>1).b—c).la]
C VYb>Llec>1l,a>b—c).[d

C Vb= Le>1).[b— ¢

C V(b=0i,c=0i).[b— ]
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Finally, here is a derivation of I' = h Nil : [G34]; the FPH type corresponds to the MLF type
V(¢ =044).cin FPH:

I'Fh:Veloyg — ¢ —c I'FNil:Va.|a]
L'Fh: o — [Tl — [T T'FNil: [0 — 0]
lloia — [@ial | = |[Cia = Tdll]
T'FhNil : [oyg]

The derivation is more straightforward to construct. In fact it is enough to take the System F

derivation and place boxes around the impredicative instantiations.

The FPH follows the global type inference approach, and hence it actually does use MLF—style
constraints in its implementation. However, because the FPH system does not expose a constraint-
based instance relation in the specification, we can formalize its algorithm as directly manipulating
sets of System F types. In contrast, ML" internalizes the subset relation between sets of System F
types as the syntactic instance relation C, and formalizes type inference with respect to this syntactic
instance relation. Le Botlan and Rémy study the set-based interpretation of (a slight restriction of)

MLF in a recent report [27], which inspired our set-theoretic interpretation of types with constraints.

Despite the simplifications that FPH provides, there are technical parallels between the specifications
of FPH and MLF. One of the key ideas behind ML is that all polymorphic instantiations are “hid-
den” behind constrained type variables. The FPH type system uses anonymous boxes for the same
purpose. Furthermore, the revelation of implicit polymorphism is achieved in MLF at type annota-
tion nodes, where explicit type information is present. Similarly, the revelation of polymorphism is

achieved in FPH when a boxed type meets an annotation.

Finally, MLF is a source language and is translated to an explicitly typed intermediate language,
such as explicitly typed System F, using coercion terms [32]. Devising a typed intermediate language
for MLF that is suitable for a compiler and does not require term-level coercions is the subject of
current research [48]. In contrast, because FPH is based on System F, there is a straightforward

elaboration to System F.

A variation of MLF very similar in expressive power to FPH is Leijen’s Rigid ML" [29]. Rigid ML"

only includes flexible bounds in the environment constraints but only types with inlined rigid bounds
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(System F types) can be assigned to variables in the environment. To achieve this, Rigid M LF resolves
constraints by instantiating flexible bounds at let nodes. One of the advantages of Rigid MLF is
that it is considerably simpler to translate to System F without the need for term-level coercions.
However, Rigid MLF is specified using the MLF instance relation. Consequently, despite the fact that
types in the environment are System F types, to reason about typeability one must reason using the
ML" machinery. Additionally, the rules of Rigid ML require that when instantiating the types of
let-bound expressions, the type that is used in the typing derivation of the let-bound expression
is the most general for the expression. Because of this condition, fewer annotations on let-bound
expressions are needed in Rigid MLF, compared to FPH. For example, the program from Section 5.1

is typeable without any type annotations in Rigid MLF:

f :: forall a. a -> [a] -> [a]

ids :: [forall a. a —> a]

h1 = £ (\x -> x) ids —-- OK in Rigid MLF

In contrast, FPH has to be conservative and demand more annotations on let-bound expressions
because by design it aims to preserve the property that if a variable in the environment (e.g. f

above) gets a more general type, no program in its scope becomes untypeable.

Finally, a promising ML" variation is Leijen’s HML system [30]. In particular HML retains flexible
bounds and hence enjoys principal types as ML, but completely inlines rigid bounds. In contrast to
MLF, annotations must be placed on all function arguments that are polymorphic (as in FPH), but
it requires absolutely no annotations on let-bound definitions (contrary to FPH). The HML system
still involves reasoning with constraints, but in the absence of rigid bounds there is no need for the

introduction of the ML abstraction relation—a significant simplification.
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Specification Implementation | Expressiveness

HMF Simple, “minimality” re- | Simple Annotations may be needed on \-
strictions abstractions with rich types and
on arguments that must be kept
polymorphic
ML Heavyweight, declarative Heavyweight Precise, annotations only re-

quired for usage of argument vari-
ables at two or more types

Boxy Complex, syntax-directed, | Simple No clear guidelines, not clear
Types dark corners what fragment of System F is
typed without annotations
HML Constraint-based, declara- | Heavyweight Precise, annotations on polymor-
tive phic function arguments
FPH Simple, declarative Heavyweight Precise, annotations on let-

bindings and A-abstractions with
rich types, types all applicative
System F terms without annota-
tions

Figure 8.1: Comparison of most relevant works

8.4 Summary of closely connected works

It is interesting to compare some of the most recent proposals for annotation-driven type inference
for first-class polymorphism (including higher-rank and impredicative types), in terms of specifica-
tion simplicity, implementation complexity, placement of type annotations, and expressiveness. We

present this comparative analysis in Figure 8.1.

The HMF system has a simple specification but imposes certain minimality conditions in exchange
for a simple specification that uses matching. The ML" approach exposes constraints in exchange for
type inference robustness and a very small number of type annotations. The Boxy Types system has
a complex specification that is syntax-directed and combines annotation propagation. Annotation
propagation can be added independently in the rest of the Systems of Figure 8.1. The HML system
is a simplification of ML": In exchange for a few more type annotations (all polymorphic arguments
must be annotated) it removes the ML abstraction relation and reasoning with rigid bounds. Finally
the FPH only uses System F types and has a simple and declarative specification. Both ML", HML,
and FPH type systems internally use types with constraints, and hence their implementation is more

involved than the more traditional implementations of HMF and Boxy Types.
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Chapter 9

Summary and future work

This dissertation has addressed the problem of practical type inference for first-class polymorphism.
With the work on higher-rank type systems we have been able to study and clarify the connections
between various predicative higher-rank type systems. With the work on FPH we were able to lift
the predicativity restriction, and presented a simple, expressive, declarative specification of type
inference for impredicative polymorphism. The cost is a somewhat complicated algorithm, but we

believe that there exist significant programmability advantages.

With the contributions in this dissertation and the various recent ML -based proposals, the problem
of type inference for first-class universal polymorphism with practical considerations has become
well-understood, and the connections between the various proposals have been clarified. There exist

however several directions for future work.

Evaluation of FPH The evaluation of FPH requires extending a prototype implementation that
we have developed to a full-scale Haskell compiler, such as GHC. The somewhat unintuitive spec-
ifications of the current impredicativity implementation in GHC has kept the Haskell community
away from using this feature. We believe that with the simplifications that this dissertation offers

compared to the existing implementation in GHC, programmers will become more willing to use
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impredicativity instead of coding their way around it. Important issues that need be addressed is

that of efficiency and error reporting.

Because the algorithmic implementation is quite different from the specification, the problem of
producing comprehensive error messages is not trivial. Additionally, because of the lack of principal
types, a let-bound definition may accidentally be assigned a different type than the type the pro-
grammer had in his mind. The fact that the compiler actually implements a choice in a let-bound
definition (by picking a box-free type for an expression) may cause subtle errors. For example, we

may have the following:

cons :: forall a. a -> [a] -> [a]

id :: forall b. b > b

f = cons id []

bar = let g :: ([forall a. a -> a]) ->

g=...
in g £

There is certainly a type error in the program above, but where is it? Was the programmer’s
intention to give f the type [Va.a — a] or not? Probably the programmer was not aware that f
got type Va.[a — a] instead. So, the “real” type error is not in the body of bar but rather in the

definition of £, which nevertheless does type-check.

One idea to eliminate such situations would be to warn the programmer about different alternative
types a let-bound variable can be assigned. Algorithmically, this is easy to implement: if the
algorithm had to instantiate some flexible constraints then this meant that there was indeed a

choice between incomparable types.

Interaction with other forms of constraints We would like to study the interaction with

qualified types [15, 10, 19, 17] or constraints arising from type families [3, 2] or generalized algebraic
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datatypes (GADTS) [42]. Preliminary work by Leijen and Loh [32] shows how to combine MLF-style

unification with qualified types, and we expect no significant difficulties to arise.

Extensions for existential types Existential types can be useful, particularly when program-
ming with GADTs. However, existential types complicate the story of type inference because com-
puting the join of two existential types along a reasonable instance relation seems to go “the opposite

direction” than ordinary unification for universals. To see why, consider types 7, and 7o below:

71T = o« — Int

T = da.a—a

where « is a yet-unconstrained unification variable. Suppose that we want to compute the join of
these two types—for example each of the types is the right-hand side of a pattern match construct.
One possible solution would be type Jab.a — b, if one assumes that we must delay unifying ae. On
the other hand, one may claim that « should be unified to Int, to give back the join Ja.a — a,
which is more informative than Jab.a — b, and hence better. If we are to have implicit existential

sealing should we delay unification or not?

A declarative specification does not involve constrained variables, but rather guessed types in their
place. Consequently, the implementation has to simultaneously combine ordinary unification and
anti-unification for existential variables. Hence, the problem is complicated, and a challenging

direction for future work.

Deep instance relations A distinctive difference between work on predicative higher-rank type
inference (Chapter 3) and the work in FPH is that the former relies on elaborate type instance
relations that treat quantifiers to the right of arrows effectively as if they were top-level and traverse
down the function structure in a co/contra-variant way. This is easy to do because of predicative
instantiation—in essence all polymorphic structure of a type is known information arising in some
user type annotation. On the other hand, FPH essentially builds upon the impredicative System F
instance, which is invariant on any type constructors, including —. Though being able to use more

elaborate instance relations in the presence of impredicativity is desirable, it is to date not clear how
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to specify and implement such an extension. In fact such elaborate relations, such as Mitchell’s
impredicative type containment relation are, in general, undecidable. Lifting these restrictions is

certainly another avenue for future work.
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Appendix A

FPH: algorithm metatheory

We present here details of the metatheory of the algorithmic implementation. We first need to
extend the quantifier rank definition to schemes and types.
Definition A.0.1 (Scheme quantifier rank). If ¢ = [D] = p, we let ¢(s) = ¢(D). Overloading the

notation we let ¢(o) = 0.

A.1 Unification termination

Definition A.1.1 (Acyclicity). A constraint C is acyclic, written acyclic(C), for the smallest
relation that asserts that for all (o, € bnd) € C it is a ¢ C(bnd); and moreover for every
(ay > [D] = p) € C it is acyclic(D).

Definition A.1.2 (Closedness). A constraint C' is closed, written closed(C), if fev(C) C dom(C).
Lemma A.1.3 (mkMono domain monotonicity). If mkMono(Ci,f,0) = Cy then dom(Cy) C
dom(Cs).

Proof. Easy induction on the number of recursive calls to mkMono. O

Lemma A.1.4 (Domain monotonicity). The following are true:
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1. If eqCheck(Cy,01,05) = Cy then dom(Cy) C dom(Cy).
If eqCheck(Ch,01,05) = Cy then dom(Cy) C dom(Cy).
If subsCheck(Ch,s,0) = Cy then dom(Cy) C dom(Cs).
If updateRigid(Cy, o, 0) = Cy then dom(Cy) C dom(Cs).
If doUpdateR(Cy, v, 0) = Cy then dom(Cy) C dom(Cs).
If updateFlexi(Cy, a,s) = Cs then dom(Cy) C dom(Cy).
If doUpdateF (Ch, a,<) = Cy then dom(Cy) C dom(Cs).

S S N

If join(Cy,1,52) = Ca, s then dom(Cy) C dom(Ch).

Proof. The proof is by simultaneous induction, appealing also to Lemma A.1.3. For each case we
assume that the property is true for all other cases when they terminate in a smaller number of

recursive calls. O]

The following lemma asserts that m-flagged variables never have their flags lifted during unification.

Lemma A.1.5. If A¢,(8) = m and mkMono(C, f,0) = Cy then Ac, () = m.

Proof. Easy induction on the number of recursive calls to mkMono. O

Lemma A.1.6 (Monomorphic domain monotonicity). The following are true:

1. If Ag, (B) = m and eqCheck(Cy, 01,02) = Cs then Ag,(B)

m.
. If A, (B) = m and subsCheck(Cy,s,0) = Cy then Ac, () = m.
. If A, (B) = m and updateRigid(Cy, a,0) = Cy then A, (8) = m.

B)=m
. If A, (B) = m and updateFlexi(Cy, a, <) = Cy then Ag,(8) = m.
. If Ag, (B) = m and doUpdateF (Cy,a, <) = Ca then A, (G) = m.

QS G . L
=
>
Q
=

)
)
)
) =m and doUpdateR(Cy,a,0) = Cy then A, (
)
)
)

. [fAC1 ﬁ =m and jOin(Cl,§1,§2) = C2a§r then Acz(ﬁ) = m.

Proof. Easy simultaneous induction using Lemma A.1.4 and Lemma A.1.5 and observing that we

never lift a m flag during unification; instead we merely convert x flags to m. O
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Lemma A.1.7 (mkMono preserves closedness). If closed(C)), Cy F o, and mkMono(Cy, f,0) = Cy

then closed(Cs).

Proof. Induction on the number of recursive calls to mkMono. Case M1 follows by induction hypoth-
esis. Case M2 follows by two uses of the inductive hypothesis and Lemma A.1.3. Cases M3 and M4 are
trivial. For case M5 we have that closed(C;) and fev([D] = p) C dom(Ch); hence closed(CieD)
and fev(p) C dom(CieD). By induction hypothesis closed(E). To finish the case we need to show
that fev(p) C dom(E < (am = p)). By Lemma A.1.3 we know that fev(p) C dom(E) and also that

a € dom(F), hence fev(p) C dom(E < (am = p)). The case of M6 is similar, and M7 is trivial. O

Lemma A.1.8 (Restriction preserves closedness). If closed(C) and 5y = C(f) then closed(Cx).

Proof. Assume by contradiction that there exists a v € bnd and (a, bnd) € C5 such that v ¢

dom(C5). It follows that («, bnd) € C and it also follows that a € C(B). But in this case it must

also be that v € C(f), and hence v € dom(Cq)—a contradiction. O

Theorem A.1.9 (Unification preserves closedness). The following are true

C1) A doUpdateF (Cy, o, ) = Cy = closed((h)

1. closed(Cy) A fev(oy,02) C dom(Ch) A eqCheck(Ch,01,02) = Cy = closed((h)

2. closed(Ch) A feu(s,0,00) € dom(Cy) A subsCheck(Cy,¢,0,00) = Co = closed((h)
3. closed(Ch) A fev(a,0) € dom(Cy) A updateRigid(Cy, o, 0) = Cy => closed(Cy)

4. closed(Ch) A fev(a,0) C dom(Ch) A doUpdateR(Cy, o, 0) = Co = closed(Cs)

5. closed(Ch) A fev(a,0) C dom(Cy) A updateFlexi(Cy, o, ) = Co => closed( ()

6 (1) A fe n(Ch)

7 ()

d
do
Ch) A fev(a, ) C do
cd

A fev(st,s2) m(Cy) A join(Ci,s1,62) = Co,¢ = closed(Cy) A fev(s) C

Proof. We prove the cases simultaneously by induction on the number of recursive calls. For each

case we assume that all hold for calls that terminate in a smaller number of recursive calls.

1. Case El is trivial. Case E2 follows by induction hypothesis for updateRigid, and similarly

case E3. For E4 we have that closed(C)) and fev(o1,02,03,04) C dom(Cy). Moreover
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eqCheck(Cy,01 — 09,03 — 04) = Cy where we additionally have E = eqCheck(C},01,03) and
Cy = eqCheck(E, 09,04). By induction hypothesis we get that closed(FE). By Lemma A.1.4 we
get that fev(oa,04) C dom(E). Consequently, by induction hypothesis we get that closed(Cs),

as required. For case E5 we have that closed(C}) and fev(Va.p1,Va.p2) C dom(Cy). Conse-

quently also fev([a — b]p1, [a — b]p2) C dom(Cy) and by induction hypothesis it is closed(E)
with Cy = E. Case E6 cannot happen.

. Case s1 follows by induction hypothesis for updateFlexi. For case s2 we have that closed(C})
and fev([D] = p1,Ve.p2) C dom(Cy). Tt follows that fev(py, p2) C dom(CieD) and more-
over we get that closed(CjeD). By induction hypothesis then closed(E). Because 7 =
E’(dam(C’l))7 it must also be closed(Fx5), by Lemma A.1.8.

. Case UR1 is trivial. For UR2, we show that fev(a,v) C dom(C}). But we know that fev(a, 8) C
dom(Ch), and moreover closed(C}). Since (8, =) € C, it must be that v € dom(C). We
can then apply the induction hypothesis to get that closed(C3). The case for UR3 is similar.
Case UR4 follows by induction hypothesis for doUpdateR.

. For case DR1 we know that fcv(a, o) € dom(Cy) and closed(C}). It follows using Lemma A.1.7
that closed(E). To finish the case it is enough to show that fev(o) C dom(E — o). We know
that o ¢ fev(o) and hence it suffices to show that fev(o) C dom(E). But that follows by
Lemma A.1.4. Case DR2 is similar. For the case of DR3 we know by induction hypothesis that
closed(FE). Moreover to finish the case we need to show that fecv(o) C dom(E «— (o, = 0)).
But we know that fev(o) C dom(E) by Lemma A.1.4 and also o € dom(E), and we are
done. Case DR4. We know that closed(C;) and fev(a, o) C dom(Cy), hence also fev(o,) C
dom(Ch). Applying the induction hypothesis for eqCheck finishes the case.

. For case UF1 we know that closed(C)) and fev(a,[D] = 7) C dom(C))—it follows that
fev(a,y) € dom(Cy) and induction hypothesis for updateRigid finishes the case. For case UF2
appealing to induction hypothesis for doUpdateF shows the goal.

. Cases DF1, DF2, DF3 are similar to the corresponding cases of doUpdateR. For DF4 we know
that closed(C}) and fev(a,s) € dom(Cy), hence also fev(sq,s) € dom(C). By induction
hypothesis then for join we get that closed(F) and fev(s,) C dom(FE), hence also fev(s,) C

dom(E — (o > <r)).
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7. Case J1 follows trivially and case J2 is similar. For J3 we have that closed(C}) and fev([D1] =
p1,[D2] = p2) € dom(Cy). Tt follows that closed(CieD;eD5) and it must be the case that

fev(p, p2) € dom(CreDieDy). By induction E is closed, and E/E\(do also closed (by

m(C1))

Lemma A.1.8). To finish the case we need to show that fev([E5] = p1) C dom(EE(dom(Cl))).
Pick then a variable o € fev([E5] = p1). It must be that a ¢ (E(p1)— E(dom(CY))). Hence we
have two cases. If a € E(py) then it must be that o € E(dom(C})) and a € dom(EE(dom(Cl)))
because it must be that o« € dom(FE) (by domain monotonicity). On the other hand, if

o ¢ E(py) then o ¢ fev([E5] = p1), a contradiction.

O

Lemma A.1.10 (mkMono single-variable separation). If o ¢ /0\1(07 00) and o € dom(Cy), and
mkMono(Cy, f,0) = Ca, then mkMono(Cy — o, f,0) = Cy — « in the same number of steps, and
a ¢ 6’\2(0, 00).

Proof. By induction on the number of steps that mkMono performs. Cases M1, M3, and M4 are
straightforward. For case M2 we have that « ¢ 6\1(01 — 09,00) and mkMono(Ch, f,01 — 03) = Cy
where E = mkMono(Cy, f,01) and Cy = mkMono(E, f,02). By induction hypothesis F — « =
mkMono(Cy —a, f, 1) and moreover o & E(cy,03,00). By Lemma A.1.3 we know that o € dom(E).
Hence, by induction hypothesis Co — a = mkMono(E — «, f,02) and « ¢ 6'\2(02,01,00). That is,
a ¢ 6'\2(01 — 09,00). For case M5, we have that § ¢ a(a,ao) and mkMono(Cy,f,a) = (E «—
(o, = p)) whenever E = mkMono(CyeD,p) and (o, > [D] = p) € Ci. Then we know that
8 ¢ m(p) — dom(D) but also that 8 € dom(Ci); hence it is not in the domain of D and
consequently, 3 ¢ @(p) By induction hypothesis then (E — 35) = mkMono((Cy — 3)eD, p) and
B¢ E(p, 00). Consequently mkMono(Cy — B, f,a) = (E — ) «— (am = p) as required. Case M6 is

similar to case M5. Case M7 is an easy check. O

Lemma A.1.11. If acyclic(C) and acyclic(D), then acyclic(CeD).

Proof. Easy check. O
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Below, we use the symbol ~ g for the reachability relation induced by the bounds of a constraint E.
Each edge in this graph corresponds to a set of edges between a bound variable « and the fev(bnd),
in any constraint of the form (o, bnd) € E.

Lemma A.1.12 (mkMono preserves acyclicity). If acyclic(Cy) and mkMono(Ch, f,0) = Cy then

acyclic(Cy).

Proof. By induction on the number of recursive calls to mkMono. Case M1 is trivial, and M2
follows by two uses of the induction hypothesis. Cases M3 and M4 are trivial. For M5, we first
know that mkMono(CyeD, f,p) = E. The constraint CyieD must then be acyclic as well, and by
induction acyclic(F). We want to show now that acyclic(E « (am = p)). However we know
that o ¢ @(p) since a € domCy and acyclic(Cy). In this case, in order for E «— (am = p) to
have a cycle it must be that the cycle “closes-off” by some edge induced by o, = p. In other words,
there exists a variable ¥ ~g_o am = p ~g_qo 7. Which means that p ~p_, a. But « ¢ E(p) by
Lemma A.1.10, and it cannot be that p ~g_, « either. For M6 the proof is similar. Case M7 does

not affect the reachability graph induced by the constraint, and hence the proof follows. O

The following are two “separation” lemmas. Parts of the constraints that are not touched by the
algorithm appear intact in the output constraint. We write C}C; for the disjoint union of two
constraints €7 and Cy with respect to their domains, without any extra conditions whatsoever (as
in C1eCh).

Theorem A.1.13 (mkMono separation). If closed(C) and fev(o) C dom(Cy) and additionally
it is mkMono(CyCy, f,0) = C then mkMono(Cy, f,0) = Cs in the same number of recursive calls,

and such that C = CyC,.

Proof. By induction on the number of recursive calls to mkMono. Cases M1, M3, and M4 are tirival.
For M2 we have that closed(C}), fev(op — o2) C dom(Cy). Additionally, mkMono(Cy Cy, f,01) =
E and C = mkMono(E, f,02). We have by induction that mkMono(Cl, f,01) = Cs such that E =
C5 Cy. Moreover by Theorem A.1.9 we get that closed(Cy) and by Lemma A.1.3 fev(oa) C dom(Cs).
It follows by induction hypothesis that mkMono(Cs, f,02) = Es such that C = E5C,., as required.

For M5 we have that closed(Ch), a € dom(C1), and mkMono(CyCy, f,a) = (E «— (ay, = p)), where
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E = mkMono(True, CyCreD, p) and (o, > [D] = p) € C;. We know however that closed(CjeD)
since closed(Ci) and a € dom(C). It also follows that fev(p) C dom(CieD). By induction
hypothesis then Ey = mkMono(True, C1eD, p) and E = E5C,.. Since o € dom(Cy) it follows that
a € dom(Es) and hence E «— (o, = p) = (B2 — (am = p))C, as required. The case for M6 is

similar. The case for M7 is straightforward. O

Theorem A.1.14 (Unification separation). The following are true:

1. If closed(C)), fev(o1,02) C dom(Cy), and eqCheck(Cy Cy,01,02) = C then there exists a Ca
such that eqCheck(Cy,01,02) = Ca, and moreover C' = C5C,.

2. If closed(C}), fev(s,0) C dom(Cy), and subsCheck(CyCr,s,0) = C then there exists a Cy
such that subsCheck(Ch,s,0) = Cs, and moreover C = CyC,..

3. If closed((Y), fev(o,0) C dom(Ch), and updateRigid(CyCr,c,0) = C then there exists a Ca
such that updateRigid(Cy,a,0) = Ca, and moreover C = CyC..

4. If closed(C}), fev(a,0) C dom(Ch), and doUpdateR(Cy Cyr,a,0) = C then there exists a Co
such that doUpdateR(Cy,a,0) = Cs, and moreover C = CC,..

5. If closed( (), fev(a, <) C dom(Ch), and updateFlexi(Cy Cr, o, ) = C then there exists a Cy
such that updateFlexi(Cy, <) = Ca, and moreover C = CoC,..

6. If closed((y), fev(a, <) C dom(Ch), and doUpdateF (CyCyr,a, <) = C then there exists a Ca
such that doUpdateF(Cy,a, <) = Cy, and moreover C = CyC,..

7. If closed(C}), fev(si,s2) € dom(Ch), and join(CyCr,s1,62) = C,, then there exists a Cy

such that join(Cy,1,52) = Ca, ¢, and moreover C = CoC,..
Moreover, in each case the number of recursive calls is preserved.

Proof. We prove the cases simultaneously by induction on the number of recursive calls. We assume

that all cases are true for a smaller number of recursive calls. We have the following;:

1. Case E1 follows trivially. Cases E2 and E3 follow by the induction hypothesis for updateRigid.
Case E4 follows by two applications of the induction hypothesis, the second one enabled by
making use of Lemma A.1.4 and Theorem A.1.9. Case E5 follows directly by induction hy-

pothesis, and case E6 cannot happen.
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2. Case sl follows directly by induction hypothesis for updateFlexi. We now turn our attention

to case s2 (which is actually the only really interesting case along with case J3). In this case

we have the following:

closed(C))
fev([D] = p1,VeE.p2) C dom(Ch)

eqCheck(Cy Cy, [D] = p1,¥e.p2) = C
where

ps = [c B2
E = eqCheck(Cy CreD, p1, p2)

7 = E(dom(C1Cy)) b#Es

(A4)
(A.5)

(A.6)

From (A.1) and (A.2) we confirm that fcv(pi1, p3) € dom(CieD), and additionally it must be

that closed(CjeD). By induction hypothesis then for (A.5) we get that

etheck(CloD, P1, pg) = E2
such that F = E5C,.. To finish the case we need to show that:
(E2 CT)

B2 Cr(dom(CLC)) — EQE'Q(dom(Cl)) Cr

We consider each direction separately:

e Assume (v, bnd) € E,» Cr. If (7, bnd) € C, then clearly (v, bnd) € ExC,

g(dom(Cl)) T

—

and v € E»Cr(dom(C,Cy)) as required. If on the other hand (y, bnd) € E» and

v € E;(dom(Cl))7 it also follows that (v, bnd) € E>,C, and v € E/’a(dom(ClCT))

as required.
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e Assume now that:

(Yu bnd) € E>C, (A.7)
~v € By C,(dom(C, C,)) (A.8)

First of all, if (v, bnd) € C, then directly (v, bnd) C,. as required.

€ BB (dom(cn))
Assume now that (v, bnd) € Ey and v ¢ dom(C,). Then we may have two cases:

— Purely (i.e. without involving C,.) it is v € ]/i’;(dom(C’l)), in which case we are done;
otherwise

— we have the following path:
a € dom(Cy) ~p, Br—o~mor Y

Let us explain: There is a variable a € dom(C}). Now because this variable is not in
the domain of C.. it can only be mapped to some other type first by some uses of Fs,
hence the ~»p, notation. But at some point we will reach a variable 3 ¢ dom(FEs)
that will be mapped via C, to some other type (hence the notation § +—¢. ). But
Fs is closed, and by Lemma A.1.4 dom(Cy) C dom(Es). It follows that this case is

impossible, and we are done.

. Case URI is trivial. Case UR2 follows by closedness of Cj, the assumptions, and induction
hypothesis. Case UR3 is similar. Case UR4 follows by closedness of Cf, the assumptions, and
induction hypothesis.

. Case DR1 and DR2 are straightforward, appealing to Theorem A.1.13. Case DR3 and case DR4
use the induction hypothesis.

. Cases UF1,UF2 are similar to UR1 and UR4 respectively.

. Cases DF1 and DF2 are straightforward, appealing to Theorem A.1.13. Cases DF3 and case
DF4 use the induction hypothesis.

. Cases J1 and J2 are straightforward. The interesting case is J3 which follows in a similar way

as the case for s2.
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O

We overload below the notation acyclic(:) to schemes. We write acyclic([D] = p) to mean
acyclic(D).
Theorem A.1.15 (Unification preserves acyclicity). Assume that in all cases, the constrained vari-

ables of the arguments are contained within the domain of Cy1. Then, the following are true:

1. closed(Cy) A acyclic(Cy) A eqCheck(Cy,01,02) = Co = acyclic(Ch)
closed((C}) A acyclic(C,s) A subsCheck(Ch,s,0,00) = Oy = acyclic((Ch)

closed(C}) A acyclic(Ch) A updateRigid(Ch, o, 0) = Co = acyclic(Cs)

closed(C)) A acyclic(Ch,<) A updateFlexi(Cy,a,s,00) = Co = acyclic(Cy)

(C1) (
(C1) (
(C1) (
closed(Cy) A acyclic(Ch) A a ¢ Ci(o) A doUpdateR(Cy, o, 0) = Cy = acyclic(Cy)
(C1) (
closed(Cy) A acyclic(Ch,s) A a ¢ Ci(s) A doUpdateF(Cy,ar,5) = Cy = acyclic(Ch)
(C1) (

NS St e

closed(C) A acyclic(Ch,¢1,2) A join(Ch,s1,$) = Cy,¢ = acyclic(Cy,g,)

Proof. The proof is straightforward induction on the number of recursive calls, and the only inter-
esting cases are those that update the constraint. Let us examine one case, the case for DR3. In this

case we know that:

closed(C}) A acyclic(Ch) (A.9)
doUpdateF (Ch,a,0) = E — (o, = 0) (A.10)
(v, >) e C4 (A.11)

E = subsCheck(C1,5q,0) (A.12)

Induction hypothesis here gives us that E is acyclic, hence also £ — « is acyclic. Assume that
adding «a, = o closes-off a cycle. Hence there is a v ~g_ oy = 0 ~g_o 7, which means that

a€ m(a). It hence suffices to show that o ¢ E (o).

Consider the set of variables 7 = a(ga, o) and the restriction of C to these variables Cy5; let C.
be such that Ci5C, = Ci. It must be that Ci5 is acyclic and closed and hence by Theorem A.1.14

Ey = subsCheck(Ci5,6q,5) and E = E;C,. Then we want to show essentially that o« ¢ m(a)
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given that o € dom(C,.), a ¢ fev(o). But this follows as FEj is closed and we can only remain within

its domain as we move along reachability. O

Lemma A.1.16 (mkMono preserves quantifier rank). If mkMono(Cy,f,0) = Cy then q(Cy) <
q(Cr).

Proof. Straightforward induction on the number of recursive calls to mkMono. O

In what follows, we use Lemma A.1.7, Theorem A.1.9, Lemma A.1.12, and Theorem A.1.15, in
order to enable the induction hypotheses. We additionally use the domain monotonicity properties,
Lemma A.1.3 and Lemma A.1.4. In order to focus on the interesting parts of the proofs we omit
explicitly referring to their uses.

Lemma A.1.17 (Unification preserves quantifier rank). The following are true, assuming that the

argument variables belong each time in the input constraint C.

1. closed(Cy) A acyclic(Cy) A eqCheck(Cy,01,02) = Co = q(Cs) < q(CY)

closed(C)) A acyclic(Cy) A subsCheck(Ch,s,0,00) = Co = q(Cs) < q(C1) + q(<)

closed(C)) A acyclic(Ch) A updateFlexi(Cy, a,s,00) = Co = q(Cs) < q(C1) + q(s)

S w A W e

(C1) (C1)
(C1) (C1)
closed(Cy) A acyclic(Cy) A updateRigid(Cy, o, 0) = Cy = q(Cs) < ¢(C))
closed(Cy) A acyclic(Cy) A a ¢ Ci(o) A doUpdateR(Cy, o, 0) = Cy = q(Cy) < q(C))
(C1) (C1)
(C1)

closed(C)) A acyclic(Ch) A a ¢ /C\l(g) A doUpdateF (Cy,a,¢) = Co = q(Cs) < q(Cy) +

q(<)
7. closed(C}) A acyclic(C) A join(Ch,61,52) = Cays = q(Cs) + q(s) < q(C1) + q(s1) + q(s2)

Proof. We prove each case by induction on the number of recursive calls. We assume all cases for a

smaller number of recursive calls.

1. Case El is trivial. Cases E2 and E3 follow by induction hypothesis for updateRigid. Case E4
follows by two uses of induction hypothesis, the second enabled using Theorem A.1.15 and
Theorem A.1.14 (and domain monotonicity). Case E5 follows by one use of the induction

hypothesis.
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2. Case sl follows by induction hypothesis for updateFlexi. In the case for s2 we have that
4(Ey) < q(E) < ¢(CeD) < q(C) + q([D] = p) as required.

3. Case URI is trivial. Case UR2 follows by induction hypothesis for updateRigid. Case UR3
follows by induction hypothesis for updateRigid and case UR4 follows by induction hypothesis
for doUpdateR.

4. Case DRI follows by Lemma A.1.16. Case DR2 is straightforward. The interesting cases are

DR3 and DR4. In the DR3 case we have that

a ¢ Ci(o)
(O[u Z ga) S C(1
E = subsCheck(C1,<q,0)

Co=FE «— (o, = 0)

—

In this case consider the following set 7 = Ci(cq,0). It follows that closed(Ci5) and let
C, be such that C15C, = C;. From this, and Theorem A.1.14 for (A.13) we get that
subsCheck(Ci5,6q,<) = Ep such that E = E;C.. But we know that a ¢ dom(E;). Hence

Cy = F1 U Cp «— (o, = 0). We then get that:

q(C2) = q(B1)+ q(Cr — (o =0))
< q(Ciy) 4+ q(sa) + ¢(Cr —a) +1
= q(Ci5+q(Cy)

= q(Cn)

where in the second line we made use of the inductive hypothesis for subsCheck(Ci7,Sq, ) = En,
as we know that it uses the same number of recursive calls as does the equation (A.13). The
DR4 case is similar.

5. The cases for UF1 follows by appealing to the induction hypothesis for updateRigid. The case

for UF2 follows by appealing to the induction hypothesis for doUpdateF .
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6. The case for DF1 is straightforward appealing to Lemma A.1.16. Case DF2 is straightforward.
Case DF3 is similar to the case for DR3. We consider now the case for DF4. We have in this

case that:

a ¢ Ci(s)
(O[;L > §a) €y
E,s. = join(Cy,c4,5)

CQZE‘*(OQLEQ”)

As in the case of DF3 consider the set 7 = a(ga, ¢). It follows that closed(Ci5) and let C; be
such that Ci5C, = C;. From this and Theorem A.1.14 for (A.13) we get that join(Cix,<q,s) =
Ey, ¢y such that £ = E; C,.. But we know that o ¢ dom(E;). Hence C, = E;UC, — (a, > ).

We then get that:

q(Cy)

q(Br) + q(Cr — (ap > <))

= (a(B1) + a(sr)) +a(Cr —a) +1

< 4(Cx+qsa) +4(€) + a(Cr — ) + 1)
= q(Ci5+q(Cr) + q(<)

= ¢(C1) +q(<)

where in the third line we made use of the inductive hypothesis for join(Ci5,<q,s) = Ei,sr,
as we know that it uses the same number of recursive calls as equation (A.13).

7. Cases J1 and J2 are easy checks. For 13 we have the following: First of all C;eD;eDs is acyclic
and closed and hence we can apply the induction hypothesis. It follows that

Es] = p1) < q(E) < q(CoDyeDy) < q(C) + q([D1] = p1) + q([Do] = p2)

Q(EE(dom(C))’ [

as required.
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Theorem A.1.18 (mkMono weakening). If closed(C}) and fev(o) C dom(C)) and additionally it
is mkMono(Cy, f,0) = Cy then mkMono(Cy C,., f,0) = CoC,. in the same number of recursive calls

(and the second fails if the first fails).

Proof. Easy induction, similar to the proof of Theorem A.1.13. O

Theorem A.1.19 (Unification weakening). The following are true:

1. If closed(C)) and fev(oy,02) C dom(Cy) and eqCheck(Cy,01,02) = Co then it is the case
that eqCheck(Cy C,.,01,02) = CsC,..

2. If closed(C)) and fev(s,0) C dom(Cy) and subsCheck(Cy,¢,0) = Cy then it is the case that
subsCheck(Cy Cr,s,0) = CyC..

3. If closed(C}) and fev(a,0) C dom(Cy) and updateRigid(Cy,a,0) = Cy then it is the case
that updateRigid(Cy Cr, o, 0) = CyC..

4. If closed(Cy) and fev(a, o) C dom(Cy) and doUpdateR(Ch,a,0) = Cy and it is the case that
doUpdateR(Cy Cr,a,0) = CoC,y.

5. If closed(Ch) and fev(ays) C dom(Cy) and updateFlexi(Cy, o, ) = Cs then it is the case that
updateFlexi(Cy Cr,a,¢) = CoCy.

6. If closed(C)) and fev(a,s) C dom(Cy) and doUpdateF (C,a, ) = Cy then it is the case that
doUpdateF (Cy Cr,a,¢) = Co C,.

7. If closed(C1) and fev(s1,s2) € dom(Cy) and join(C,¢1,52) = Ca, < then it is the case that

join(Cl Cr, S §2) = 02 Cmgr'

Moreover the number of recursive calls is preserved, and if the first call fails instead, then the second

fails as well.

Proof. Simultaneous induction on the number of recursive calls, similar to the proof of Theo-

rem A.1.14. O

Theorem A.1.20 (Termination). The unification algorithm terminates (written with the notation

1) when given well-formed inputs. In particular
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1. If closed(C}) and acyclic(Ch) and fev(oy,02) C dom(Cy) then eqCheck(Ch,o1,02) ).
2. If closed(Ch) and acyclic(Ch,s) and fev(s,0) C dom(Cy) then subsCheck(Ch,s,0) .
3. If closed(C1) and acyclic(Ci) and fev(a,o) C dom(Ch) then updateRigid(Cy,a,a) |
4. If closed(C)) and acyclic(Cy) and fev(a,0) € dom(Cy) and o ¢ Cy(c) then it is the case

that doUpdateR(Cy,a,0) ).

5. If closed( () and acyclic(Ch,s) and fev(s, ) C dom(Cy) then updateFlexi(Cy, o, <) ).

6. If closed(C)) and acyclic(Ch,<) and fev(s,a) C dom(Ch) and o ¢ a(g) then it is the case
that doUpdateF (Cy, o, <) .

7. If closed(C}) and acyclic(Cy,<1,52) and fev(si,s2) C dom(Ch) then join(Cy,<1,s2) ).

Proof. Assume that w stands for either types or schemes. We assume that ¢(w) = 0 whenever
w =0, or g(ww) = ¢(s) when w = ¢. For a triple (C}, wy, w2) we associate the following lexicographic
triple:

o(Cr, @1, w2) = (¢(C1) + a(w@1) + q(w2), [1| + [w2l. [Ci (1) + | Ci(w02) )

where |[D] = p| = 1+ |p| and |o]| is an ordinary size function on types. We proceed to show that

eventually in every path of recursive calls, the metric ¢ on the arguments reduces.

1. For eqCheck, case El is trivial. Case E2 and case E3 follow by inlining the proof for the
updateRigid function. For E4 we have that eqCheck(Ci,01 — 09,03 — 04) relies on a call
to eqCheck(Cy,01,03). First of all we know that o(Cy,01,03) < 0(C1,01 — 02,03 — 04)
since the quantifier rank is preserved but the sizes of types become smaller. It follows that
either eqCheck(Cy,01,03) either fails, or returns E = eqCheck(Cy,01,03). In the first case
we are trivially done. In the second case, by Lemma A.1.17 we have that ¢(F) < ¢(Cy). It
follows that o(E, 02,04) < 0(C1,01 — 02,03 — 04), and induction hypothesis finishes the case
because it must be that eqCheck(E,02,04) |. If it fails, the whole case fails, or if it succeeds
we return the output of eqCheck(E, 03,04). In all other cases of eqCheck we fail (and hence
terminate) using EG.

2. For subsCheck, case sl follows by inlining the proof of the case of updateFlexi. For case s2 we
have a call to subsCheck(Cy, [D] = p1,V¢.pz). The first step ps = [b — c|ps clearly terminates.

Then we examine the metric: o(CieD, p1,p3) < o(Ch,[D] = p1,ps3) and clearly the constraint
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CieD is acyclic and closed with the variables of p; and p3 in its domain. Induction hypothesis
give us then that the recursive call to eqCheck always terminates, and so does the original call
to subsCheck.

. For updateRigid, the case UR1 is trivial. For the case of UR2 we have that
updateRigid( Cy, a, B) = updateRigid(Cy, o, y)
where (8, = v) € C1. Hence we have that

o(Cra,7) = (g(C1), 2, |Cr(@)] + |CL(B)])

But notice that 8 ¢ 6’\1(7) because the constraint is acyclic, and hence: |6'\1(7)| < |6’\1(6)|
It follows that o(Cy,a,v) < o(Ci,a, 3), and hence the case terminates. The case for UR3 is
similar. Finally, the case for UR3 follows by inlining the proof for doUpdateR.

. For doUpdateR, the cases DR1 and DR2 are trivial by an easy termination lemma on acyclic
constraints for mkMono. For case DR3 we have that (a, > ¢,) € C) and we have a call to
doUpdateF (Cy, o, 0). We recursively call subsCheck(Cy,s,0). Now, it is not obvious that this
terminates. However let us consider 7 = 6'\1(917 o) and Ci5. It must be that Cy5 is closed and
acyclic and a subset of C, and moreover (o, > ,) ¢ Ci5 since « is not reachable from ¢,
nor o through Cj. It follows that subsCheck(Ci5,<, ) does terminate by induction hypothesis
because: o(Ci5,6q,0) < 0(C1,a,0) for the reason that (a, > ¢,) ¢ Ci5. By Theorem A.1.19
that the call to subsCheck(Ch,<,0) must also terminate.

. For updateFlexi the cases are similar to updateRigid.

. For doUpdateF the cases are similar to doUpdateR, appealing to Theorem A.1.19.

. For join the cases J1 and J2 are obvious. For 13 observe that ¢(C1)+ ¢([D1] = p1) + ¢([De] =
p2) = q(CreDijeDy) = g(CreD1eDs) + q(p1) + q(p2). however |[D1] = pi1| + |[D2] = p2| =
2+ |p1|+|p2| and hence, by induction hypothesis the recursive call to eqCheck terminates, and

hence the whole case J3 terminates.
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A.2 Unification soundness

We start by giving a series of lemmas that ensure that unification produces well-formed outputs,
when given well-formed inputs.

Lemma A.2.1. Assume that - C and @ is some set of variables. If 7 = 6’(@) then also - C5.

Proof. Easy unfolding of the definitions. O

Definition A.2.2 (Mono-flags not in scheme bounds). We write mweak(C') for the smallest relation
that asserts that for all (o, > [D] = p) € C, it is the case that y = x and mweak(D).

Definition A.2.3 (Well-flagged constraints). Consider the relations A H* C and A F* ¢ defined
by:

(a) dom(C)#dom(A)
(b) for all (am bnd) € C,for all g € fev(bnd), AA.(B) = m and (bnd = L or bnd = 1)
(c) for all (o, > <) € C,AAc FF A =%

ARt C

SMWF

AFYD

————— SMSCH
AF Dl =p

We write H# C whenever § H* C.
Lemma A.2.4. If - Cy, mkMono(Ch,f,0) = Cs, closed(C}), and fev(o) C dom(Cy) then it is

the case that H* Ca, and moreover Ac, (fev(o)) = m. Additionally, if f = True then o = 7.

Proof. Induction on the number of recursive calls. Case M1 is trivial. For the case of M2 we have
that mkMono(C, f,01 — 03) = Ca where E = mkMono(Ch, f,o01) and Co = mkMono(E, f,02). By
induction hypothesis we have that - F and Ag(fcv(o1)) = m. By Lemma A.1.7, and Lemma A.1.3
we have that closed(F) and fev(oz) C dom(FE). Hence, by induction H* C5 and A, (fev(oz)) = m.
But, by Lemma A.1.5 we also have that A, (fev(o1)) = m. Consequently, Ag, (fev(or — 02)) = m,
as required. Cases M3 and M4 are trivial. For case M5 we have that mkMono(Cy,f,a) = E «

(am = p) where E = mkMono(CyeD, True, p) and (o, > [D] = p) € Cy. First of all, since H* (1,
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u = *. Moreover it must be that H* CjeD and closed(CjeD). By induction then F* E and
Ag(fev(p)) = m and p = 7. It follows from these last three conditions that H* E «— (ay, = p). The

case for M6 is similar. Case M7 is an easy check. O

Lemma A.2.5. The following are true:

1. If H* (1, closed((y), acyclic(Ch), fev(or,02) C dom(Ch), and eqCheck(Cy,01,02) = Ca
then F* (.

2. If H* Cy, closed((Cy), acyclic(Ch,s), Ag, H* ¢, and subsCheck(Cy,¢,0) = Cy then F* Cs.

3. If H# (1, closed((y), acyclic(Ch), fev(a,o) C dom(Ch), and updateRigid(Cy,a,0) = Cy
then H* (5.

4. If H* C1, closed((y), acyclic(Cy), fev(a,o) C dom(Ch), o ¢ /0\1(0), and it is the case that
doUpdateR(Cy,a,0) = Cy then H+ Cs.

5. IfF# (1, closed((y), acyclic(Ch,s), fev(s,a) € dom(Cy), Ag, F* <, and it is the case that
updateFlexi(Ch, o, ) = Co then F* Cs.

6. If F* €, closed((C)), acyclic(Ch,s), fev(s,a) € dom(Cy), o ¢ a(g), Ag, F* g, and it is
the case that doUpdateF (Cy,a, <) = Cy then H* Cs.

7. If H* (1, closed((C)), acyclic(Ch,¢1,$2), fev(st,s2) © dom(Cy), Ag, F* <1,%2, and it is the

case that join(Cy,s1,62) = Ca,¢ then F* Cy and Ag, F* .

Proof. We show the cases simultaneously by induction on the number of recursive calls, assuming

that all cases are true for calls with smaller number of recursive sub-calls.

1. Case El is trivial, cases E2 and E3 follow by induction hypothesis for updateRigid. The case
of E4 follows by induction hypothesis, Theorem A.1.9, Lemma A.1.4, and a second use of
induction hypothesis. Case E5 follows directly by induction hypothesis.

2. Case s1 follows by induction hypothesis for updateFlexi. For the case of $2, since closed((}),
acyclic(Cy), and fev(s) € dom(Cy), we have that H* CieD, and moreover closed(CjeD)
and acyclic(CieD). It follows by induction that H* E and consequently it is straightforward

to verify that H# Fx where 7 = E(dom(Ch)).
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. Case URI is trivial. Cases UR2 and UR3 follow because the constraint is closed, and appealing
to the induction hypothesis for updateRigid. Case UR4 follows by induction hypothesis for
doUpdateR.

. The case for DR1 follows from Lemma A.2.4. The case for DR2 follows by the assumptions
directly. For case DR3 we have that doUpdateR(Cy,a,0) = E «— (o, = o) where (a, > ¢,) €
Cy and E = subsCheck(Cy,¢,4,0). Because closed(Cy) it must be that fev(sq,s) € dom(Cy).
Moreover, it must also be that y = x because F* (. Hence, by induction hypothesis H* E.
By the separation theorem (taking as the set of separating variables the reachable variables
through C) of ¢,,0) it must be that (a, > ¢,) € E. and hence H* E «— (o, = o) (i.e. it is
not the case that Ag(a) = m, in which case the final update would potentially break the H*
relation). Case DR4 follows by induction hypothesis.

. Case UF1 follows by induction hypothesis for updateRigid. Case UF2 follows by induction
hypothesis for doUpdateF .

. Case DF1 is similar to the case for DR1. Case DF2 is trivial Case DF3 follows by induction hy-
pothesis for subsCheck. Finally let us examine case DF4. We have that doUpdateF'(Ch,a,s) =
E — (ay, > ), where E, ¢, = join(Ch,s,s-) and (o, > s,) € Ci. It must be that 4 = x, and
by induction F* E. To finish the case we need to show that F* E «— («a, > ¢,). By separation
it must be that (o, > <) € E, so we did not un-lift some monomorphic flag from E. Hence
we must show that Ap_ (4, > ) F* 6. But we know that Ag F* ¢, by induction, and by
separation o ¢ fcv(s,). It follows that Ag. (o, > F* .

. Cases J1 and J2 are trivial. For 33 it is the case that

join(Cy, [D1] = p1, [Do] = p2) = E5 Es] = p

(dom(Ch))’ [

where E = eqCheck(CyeDyeDy, py, p2) and & = E(pl) — E(dom(Cl)). Clearly the constraint

CreD e D5 satisfies H#, and is closed and acyclic. Consequently by induction hypothesis H* E,

and hence H* E~ . We need to additionally show that Apg. H [Es] = p1, which
E(dom(Ch)) B(dom(C1)) g
follows because it is easy to see that Ag. F Es (since H* E).
E(dom(Cy))
O
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At this point we have shown all the structural properties of the constraints being preserved by
unification. But we have not talked yet about (i) the fact that schemes are not allowed to bind
monomorphic variables (the intuition being that these always originate in some environment variable,
and (ii) the fact that if the body of a scheme is a single variable, it is either monomorphic, or it is
quantified with | in the current scheme.

Definition A.2.6 (Weak well-formedness). A constraint C; is weakly well-formed, written with the
notation wfweak(C}), iff closed(Cy) A acyclic(Cy) A H* Cy.

Lemma A.2.7. The following are true:

1. If wfweak(Cy), fev(o1,02) C dom(Cy), eqCheck(Cyi,01,02) = Ca, and A, (y) = m then
Gi(v) € Gal).

2. If wfweak(C}), acyclic(s), Ag, H* <, fev(s,0) C dom(Cy), subsCheck(Cy,s,0) = Ca, and
Acy(y) =m then Ci(7) € Co()-

3. If wfweak(Cy), fev(a,o) C dom(Ch), updateRigid(Cy,a,0) = Cy, and Ag,(y) = m then
Ci(v) € Go()-

4. If wtweak(Cy), fev(a,o) C dom(CY), a ¢ /C\l(o), doUpdateR(Cy,a,0) = Cy, and Ag, (7)) =m
then C1(v) € Ca(%).

5. If wtweak(Cy), acyclic(s), Ag, F* ¢, fev(a, <) C dom(Ch), updateFlexi(Cy, a,s) = Ca, and
A, () = m then Ci(7) € Ca(7),

6. If wtweak(Ch), acyclic(s), Ag F ¢, fev(a, <) C dom(Ch), o ¢ /C\l(g), and additionally it is
doUpdateF (Cy, o, <) = Cs and A¢, (7) = m then Ci(7) € Ca(v).

7. If wiweak(C)), acyclic(si, 2), Ag, F* 61,62, fev(si,s2) € dom(Cy), join(Cy,s1,52) = Ca,¢,

and Ac, (7) = m then Ci(7) C Ca(7).

Proof. Simultaneous induction on the number of recursive calls; assuming that all cases are true
for smaller number of recursive calls. We do not show explicitly the F#, closed(-), and acyclic()
properties are preserved, nor that the variables of the arguments are preserved in the domains of
the outputs, as these follows whenever they are needed by Lemma A.2.5, Theorem A.1.9, Theo-
rem A.1.15, and Lemma A.1.4.

1. Case E1 is trivial. Cases E2 and E3 follows directly from induction hypothesis for updateRigid.
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For E4 we have that eqCheck(Cy,01 — 02,03 — 04) = Cy where eqCheck(Cy,01,03) = FE and
eqCheck(E,02,04) = Ca. Assume that Ag, (y) = m. By induction 6'\1(7) C E(v). Moreover
from Lemma A.1.6 we get that Ag(y) = m. It follows by induction that E(y) C 6'\2(7)
Consequently 6'\1(7) - 6’;(7), as required. Case E5 follows by induction hypothesis, and case
EG cannot happen.

2. Case sl follows by induction hypothesis for updateFlexi. For s2 we have that wfweak(C(}),
acyclic([D] = p1), A¢, F* [D] = p1, subsCheck(Cy,[D] = p1,V¢.ps) = E5 where p3 =
[c— blpa, E = eqCheck(CyeD, p1,ps) and v = E(dom(Cy)). It follows by induction hypoth-
esis, if Ag,ep(y) = m then m(ﬂ C E(y). Assume now that A¢, (7) = m. It follows that
v € dom(C}). But also Agep(y) = m. Hence @('y) = 6'\1(7) since dom(D)#fev(Ch).
Then /C\l('y) C E(y). But v € dom(Cy) and consequently E(y) = E\';(v) It follows that
/C\l(’y) - E’\;(’y) as required.

3. Case URI is trivial. For case UR2 we have that wfweak(C}), and updateRigid(C, o, 3) = Cy
where Cy = updateRigid(Ch, o, 7v) and (8, = v) € Ci. By induction hypothesis for updateRigid
we are done. The case of UR3 is similar, and the case of UR4 follows by induction hypothesis
for doUpdateR.

4. For case DR1 we have that doUpdateR(Ci,o,0) = E «— (am = o) where (o L) € Oy
and E = mkMono(True, Cy,0). Assume that Ag,(7) = m. By an easy similar property
for mkMono it follows that 6‘\1(7) C E(7). But by the separation theorem Theorem A.1.13
(by using as the separating set of variables the set 6‘\1(0)) we know that (am L) € dom(FE).
Consequently E(y) C (E %Tc-xm\: 0))(y) as required. Case DR2 is straightforward. For case
DR3 we have that doUpdateR(C,a,0) = Cy where (ay > ¢,) € Cy (since H* C})it must be
that p = %), E = subsCheck(Ci,64,0), and C, = E «— (o, = o). By the separation theorem,
Theorem A.1.14, it must be that (a, > ¢,) € E, but we also have that Ag(y) = m and hence
o ¢ E(v). By induction hypothesis we get that if Ac,(7) = m, 6\1(7) C E(v). But because
H# E by Lemma A.2.5 and since Ag(y) = m, it must be that E(y) = E <—/((;z*\: o)(y). and
we are done. Case DR4 follows by induction hypothesis.

5. The cases for updateFlexi are similar to the cases for updateRigid.

6. The cases for doUpateF are similar to the cases for doUpdateR.
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7. Cases J1 and J2 follow trivially. For case J3 we have that

join(Cr, (D] = p1, [Do] = p2) = (B 4o,y E5] = P1)

given that E = eqCheck(CieD1eDy, p1,p2), and § = E‘(pl) - E(dom(Cl)). Assume that
Ac, () = m. Then also Agep,en,(7) = m. By induction hypothesis we then get that

Ci(y) = CreDieDy(7) C E(y) = E

/E\(dom(cl))(’)/% as required.

O

Definition A.2.8 (Quantified variable condition). We define the relation wfqvar(C') and similarly

wiqvar(c) as:

for all (o), > <) € C,wtqvar(s) wiqvar(D) for all & € dom(D),Ap(a) = *
CWFQ SWFQ
wiqvar(C) wiqvar([D] = p)

Lemma A.2.9. The following are true:

1. If witweak(C}) and wEqvar(C) and fev(o1,02) C dom(Ch) and eqCheck(Cy,01,02) = Cy then
wiqvar(Cs) and if Acg,(y) = m then there is a 8 € dom(C1) such that Ao, (B) = m and
v € G(P).

2. If wtweak(C}) and wiqvar(Cy,s) and acyclic(s) and Ag, F* < and fev(s,0) C dom(Cy) and
subsCheck(Ch,s,0) = Cy then wiqvar(Cy) and if Ac,(y) = m then there is a B € dom(Ch)
such that Ac, () =m and v € 6’\2(6)

3. Ifwfweak(C}) and wiqvar(C}) and fev(a, o) C dom(C) and updateRigid(Cy,«,0) = Cs then
wiqvar(Cs) and if Acg,(y) = m then there is a B € dom(Cy) such that A, (8) = m and
v € Co(B).

4. If wfweak(Cy) and wiqvar(Ch) and fev(a, o) C dom(Ch) and o ¢ a(a) and additionally it is
the case that doUpdateR(Cy,a,0) = Cy then wEqvar(Ch) and if A, (y) = m then there is a
B € dom(Cy) such that Ac,(8) =m and vy € @(ﬁ)

5. If wtweak(C)) and wiqvar(Cy,<) and acyclic(s) and Ag, F* ¢ and fev(a,<) C dom(Ch) and
updateFlexi(Cy, a, ) = Cy then it is the case that wfqvar(Cy) and if Ac,(y) = m then there
is a B € dom(Ch) such that Ac,(8) =m and vy € /C\g(ﬁ)
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6. If wtweak(C) and wfqvar(Cy,<) and acyclic(s) and Ag, F* ¢ and fev(a, <) C dom(Cy) and
¢ a(q) and moreover doUpdateF (Cy, o, ¢) = Cy then wiqvar(Ch) and if Ac,(y) = m then
there is a 8 € dom(CY) such that Ac, (6) =m and v € @(ﬂ)

7. If wtweak(Cy) and wiqvar(Cy,<1,<2) and acyclic(sy,sa) and Ag, F* ¢1,62 and fev(s, s2) C
dom(Cy) and join(Cyi,1,62) = Ca,¢ then wiqvar(Ca,<) and if A, (y) = m then there is a
B € dom(Cy) such that Ac,(8) =m and vy € @(ﬁ)

Proof. We prove all the cases simultaneously by induction on the number of recursive calls. For each
case we assume that they all hold for sub-calls. In the recursive cases we make use of Lemma A.2.5,
Theorem A.1.9, Theorem A.1.15 to show the necessary well-formedness conditions. In the case of
E4 we need to appeal to Lemma A.2.7. All the rest cases are straightforward except for the cases

for s2 and J3. We focus on these particular cases:

e Case 52. In this case we have that wfweak(C}), wfqvar(C},s), acyclic(s), and fev(s,0) C
dom(Ch), where ¢ = [D] = p; and 0 = V€. pa. Moreover subsCheck(C1, [D] = p1,V¢.p2) = Ey
where p3 = [¢— blps, E = eqCheck(CyeD, py,ps) and ¥ = E(dom(Cy)). We have that
wiweak(CieD), wEqvar(CieD), fev(p1, p2) C dom(CreD). Hence by induction hypothesis we
have that wfqvar(FE) and consequently wfqvar(Fy) as well. Now, pick a variable v such that
Ap_(v) = m. By induction hypothesis there exists a 3 € dom(CyeD) such that Ac,ep(3) =m
and v € J/E\’V(ﬁ) But wfqvar([D] = p;1) and hence A, (8) = m, and the case is finished.

e Case J3. In this case we have that wfweak(C}) and acyclic([D1] = pi1,[D2] = p2) and
wiqvar([Di] = p1,[D2] = p2) and wfqvar(C)). Moreover join(Cy,[D1] = p1,[D2] = p2) =

E~

Bdom(C1))’ [E5] = p1 where E = eqCheck(CreDeDy, py, p2), o= E(pl)—E(dom(Cl)). First,

we can confirm that wfweak(CieD) and wfqvar(CieD;eD,), and additionally it is the case that
fev(p1, p2) C dom(CreDieDs). Hence, by induction hypothesis wfqvar(FE) and consequently

also wfqvar( . Next, we need to show that wfqvar([F5] = p1). Hence, we have to

EE(dom(cl)))

show two things:

— For all v € dom(E;), A By = *. Assume by contradiction that there exists a 7 such that

AEE('y) = m. It follows that Ag(y) = m. By induction then there exists a 8 such that
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Aciep,ep, () = m such that v € E(3). But it must be the case that Ac,(f) = m
because wfqvar([D1] = p1,[D2] = p2), and hence v ¢ J, a contradiction!
— That FEj itself satisfies wfqvar(Fy). But we know that wfqvar(F) and Fs is only a

restriction of E.

To finish the case assume a variable ¢ such that A B o (¢) = m. It follows that Ag(¢) = m
and by induction there exists a variable § such that A;l. DyeD,(0) = m such that ¢ € E(5).
But, since wfqvar([Di] = pi1,[D2] = p2) it must be the case that A, (§) = m and ¢ €
(6) as required.

EE(dom(C’l))

O

Definition A.2.10 (Well-formed scheme bodies). Consider the relations A F° C and A F° ¢

whenever:

(a) dom(C)#dom(A)
(b) for all (o, >¢) € C,AAc b ¢

CBWF
AP C
AR D
(p=7)= ((x L)€ D)V (AAp(y) =m)
SBWF
AR [D]=p

We write -° C' whenever §) F* C.
Definition A.2.11 (Well-formedness). We write wf(C) iff wfweak(Cy) A wEqvar(Ci) A F° Cy.

Lemma A.2.12. Ifwf(C)), fev(o1) C dom(Cy), mkMono(Cy, f,0) = Cy then b Cs.

Proof. Easy induction appealing to previous lemmas for mkMono: A.1.3, A.2.4, A.1.7, A.1.12. O
Lemma A.2.13 (Well-formed scheme bodies preservation). The following are true:

1. Ifwt(Cy), fev(oy,a2) C dom(Cy), eqCheck(Cy,a1,02) = Cy then =0 Cs.

2. Ifwk(Cy), acyclic(s), wiquar(s), Ag, F*/* ¢, fev(s, o) C dom(Cy), subsCheck(Cy,s,0) = Cy

then Fb Cy.
3. If wk(CY), fev(a,0) C dom(CY), updateRigid(Cy,a,0) = Cy then ¥ Cy.
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4. If wt(CY), fev(a,o) C dom(Ch), a ¢ 6’\1(0), doUpdateR(Cy,a,0) = Cy then - Cs.

5. If wf(Cy), wiqvar(s), acyclic(s), Ag, FY* ¢, fev(a,s) € dom(Ch), updateFlexi(Cy, o, <) =
Cy then F¥ Cy.

6. If wk(Cy), wiquar(s), acyclic(s), Ag, F¥/# ¢, fev(a,s) C dom(Cy), a ¢ a(g), and addition-
ally it is the case that doUpdateF(Cy,a,s) = Cy then -° Cs.

7. If wt(Cy), acyclic(si,s2), wiqvar(si, ), Ao, FYH <16, fev(si, o) € dom(Cy), and addi-

tionally it is the case that join(Cy,¢1,5) = Ca, < then o Cy and Ag, Fb e,

Proof. The proof is by simultaneous induction on the number of recursive calls. For each case we
assume that the corresponding case is true for the recursive sub-calls. Most cases are straightforward,
except for the cases of join. The cases for J1 and J2 are straightforward. For 13 we have that
wi(Cy), acyclic(si, ), wiquar(si, ), Ag, FY* 61,6, fev(si,so) € dom(Cy) and ¢ = [Dy] = p1,

G2 = [D2] = p2. We also have that join(Cy, [D1] = p1,[D2] = p2) = [E5] = p1 where

EE(dom(cl)y
E = eqCheck(CyeDeDy, py1, p2), & = E(pl) — E(dom(C’l)). By induction it is easy to show that

Fb E, and consequently - E

Bdom(Dy)) (since it is a closed constraint). To finish the case we need
to show that Ag. Fo [E5] = p1. First of all clearly Ap. Fb Es. Assume now that
E(dom(D71)) E(dom(C7))

p1 = 7. Then, it must have been that either (7, L) € Dy, in which case we are done (because this
branch of the algorithm cannot have been taken). Or it must be that A¢, (7) = m. In which case it
must be by preservation of the monomorphic domain (Lemma A.1.6) that also Ag. (y)=m

E(dom(C1))

as is required to finish the case.

Corollary A.2.14. If+ Cy, Ag, F o, and mkMono(Ch, f,0) = Cy then - Cs.

Proof. The proof is by putting together the following Lemmas or Theorems: A.1.3, A.1.7, A.1.12,
A.2.4, and A.2.12. O

Corollary A.2.15 (Well-formedness preservation). The following are true:

1. If b C1, A¢, F 01,02, and eqCheck(Cy,01,03) = Cy then - Cs.
2. IfF Cy, Ag, F,0, subsCheck(Cy,s,0) = Cy then b Cs.
3. If+ C1, Ag, F a,0, updateRigid(Cy,a,0) = Cy then F Cs.
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4. IfF Gy, a ¢ 6’\1(0), Ae, Fa,o, and doUpdateR(Cy,a,0) = Cy then b Cs.
5. IfF Gy, Ag, b oy, updateFlexi(Cy, o, <) = Cy then F Cs.

6. Ift C1, a ¢ 6’\1(@), Ae, Fa,s, and doUpdateF (Cy, o, <) = Cy then F Cs.
7. If = C1, Ag, F 1,6, join(Ch,s1,5) = Ca, s then = Cy and Ag, F g,.

Proof. The proof is by putting together the following Lemmas or Theorems: A.1.9, A.1.15, A.2.5,
A.2.9, and A.2.13.

O

Up to this point we have shown that unification preserves our (rather complex) notion of well-formed
constraints. For the rest of this section, we turn to the actual soundness of unification proofs,
which relies—for the inductive cases to go through—on Corollary A.2.14 and Corollary A.2.15. We

additionally make two extra assumptions:

1. In every constraint of the form [D] = p encountered in the algorithm, all quantified variables
of D (dom(D)) appear in the reachable variables D(p) (i.e. there exist no useless quanti-
fied variables in schemes). Rule J3 which is the only rule that creates quantification clearly
preserves this invariant.

2. An additional requirement is that no System F types with unused quantified variables (such as
Vab.y or Vab.a — a) are encountered during type inference, and that our substitutions never

substitute for types with unused quantified variables.

Definition A.2.16 (Logical constraint entailment). We write Cy F Cs iff for every 0 = C it is
0 = Cs.
Lemma A.2.17. If + (i, A¢g, F o and mkMono(Cy,f,0) = Cy then Cy F Ci. Moreover

Ag,(fev(o)) = m and if f = True then o = T.

Proof. The second part follows from Lemma A.2.4. We show the first goal by induction on the
number of recursive calls to mkMono. Case M1 is straightforward. Case M2 follows by the induction
hypothesis, Corollary A.2.14 and Lemma A.1.3. Case M3 and case M4 are straightforward. For

M5 we have that mkMono(Cy,f,a) = E «— (am = p) given that (a, > [D] = p) € C; and
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E = mkMono(True, CieD,p). Assume that § = E «— (an = p). By separation consider the
constraint Cp = (Cl'D)m(p) and C, the rest such that CoC, = CieD and then F = E,C,.
However it must be that a € dom(C,.). Then 6 = FEy and by induction (the call with Cy as the
starting constraint takes the same number of recursive calls and clearly - Cp) 6 = Cp. Additionally
0 = C.—a. Consequently 8 = Cy(Cr—a), that is  |= CreD —a. It follows (since a ¢ dom(D)) that
6 = D. Then 6a = 0p € [([D°] = p°)], where the o symbol denotes a freshening of the domain
of D and p to fresh constrained variables. That is because #a must be monomorphic, and hence it
suffices to find a substitution ¢ = 6(D°) and such that 8p = ¥8(p°). But simply take ¢ = 0%0m (D)
(i.e. the restriction of 0 to the dom(D) variables, where we rename its domain as necessary). Hence,

0 = CieD and 0 = C as required. Case M6 is similar, and case M7 is straightforward. O

Lemma A.2.18 (Satisfiability of well-formed constraints). IfF D then there always exists a 6 such
that 0 = D.

Proof. Simply instantiate all flexible bounds to convert them to equalities. The result is an acyclic
equality constraint which is always solvable by ordinary first-order unification (by first creating a

unifier for the m-flagged variables). O

We prove the rest of the lemmas in this section simultaneously by induction on the number of the
steps that the algorithm performs. For each lemma we assume that all other lemmas are true for
any sub-calls of the algorithm.

Lemma A.2.19. If+ C, A¢, b 01,09, eqCheck(Cy,01,02) = Ca, for all 6 such that 6 = Cy it is
the case that 0 = Cy and 0oy = os.

Proof. The case for El is straightforward. Case E2 and E3 follow from induction hypothesis
for Lemma A.2.20. For case E4 the result follows from induction hypothesis, Corollary A.2.15,

Lemma A.1.4, and a second use of induction hypothesis. Case E5 gives us that

eqCheck(Cy,Ya.p1,Va.ps) = Co
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where we have that Cy = eqCheck(Cy, [a — bpy, [a — b]pz) for some fresh b and additionally b# Cs.
Assume that 6 = C,. Induction hypothesis gives 6 = C; and 0[a — blpy = 0[a — blpa. Let us
assume without loss of generality that a#ftv(f). Now we know that b# Cy and 6 = Cy. Let 0y =

[b — d], where d completely fresh. By an easy renaming property we see that 6y = Cy. Then by

induction hypothesis also fg[a — b]p; = Op[a — b]p2, therefore Yb.0p[a — b]py = Vb.0[a — b]pa.
Now b#ftv(fy) and hence we have that 0y(Vb.[a — b]p1) = Oo(Vb.[a — b]ps). Then, Oy(Va.p;) =
00(Y@.pz). Finally since neither ¥a@.p; or Va.p, contain b or d, by another renaming we get:

O(Va.p1) = 0(Va.ps), as required to finish the case. O
Lemma A.2.20. If+ Ci, A¢g, F a,0, updateRigid(Cy, o, 0) = Cy, for all 0 such that 6 = Cy it is

the case that 8 = Cy and 8 = bo.

Proof. Case URL is trivial. For UR2 we have that updateRigid(Ch,a, ) = Cs where (8, =) € C4

and Cy = updateRigid(Ch,a,7). Assume § = C,. By induction fa = 6y and 6 = C). Since
(B, = ) € Ci it must be that 5 = 6v. It follows as well that o = 5. For case UR3 we
have that updateRigid(Ch, o, 3) = Cy where (6, > [D] = ~v) € Ci, v ¢ dom(D), and C; =
updateRigid(Cy, o, y). Assume that § = C; and 6o = 6. Moreover, since v ¢ dom(D) we know
that Ag, () = m. It follows that 6+ is monomorphic. Hence we have that 65 € [[§D] = 0~] (because
6D must be empty). It follows that (assuming that our substitutions add no useless quantifiers)
that 88 = 6. Consequently 8 = 63 as required. Case UR4 follows from the inductive hypothesis
for Lemma A.2.21. O

Lemma A.2.21. If+ Cy, Ag, F a,0, a ¢ 6'\1(0), doUpdateR(Cy,a,0) = Csy, for all 0 such that

0 = Cs it is the case that 0 = C; and 0o = bo.

Proof. We have the following cases to consider:

e Case DR1. In this case we have doUpdateR(Cy,a,0) = Cy where (o L) € C;. Moreover
E = mkMono(True, Cy,0) and Cy = E «— (o = o). Assume that 0 £ F «— (am = o). It
must be by the separation theorem however that (o, L) € E. Consequently, foo = 6o and

0 = E. By Lemma A.2.17, § = C) and we are done.
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e Case DR2. We have that doUpdateR(Ci,a,0) = C) « (ay = o) where (o, L) € C;. Assume
that 0 = C; «— (ay = o). It follows that 6 |= C) since fa can be any type in order to satisfy
the (ax L) bound in C). Moreover 8 = fo as required.

e Case DR3. We have doUpdateR(C1, o, 0) where (o), > ¢,) € C1, E = subsCheck(C1,<,,0), and
Cy = E « (a, = o). By well-formedness of the constraint C; we know that © = . Assume
that ¢ = E — (o, = o). consider the restriction of C; to the reachable variables of ¢4, 0
through Ci, call it Cy. The Cy = CyC, and E = FEyC,. such that Ey = subsCheck(Cy,Sqa,<) in
the same number of steps (by Theorem A.1.14). Since « ¢ dom(Ep) it follows that = Ey and
by induction hypothesis 6 = Cy and o € [6s]. But also § E E — «, that is § = Ey(C, — )
and hence 0 E Cy(C, — a) = C) — . But since o € [6s] it follows that 8 = C;. Finally
fa = fo, because 0 = E — (o, = 0).

e Case DR4. We have that doUpdateR(Ci,a,0) = C where (o, = 0,) € €y and Cy =
eqCheck(Cy,0,,0). Assume 6 | C;. By induction hypothesis for Lemma A.2.19 it follows
that 6 = C) and 0o, = fo. Since (a, = 0,) € C; it must be that o = fo,. It follows that

fa = fo as required.

O

Lemma A.2.22. If+ C) and A¢, F s,0, and subsCheck(Cy,s,0) = Cy then for all 6 such that
0 = Oy it is the case that 6 = Cy and o € [6<].

Proof. The case for sl follows by induction hypothesis for Lemma A.2.23. The case for s2 is the
interesting one. Assume that subsCheck(Ch,[D] = p1,¥¢.p2) = Cy where p3 = [c+ blp2, E =
eqCheck(CyoD, py, p3), 7 = E(dom(C})), b#E=, and Cy = BEs. By the well-formedness assumptions

it must be that - C;eD and moreover CieD  pi, p3, assuming that b are fresh enough.

Assume now that 6 = E5. Consider the restriction of 6 to 7, call it 65. Consider the permutation
of 05 such that maps b to completely fresh variables d, call it 9%*’5. It follows since Z#Eg that
9%'_’3 = E5. Since every well-formed constraint is satisfiable (Lemma A.2.18), there is an extension
61, such that 9%'_’591 E E. Then by induction hypothesis we get that 9%'_’591(/)1) = 9%*’591 (p3)-

Since fev(ps) € 7 this means that 9%*@91 (p1) = 9%*’3(/)3). However induction also gives that
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9%'_’391 = CieD. Let 65 = 9%"’391 |dom(D)- Then 65 = OgHgﬁl(D). To finish the case we need to
show that 0(Vc.ps) € [[0D] = 0(p1)]. We know that:

6565 py = 62~ py (A.13)

b (02~ D) = 0 py) (A.14)

where D* and p* have their § = dom(D) renamed to fresh 3 . The second holds because of the

choice of choosing fresh b. Moreover, by simply renaming the § to 5" in the first equation we get

Hence, it follows that

Vb.62~ b = clps € [[65~7D*] = 2~ 9p1]

But VZ.G%HE[b — clpy = 6P~ 9(Ve. py) and [[[GEHQD*] = QEHEp{]] = [6P~4([D] = p1)] and conse-
quently: 0°=9(Ve.py) € [P~ 4([D] = p1)]. By a renaming, because of the fresh choice of b of the

algorithm, we get 8(Ve. pa) € [6([D] = p1)], as required. O

Lemma A.2.23. If + Cy, A¢g, F ¢,a, and updateFlexi(Cy,a,¢) = Cy then for all 6 such that
0 = Cs it is the case that 6 = Cy and fo € [6<].

Proof. Similar to the proof of Lemma A.2.20, appealing to inductive hypotheses for Lemma A.2.20
and Lemma A.2.24. O

Lemma A.2.24. If- C;, Ag, Fs,a, a ¢ a(g), and doUpdateF (Ch, a,s) = Cy then for all 6 such
that 8 = Cy it is the case that 0 = Cy and Oa € [0s].

Proof. Similar to the proof of Lemma A.2.21. The only interesting case is the call to the join
function, which we describe next. We have that doUpdateF(Ci, o, <) = Cy where (o, > <,) € Cf,
E,¢, = join(Ch,¢q,5), and Cy = E «— (a, > ¢,). Consider the split of C; to CyC, such that
Cy contains all the reachable variables through Cj of ¢, and ¢. By separation it must be that

join(Cy,Sa,s) = Eo,<r, where E = EgC,.. It must be that o € dom(C,), and also § = FEy, and by
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induction 6 = Cy. Consequently 6 = CpeC, — « and hence 6 = C; — a. However by induction
for Lemma A.2.25 also [0s,] C [0s] N [fs.]. Because 0o € [0s,] C [fs,] it must be that 6 = Cy.

Additionally 6o € [0s,] C [6s], or fa € [6s] as required to finish the case. O

Lemma A.2.25. If- Cy, Ag, F 61,52, and join(Cy,1,52) = Ca, < then for all 6 such that 0 = Cy
it is the case that 0 = C1 and [6s] C [0s1] N [fs2] -

Proof. We have the following cases to consider:

e join(Cy, [D] = «,) = (Ci1,s2) whenever (o), L) € D. We know moreover by well-formedness
of [D] = « that = x, and D = ) (no useless quantified variables). Hence it is adequate to
finish the case to show that [0s] C [[¢D] = «]. This will be the case if [[#D] = «] is the set
of all types, which is the case, since the §D can always be satisfied by any substitution, and
in fact one that can assign any type o to a (because (o L) € 6D).

e join(Cy,<1,[D] = a) = (Ci1,s1) whenever (o, L) € D. The case is similar to the previous one.

e join(Cy,[D1] = p1,[D2] = p2) = Ca,s, where E = eqCheck(CieDieDs, py, p2), and moreover
y= LA?(dom(C’l))7 8= E(pl) —7, and Cy = By, ¢ = [E5] = p;. First of all CieD;eDy is well
formed. Assume 6 |= E5. Then there is an extension #; such that 6, = E. By induction
061 |= C1eD1eD, but since dom(8) 2 dom(Ex) 2 dom(Cy) and C is closed, it must be that
0 = Cy as required. Now consider 6p, and 0p, to be the restrictions of 86, to dom(D;) and
dom(Ds) respectively. Assume Ve.p € [0([E5] = p1)] hence Ve.p € [[0E5] = 6p7] where 5

and pf are a suitable renaming of § to some fresh variables. Then it must be that:

CHOEZ] = Op] (A.15)
p = 050p7 (A.16)
0% = 0B (A.17)

for some suitable fx. We need to show that: Vc.p € [[0D7] = 0p7] where Dy and pf are
completely fresh renamings of the domain of D;. We may pick from the beginning ¢ to be fresh
from [[0 D] = 0p7]. Consider now the substitution 6%, . It must be that 63, [= 0D7. Moreover

9°D19(p‘1’) = 9§9p‘{ = p. Hence [6¢] C [0(|[D1] = p1)]. For showing [6s] C [6([D2] = p2)], it
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suffices to show that V¢.p € [[0Ds] = 0p3] where D3 and p§ are completely fresh renamings
of the domain of D;. We may pick from the beginning ¢ to be fresh from [[#D35] = 6p5].
Consider now the substitution 6%, . It must be that 03, = 6Ds. To conclude we must show
that 67, 6(p3) = p. It suffices to show that 03, 6(p3) = 656p] which holds since 661p1 = 6612

by induction.

A.3 Unification completeness

We proceed with showing the completeness of unification with respect to the set semantics that we
have defined earlier.

Lemma A.3.1. If+ Ci, Ag, F 01,09, 0 = C1, with dom(0) = dom(C1), 001 = Ooa, and eqCheck
terminates, then eqCheck(Cy,01,02) = Co such that there exists a 0, with 00, = Cy and dom(00,.) =
dom(Cy).

Proof. The proof is by induction on termination relation for eqCheck. Let us consider cases on o
and 9. If both types are (rigid) type variables, then it must be that 01 = a and o2 = a, and
consequently case E1 is applicable. If oy or o3 is « then, case E2 or case E3 is applicable , and the
result follows by Lemma A.3.3. If none of o or o5 are variables, assume that they are function types:
01 = 011 — 091 and 03 = 019 — 029. Then we have that 6o;; = 6012 and 0o9; = Ooa. Hence
by induction hypothesis we have that eqCheck(Cy,011,021) = E such that there exists a 9,% with
001 = E. Moreover by the well-formedness lemmas we know that E is well formed, and moreover
Ap b 021,092. By induction hypothesis again eqCheck(E, 091, 022) = Ca, and there exists a 2 such
that 00102 = O, as required. The final case we have to consider is when 1 = Va. p; and oy = Va. ps,
and without loss of generality assume that p; # v and o9 # 2 because we assume that there exist
no useless quantified variables in types. Also without loss of generality assume that ab#ftv(6) (i.e.

we picked the fresh variables, fresh from 6 as well). Then fo; = Va.0p; and oy = Va.0ps. Tt

follows that 8p; = Opy. Consequently by induction eqCheck(Ch,[a — blp1,[a +— blps) = Cy such

that there exists a 6, so that 60, = Cs. To finish the case we need to show that b#E. But observe
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that it suffices to show that E#EE (dom(Ch)) (by the separation lemma, the rest of the constraint £
is also present in C; and not touched, and hence cannot have contained b). If there were some b € b

in EE(dom(cl)) it must have been that b € range(6), a contradiction. Case E6 is not applicable,

because the types cannot be equal. O

Lemma A.3.2. Ift Cy, Ag, b, 0, and 0 = Cy with dom(0) = dom(Ch), 0o € [0s] and subsCheck
terminates, then subsCheck(Ch,s,0) = Cy then there exists a 0, such that 00, = Cy and dom(00,.) =
dom(Cs).

Proof. Let us do a case analysis on o.

e o = (. In this case the result follows by Lemma A.3.5.

e 0 # 3. In this case 0 = V¢.ps where we assume that ps is not a variable. Since subsCheck

terminates, then it must also be that eqCheck(CieD, p1, p3) terminates where p3 = [¢c — b]p2.
Since (Vc.p2) = [[0D] = 6p]. We assume without loss of generality that b#ftv(0) (i.e. we
picked the variables b fresh from @ as well). Then there must be a substitution #p such that
6p |E 0D such that 6pfp = Ops (because Op; must be a p-type when ps is not a variable),
and moreover ¢#ftv([0D] = 6p). It follows that #0p = CieD. By Lemma A.3.1, since
eqCheck(CyeD, p1, p3) terminates, there exists a 6, such that 6p0, = E. Finally consider the
restriction of 6pf,, call it 87, such that 607 = E5. To finish the case we need to show that

b# E=. This follows, because if b € Ex it must be that b € range(6), which is impossible.

O

Lemma A.3.3. If+ Cy, A¢g, F a,0, 0 = C1, with dom(0) = dom(Ci), 0 = 0o, and updateRigid
terminates, then updateRigid(Ci,a,0) = Co such that there exists a 0, such that 00, = Cy and

additionally it is the case that dom(66,) = dom(C5).

Proof. We consider cases on o. If 0 =  we have the following cases:

e We have § = «. The case finishes by taking 6, to be the identity substitution.
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e We have § # « and (8, = v) € C. It follows that case UR2 is reachable. However since
O =00 and 0 = C, it must be that 0o = 6~. Induction hypothesis finishes the case.

e We have 3 # a and (3, > [D] = p1). Moreover we know that o = 03 and 63 € [[0D] = 6p1].
We have the following cases for p;. If p; = 7 then one case is if (7, L) € D. In that case, case
UR4 is reachable and the result follows by Lemma A.3.4. The other case is that Ag, (v) = m.
In this case, case UR3 is reachable (and also D = §)). Then, since 03 € [[)] = 6+] and there
are no useless quantifiers, we have that 3 = 6~ (and is monomorphic). But then it must be
that updateRigid(Cy, o, ) terminates, and hence by induction hypothesis we are done. Now,
let us consider the cases where p; # . It must be in that case that o ¢ a(ﬁ) otherwise
it can’t happen that fa = 65 € [[#D] = 0p1]. Hence, case UR4 is reachable and we get the

result by Lemma A.3.4.

Now, assume that o # (. It must be the case that « ¢ a(a), because otherwise it cannot be that

fa = fo. Then the case UR4 is reachable and Lemma A.3.4 shows the goal. O

Lemma A.3.4. Ift Ci, A¢, F o,0, 0 = Cy, with dom(0) = dom(Cy), o ¢ /C\l(a), fa = 0o, and
doUpdateR terminates, then doUpdateR(Cy,,0) = Cy such that there exists a 6, with 60, = Cy

and dom(00,) = dom(Ch).

Proof. The proof is by case analysis on the bound of o in Cy. If (e, L) € C; and fa = o, and
moreover fa is monomorphic. By completeness for mkMono, we have that there exists a 6% such
that 00 = E. Tt follows that #0. = E « (am = o). If on the other hand (o, L) € C; we have as
before that 8o = o and 0 = C, so it must also be that § = C; «— (o, = o). Now, consider the
case where (o, > ¢,) € C;. We know that 0o = 0o and moreover da € [0¢,]. It follows that case
DR3 is reachable and by Lemma A.3.2 we have that subsCheck(C1,¢q,0) = E and there exists a 0,
such that 06, = E. Since fa: = fo this implies also that 06, = E — (o, = o). Finally assume that
(ay = 04) € C1. Moreover we have that fa = o and since 0 |= C; we have fa = 0o,. Then case

DR4 is reachable and then by Lemma A.3.1 the case is finished. O

Lemma A.3.5. Ift+ Cy, Ag, Fa,s, 0 = Cy, with dom(0) = dom(Ch), O € [0<], and updateFlexi

terminates, then updateFlexi(Ci,a,s) = Co such that there exists a 0, such that 00, = Cy and
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additionally it is the case that dom(00,) = dom(Ch).

Proof. Similar to the proof of Lemma A.3.3, appealing to Lemma A.3.3, and Lemma A.3.6. (Observe
that if ¢ = [D] = v then by well-formedness ~ is either a monomorphic variable, or bound to L in

D, hence the call to updateRigid in UF1). O

Lemma A.3.6. If+ C, Ag, Fa,s, 0= Cy, a ¢ a(a), with dom(0) = dom(Ch), fa € [0¢], and
doUpdateF terminates, then doUpdateF (Cy,a,s) = Cy such that there exists a 0, with 00, = C,
and dom(060,) = dom(Cy).

Proof. Similar to the proof of Lemma A.3.4, by analysis to the bound of « in C, and appealing to
Lemma A.3.2. The interesting case is when (o, > ¢,) € C;. In this case we know that fa € [6<]
and fa € [fs,]. Then we are in case DF4 and it follows by Lemma A.3.7 that join(Ci,s,s,) = E,
and there exists a 6, such that 66, = E. From the same lemma it is the case that fa € [06,¢,.]. It

follows that 00, = E — (ax > <,). O

Lemma A.3.7. If - C1, A¢, F<1,6, 0 = Cy with dom(0) = dom(Cy), and join(Ch,<1,s2) termi-
nates and o € [0¢1] N [0s2], then join(Ch,<1,%) = E, s such that there exists a 0, with 00, = E and

dom(00,) = 0(E), and o € [00,<].

Proof. Let us consider cases on ¢; and ¢p. If one of them is [ay L] = « then either the case of
J1 or J2 is reachable and, since the set [a, L] = « is the set of all types we are done. Now, let
us assume that this is not the case. The reachable clause is then J3. In this case we have that
0 = C) and the call is made to join(Cy, [D1] = p1,[D2] = p2). We have that o € [[0D1] = 0p1] and
o € [0Ds2] = 0ps]. Assume that o = Vé.p. It must be hence that c#ftv([0D1] = 0p1, [0 Ds] = 0p2)
and there exist 0p, and 0p, such that 0p, = 0D; and 0p, |= 6 D,. Without loss of generality assume
that D; and D, have fresh domains, and it also must be that p = 0p,0p; = 0p,0p>. Hence it must
be that 00p,0p, = CreD;eDs, and

99D19D2p1 = 99D19D2p2 =p (A18)
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Hence, by Lemma A.3.1 eqCheck(CieD 10Dy, p1, p2) = E such that there exists a 6, for which it is

the case that 60p,0p,0, = E. Consider the restriction of 0p, 0,0, to £ y to be 7 and then

(dom(Ch
007 = EE(dom(CI))' If § = E(p1) — E(dom(Cy)) then it is also the case that 00p,0p,0, = E5 and
equation (A.18) finishes the case. O

A.4 Main algorithm soundness

We start by showing some well-formedness preservation lemmas about the algorithm of Figure 6.3.

Lemma A.4.1 (Instantiation well-formedness). The following properties are true:

1. If inst(Cy,0) = Ca, p then dom(Cy) C dom(Cs) and if A, (y) = m then A, (y) =m.

2. If wtweak(Cy) and inst(Cy,0) = Ca,p and Ac(y) = m then a('y) C 6’;(7)

3. If wiweak(C}), wiqvar(Ch), fev(o) C dom(Cy), inst(Cr,0) = Ca,p then wiqvar(Cs) and if

Ac, () = m then there is a 8 € dom(Cy) such that Ac, (8) =m and v € A, (0).

Proof. Easy check. O
Lemma A.4.2 (Instantiation well-formedness). If - Cy and A¢, F o and inst(Cy,0) = Ca, p then
F Cy and Cy = p.
Proof. Easy check. 0
Lemma A.4.3 (Instantiation soundness). If - C) and A¢, b o, and inst(Cy,0) = Cs, p, then for

all 0 |= Cy, 0 = Cy and F™* 0[] < 0[p].

Proof. It must be that o = Va.p; in which case Co = Cie(a, L) and p = [a7 @]p;. Assume that
0 = Cy. Tt follows that 6 = C;. Moreover let 0,, 05 be the split of 6 such that dom(fz) = &. Then

Olo] = Ya.0p[p1] where without loss of generality we assume that a#ftv(6). But then
Fva.bolpr) < [a = Galallfolp] = Ol([T=alpr)] = 0p

as required. O
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The following important lemma ensures that our normalization procedure produces well-formed
schemes.

Lemma A.4.4 (Normalization well-formedness). Assume that:

1. AFC,
2. AAC F g,
3. for all o € dom(C), Ac() = *, and there exists a B € fev(o) such that o € C(o), and

4. normalize(C,0) = [E] = p
Then, A+ [E] = p.

Proof. We prove the lemma by induction on the number of recursive calls. We have the following

cases to consider:

e Case N1. We have that normalize(C,a) = [CeD — a] = p. Hence it must also be that
A F CeD, and because no variable from the domain of C points to «, and C' and D are
acyclic it follows that A - CeD — «. The interesting part is to verify two conditions, (i) the
domain of £ = CeD — « does not contain any m-bound variables, and (ii) if p = v it is
either bound to L in E or monomorphic in the environment A. For (i), observe first that,
because A F [D] = p, D does not contain any m-bound variables in its domain, and so does
C by assumptions. It follows that C'eD does not contain any m-bound variables, and so does
CeD — . For (ii) let us examine the case where p = v, If v € dom(D), since A + [D] = p
it must be that (7. L) € dom(D) which implies that (7, L) € dom(CeD) and clearly v # «a.
On the other hand if A(y) =m, v ¢ dom(C) and v ¢ dom(D) and hence v ¢ dom(CeD) and
hence the case is done.

e Case N2 is similar to N1 appealing additionally to the induction hypothesis.

e Case N3. We have in this case that normalize(C,Va. p) = normalize(Ce(a, L), [a— a]p). We
can assume without loss of generality that & were picked fresh from A as well, and consequently
AF Ce(a, L). Moreover by assumptions Ce(@, L) does not contain any m-bound variables.

by induction then the case is finished.
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e Case N4. In this case we have that either p is not a variable in which case the well-formedness
follows easily. If on the other hand p = ~, since we know that, since we are in this case it must

be that

— either (y, L) € C, and since C does not contain any m-bound variables, it is (v, L) € C,

— or v € fev(o) and v ¢ dom(C). But in this case A(y) = m by assumptions.

It follows in every case that A F [E] = p, as required.

Lemma A.4.5 (Normalization soundness). Assume that:

1. + C,

2. Ac + (4,

3. AAg, Fo,

4. for all a € dom(Cy), Ag, = *, and there exists a 8 € fev(o) such that a € 6'\1(0), and
5

. normalize(Cy,0) = [E] = p
Then, for all 0 = CeE there exists a 0, such that 00, = CeCy and H 00,0 < 0p.

Proof. We show the case by induction on the number of recursive calls of normalize. In case
N1 we have that normalize(Cy,a) = [C1eD — o] = p when (a, > [D] = p) € C;. Assume
that # = CyeD — a. Then it must be that §p = 672D, (=P being the restriction of @ to its
domain that is disjoint from D), it suffices then to choose 6,.(a) = 8p and we are done. In case
N2 we have that normalize(Cy,a) = normalize(C; — «,0) whenever (o, = o) € C;. Assume
that normalize(Cy — a,0) = [E] = p and let § = CeE, then there exists a 6L such that 60} =
Ce(Cy — ). Let 02(a) = 00Lo. Tt follows that 00162 = CeC; as required. Moreover we know that
H 0010 < 0p, which implies H 00102(a) < 0p. In case N3 we have that normalize(Cy,Va.p) =
normalize(Cre(a, L), [a— alp) = [E] = p. Assume that § = CeF, by induction there exists a 6,
such that 06, = CeCie(a, L), and H 06,[a—alp < Op. It follows that H 66, (Va.p) < Op. Case

N4 is straightforward. O
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Lemma A.4.6 (Generalization well-formedness). If = C, C F T',p, and generalize(C,T,p) =
[Eg] = pg, E thent=E, EFT, and E + [Ey] = py.

Proof. Unfolding of the definitions, appealing to Lemma A.4.4 O

Lemma A.4.7 (Generalization soundness). Assume that = C and C F T and C & p and moreover it
is the case that generalize(C,T', p) = [Ey] = pg, E and 0 = E then, for all 0, such that 60, = EeFE,
there exists a 0, such that 00,0, = C and F (00,0,.p) < 00,p,.

Proof. Let B = C(p) — C(T'). Then [Eg] = pg = normalize(C3,

0 = C — (5, and assume that 0 is such that 66, = (C'— C5)eE,;. By Lemma A.4.5 there exists a 0,

p), and E = C' — C5. Assume that

such that 00,0, |= (C — C5)e (5, that is, 60,0, = C'. Moreover it is the case that H 0040.p < 00,p,

as required. O

Given the fact that unification, normalization, and generalization preserve well-formedness of con-
straints and preserve the sets of monomorphic variables, it is an easy check that functions instFun,
instMono, and infer have the same properties. In the rest of this section we assume domain
monotonicity, preservation of well-formedness and origination of all monomorphic variables in some
monomorphic variable appearing in the environment. Establishing this property is a tedious but

straightforward task.

Below we give soundness of the functions instFun, instMono, and infer.
Lemma A.4.8. If+ C, A¢g, +F p, C1 B T, and instFun(Cy,T,p) = Ca,01 — o2 then for every
0 = Oy, there exists a 0, such that 00, = Cy and 60,.[c] <C~ O[o1] — O[os).

Proof. Let us consider two cases on o. If p = 01 — 09 we are trivially done. If on the other hand
p = a we have that instFun(Ci, o) = (Ez, 8 — ) where E, [E,] = p, = generalize(C1,T', o), and
E> = eqCheck(EeE (3, L)o(v, L),py, 8 — 7). Assume that § = E>. By Lemma A.2.19 we have
0 = FeE o(3, L)e(v, L). By Lemma A .4.7 we have that there exists a 6, such that H 00,.(a) < Bpg,
and 06, = C; (the use of §, in the theorem is inlined inside #), and 6(3) — () = 6p,. It follows
that |60, (a)| XC~ 0[5] — 0[] (since 6p, must be a p-type). O
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Lemma A.4.9. If- Ci, Ag, Fp1, C1 F T, and instMono(Cy,T, p1) = Ca, p then for every 6 = Cs,

it is the case that 0 |= Cy and 0[p1] <C 0p

Proof. Similar to the proof of Lemma A.4.8 appealing to soundness for mkMono.

O

Lemma A.4.10 (Soundness). If - Cy, Cy - T, and infer(Cy, T, e) = Cy, p then for all 0 | Cy, it

is the case that 0 = Cy and 0T = e : 0[p].

Proof. We sketch the proof of soundness by induction on the number of steps of the algorithm. We

omit showing the well-formedness conditions in the inductive cases. We consider the following cases.

o infer(Cy,I',z) = Cy where (z:0) € T and inst(C1,0) = Cy. In this case we may directly

appeal to Lemma A.4.3.

o infer(Cy,T, e1 ea) = Cy, pa where

(Ey, p1) = infer(C1,T, e)

(Ey, 01 — 09) = instFun(Ey, T, p1)
(B3, p3) = infer(Ey, T, e3)

Ey, [Ey] = pg = generalize(T', E3, p3)
E5 = subsCheck(Ex, [Eg] = pg,01)

027p2 = inst(Eg), 0'2)

(A.19)
(A.20)
(A.21)
(A.22)
(A.23)
(A.24)

(A.25)

Assume 0 = Oy, it follows that H™ 0[oy] < 6[ps] by Lemma A.4.3. Moreover 0 |= Es.

By Lemma A.2.22 we get that 601 € [0([Ey] = py)] and 6 = Ei.

It follows that there

exists a 6, such that 66, = E4F, and let foy = Va.p;. Assume without loss of generality

that a#ftv(6T'). Moreover it must be that a#ftv([0E,| = 0py) and p1 = 6,0p, (@ may

appear in the range of ,). By Lemma A.4.7 it must then be that there exists a 6, such that

H 00,0,(p3) < 0,0p, = p1. But a#6T and hence it must be that OL(60,0,(ps) < Va.p;.

Moreover 66,0, = F3 and hence by induction hypothesis 6T & ey : 06,0, [ps3], and 06,0, |= Es.
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Observe that the residual 0,60, was only referring to fresh variables, and hence at this point
we know that 6 = F. By Lemma A.4.8 we get that there exists a 6, such that 00, = E;
and 00, [p1] 2C~ O[o1] — 0]oz2]. Moreover, by induction we get that 06, = C; and because 0,
is referring to fresh variables, § = C;. By induction we get 0T F ey : 66,.[p1]. Applying rule
SDAPP is enough to finish the case.

infer(Cy,T, (e::0)) = Ca, pa. This case involves the same reasoning about generalization as
the application case and we omit it.

infer(C,T,let x = u in e) = Cy, p where

E1, p1 = infer(C,T, u) (A.26)

Bs, pa = instMono(Ey, p1) (A.27)

ps = zonkType(Ez, p2) (A.28)

@ = Ey(ps) — B(T) B=anfev(ps) fresh (A.29)
Co, p = infer(Es — oz, T, (5:va. B alps), ¢) (A.30)

Assume first of all that 6 |= Cs, and without loss of generality assume that a#dom(0) (other-
wise we can work with a restriction of 8). Then, by induction hypothesis for (A.30) we get that
0 | E> — Exg. But consider the variable @. Eog contains only monomorphic equality bounds,
and we can consider the most general unifier of Fsg, call it EQTE. With a substitution of 3 to

@, we know that [3 — a]El_

2a0

call it O, satisfies Exz. That is, 0z | Eog. Then 665 = E> and
by Lemma A.4.9 there exists a 6, such that 80z6,.[p1] SC 00zp>. and 0050, = E;. Hence, by
induction 0T - u : 0050, [p1] and 0050, = C;. But observe that the @ and the domain of 6,
were freshly created and hence § = C;. Hence induction hypothesis will finish the case if we

can show that @ = ftv([5 — a]00zp2) — ftv(OT):

— @ C ftw([B — a]B0zp2) — ft(OT). This direction is trivial, for fresh enough @.

— fto([B — a]00zp2) — ftv(6T) C @. Assume an a € ftv([3 — al@0zp2) — ftv(OT). The hard
case is when either a € ps or 3y € fev(ps) such that a € 0zy. We will show that this
case cannot happen. In the first case it must be that a belongs in #I'. In the second it

must be the case that v ¢ 3, and hence v ¢ @ or v ¢ fev(p2). If v ¢ @ it means that it
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must be in E’;(F) and hence a € 0T, a contradiction. The latter case, v ¢ fcv(pz) cannot
happen as v € fev(pz).
Putting the above together, induction hypothesis for (A.30) and application of SDLET finishes
the case.

o infer(Cy,T', Ax.e) = Cy, p. The case is similar to the case for generalizing let-bindings.

A.5 Main algorithm completeness

Lemma A.5.1 (Scheme substitutivity). Assume that A b [D] = p and a#ftv([D] = p) and A

contains only x-flagged variables. If 8 = D then [a—= o]0 = D (where G are constrained-variable-

free).

Proof. By induction on the metric of the constraint D. First of all, if (o, = 01) € D we know

that equality is preserved by substitutions, hence 8 = 0oy implies [a = o]0 = [a+— 7001, and
moreover if (a, > L) then the result follows easily. (o, > [E] = p) we have that fa € [[0E] = 6p]
where without loss of generality we assume that dom(E)#dom(0). Assume that a = Vb.p,.
Then b#ftv([0E] = 6p), and without loss of generality assume also that b#a, ftv(7). Then, there

exists also a substitution 6z such that 6z = 0F and p, = 0gfp. It follows that 6z0 = E and

consequently by induction [a =] () = E and [a+ 0]p, = [a— 6(0g0p). This implies that

([a=w7] - 0g)([a—70)d) E E, and moreover ([a— o] 0g)([a—0)0)(p) = [a— 7|pa. Because

b#a, ftv(F) we have that [a— o« € [[[a= 7]0E] = [a 7]0p], as required. O
Lemma A.5.2 (Scheme F-instance transitivity). IfF ¢, o1 € [¢], and H o1 < oy then o3 € [¢].

Proof. Let ¢ = [D] = p. Since F ¢ it must be that, if p = 7, then ¢ = [(7« L)] = 7. Additionally
we know that for all v € dom (D), Ap(y) = x. Let oy = Va.p; and oo = Vb.[a 7 &]p; such that

b#ftv(¥a.p;). Then we know that there exists a §p such that §p = D and p; = 6pp. Moreover

a#ftv([D] = p). We want to show that Vb.[a+ &|p; € [[D] = p]. First of all, assume that p; is
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not a single quantified variable a because in this case it must be that ¢ = [(v« L)] = =, and then
trivially also oo € [s]. So, assume that all quantified variables of oy are the b. We have to show

several things:

e b#ftu([D] = p). Assume on the contrary that there exists a b € ftv([D] = p). It follows that
b € 0pp = p1. But since a#ftv([D] = p) it follows that b € ftv(Va.p1), a contradiction.

e We want to find a substitution 0%, such that [a—o|p1 = 0%p. We know that p1 = Opp,
so consider as a candidate 69, the substitution [a+ o]0p (where the notation means that
we substitute the @ for @ in the range of p. We need to show that since p = D then

[a—]0p = D as well. But this follows by Lemma A.5.1.

Lemma A.5.3. If (Vb.p) € [s] and a#ftv(s), b then Vab.p) € [¢].

Proof. Straightforward unfolding of the definitions. O

Lemma A.5.4 (Normalization completeness). Assume that C + E, AcAg - p, 0 = CeE, the
domain of E is x-bound variables only, constraint E and type p contain no rigid type variables, and

normalize(E, p) = [Ey] = pg. Then 0p € [[E,4] = pg].

Proof. By induction on the number of recursive calls to normalize(E, p). The only interesting case

is the case for N1:

e We have that normalize(E,a) = [EeD —a] = p, when (a, > [D] = p) € E. since § |= CoF it
is the case that 6« € [[#D] = 6p] (where we assume that the domain of D is disjoint from the
domain of #). We need to show that a € [I[E°e(D — «)°] = 0p°] where o is a renaming of
the domain of £ and D such that they are disjoint from the domain of 6. Let 6o = Va. p, such
that a#ftv([0D] = 0p). then there exists a §p such that 6p0p = p, and 0p = 6D. However,
it must also be that 6%6° = 0[E°e(D — «)°] and then 656°0p° = 0pbp = p,. To finish
the case we need to show that a#ftv(0[E°e(D — «)°] = 6p°). But assume on the contrary

that there exists such an a. But since @ € ftv(p,) and they cannot be in fp it must be that

180



@ € range(fp). If there exists such an a it must be that a € range(0f.,(,)) which is impossible

because a#ftv([0D] = 0p).

O

Lemma A.5.5 (Generalization completeness). Assume that & Cy, C1 F T',p, for all 0 = Cy and
E ¢ = generalize(C1,T, p), Ci and p do not contain any free rigid variables, and @ = ftv(0p) —
fto(0T). It follows that (Va.fp) € [6s] and 6 = E.

Proof. We have that 3 = a(P) - a(F), normalize( Cx

p) = [Eg] = pgand E = C — (3, ¢ =

[E;] = py. We know that 6 = C) and assume a renaming of the variables 3 to B°. Then we will
first show that a#tftv([0E;] = 0pj). Assume, by contradiction, that there exists an a € @ such that
a € fto([0E]] = 0pF). It follows that there exists a 3 € a(F) such that 6(0) = a. But then it must
be that a ¢ @. Or, it must be that a € ftv([Ey] = py). But this cannot happen as E; and p, can’t
contain any rigid variables. By Lemma A.5.3, it is hence enough to show that 6p € [6¢]. But this
follows from Lemma A.5.4. O

Lemma A.5.6 (Inst-fun completeness). If+ Cy and Cy FT and 01 | Cy, dom(01) = dom(Cy), and
01[p] SC~ o} — ob then instFun(Cy, T, p) = Ca,01 — 02 such that there exists a 02 with 61602 = Cy

and 0'/1 = 9192[0’1], 0'/2 = 9192[0’2].
Proof. Unfolding definitions and appealing to completeness of eqCheck and normalize(-). O

We use below the fact that whenever we infer a type, that type contains no rigid type variable,
but only unification ones. In essence, rigid type variables can only start appearing by open type
annotations, (and the proofs need be slightly modified), but for simplicity we only treat closed type
annotations.

Lemma A.5.7 (Main completeness). If - Cy and Cy T and 01 = Cy and 0T & e : p’ then it is

the case that infer(Cy,T,e) = Cy, p, and there exists a 02 such that 6102 = Ca, and 0[p] <C p.

Proof. By induction on the size of term e, and considering cases on the derivation 6:' e : p’. The

cases for let nodes rely on Lemma 5.3.5 and Corollary 6.4.3, and is similar to the ordinary case
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for higher-rank types (since the types are box-free), and the substitutions monomorphic. The case
for abstraction relies on Lemma 5.3.5 and is similar. The cases for annotations and applications are
more interesting as they use the power of constrained types. We show below the case for applications,

and the case for annotations is quite similar.

e Case sSDAPP. In this case we have that F C;, C1 T, 0 = C) and 61T F €1 ey : ply given that

0T B ey : g/ (A.31)

p'(XE7)oy — o5 (A.32)

TFE ey i py @ = fi(ph) — fro(T) (A.33)
H o va.py) < |oh]  H™ of < gl (A.34)

By induction hypothesis for (A.31) we get that infer(Cy, T, e;) = Ejp, p1 such that there exists
a 0 with 01605 = Cs and 6105[p1] <C p’. By Lemma A.5.6 and transitivity of <C we get that
instFun(Ey, p1) = Ea,01 — 09 such that there exists a 03 with 616,05 = E> and 0,0203[01] = o}
and 6160203]02] = o). Moreover, we know at this point that 616205 F ey : ph (since all
the variables of I' are already in the domain of 6;). It follows by induction hypothesis that
infer(Ea,T', e2) = E3, ps such that there exists a 4 with 6102050, = E5 and 01020304[p3] <C ph.
Next, we have that if @ = ftv(01020304p3) — ftv(6:T) it is the case that K Va@.0102030,p3 <
01020301 = 0102050401. By Lemma A.5.5 we may call generalize(T', E5, p3) to get back
Ey, s3 (generalize never fails). By Lemma A.5.5 we get that Va.01020304p3 € [010203604535],
and 6016050504 = E4, and by Lemma A.5.2 it must be that 0102050401 € [0102050463]. By
Lemma A.3.2 it must be the case that Es = subsCheck(FEy,<3,01) such that there exists a
05 with 01605050405 = E5. Finally, the instantiation step concludes the case by applying the

algorithm clause IAPP.
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