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Abstract
This paper presents a model-based approach to spoken docu-
ment similarity called Supervised Probabilistic Latent Seman-
tic Analysis (PLSA). The method differs from traditional spo-
ken document similarity techniques in that it allows similarity
to be learned rather than approximated. The ability to learn
similarity is desirable in applications such as Internet video
recommendation, in which complex relationships like user-
preference or speaking style need to be predicted. The pro-
posed method exploits prior knowledge of document relation-
ships to learn similarity. Experiments on broadcast news and
Internet video corpora yielded 16.2% and 9.7% absolute mAP
gains over traditional PLSA. Additionally, a cascaded Super-
vised+Discriminative PLSA system achieved a 3.0% absolute
mAP gain over a Discriminative PLSA system, demonstrat-
ing the complementary nature of Supervised and Discriminative
PLSA training.
Index Terms: Document Similarity, Document Recommenda-
tion, Probabilistic Latent Semantic Analysis, Spoken Document
Retrieval, Information Retrieval

1. Introduction
Consuming multimedia content on the Internet is hugely popu-
lar through media such as hosted user-generated content, pre-
mium streaming video, and podcasts. However, discovering
such content continues to be a challenge. Currently, video por-
tals and search engines are the primary modes of access, but
these suffer from user experience issues. Video portals require
highly interactive browsing that can detract from the overall ex-
perience of viewing desired content. Search engines require
users to have a clear intention of the content they wish to con-
sume. Instead, what is needed are techniques for enabling con-
tent discovery that limit user interaction while providing rele-
vant content.

One such solution is a recommendation system. Recom-
mendation systems suggest content to a user using methods
such as content similarity, user profiling [1, 2], and collaborative
filtering [3, 4]. To date, collaborative filtering is the most pop-
ular method for recommendation, but requires a large amount
of user history data. For spoken content, spoken document
similarity is an alternative means of recommendation that does
not require user data. Spoken document similarity can also be
used for organizing and linking documents in a large multime-
dia database to facilitate structured browsing.

The goal of spoken document similarity is to use the en-
tire spoken content of a multimedia document as a query for
retrieving similar or relevant documents from a database. Typi-
cally Automatic Speech Recognition (ASR) is first used to gen-

erate transcriptions. Text similarity techniques such as Vector
Space Modeling (VSM) [5], Latent Semantic Analysis (LSA)
[6] or Probabilistic Latent Semantic Analysis (PLSA) [7], can
then be used to determine similarity. Unfortunately, high ASR
word error rates degrade spoken document similarity perfor-
mance which means further work remains to be done onspoken
document similarity.

A limitation of traditional spoken document similarity tech-
niques is that thetypeof similarity is typically skewed towards
topical similarity. Unfortunately, spoken similarity can be de-
fined in other ways, such as speaking style or language choice
(eg. contemporary versus traditional language). The ability to
predict a variety of similarity types is desirable, particularly for
entertainment domains such as Internet video recommendation.

Discriminative PLSA was proposed in [8] to enable the pre-
diction of different similarity types. This method used discrimi-
native training to train a similarity model to mimic the relation-
ships encoded within a document relationship matrix. Notable
gains in performance were achieved over traditional similarity
approaches. However, this technique only trained document-
specific parameters. Thus global parameters, such as the word-
to-factor PDFp(wk|zj) in PLSA, remained unchanged. As a re-
sult, if the seed model for discriminative training had poorly es-
timated global parameters, the resulting discriminatively trained
model would continue to use these poor estimates.

This work presents a method for exploiting relationship in-
formationdirectly within PLSA training. It allows updating of
both document-specific and global parameters. The maximum
likelihood PLSA training criterion is augmented with the docu-
ment relationship matrix. Model training thus becomes super-
vised, and tries to maximize similarity prediction given the rela-
tionships within the training data. A side-effect of this is that the
training objective function is better aligned with the evaluation
objective function, resulting in a more robust model.

The paper is organized as follows. Background theory is
briefly discussed in Section 2. This is followed by details of the
proposed Supervised PLSA training algorithm in Section 3. Ex-
periments and results are reported in Section 4 and conclusions
and future work are detailed in Section 5.

2. Background
Arguably one of the most common similarity techniques is
VSM [5], or commonly known as TFIDF. In VSM, each doc-
ument is represented by a document vectorxi, wherexi

k =
TF (di, wk)×

√

IDF (wk) represents the relative frequency of
word wk in documentdi. HereTF (di, wk) = p(wk|di) =

n(di, wk)/
∑K

k′=1 n(di, wk′) is the intra-document word fre-
quency or Term Frequency,IDF (wk) = log D/ND(wk) is



the well known Inverse Document Frequency (IDF) global term
weighting, n(di, wk) is the number of occurrences ofwk in
documentdi, D is the number of database documents, and
ND(wk) is the number of documents in the database in which
wordwk occurs at least once. Document similarity is then eval-
uated using the cosine distance measure,SIMVSM :

SIMVSM (x1,x2) =
x1 · x2

|x1| |x2|
(1)

2.1. Probabilistic Latent Semantic Analysis

Probabilistic Latent Semantic Analysis, proposed by [7], is a
probabilistic approach to Latent Semantic Analysis [6]. Both
methods represent documents within a semantic factor space,
allowing co-occurrence, polysemy and synonymy to be ex-
ploited for document similarity. PLSA is a probabilistic ap-
proach and thus is more attractive for the speech domain.

PLSA attempts to capture word co-occurrence patterns by
modeling the document-word co-occurrence matrix using the
joint distribution,p(d, w), and the latent semantic variable,z:

p(di, wk) =

J
∑

j=1

p(zj)p(di|zj)p(w|zj) (2)

The individual PDFs,p(zj), p(di|zj) andp(wk|zj) are trained
using Expectation Maximization (EM). This enables a num-
ber of interesting semantic representations, including the factor-
space representation of each documentdi, wheredi

j = p(zj |di)
is the Expected Factor Frequency (EFF) (expectedhere empha-
sizes the fact thatdi is only a probabilistic estimate of the true
factor frequency vector). Note the similarity here with the TF
document vector, since TF can be written asp(wk|di). Docu-
ment similarity can thus be computed using VSM [7] by com-
puting the cosine distance of the EFF vectors:

SIM PVSM (d1,d2) =
d1 · d2

|d1| |d2|
(3)

The above similarity measure requires an EFF representation
for unseen query documents in order to compute similarity
with documents within a database. Typically, a query docu-
ment,q, is approximated orfolded into the factor space using
the PLSA PDFs. One approach is to fixp(wk|zj) andp(zj)
and to then use EM to estimatep(zj |q) [7]. Here, the empiri-
cal distributionp̃(q, wk) is approximated using the query word
countsn(q, wk). Alternately, the empirical word distribution
p̃(wk|q) derived from the query TF vectory, yk = p(wk|q) =
TF (q, wk) can be used to probabilistically predict a query’s
representation, usingp(zj |q) =

∑K
k=1 p(zj |wk)p̃(wk|q) as-

suming thatp(zj |wk, q) ≈ p(zj |wk).

2.2. Discriminative PLSA

A limitation of both VSM and PLSA is that prior knowledge
of document relationships is not exploited. Thus, similarity is
computed completely blindly without anylearnedunderstand-
ing of the similarity that is trying to be predicted. Discrim-
inative PLSA was proposed in [8] and allowed similarity to
be learned rather thanguessedby using examples of known
relationships and non-relationships. A discriminative training
framework was used to train an ensemble of document similar-
ity models that mimicked the relationships encoded in a doc-
ument relationship matrix. Additionally, a Minimum Classifi-
cation Error (MCE) training criterion was used to enable better
learning. A brief introduction is given below.

A document is modeled usingλi whereλi
j = di

jγ
i
j anddi

j

is the EFF.γi
j is an importance weight that reflects the impor-

tance of a factorj for discrimination of documenti. The factor
importance weights are similar to global term weights, such as
IDF weights, but are trained on a per-document basis. This re-
sults in the importance weighted VSM similarity measure

SIMGVSM (d1,d2) =

(

γ1 ⊗ d1
)

· d2

|γ1 ⊗ d1| |d2|
(4)

where⊗ is element-by-element vector multiplication. Model
training is then performed as follows. First a training set
is constructed using a set of target document word vectors,
R = (r1, . . . , rD), a set of training query document vectors,
X = {x1, . . . ,xN}, and theD×N similarity matrix,Ψ, where
Ψij is a binary function indicating whether target documenti is
similar to training queryj. An initial set of target models,Λ, is
bootstrapped appropriately (eg. using a constant for allγi

j and
training other parameters using PLSA). Discriminative training
is then performed iteratively using the update equations in [8].

3. Supervised PLSA
A limitation of Discriminative PLSA is its reliance on a seed
model. Since only the document-specific parameters,γi, are
trained, poor seed model estimates of the global parameters
p(wk|zj) andp(zj) will continue to be poor after discrimina-
tive training. Unfortunately, it is not possible to discriminatively
train the PLSA global parameters without introducing strong
constraints that limit performance gains.

Thus, this work presents a technique for exploiting prior
document relationship informationdirectly within PLSA train-
ing. Supervised Probabilistic Latent Semantic Analysis allows
maximum likelihood training of document-specific and global
parameters with respect to a similarity objective function. The
primary advantage of this technique over traditional PLSA is
that training is done in a supervised fashion. Thus, task spe-
cific similarity prediction can actually belearnedfrom the data.
Additionally, unlike traditional PLSA, the training criterion in
supervised PLSA is aligned with the evaluation criterion.

Supervised PLSA training is performed as follows. A train-
ing set is constructed using a set of target document vectors,
X =

(

x1, . . . ,xD
)

, a set of training query vectors,R =
{

r1, . . . , rN
}

, and theD ×N similarity matrix,Ψ, whereΨiq

is a binary function indicating if documentxi is similar to query
rq. The probability of a target document,xi being related to
queryrq can then be expressed as the joint probability

p(xi, rq|Λ) =
∏

k

p(xi, wk, rq|Λ)
n(xi,wk)

(5)

wheren(xi, wk) is the count ofwk in xi. This probability can
be expressed in terms of the individualzj factor contributions

p(xi, wk, rq) =
∑

j

p(zj ,x
i, wk, rq|Λ) (6)

p(zj ,x
i, wk, rq|Λ)= p(di|zj)p(zj |wk)p(wk|r

q)p(rq) (7)

given the appropriate independence assumptions. Then the total
log likelihood of target setX, training query setR, and the
similarity matrixΨ, is

log p(X,Ψ,R|Λ) = log

N
∏

i=1

D
∏

q

Ψiq × p(xi, rq|Λ) (8)



This log likelihood can be maximized using the EM algorithm
as follows. The training parameter set is introduced:sj

i =

p(di|zj), tj
k = p(wk|zj), uj = p(zj) and rq

k = p(wk|rq).
Additionally, a set of constraints are introduced to enforce a
PDF.

∀j :
∑

i

sj
i = 1, ∀j :

∑

k

tj
k = 1,

∑

j

uj = 1 (9)

Then EM theory states that the total likelihood in Eqn. 8 can be
maximized under the constraints in equation set 9 by maximiz-
ing the auxiliary function

Q(Λ) = Ez

[

log p (X,Ψ,R|Λ)

∣

∣

∣

∣

X, Ψ,R

]

(10)

−γ

[

∑

j

p(zj) − 1

]

−
∑

j

αj

[

∑

i

p(di|zj) − 1

]

−
∑

j

βj

[

∑

i

p(wk|zj) − 1

]

where the constraints have been including using the Lagrange
multipliersαj , βj , andγ. Solving this gives the E-step update

p(zj |x
i, rq, Λ) =

∑

k n(xi, wk)p(zj ,x
i, wk, rq|Λ)

∑

j

∑

k n(xi, wk)p(zj ,xi, wk, rq|Λ)
(11)

and M-step parameter updates

sj
i

∗

=

∑

q

∑

k n(xi, wk)p(zj |x
i, rq)Ψiq

∑

i′

∑

q

∑

k n(xi′ , wk)p(zj |xi′ , rq)Ψi′q

(12)

tj
k

∗

=

∑

q

∑

i n(xi, wk)p(zj |x
i, rq)Ψiq

∑

i

∑

q

∑

k′ n(xi, wk′)p(zj |xi, rq)Ψiq
(13)

uj
∗ =

∑

i

∑

q

∑

k n(xi, wk)p(zj |x
i, rq)Ψiq

∑

j′

∑

i

∑

q

∑

k n(xi, wk)p(zj′ |xi, rq)Ψiq
(14)

4. Experiments and Results
Experiments were performed to evaluate similarity prediction
for Supervised PLSA. Evaluations were conducted on two data
sets: 1) TDT2 - a broadcast news corpus with topically homo-
geneous segments, and 2) NetVid - a collection of various styles
of Internet video clips, including news, sports, documentary and
entertainment clips.

4.1. Experiment setup

The TDT2 data was taken from the well-known TDT2 corpus.
A 68 hour subset of speech was selected as the target docu-
ment set. ASR transcripts were then used to create document
vectors for each target document. The similarity matrix for Su-
pervised PLSA and Discriminative PLSA was built using topic
annotations from 91 topic groups in the TDT2 corpus. Docu-
ments were marked as related if they shared at least one topic
label. An evaluation query set was also constructed using 41 ad-
ditional query documents from TDT2 that shared a topic label
with at least one document in the target document set. On aver-
age, each query had 15 related documents in the target database.

The NetVid set was constructed using a diverse collection
of Internet video clips, including news, sports, documentary and
entertainment clips. A total of 247 hours of videos (4800 clips)
was used as the target document set. ASR transcripts were used

Recall @ X% Precision
Method @90% @80% mAP

TFIDF 22.1 35.7 53.9
PVSM 1.5 7.17 37.0

PVSM⊕ GVSM 33.2 45.9 66.0
SUP-PVSM 18.3 30.4 53.2

SUP-PVSM⊕ GVSM 27.9 49.0 69.0

Table 1: Similarity prediction results on TDT2 corpus. PLSA
systems used 200 factors.X ⊕ GVSM indicates that modelX
was used as the seed model for discriminative training

to create document vectors for each of these documents. How-
ever, as the word error rate was≈ 30% absolute worse than
the TDT2 set, document vectors were constructed using only
words with high posterior scores (> 0.8), resulting in only par-
tial document transcripts being used for document vectors. The
similarity matrix was constructed using video tag information.
Each video had about 3-8 manually assigned tags and docu-
ments were considered related if they shared at least one tag.
An evaluation query set was also constructed using 150 addi-
tional videos that shared at least one tag with a document in the
target set. On average, each query had 240 related documents.

Whereas the relationships in the TDT2 corpus were based
on spoken topical similarity, those in the NetVid corpus were
more abstract, including relationships such as belonging to the
same episode of a series, or originating from the same source.
Additionally the number of relationships per NetVid document
was considerably higher since relationships could be formed
across multiple tags. Thus, it was expected that similarity pre-
diction would be considerably more challenging for the NetVid
corpus.

Performance was evaluated for 3 baseline systems, 1)
TFIDF: VSM using TFIDF, 2) PVSM: standard PLSA with
SIM PVSM similarity metric, and 3) PVSM⊕GVSM: Discrim-
inative PLSA withSIMGVSM similarity metric. All PLSA sys-
tems used EFF prediction for query folding.

Spoken document similarity was evaluated as a classifica-
tion task. For each document in the evaluation query set, all
documents in the target document set were scored. Precision,
Recall and Mean Average Precision (mAP) were then used for
comparing system performance.

4.2. Unsupervised versus Supervised PLSA

Experiments were first performed on the TDT2 corpus to com-
pare the performance of Supervised PLSA with traditional un-
supervised PLSA. The results of these experiments are shown
in Table 1. It was found that the Supervised PLSA system
yielded a notable 16.2% absolute mAP gain over the unsuper-
vised PLSA system. Gains were consistent across all operating
points (10% and 20% miss rate points are shown in Table 1).

The benefits of Supervised PLSA can in part be attributed
to a better trained word-to-factor distribution,p(wk|zj). In or-
der to demonstrate this, the word factorization agreement was
measured for each model. A higher agreement would indicate
that words from the same semantic concept were being proba-
bilistically mapped to a greater number of common factors.

The coefficient of agreement was defined asρ(W, Λ) =

1
J

[

∑J
j

∏N
n log p(zj |wn)

]1/N

, where the set of topically re-

lated words,W = (w1, . . . , wN ) was chosen empirically. The
coefficients for a selection of word sets are shown in Table 2.
It was found thatin general(though not always), there was a
statistically greater agreement for Supervised PLSA.



Topic Words PVSM SUP-PVSM

cars
car, motor, drive

18.7 19.2
speed, auto, race

weather
weather, storm, rain,

19.1 19.5
cloud, front, forecast

stocks
stock, trade, share,

18.3 18.9
market, business, price

Table 2: Coefficient of agreement for unsupervised PLSA
(PVSM) vs. Supervised PLSA (SUP-PVSM)

4.3. Experiments on TDT2 Broadcast News

Experiments were also performed to compare Supervised PLSA
to the other baseline systems. The results are also shown in Ta-
ble 1. It was found that Supervised PLSA performance was
slightly below TFIDF performance, and considerably poorer
than PVSM⊕ GVSM. It was expected though that PVSM⊕
GVSM would outperform Supervised PLSA since the discrim-
inatively trained system exploited bothrelateddocuments and
unrelateddocuments during training.

However, a notable gain in performance over PVSM⊕
GVSM (the best baseline system) was observed when the Su-
pervised PLSA model was used as the seed model for discrimi-
native training. This system, SUP-PVSM⊕ GVSM, achieved a
3.0% absolute gain in mAP and ranked as the best system for the
TDT2 evaluations. The results indicate that using better initial
parameter estimates for discriminative training definitely trans-
lates to improvements in final performance. Thus, Supervised
PLSA and Discriminative PLSA are complementary training al-
gorithms that can be cascaded.

4.4. Experiments on NetVid Internet Video

Evaluations were also performed on the NetVid corpus to mea-
sure performance when trying to predict more complex simi-
larities using spoken document similarity. The results for these
evaluations are shown in Table 3. Most notable is that perfor-
mances for the TFIDF and PLSA systems were considerably
poorer than for the TDT2 corpus, with absolute drops in mAP
of 37.3% and 25.9% respectively. This drop in performance can
be attributed to a combination of trying to predict more complex
similarities, using more erroneous ASR transcripts, and using a
much larger target database. However, the reduction in perfor-
mance for PVSM⊕ GVSM was much less, with only a 6.3%
absolute reduction in mAP.

Supervised PLSA once again achieved a notable gain over
unsupervised PLSA, with an absolute mAP gain of 9.7%. Ad-
ditionally, it also outperformed the TFIDF system. Gains were
also observed when using the Supervised PLSA model as a seed
for discriminative training. The SUP-PVSM⊕GVSM achieved
a 2.6% absolute gain in mAP over the PVSM⊕GVSM system,
and a particularly pleasing 5.8% gain at 90% precision. Al-
though it is not shown here, the gains of SUP-PVSM⊕ GVSM
were consistent across operating points, except for a slight
degradation at 75-80% precision.

Overall, the reported experiments demonstrated that Super-
vised PLSA was able to achieve significant gains over unsu-
pervised PLSA. In addition, when combined with discrimina-
tive training, a cascaded Supervised PLSA and Discriminative
PLSA system was able to yield the best performance on both
evaluated tasks.

Recall @ X% Precision
Method @90% @80% mAP

TFIDF 2.0 2.5 16.6
PVSM 1.9 2.4 11.1

PVSM⊕ GVSM 19.8 35.5 59.7
SUP-PVSM 3.8 5.7 20.8

SUP-PVSM⊕ GVSM 25.6 34.2 62.3

Table 3: Similarity prediction results on NetVid corpus. PLSA
systems used 1000 factors.X ⊕GVSM indicates that modelX
was used as the seed model for discriminative training

5. Conclusion
This paper has presented a new model-based approach to spo-
ken document similarity called Supervised PLSA. The proposed
technique allows prior knowledge of document relationships to
be incorporated into the PLSA training process and was shown
to yield significant improvements for spoken document similar-
ity prediction. Experiments on the broadcast news TDT2 corpus
and the Internet video NetVid corpus yielded 16.2% and 9.7%
absolute mAP gains over traditional PLSA. Additionally, it was
shown that Supervised PLSA was complementary with Dis-
criminative PLSA, with a cascaded Supervised+Discriminative
PLSA trained model achieving a 3.0% gain over Discrimina-
tive PLSA. This cascaded training approach achieved the best
performance on all evaluated tasks.
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