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Abstract. At AMTA 2002, we reported on a pilot project to machine translate Microsoft's Product Support Knowledge Base into Spanish. The successful pilot has since resulted in the permanent deployment of both Spanish and Japanese versions of the knowledge base, as well as ongoing pilot projects for French and German.  The translated articles in each case have been produced by MSR-MT, Microsoft Research's data-driven MT system, which has been trained on well over a million bilingual sentence pairs for each language pair from previously translated materials contained in translation memories and glossaries.  This paper describes our experience in deploying this system and the (positive) customer response to the availability of machine translated articles, as well as other uses of MSR-MT either planned or underway at Microsoft.
1  Introduction
The NLP group at Microsoft Research has created and deployed within Microsoft the MSR-MT system [1], a data-driven machine translation (DDMT) system trained on over a million translated sentences taken from product documentation and support materials in English and each of four languages: French, German, Japanese, and Spanish. MSR-MT has been used to translate Microsoft’s Product Support Services (PSS) knowledge base into each of these languages. A vast number of additional opportunities to use MSR-MT exist at Microsoft, including in product localization and in many other groups like PSS, where translation of large amounts of material has not yet been considered because of cost and time constraints. Microsoft stands to save or otherwise realize the value of tens of millions of dollars in translation services annually using MSR-MT.
With an annual translation budget of hundreds of millions of dollars, Microsoft is still unable to translate massive amounts of documentation and other materials.  The public PSS knowledge base, for example, contains over 140K articles and 80M words of text.  Because of translation costs, generally only a few thousand articles have been translated into each of the major European and Asian languages annually, providing only a sampling of online support to a growing international customer base.  Meanwhile, hundreds more articles are added and/or updated on a weekly basis.  Increasing costly phone support has been the only solution in the past to this chronic problem for PSS.  Groups responsible for the content available on the Microsoft Developer Network (MSDN) and Microsoft’s Technet are facing similar challenges.  There are yet other groups at Microsoft whose budgets have not yet begun to allow them to think about translating their materials generally, especially those customized for and targeted to specific international customers.
Using translation memory (TM) tools such as TRADOS, the Microsoft localization community has been able to realize substantial savings in translating product documentation, which is often highly repetitive, “recycling" anywhere from 20% to 80% of translated sentences.  But with a company-wide average recycling rate of around 40%, there is still a greater portion of text that must be translated from scratch, thus incurring costs averaging from 20 to 50 cents per word, depending on the language.  Text volumes, together with the translation budget, continue to increase.
2  Translation of Microsoft’s Product Support knowledge base

Facing escalating translation and phone support costs, PSS approached an MT vendor a few years ago about the possibility of using their commercial system.  The vendor proposed a pilot to show how their system could be (manually) customized to produce better quality machine translations.  For English to Spanish, $50K was requested to cover the pilot customization period of a few months, with the understanding that this would lead to a full-fledged customization and ongoing maintenance agreement. The initial and projected costs were a formidable barrier to acceptance by PSS of this customized MT system. 

PSS then turned to the Microsoft Research’s NLP group for help. An agreement was reached through which PSS supported the finishing touches on MSR-MT for an English-to-Spanish pilot.

After a period of further development, MSR-MT was trained overnight on a few hundred thousand sentences culled from Microsoft product documentation and support articles, together with their corresponding translations (produced by human localizers using the TRADOS translation memory tool).  As reported at AMTA 2002 [2], the system was deployed and over 125,000 articles in the knowledge base (KB) were automatically translated into Spanish, indexed, and posted to a pilot web-site. A few months later, customer satisfaction with the articles, as measured by surveying a small sample of the approximately 60,000 visits to the web site, averaged 86% -- 12 points higher than for the English KB!
It appears that the Spanish users were so happy to have all the articles in their own language that they were willing to overlook the fact that their quality was less than that of human translations.  Nevertheless, the “usefulness” rate (i.e., the percentage of customers feeling that an article helped solve their problem) for the machine translated articles was about 50%, compared to 51% for human translated Spanish articles and just under 54% for English articles.  PSS management was excited to see that the potential of MSR-MT to lower support line call volume could be nearly the same as for human-translated articles.
Based on the results of the pilot experiment, PSS decided on a permanent deployment of MSR-MT for Spanish.  In April 2003, articles translated by MSR-MT, interspersed with (many fewer) human translated ones, went live for Spanish-speaking countries at http://support.microsoft.com. One may access the Spanish articles by visiting the web site, clicking on “International Support,” and choosing “Spain” as the country.  Spanish queries may then be entered for the KB and pointers to both human and machine translated articles will be listed, the later being indicated by the presence of an icon next to the title containing two small gears.

For the five month period from September 2003 through January 2004, the permanent deployment of the Spanish KB achieved a 79% customer satisfaction rate (compared to 86% during the pilot and 73% for the original US English KB—see Table 1 below) and solid 55% usefulness rate (compared to 50% during the pilot and 57% for the US English).  While the satisfaction rate has levelled off a bit as users have apparently become accustomed to the availability of KB articles in their language, it is still higher than the original English. Thus more continues to be better in spite of imperfect translations, with 20 times more articles in Spanish than before MT output was available.
We attribute the rise in the usefulness rate in part to the fact that the coverage and accuracy of MSR-MT were significantly enhanced after the pilot and before the permanent deployment by increasing the set of bilingual sentence pairs used to train the system from 350K to 1.6M.  This was achieved by gathering data from additional translation memories for many more products and newer versions of products. We deemed this especially important after the pilot as we observed a number of sparse data deficiencies due to the vast variety of products discussed in the KB articles.  The result was a 10% jump in BLEU score (from .4406+/-.0162 to .4819+/-.0177) on a test set of PSS article sentences for which we had human translations.
	　
	Japanese Pilot

(2 mos)
	Spanish Pilot

(4 mos)
	Spanish Permanent
(5 mos)
	US English Permanent
(5 mos)

	% of customers who are satisfied with KB
	71%
	86%
	79%
	73%

	% of customers who were helped to solve their issues using KB
	56%
	50%
	55%
	57%

	% of customers who thought information is easy to understand
	72%
	N/A
	69%
	87%

	Number of surveys per month
	120
	95
	229
	49K

	Number of page hits per month
	8K
	15K
	175K
	39M


Table 1. Comparison of customer survey results for the Japanese and Spanish pilots and for the permanent Spanish and US English deployments
With the success of the Spanish KB, our next (and more ambitious) target was a Japanese version. After training MSR-MT with over 1.2M sentence pairs, the Japanese pilot KB (with 140K+ articles) was deployed during the last two months of 2003. For a language that is admittedly tougher to translate and a user community that has a reputation for being hard to please, the overall satisfaction rate for the modest pilot was a surprising 71% and the usefulness rate was 56%—both very comparable to the original US English rates.  Table 1 compares the customer survey results for the Japanese and Spanish pilots together with the permanent deployment survey results for Spanish and US English.  The success of this pilot led to a permanent deployment of the Japanese KB in March 2004, containing both human and machine translated articles in like fashion to the Spanish KB. With careful scrutiny of and feedback on the Japanese KB by internal Microsoft users as well as external users, an updated version of the KB was posted online in June 2004 and is enjoying a very positive reception.  A screen shot from one of the articles in the Japanese KB is displayed in Figure 1.
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Figure 1.  Japanese KB article machine translated by MSR-MT

In the first quarter of 2004, pilots were begun of both French and German versions of the KB, translated by MSR-MT.  It is anticipated that permanent deployments for these languages will be made available later this year.  Work is also ongoing to create versions of MSR-MT capable of translating from English into Italian, Chinese, and Korean, as well as into other languages important to Microsoft’s international business.
MSR-MT has provided customized MT output based on previously translated technical texts, thus enabling a cost-effective solution for the translation of Microsoft’s PSS knowledge base into multiple languages.  Traditional methods, using human translators and translation memory technology, would require an investment of approximately $15M-$20M per language to accomplish the same task, and would be hard pressed to keep up with the constant flow of updates and additions.  Traditional commercial MT systems, such as those employed to translate the 5,000 documents in Autodesk’s support data base [3] and the 8,000 documents in Cisco’s data base [4] require costly and lengthy manual customization, although efforts are underway to apply automation to portions of this process. To our knowledge, the application of MSR-MT to the task of translating the PSS knowledge base is the first time that a data-driven MT system as been employed to translate a production-level support data base of this size and product scope.  The data driven MT paradigm holds great promise for cost effective MT for a variety of similar applications at Microsoft as well as at other multinational companies.
3  Other applications of MSR-MT underway
To address the need to reduce increasing localization costs where polished translations are required, we have integrated MSR-MT into the TRADOS translator’s workbench.  In the absence of an exact recycled alternative, we provide a machine-translated suggestion in the translation memory (TM) that the human translator can choose and edit if desired. This results in a measurable increase in translation throughput. In a recent experiment conducted in a tightly controlled usability lab setting, 3 translators translated 16 different documents with and without MT output in the TM, and were shown with statistical significance to be 35% faster with the MT output than without it.  Details of this experiment will be reported separately in the future.
In the process of experimenting with MT post-editing, we have confirmed what others have already observed: that consideration of human factors is crucial, and that training is required to maximize post-editing efficiency. A number of MT post-editing pilots are in progress or planned for this year, involving the four languages currently supplied by MSR-MT.  In facilitating localization, as in the publication of raw MT for certain applications, Microsoft stands to realize savings of millions of dollars.
Another area for potential cost savings using MSR-MT is in dealing with the product feedback recorded by a group within PSS that analyzes customer concerns, new feature requests, and customer task scenarios as they are reported during customer support phone calls.  Previously, only feedback coming from English-speaking customers was analyzed and channelled back to the product groups, as there were no means nor translation budget to handle the growing volume of cases (now about 50% of all cases worldwide) from non-English-speaking users.  Efforts are underway to make use of MSR-MT, which is currently trained to translate both to and from English and the four languages mentioned above, to enable the translation of customer cases into English, and the subsequent analysis of this data for the improvement of Microsoft’s products.
Finally, we have provided limited availability of MSR-MT as a web service on Microsoft’s internal corporate network to users of Word 2003 (which includes almost everyone) through the translation function located in the Task Pane. By default this function provides access to 3rd party MT providers via the Internet. Currently, the same version of MSR-MT, trained to translate Microsoft technical texts (such as PSS articles) to and from English and the four languages previously mentioned (and also including a Chinese to English pair), is available either on a server or as a downloadable service to run on the client’s machine. Deployment of MSR-MT in this context enables a variety of other uses, and provides a means for groups to explore other applications of MT in their own areas of responsibility.
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