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Abstract. The task of selecting one among several items in a visual
display is extremely common in daily life and is executed billions of times
every day on the Web. Attention is vital for selection, but the end-to-end
process of what draws and sustains attention, and how that influences
selection, remains poorly understood. We study this in a complex multi-
item selection setting, where participants selected one among eight news
articles presented in a grid layout on a screen. By varying the position,
saliency, and topic of the news items, we identify the relative importance
of these visual and semantic factors in attention and selection. We present
a simple Markov model of attention that predicts many key features such
as shifts of attention and dwell time per item. Potential applications of
our findings include optimizing visual displays to effectively drive user
attention.

1 Introduction

Selecting one among several items in a visual display is a common task — choos-
ing from a lunch menu, from a wardrobe, at a shopping mall, or online at news,
media, and portal Web pages. Since visual attention is, in many contexts, nec-
essary for selection, deciphering the complex process of selection requires under-
standing what draws visual attention, what sustains it, and how these factors
influence the selection. This problem is challenging as the process involves a
wide range of factors — from low-level visual factors such as visual saliency and
the position of items to high-level semantic factors such as the user’s interests
or preferences for various items.

This work addresses four basic questions: (1) What is the relative importance
of position, saliency, and user interest in drawing and sustaining attention in
multi-item selection tasks? (2) How do these factors vary in importance as a
function of the time the user has spent on the display? [[[[not in this paper?]]]]
(3) How do these factors affect the task of selection? (4) Can simple models
predict the distribution of eye gaze, shifts of attention, and dwell during the
first few seconds spent on the display, as well as during the entire duration?

We perform our study by considering the complex task of selecting one among
eight news items to read in a heterogeneous display. We find that visual factors
such as position and saliency dominate shifts of attention. Contrary to the hy-
pothesis that semantic factors such as user interest (in the content) would matter
most for sustaining attention, we find that position plays a dominant role, with
significantly higher dwells at top-left positions than other positions. This could



be due to two reasons: first, it reflects the cultural bias of English readers to
read from top to bottom, and left to right. Second, it may stem from the ten-
dency of Web portals to place the important content on the top-left where the
user is more likely to notice. We find that the final selection depends mainly on
user interest, followed by position, and attention — specifically how long the
user attends to an item, but not how quickly they attend to it. Thus, our work
identifies, for the first time, the relative importance of position, saliency, and
user interest in drawing and sustaining attention, and in influencing choice in
complex, ecological settings.

Based on our empirical findings, we present simple mathematical models of
how attention evolves in processing a collection of items in a selection task.
The models are based on Markov processes, where the states correspond to the
positions of the items and the transition probabilities are used to capture the
attention shifts; we make the latter to be a function of the position, saliency, and
user interest. We show that our models are also able to predict key quantities
such as the attention shifts, the number of steps to the first fixation on an item,
and the per-item dwell time.
Organization. In Section 2 we outline the related work. In Section 3 we describe
the experimental setup and in Section 4 we discuss the results. Section 5 contains
the description of the model and simulations showing the effectiveness of the
model. Section 6 contains concluding remarks.

2 Related work

Past studies have shown that while passively viewing displays or searching for
objects in displays, attention is initially drawn to visually salient items (i.e.,
ones that stand out due to differences in motion, brightness, color, orientation,
and other visual features) in the display [21, 13, 22]. Many models have been
proposed to formalize saliency and to predict overt attention (eye fixations)
on displays during passive viewing of static scenes and videos [9, 1, 5, 10, 17].
Studies have also shown that apart from saliency, which is non-volitional, user-
independent, and purely display-driven, attention can be drawn by volitional,
goal- and expectation-driven factors such as the user goal [4], prior knowledge of
the objects in the world and their relation to the display [6, 2], and expectation of
positions and visual features that are better aligned with the user goal [19, 20, 23,
15]. While the question of what draws attention has been studied in depth, little
is known about what sustains attention. Furthermore, the role of non-visual,
high-level, cognitive, and semantic factors such as user interest in attention is less
studied. Finally, although it is intuitively clear that position, saliency, and user
interest affect attention, their relative importance in selection tasks is unclear.

Previous models of attention shifts focused on the tasks of passive viewing
of static display/videos and for visual search of a target object in a display.
These involve saliency models [9, 16, 1] that shift attention in decreasing order
of saliency (deterministic attention-shifting strategy), and information-theoretic
models [14] that shift attention to maximize global or local information gain



about the search target in the display (probabilistic attention-shifting strategy).
In our setting, there is no explicit goal for the user. One may argue that the
user is searching for interesting items to read, but the visual properties of the
search target (position, color, etc.) are not known a priori and multiple (or no)
interesting target items might be present. Thus shifting attention according to
information gain/saliency is not applicable to our setting. By proposing that
attention shifts are probabilistic and depend on the position, saliency, and prox-
imity, our model captures attention shifts and eye visits to items on a per-display
basis.

Multi-item selection tasks have been explored in the context of Web search
result pages. A goal here is to model selection (clicks) based on the relevance
of a search result to the user query and the position at which it appears (e.g.,
[3]). Related eye-tracking studies reveal a “golden triangle heatmap” [7], which
is an attention bias towards the top-left positions in the display. These studies
typically involve homogeneous pages: a linear list of textual content related to a
specific search query of the user. It is unclear if these findings apply to hetero-
geneous displays (containing both text and images) and to contexts where the
user intent is not explicit.

3 Experiment Setup

This section describes the details of the experimental setup. The eye movements
of participants were recorded using an eye-tracking equipment while they en-
gaged in the task of selecting one news item to read from a collection of eight
article snippets presented in a 2×4 grid. Each item belonged to a different topic.
The user interest in the topics (“uninteresting” to “very interesting”) was ob-
tained through a post-study survey. For each participant, the position (top-left
to bottom-right) and visual saliency (presence/absence of images accompany-
ing the title) of items were varied systematically across treatments. The actual
details of content selection and the treatment generation are given below.
Content selection. We gathered a set of recent news articles where each arti-
cle is associated with the actual content and metadata that includes an image,
a title, a short snippet, and one of the following ten topics: Business, Edu-
cation, Entertainment, Health, Politics, Religion, Science, Sports,
Technology, Travel. We collected over 400 random news articles from Ya-
hoo! News, with at least 30 articles for each of the above topics; the metadata
for each of the articles was obtained automatically.
Display generation. A treatment is a rendering of eight articles in a 2×4 grid,
where each position in the grid is of the same size. Fig. 1 shows an example
treatment. For convenience, we number the eight positions in a treatment as 1
(top-left) through 4 (top-right), and 5 (bottom-left) through 8 (bottom-right).
Each position has the title and snippet of the article and optionally, the image
associated with the article; the articles are called items. Clicking on the title of
an article will lead to its full content. Given a desired number k ∈ {0, . . . , 8} of
images, a treatment is generated by the following process: first, eight articles are



Fig. 1. An example treatment. The positions are numbered from 1 to 8 (top-left
to top-right, followed by bottom-left to bottom-right).

chosen with the constraint that no topic is represented more than once (but the
chosen articles are otherwise uniform among all articles on that topic); second,
k of the eight articles are chosen uniformly at random to have their images
rendered.

Procedure. The users were instructed to pick any item of their choice (from each
treatment), read it, and rate it on a three-point scale (uninteresting, interesting,
very interesting). The study began with a five-point eye calibration, followed by
an introductory set of questions on user demographics (gender, age, education-
level, and fluency in English). Following this, each user was subjected to 16
treatments in order. For each treatment, they had to select an item to read (based
on its title, snippet, and if present, the image), read its contents and rate it, and
move to the next treatment. After the user completes all treatments, a survey
was conducted to obtain user interest on each of the ten topics, once again on
a three-point scale (uninterested, interested, very interested). We logged all the
user activities, in particular, the treatments seen, corresponding eye movements
and gaze patterns, the item chosen to be read in each treatment, and the time.

Participants. A total of eighteen users participated in our experiments with
informed consent. Users were males and females in the age group 18–50, from
different professional backgrounds. All users were familiar with the Internet and
browsed the web more than once per week. In the experiments, each participant’s
eye movement patterns were recorded using Tobii 1750 Eye Tracker (sampling
rate 50Hz, 17” monitor, 1024 × 768 display resolution).



4 Experimental Results

4.1 Metrics

We parsed the raw eye tracker data to obtain fixations (pauses in eye position)
and saccades (abrupt changes in eye position). As an output of the user study,
we obtained, for each user and each treatment, the fixation sequence where each
fixation was annotated by its (x, y) screen coordinates, timestamp, the item it
belonged to, its position, image presence in the item, whether the item was
clicked or not, user interest in the item, and number of images in the treatment.

Then, we computed various metrics for each item:
– time to first fixation: the earliest time the item was visited (relative to the

start of the treatment);
– dwell time: the total amount of time spent looking at an item;
– number of fixations: the number of times the eye briefly paused on the item;
– number of visits: the number of fixations excluding self-loops where the eye

stays on the same item (i.e., successive fixations on an item are collapsed
into a single visit);

– shifts of attention/transitions: the number of visits to item j from item i;
– click frequency : the percentage of clicks that occurred on an item; and
– time to click : the time when the click occurred relative to the start of the

treatment.
The above metrics were decomposed by position, image presence, and user in-
terest in the item.

In addition, we also computed a saliency score for each item. We used a
saliency model [8] to compute a measure of how visually different an item is
from the remaining items in the display.1 This model is loosely based on the early
visual cortex. It assumes that the brain has an internal model of visual input and
attracts attention to deviations from the expectation. This is accomplished by
considering the difference between the observed log amplitude spectrum of the
display and the expected log amplitude spectrum (averaged over several natural
scenes), and the residual log amplitude spectrum is used along with the display’s
phase spectrum to construct the saliency map. For each treatment, we obtained
the screenshot and computed its saliency map. We computed the saliency score
at each position (1–8) as the total saliency of pixels at that position normalized
by the total saliency of pixels in the entire treatment.

4.2 Results

Analysis of the eye movement patterns reveals the influence of each factor —
position, saliency, and user interest — on attracting attention (measured by time

1 There are several saliency models based on neurobiology, information theory, natural
scene statistics, and deviation from expectation. They yield similar performance
for our displays. We chose the model of Hou and Zhang [8] for its computational
simplicity.



to first fixation), sustaining attention (measured by dwell time), and in gener-
ating selections (measured by click frequency). The statistics are summarized in
Fig. 2, and explained in more detail below.

Fig. 2. Data summary. The effect of position, saliency, and interest on time to first
fixation (first column), dwell (second column), and clicks (third column).

Attracting and sustaining attention. In attracting users’ attention, mea-
sured by the time taken to first fixate the item, position plays a stronger role
than saliency, and user interest plays essentially no role (Fig. 2, first column).
Attention is drawn to the top-left position 89% sooner on average than the
bottom-right position (1.4 ± 0.2s vs. 12.8 ± 0.7s). In comparison, items with
images draw attention only 17% sooner on average than items without images
(6.8± 0.25s vs. 8.2± 0.3s).

Although one would expect user interest to dominate sustained attention, our
analysis reveals that position plays a stronger role than user interest in sustaining
attention (Fig. 2, second column). Top-left positions have 57% longer dwells on
average compared to bottom-right positions. User interest improves dwell only
by 9%, with slightly longer dwells for items reported to be “very interesting”
compared to “uninteresting”. Finally, image presence does not affect dwell.

On the flip side, even though position has a strong influence in the onset of
attention, saliency can override position bias in all cases, except for the top-left
position. For example, an item with an image at position 7 attracts attention
almost as early as an item at position 3 without an image: 10±0.9s vs. 8.7±1.2s;
similarly, position 8 with an image is on par with position 4 without an image:
12.4± 1.2s vs. 10.6± 1.3s.



Selection. As expected, selection (i.e., clicks) depend most strongly on user
interest, followed by position, and weakly on saliency (Fig. 2, third column). For
example, click frequency on “very interesting” items is on average 260% more
than on “uninteresting” items. In comparison, click frequency for the top-left
position is only 82% more compared to the bottom-right; and the click frequency
gain due to an image presence is still lower at 8% and not significant.

Sustained attention is important for selection — longer dwells are more likely
to lead to clicks; namely, Pr[click | dwell > t] increases with the time parameter
t. For example, click frequency increases by 244% (from 9% to 31%) when dwell
increases from less than 5s to 5–10s. Similarly, the median dwell time for clicked
items is 200% more than those for unclicked items (3.9s vs. 1.3s), and the dwell
distributions for items that were clicked and those that were not clicked are
significantly different — the area under ROC curve is 0.79.

5 Predictive Models

We capture the above insights in the form of a mathematical model of how
attention evolves in processing a collection of items in a selection task. The
model is a discrete-time Markov process [11] with the eight positions of the
2× 4 grid as the states; the process is in state i ∈ {1, . . . , 8} if the user confers
visual attention on position i. The initial state distribution π describes the initial
focus of user attention, and the state transition probability P (i, j) captures the
probability of shifting attention from position i to position j. User attention
follows a stochastic process: it starts in some initial state i with probability
π(i), and then repeatedly switches to another state with probability P (·, ·) in
a randomized fashion. Since we are interested in studying the shift of attention
in different positions, self-loops are avoided in the Markov models; formally,
P (i, i) = 0 in all our models.

The initial state distribution π(i) is intended to capture any biases inherent
among users of the system (e.g., top-left bias or centrality bias). It is set to
the empirical distribution on various positions observed during the initial one-
second duration in our experiments (across all participants and all treatments).
Next, proximity, saliency, and position bias are incorporated into the transition
probabilities via three specific factors.

5.1 Attention Transition Models

Spatial proximity is incorporated into the Markov process as a factor based on
the Gaussian radial basis function:

d(i, j) = exp
(
− (xi − xj)2/e+ (yi − yj)2

2σ2

)
,

where (xi, yi) is the coordinate of position i in the 2 × 4 grid, σ is a scale
parameter, and e > 0 is an eccentricity parameter. The scale parameter is used
to model how fast the transition probabilities decay with greater distances. The



eccentricity parameter is used to capture participants’ tendency to browse in a
row-major or column-major fashion. Thus e < 1 implies participants tend to
read horizontally, and e > 1 the otherwise (vertically).2

Position bias is incorporated through a factor p(i), for i ∈ {1, . . . , 8}, derived
empirically from a subset of the observed data, where p(i) gives the average
number of fixations at position i over all user treatments.3

Finally, visual saliency is incorporated as a factor s(i) ∈ (0, 1) for each posi-
tion i ∈ {1, . . . , 8}; this is a score based on a common model of visual saliency [8].
Notice, however, that unlike the proximity factor and the position bias factor,
the saliency factor is specific to the treatment.

The above factors result in the following transition probability model:

Pspd(i, j) ∝ s(j)γ · p(j) · d(i, j), (1)

where γ > 0 controls the relative importance of saliency in the transition proba-
bilities, compared to proximity and position biases. Since the saliency scores are
all between 0 and 1, higher values of γ weaken the effect of saliency. To study the
relative contribution of the various factors in model (1), the full model with all
factors, and all combinations of the factors {s, p, d} were considered. The models
are named after the factors they include; for instance, Psp(i, j) ∝ s(j)γ · p(j).

Finally, in addition to saliency, position, and proximity, an “inhibition of
return” memory term [18, 12] is incorporated, to avoid revisiting recently visited
items. Here, we use a bit vector m to encode the most recently visited cell:
m(j) = 1 if j is the previous focus of attention and 0 otherwise:

Pspdm(i, j) ∝ s(j)γ · p(j) · d(i, j) · (1−m(j)).

5.2 Parameter Fitting

The data was divided into two parts: data from two-thirds of the participants
was used for parameter fitting, and data from the remaining one-third was for
evaluating how good the fitted parameters are. Parameter estimation was per-
formed on the training set as described below. Predictions were made on the test
set, using the best fitting parameters from the training set. For each treatment
seen by the user, we simulated the model-predicted fixation sequences for 1000
trials, and computed the likelihood of transitions, visits and dwell as follows.
Let put(i, j) be the empirical fraction of transitions from position i to j for user
u and treatment t, and p̂ut(i, j) be the corresponding model-predicted fraction
of transitions. For model M with parameters σ, γ, we computed the likelihood

2 The tendency to browse row-major or column-major can be learned empirically from
a subset of the data, but we expect this to be a constant for all sized grid layouts,
hence we do not consider it a free parameter.

3 Alternatively, we could make an assumption that the position bias is focused on the
top-left of the display for English readers, and that it decreases linearly as we move
to the right or bottom of the display. We would expect similar results in both cases.



of test data P (D|M,σ, γ) as the expected likelihood of data over all user u and
treatment t in the test set; that is

Pr(D|M,σ, γ) = Eut[Pr(Dut|M,σ, γ)],
Pr(Dut|M,σ, γ) = Eij [p̂ut(i, j)], i, j ∈ {1, . . . , 8}. (2)

Similarly, the likelihood of visits was computed by first finding put(i), the em-
pirical fraction of visits at position i for user u and treatment t, and p̂ut(i), the
model predicted fraction of visits. Then, Eqn. 2 becomes

Pr(Dut|M,σ, γ) = Ei[p̂ut(i)], i ∈ {1, . . . , 8}.

The likelihood of dwell was computed in a similar fashion, by replacing the
fraction of visits at each position in the above equation to the fraction of dwell.

The spd model has two free parameters, σ (Gaussian width for proximity
calculation) and γ (exponent of saliency). The eccentricity of the ellipse e was
a fixed parameter set to 1.4, which is the empirically observed ratio between
the number of rightward and vertical saccades. We simulated the spd model
for various values of σ, γ ∈ {1/4, 1/3, 1/2, 1, 2, 3, 4}. The parameter values that
maximized the likelihood of transitions in the training data were chosen as the
best fitting parameters. This resulted in σ = 0.5, and γ = 3.

5.3 Model Simulations

In this section, we aim at finding simple models that may be used to predict
certain key quantities of user behavior.

We first start with the average number of steps it takes for a user to fixate
an item for the first time given a display. Note that parameters in the transition
models of Section 5.1 can be fit by the procedure described Section 5.2. Here,
we ask how consistent these models are with observed data in our user study.
Denote by P an arbitrary 8× 8 transition matrix of a Markov model, and by π
an 8-dimensional row vector containing the initial state occupation distribution.
The following steps were used to compute the average first time to fix on position
i: we first set the ith row of P to 0 and denote the resulting matrix by Pi; then,
the ith component of the vector,

π

∞∑
k=1

kP ki = π (I − Pi)−2
Pi,

will be the average steps to first fixation on i; here, I is the 8×8 identity matrix.
Among the alternatives, the spd model is qualitatively accurate in predicting

the number of steps to first fixation on an item (Fig. 3). It predicts that images
will be seen earlier, which cannot be predicted by models without saliency. It
also captures the position bias in the data — that top-left positions will be seen
before bottom-right positions. In particular, the model predicts, and the data
shows (top panels in Fig. 3), that the increase in the number of steps to first



Fig. 3. Comparison between spd model prediction and observed number of
steps to first fixation. Left panels: The model correctly predicts that top-left posi-
tions are seen first and the #steps to first fixation increases as we go from left to right,
and top to bottom. It also predicts the steeper increase from top-left to top-right posi-
tions, and shallower increase from bottom-left to bottom-right positions. Right panels:
The model correctly predicts that images will be seen earlier than non-images.

fixation is steeper as we go from top-left to top-right and is shallower as we go
from bottom-left to bottom-right.

It is worth noting that although the spd model is trained only on a subset of
the data and the position bias that it learns is treatment independent, yet it per-
forms well in predicting attention shifts (transitions) and visits on an aggregate
basis on the test subset of the data.

Second, we model dwell separately as a linear function of saliency (s), position
(p), and interest (i). The parameters of this model (denoted spi) are obtained
through a linear regression of {s, p, i} against the total dwell time per position
for various users and treatments in the training data. The resulting parameters
are used to predict dwell time for the test data. Fig. 4 and Fig. 5 show that a
linear model predicts dwell on average (as a function of position, image presence,
and interest), as well as on a per-treatment basis.

6 Conclusions

In this paper, we studied attention and selection in multi-item setting and iden-
tified the relative importance of visual and semantic factors in attention and
selection. We also presented a simple model of attention that predicts many key
features such as shifts of attention and dwell time per item. Our model was



Fig. 4. Comparison between the linear spi model prediction and observed
dwell. The model accurately predicts average dwell as a function of position. It also
predicts that image presence and user interest do not affect dwell.

tested on a display with a 2×4 grid layout, but is generalizable and may be used
to predict user attention on Web displays with any m× n grid layout.

These findings advance our understanding of human visual attention in eco-
logical settings, and offer suggestions to improve the design of visual displays to
effectively drive user attention, for example, in consumer shopping sites. A simple
application of our study is that web content could be personalized by placing the
user-relevant content at the top-left positions and including images to make the
content both semantically and visually interesting to the user. Other potential
applications of our model include display optimization to maximize likelihood of
drawing/sustaining user attention.

References

1. N. Bruce and J. Tsotsos. Saliency based on information maximization. In NIPS,
page 155, 2006.

2. M. Chun. Contextual cueing of visual attention. Trends in Cognitive Sciences,
4(5):170–178, 2000.

3. N. Craswell, O. Zoeter, M. J. Taylor, and B. Ramsey. An experimental comparison
of click position-bias models. In WSDM, pages 87–94, 2008.

4. H. Egeth and S. Yantis. Visual attention: Control, representation, and time course.
Annual Review of Psychology, 48(1):269–297, 1997.

5. J. Harel, C. Koch, and P. Perona. Graph-based visual saliency. In NIPS, page 545,
2007.



Fig. 5. Model comparison for predicting dwell per item. The linear spi model
predicts likelihood of dwell better than the baseline and other model variants, over
short and long time periods. The performance of the position only model comes close
to the spi model, showing that position plays a dominant role in predicting dwell.

6. J. Henderson. Human gaze control during real-world scene perception. Trends in
Cognitive Sciences, 7(11):498–504, 2003.

7. G. Hotchkiss, S. Alston, and G. Edwards. Eye tracking study, 2005.
http://www.enquiroresearch.com/images/eyetracking2-sample.pdf.

8. X. Hou and L. Zhang. Saliency detection: A spectral residual approach. In CVPR,
pages 1–8, 2007.

9. L. Itti and C. Koch. Computational modelling of visual attention. Nat Rev Neu-
rosci, 2(3):194–203, 2001.

10. T. Judd, K. Ehinger, F. Durand, and A. Torralba. Learning to predict where
humans look. In ICCV, pages 2106–2113, 2009.

11. S. Karlin and H. M. Taylor. A First Course in Stochastic Processes. Academic
Press, 2nd edition, 1975.

12. R. Klein. Inhibition of return. Trends in Cognitive Sciences, 4(4):138–147, 2000.
13. C. Koch and S. Ullman. Shifts in selective visual attention: towards the underlying

neural circuitry. Hum Neurobiol, 4(4):219–27, 1985.
14. J. Najemnik and W. Geisler. Optimal eye movement strategies in visual search.

Nature, 434:387–391, 2005.
15. V. Navalpakkam and L. Itti. Search goal tunes visual features optimally. Neuron,

53(4):605–617, 2007.
16. D. Parkhurst, K. Law, and E. Niebur. Modeling the role of salience in the allocation

of overt visual attention. Vision Research, 42(1):107–123, 2002.
17. R. Peters and L. Itti. Applying computational tools to predict gaze direction in

interactive visual environments. ACM Transactions on Applied Perception (TAP),
5(2):9, 2008.

18. M. Posner, R. Rafal, L. Choate, and J. Vaughan. Inhibition of return: Neural basis
and function. Cognitive Neuropsychology, 1985.

19. M. Posner, C. Snyder, and B. Davidson. Attention and the detection of signals.
Journal of Experimental Psychology: General, 109(2):160, 1980.

20. A. Torralba, A. Oliva, M. Castelhano, and J. Henderson. Contextual guidance of
eye movements and attention in real-world scenes: The role of global features in
object search. Psychological Review, 113(4):766, 2006.



21. A. Treisman and G. Gelade. A feature integration theory of attention. Cognitive
Psychology, 12:97–136, 1980.

22. J. Wolfe and T. Horowitz. What attributes guide the deployment of visual attention
and how do they do it? Nature Reviews Neuroscience, 5(6):495–501, 2004.

23. J. M. Wolfe. Guided search 2.0: a revised model of visual search. Psyonomic
Bulletin and Review, 1(2):202–238, 1994.


