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Abstract
Wireless networks in home, office and sensor applications consist of
nodes with low mobility. Most of these networks have at least a few powerful
machines additionally connected by a wireline network. Topology information of the wireless network at these powerful nodes can be used to control
transmission power, avoid congestion, compute routing tables, discover resources, and to gather data. In this paper we propose an algorithm for topology discovery in wireless networks with slow moving nodes and present various performance characteristics of this algorithm. The proposed algorithm
discovers all links and nodes in a stable wireless network and has an excellent
message complexity: the algorithm has an optimal message complexity in a
stable network and the overhead degrades slowly with increasing mobility of
the nodes.
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1 Introduction
An ad hoc network is a wireless network using peer to peer communication for
network connectivity. Many applications of such networks, such as home, office
and sensor networks, have one or more nodes that are relatively static. We call
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such networks hybrid wireless networks, and describe it in detail in Section 2 .
The static nodes require the topology information of the networks for varied purposes. For example, the coordinator of a sensor network will need this information to learn of areas that are not monitored by his sensors. The manager of a relief
operation could use the topology information to efficiently deploy his crew in a
disaster site. A topology discovery algorithm will also help him to periodically
view the location of his personnel and send reinforcements. Further, topology information will be crucial for network management of an ad hoc network. It will
enable the manager to monitor topology control decisions within the network,
and help in maintaining connectivity and conserving the scarce resources, such as
power and bandwidth, of the network.
The required accuracy of the topology discovery algorithm varies with the
application. For example, a coordinator of a sensor network could do with an approximate information, while the manager of a relief operation needs to know the
precise topology of the network. In this paper we propose an efficient topology
discovery algorithm for hybrid wireless networks, which has the degree of robustness as a parameter of operation. The overhead of the algorithm varies with the
required accuracy of the application. Further, our algorithm gives optimal performance in a network with very low mobility. The complexity degrades slowly with
an increase in mobility in the network.
In what follows, we first describe our system and failure model in Section 2. In
Section 3, we then formally define the topology discovery problem that we solve
in this paper. Section 4 goes on to describing the proposed topology discovery
protocol, and in Section 5 we discuss some properties of the protocol. Section 6
describes our performance measurements, and in Section 7 we describe the related
work. We conclude in Section 8.

2 System Model
We define a hybrid wireless network to consist of a set of computers connected
by wireline and wireless network links. We classify computer nodes as either a
wireline node (only connected to the wireline network), a mobile node (only connected via wireless links), and a gateway node (has wireline and wireless links).
We denote the wireless nodes (consisting of mobile and gateway nodes) by Wi . A
wireless link is either in base station mode or in ad hoc mode. Note that also the
wireless link(s) of a gateway node can be in ad hoc mode. A precise definition of
our system model is given in [8].
Communication System: We abstract away the details of the MAC and network
layer and assume the following communication model. Each wireless node can
send local unicast and broadcast messages. By local we mean that the message
is not routed via intermediate nodes. Current MAC layers do not support robust
local broadcast messages. We show in Section 4.2.2 how to implement such a
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mechanism. We assume that links are likely to be bidirectional, i.e., if Wi can
receive messages from W j then W j can receive messages from Wi . This is a valid
assumption because underlying wireless protocols, e.g., the 802.11 MAC layer,
require links to be bidirectional too.
Failure Model: The network can drop messages (omission failure) or delay the
delivery of messages (performance failure). A node has crash failure semantics,
i.e., a node can only fail by prematurely stopping the execution of its program.
Stability Properties: To be able to talk more precisely about the properties of
our topology discovery protocol, we classify network links as either stable, disconnected, or unstable. We say that a link is stable in a given time interval if all
messages sent via the link are delivered and acknowledged in a timely manner.
We call a link disconnected if the link drops all messages. A link that is neither
stable nor disconnected is called unstable.
We call a network stable if each link is either stable or disconnected and all
nodes can communicate with each other via a path of stable links. We call a network semi-stable if all nodes can communicate with each other via a path of stable
links. Note that a semi-stable network that contains unstable links is not stable.

3 Problem Description
We define the topology discovery problem as follows. The discovery is initiated
by some node C (coordinator). The protocol has to return the discovered topology
to C within a bounded time. We assume that the topology is returned in form of a
predicate T . Predicate T i j holds iff the protocol discovered a link Li j , i.e., that
node W j can receive messages sent by node Wi .
To specify that the topology returned by a topology discovery protocol reflects
the topology of the wireless network is non trivial. The topology might change due
to mobility during the run-time of the protocol and hence, we cannot require that
the topology T is identical to the topology of the wireless network. Instead we
restrict T by two constraints: R1 and R2. Constraint R1 states that if the protocol
says that a link Li j exists then, at least at some point during the execution of
the protocol, a message must have been successfully sent via L i j . Constraint R2
states that if T says that there is no link Li j between two nodes Wi and W j , then
either the link is not stable or neither Wi nor W j are reachable by C via stable links.
A precise definition of the problem specification is given in [8].












4 Protocol Description
In this section we illustrate the difficulties associated with the design of a topology
discovery algorithm for hybrid networks. We first briefly explain an algorithm
which was proposed in [13] for switched LANs called Autonet, and then highlight
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the reasons why such algorithms for wired networks do not perform well in hybrid
networks. We then explain how we have solved these problems.

4.1 Topology Discovery in Autonet
The basic topology discovery algorithm in Autonet comprises two phases. The coordinator, which could be any node in Autonet, initiates the first phase by broadcasting1 a topology request message. A node marks the sender of the first received
broadcast as a parent, notifies the parent of this relationship, and broadcasts the
request message further. At the end of the first phase, i.e., when each node has
broadcast exactly once, a network-wide spanning tree with the coordinator as root
has been imposed across the physical network.
The second phase is initiated by the leaves of the spanning tree, and rises
toward the coordinator. A node sends a response message to its parent after it
has received one from all its children. The response message carries the topology information of all the nodes in its subtree. This is created from the topology
information in the responses from all its children and its own neighborhood information. As a result, when the coordinator receives the response messages from its
children, it can construct the topology of the entire network.
In the rest of this paper we refer to the first phase of the algorithm as the
Diffusion phase and the second phase as the Gathering phase. Due to space constraints we refer the reader to [13] for a more detailed description of the topology
algorithm used in Autonet.

4.2 Topology Discovery in Hybrid Wireless Networks
In wired networks, such as the switched LANs that the Autonet algorithm was
designed for, the links are reliable and the immediate neighbors of each node are
static. The tree structure that was built during the Diffusion phase of the algorithm
can therefore be assumed to still be intact during the Gathering phase when the
topology information of all the nodes is propagated back toward the coordinator.
This is however not the case in hybrid networks where links are prone to failure
both due to link interference and mobility of the nodes. Interference and mobility are the two main issues that complicates the design of a topology discovery
algorithm for hybrid networks compared to the ones for wired networks.
In this section we describe our proposed algorithm for topology discovery
in hybrid networks. Our algorithm builds upon the algorithms in [16, 13], and
we will describe our algorithm by showing how we address the issues that arise
due to link interference and node mobility. These issues can be summarized by
the following four questions: 1) How does a node discover its neighbors? (4.2.1)
1 A broadcast in Autonet is a set of unicasts to all its neighbors. It is just one message in Hybrid
Wireless Networks.
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2) How is the problem of broadcast collisions handled? (4.2.2) 3) How does the
algorithm adapt to mobility? (4.2.3) 4) What if the mobility is very high? (4.2.4).
4.2.1 Neighbor Discovery
Autonet has point-to-point links, and assumes the knowledge of all immediate
neighbors at each of the nodes. However, the broadcast medium in hybrid wireless
networks causes the links to change dynamically with the mobility of nodes in the
network. A topology discovery algorithm for such networks has to discover the
most recent network topology to be effective, and this will require up to date
neighborhood information at all the nodes in the network.
One way to build the neighborhood information is by periodic heartbeat messages as used in some protocols such as [15]. However, this scheme consumes
more power and send messages since all the nodes broadcast at least once during
the Diffusion phase of our protocol. Assuming reliable broadcasts, every node
therefore receives a message from all its neighbors during the Diffusion phase
and uses it to build an accurate picture of its immediate neighborhood. The assumption of reliable broadcasts is however not realistic in existing network protocols such as 802.11, and we describe in Section 4.2.2 how we implement a robust
broadcast mechanism on top of existing MAC protocols.
It should be noted that a node will only add links to its neighbor list across
which it has received at least one message during the execution of the protocol.
This means that only links that satisfy requirement R1 are added. Note that the
request message will be received by each node Wi that is connected to the coordinator via a path of stable links. In particular, Wi will rebroadcast the request
message and add all nodes connected to Wi via a stable link to its neighbor list.
We show in the rest of this section how the neighbor lists of Wi will be forwarded
to the coordinator – which is necessary and sufficient to satisfy requirement R2.
4.2.2 Robust Broadcast
The success of the topology discovery algorithm depends on the reliability of
broadcasts. Broadcasts in most MACs for ad hoc networks are not reliable. In
802.11 for example, broadcasts are sent whenever the carrier is sensed free and
can therefore result in a number of collisions, as is experienced in [12]. As described in Section 4.2.1, broadcast collisions can cause fewer links to be discovered. Furthermore, unreliable broadcasts might not necessarily result in the
construction of a spanning tree during the Diffusion phase, even when the network is connected. As an example, we have simulated the Diffusion phase of
the Autonet algorithm described in Section 4.1 using GloMoSim [19] with three
different transmission powers, -10dBm being the weakest. The percentage of discovered links is shown in Figure 1. We see that as we increase the transmission
power and therefore the neighbor density, more broadcast messages collide and a
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smaller fraction of the links are discovered.
We increase the robustness of broadcasts by using a variation of the RTS/CTS
scheme proposed by [18]. The idea is to ensure that the broadcast reaches at least
one node in the neighborhood. In our scenario, a node definitely knows of at
least one neighbor, that is the node from which it received the broadcast. To use
the scheme proposed in [18], we could let each node do a RTS/CTS with the
node from which it received a request whenever it wishes to rebroadcast it. An
RTS/CTS mechanism is however mostly helpful for large messages. The broadcast messages in the Diffusion phase are small in size, and the lengthy message
exchange sequence of an RTS, a CTS, the actual request message, and finally an
acknowledgement is unnecessary. Instead, a node simply broadcasts the message
and expects an acknowledgement from the node from which it had received the
request that it is now retransmitting. If a node does not receive the acknowledgement within a certain (randomized) amount of time, it rebroadcasts the message.
This is repeated a small number of times, or until it receives an acknowledgement, which ever occurs first. Our simulations show that this scheme adds a lot of
robustness to the Diffusion phase. For example, in the scenarios simulated in Figure 1, this scheme discovers 100% of the links for all three transmission powers.
Furthermore, this scheme of robust broadcasts removes the need for an explicit
unicast of a node before marking its parent as used in Autonet [13].
4.2.3 Adapting to Mobility
Autonet uses a spanning tree to discover the topology of the network. This scheme
yields an accurate result when the links do not break during the execution of
the protocol. However, mobility can result in link breakages along the spanning
tree, which can seriously affect the performance of the protocol (Section 6). We
therefore propose to use a k-resilient mesh spanning the network to withstand
mobility of the nodes. A k-resilient mesh is a connected directed acyclic graph
(DAG), rooted at the coordinator, in which any node Wi has at most k parents,
where 1 k K, and K is small, constant integer. A parent of Wi is any node W j
such that there exists a link in the DAG from Wi to W j . We call k the resiliency
factor of the mesh. Note that a k-resilient mesh is also a k x -resilient mesh,
1 x K k. Figure 2 gives an example of a 3-resilient mesh.
The algorithm described in this section uses a mesh structure to handle mobility. The mesh provides alternate routes to the coordinator. A greater value of k
implies more paths from the nodes, and therefore increases the resilience to mobility in the network. The value of k is specified by the coordinator, which usually
has a good estimate of the amount of mobility in the network.
The algorithm used to build a spanning tree, described in Section 4.1, is a specific instance (k 1) of the algorithm we describe here that we use to construct
a k-resilient mesh.2 In our algorithm, each node broadcasts at most k different
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spanning tree is a 1-resilient mesh.
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GloMoSim simulation results for
three different transmission powers, using 50
nodes in a 200x200m area.
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Figure 2: In a 3-resilient mesh each node has
at most 3 parents.

messages. Further, each request message also maintains a hopCount field that is
incremented by a node before rebroadcasting it. This field is required to keep the
mesh loop free. The parameter k is specified by the coordinator in the first request
message that initiates the Diffusion phase. On receiving a request message, a node
adds the sender as its parent if 1) it has less than k parents, 2) the sender is not a
parent already, and 3) the hopCount of the message is smaller than the hopCount of the first request message that it had received during this protocol run.
If the above three conditions are met, the node 1) increments the hopCount field
in the message, 2) sets the parent field to be the sender of the broadcast message,
and 3) rebroadcasts the new message as described in Section 4.2.2.
The above modifications to the Autonet algorithm require changes in the Gathering phase as well. To propagate the response messages back to the coordinator,
the nodes use the mesh instead of the spanning tree as described in Section 4.1.
This means that a node unicasts the response messages to all its parents in the
mesh, and the number of parents per node is guaranteed to be less than or equal
to k. Another problem with link breakages and mobility in the Autonet algorithm
is that nodes wait for a response message from all their children before they send
their responses to their parents. Since a child might move away and never return,
nodes might wait forever and not let the algorithm run to completion. To avoid
this problem, we let the nodes timeout after a carefully chosen wait period, described in [8], and unicast the response to their parents even if they haven’t yet
received a response from all their children.
4.2.4 Handling Extreme Mobility
High mobility in the network can cause a number of links to be unstable and
for some nodes none of their parents might therefore be reachable. Such a node
is unable to send its message to any of its parents during the Gathering phase
and this could result in a very inaccurate topology information. The algorithm
we propose has a provision to handle this situation by allowing nodes to enter in
panic mode whenever they cannot communicate with any of their parents. The

8

Proceedings in Informatics

decision to allow the nodes to enter panic mode is taken by the coordinator when
it initiates the Diffusion phase. Several parameters, such as the required accuracy
of the algorithm, the allowed delay, and the amount of power left at the nodes are
used to take this decision.
When a node enters panic mode, it sends its response message to all its neighbors determined as described in Section 4.2.1. If a node receives a response message from a parent in panic mode, it removes the parent from its list of parents.
For example, suppose node Wi is the parent of node W j . If Wi enters panic mode,
then node W j should not rely on successful communication of its response to node
Wi , since Wi might still not be able to send the message any further up the mesh toward the coordinator. W j thus removes Wi from its list of parents and enters panic
mode itself if this list becomes empty.
A worse situation could arise when a node is unable to send its response message to any of its neighbors. Although a node in this case does not have any of
its original neighbors discovered during the Diffusion phase, it might still get its
message across if it broadcasts it. We use a robust broadcast slightly different
from the one described in Section 4.2.2; since the messages are big, explicit RTS
and CTS messages are used. The RTS/CTS is done with the last neighbor from
whom any message was heard or received. To reduce the size of this broadcast
we do not send the complete neighborhood information, but rather only the node
information. The argument is that if all the neighbors of a node have failed, then
its link information is not of any use to the coordinator anyway.

5 Protocol Properties
In this section we discuss some qualitative properties of our protocol. The quantitative performance is presented in Section 6.
Correctness: The protocol collects link information locally in a neighbor list and
then collates and forwards the neighbor lists to the coordinator during the Gathering phase. Only senders of messages that were sent after the protocol was started
are included in the neighbor list. Hence, our protocol satisfies property R1.
Property R2 is only guaranteed if the panic mode is switched on. However, if
the network is stable, the protocol satisfies R2 even if the panic mode is switched
off. Note that in a semi-stable network, the topology returned by the protocol
includes all nodes and it contains all stable links but it might also contain unstable
links. However, it will never contain disconnected links.
Message Complexity: The message complexity of the Diffusion phase is O N .
We say that a mesh constructed by the Diffusion phase is semi-stable, iff each
node is reachable from the coordinator via a path of stable links along the mesh.
The message complexity of the Gathering phase is also O N as long as the mesh
is semi-stable.
When the mesh is not semi-stable, some nodes might enter panic mode. If a
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node in panic mode receives a neighbor list it has not received previously, it first
unicasts a response message to all its neighbors. Assuming that a node has on
average D neighbors, the average number of unicast messages in panic mode is at
most DN per node. If all the unicasts messages the node sent failed, it broadcasts
a condensed message.The number of robust broadcast messages in panic mode
is at most N per node. The total number of unicast and broadcast messages in
panic mode is thus at most DN 2 and N 2 , respectively. The worst case message
complexity for panic mode is thus O DN 2 N 2 = O DN 2 .






6 Performance
Setup: The topology discovery algorithm was simulated in GloMoSim [19], which
uses a parallel, event-driven simulation language called Parsec [5]. 50 nodes were
randomly placed in a 200m 200m area. IEEE 802.11 was used as the MAC
protocol and the bandwidth was assumed to be 2 Mbps. The Random Waypoint
model was used to model the mobility of the nodes in the network. In this model
each node moves towards a random destination at a speed chosen randomly between a predefined minimum and maximum value. It then pauses for some duration and continues with this mobility pattern. In our simulations the minimum
speed was set to 0 m/s and the pause time to 30 seconds. We expect the speed of
nodes in our target application to be walking speed, i.e., approximately 1 m/s.
All nodes were set to have the same transmission power, although simulations were carried out for three different transmission powers: -10 dBm, -6 dBm
and -4 dBm. At a transmission power of -10 dBm the average neighborhood size
was about 4, at -6 dBm it was close to 11, and about 17 at -4 dBm. When the
transmission power was -4 and -6 dBm, the network was semi-stable for all simulated speeds. At -10 dBm however, the network was only semi-stable up to 0.8
m/s. One node was designated as the coordinator and the percentage of links and
nodes discovered at this node is presented in this section.
Evaluation: We evaluate our protocol using three different metrics. First, we measure the percentage of stable links discovered (See Section 2 for a definition of a
stable link). It is unreasonable to expect that an algorithm would discover links
that only existed for a short amount of time during the execution of the algorithm.
Furthermore, information about links that do no longer exist is irrelevant, and
could also lead to inaccurate information at the coordinator. We therefore compare the number of links that our protocol discovers, to the actual number of stable
links, and use this fraction to evaluate our protocol.
Second, we measure the percentage of nodes discovered. In some applications
the link information might not be of interest; it is simply enough to learn of the
different nodes in the network. We therefore also present the percentage of nodes
discovered as a way of evaluating our protocol.
Third, we measure the message overhead of the protocol. The protocol was ex-
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ecuted with and without the panic mode and for different values of the resiliency
factor of the mesh that is formed during the Diffusion phase. A higher resiliency
factor increases the robustness of the protocol but at the expense of an increase
in the message overhead. The panic mode further improves the robustness of our
protocol but also results in an added increase in the number of messages sent
during the Gathering phase. During the Diffusion phase, every node sends a constant number of messages, resulting in O KN = O N messages, where N is the
number of nodes, and K is the constant upper bound of the resiliency factor of
the mesh constructed during the Diffusion phase. We therefore only present the
message overhead incurred during the Gathering phase.
Results: In the simulations for transmission powers of -6 dBm and -4 dBm our
protocol discovers 100% of the links and nodes for the speeds relevant to our
target applications, i.e. 0 to 1.2 m/s. Panic mode kicks in after these speeds, and
helps the protocol discover all the nodes and links in the network at the cost of
extra messages. In the more common cases, when the 802.11 protocol is used, the
transmission powers are expected to be much higher, typically around 15 dBm
for the Lucent Wavelan [1]. Furthermore, the Cisco Aironet 350 Series supports
six transmission power levels from 0 dBm to 20 dBm [2]. In these commonly occurring scenarios when the network is densely populated, our topology discovery
protocol performs extremely well. However, some networks have a sparse density
because of fewer nodes in the network or due to devices with low transmission
power, e.g., sensors. The -10 dBm case illustrates one such extreme situation. In
the rest of this paper we discuss this particular scenario in detail. Due to lack of
space, we have eliminated a more detailed discussion of the results of the -6 and
-4 dBm cases. In these cases the algorithm discovers the complete topology even
at very high speeds with the help of panic mode. Interested readers are referred to
[8] for these results.
Transmission Power: -10 dBm: The percentage of stable links discovered using
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of the resiliency factor k. #stable links denotes the total number of stable links in the network.
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a transmission power of -10 dBm is shown in Figure 3. Without the panic mode
the algorithm discovers nearly all the stable links up to 0.4 m/s. An increase in
speed reduces the robustness of the mesh and results in a lower percentage of
stable links discovered. The reason for the relatively large decrease in the number
of stable links discovered is that when the coordinator learns of a link from a node
Wi to another node W j , it cannot infer that there is a link from W j to Wi since we
do not assume all links to be bidirectional. Had we done that, the number of stable
links discovered would have increased, both with and without the panic mode.
It is interesting to note that increasing the resiliency factor, i.e., the maximum
number of parents allowed, is useful only up to a certain speed: in this case up
to 0.6 m/s. When increasing the average number of parents, the average number
of children per node grows, and thus also the probability that at least one link between a parent and a child breaks. Especially for higher speeds where link breakages are even more common, an increase in the number of parents thus results in
a greater number of nodes that timeout before sending their response messages.
Due to these timeouts, the propagation of neighborhood information to the coordinator is delayed proportionally to the number of parents. But in a network with
sparsely connected nodes moving at a high speed, it is important to forward the
information as fast as possible, since a link might disappear before it is used. In a
sparsely connected network with high speed, the coordinator might therefore discover a higher percentage of stable links if the nodes are permitted fewer parents,
i.e., if the resiliency factor is smaller.
We call this tradeoff between minimizing response time and maximizing mesh
resiliency the inversion property. The inversion property suggests that the resiliency factor should be a tunable parameter, chosen according to the mobility
and density of the network. In some applications it might not be necessary to discover 100% of the links, whereas it might be crucial to minimize the number of
messages sent. To handle different kinds of applications, system configurations,
and dynamically changing systems, it is therefore important to be able to tune the
algorithm to best fit the current needs.
With panic mode turned off, the protocol discovers all the stable links as long
as the network is stable. With panic mode turned on, the protocol discovers all the
stable links as long as the network is semi-stable. At higher speeds the network
is no longer connected using stable links. The coordinator is therefore unable to
receive all the response messages and this results in a decrease in the percentage
of stable links that are discovered. We can also see the effect of the inversion
property in this case. When the nodes are allowed fewer parents, the response
messages in the Gathering phase are sent sooner and the coordinator is therefore
able to gather information over more links before they break, resulting in a higher
percentage of stable links discovered.
The message overhead of the Gathering phase is shown in Figure 4. When the
panic mode is turned off, the response messages are only sent along the mesh. No
effort is made to repair the mesh and so the number of response messages stays
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Figure 4: Number of response messages sent for -10 dBm transmission power, and different values
of the resiliency factor k.

nearly constant across different speeds. The slight variations in each of the curves
are due to the differing structure of the mesh at different speeds. As the resiliency
factor increases, the average number of parents increases and more links are part
of the mesh which results in a higher message overhead.
When the panic mode is turned on, the number of replies sent during the Gathering phase increases more with speed if a larger resiliency factor is used. The
reason for this is the inversion property; when a node has only a few parents its
timeout is shorter and it therefore has a higher probability that the links to its parents still exist. This has the effect that a network using a larger resiliency factor
enters the panic mode for lower speeds than networks with a smaller value of k:
the increase in the number of messages for k 3, 4, and 5, occurs already at 0.7
m/s, whereas the increase for k 1 and k 2 does not occur until 1.2 and 1 m/s,
respectively. The number of replies drop for higher speeds since the network is no
longer semi-stable. More links are thus broken and fewer nodes enter the panic
mode by receiving response messages sent by other nodes in panic mode.
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Figure 5: Percentage of nodes discovered for -10 dBm transmission power, and different values of
the resiliency factor k.
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Figure 5 shows the percentage of nodes discovered by the protocol. Without
the panic mode, the percentage of nodes discovered decreases with an increase in
speed. This is because the nodes are no longer connected using stable links along
the mesh. We can also see that the inversion property causes better performance
for a smaller value of the resiliency factor at speeds greater than 0.6 m/s. Again,
the shorter timeout results in more information reaching the coordinator.
When the panic mode is turned on, the percentage of nodes discovered is
significantly higher than the percentage of stable links discovered. This is due
to the fact that only one link to or from the node has to be discovered for the
coordinator to learn about the existence of the node.
Note that in Figure 3, 4, and 5 the protocol has a similar performance for
k 4 and k 5. This is because the nodes only have around four neighbors, and
they can therefore not have more than four parents even though five parents are
permitted by the protocol.




7 Related Work
The problem of topology discovery in ad hoc networks is significantly different
than in wired networks. There is no IP subnet hierarchy and nodes might have
stale neighborhood information. Additionally, there is no popular network management protocol, such as SNMP, for ad hoc networks. Therefore, previously proposed topology discovery protocols for the internet, such as [3, 4, 7, 17] perform
poorly in hybrid wireless networks.
There has however been some work related to topology discovery for ad hoc
networks. [9] uses a clustering scheme to discover the network topology. The
cluster heads are dynamically chosen based on geographic location or network
connectivity, and the MIBs at cluster heads are used to gather topology information. However, this scheme has the overhead of constantly maintaining cluster
heads in the network. Additionally, the information in the MIBs might be stale due
to mobility and could fail to provide a complete link information of the network.
Another topology discovery algorithm is presented in [14]. Mobile agents in the
nodes periodically gather topology information and disseminate it to all the other
nodes in the network. However, this scheme does not provide an instantaneous
topology of the network. This algorithm is also extremely intensive in time and
messages to discover a complete topology of the network. Further, link state routing protocols, such as TBRPF[6] and OLSR[11], require each node to constantly
maintain a partial topology of the network. This is an overhead when the link
information is required temporarily at a few nodes. Link state routing protocols
also provide only network layer topology information and might not be able to
discover the complete physical connectivity of the network. It should however be
mentioned that none of the above protocols were designed to solve the particular
problem of topology discovery we address in this paper.
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In our setting, the entire topology information has to be learned at a few prespecified nodes. Previous approaches described above do not provide an efficient
infrastructure to solve this problem. [10] attempts to solve our problem of topology discovery in sensor networks. A hierarchical tree-based clustering scheme
gathers neighborhood information from all sensor nodes. However, this protocol
provides only partial link information. It also assumes a reliable broadcast mechanism, which has not yet been developed for ad hoc networks, and the tree structure
used is unstable and susceptible to link breakages in mobile networks.

8 Conclusion
In this paper we have defined a precise system model and problem statement for
the topology discovery problem. We have also presented a reliable protocol for
topology discovery in wireless networks. The protocol consists of two phases; the
first phase diffuses the initial topology request message across the whole network
and the second propagates the neighborhood information back to the initiating
node. The second phase propagates the information using a mesh structure built
during the first phase. This mesh can be used for any kind of data gathering application, and is not limited to topology discovery. The message complexity of
the protocol is O N in a stable network with N nodes, and it slowly degrades
to a worst case of O DN 2 when the nodes are more mobile. We show that the
protocol discovers close to 100% of the stable links and 100% of the nodes in the
targeted applications.
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