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Abstract

IA64, the new Epic architecture from Intel and HP, has introduced many new features that allow a high degree of hardware control by software.  These features include explicit delineation of instruction level parallelism (ILP) and predication, which allows branch delays to be avoided by guarding sequences of code with Boolean predicates. However, along with these optimization advantages, there are also new correctness issues.  Optimized code for IA64 can be very complex to generate and difficult to debug.  Moreover, writing system level components at the assembly level can be error-prone.  

Hazards, or incorrect specification of parallel instructions, are software bugs of a very insidious nature.  Hazards may well remain undetected in the current generation of hardware and only manifest themselves in future, wider hardware implementations.  Furthermore, the existence of hazards may be shrouded by predication and may only occur in obscure circumstances.  This paper presents a static analysis tool called Halo that will automatically locate hazards in IA64 binaries.  It does so by modeling machine resource usage on infinitely wide IA64 hardware.  Halo also has a predicate analysis framework that allows it to locate hazards in predicated code with very good accuracy.

I. Introduction

The IA64 architecture [5] allows software to have a large amount of control over how programs are executed by the processor.  One of the most important aspects of the software control is the explicit delineation of instruction level parallelism (ILP) in the program.  Superscalar processors [6] have used hardware mechanisms to detect parallelism from implicitly serial instruction streams.  To simplify the hardware implementation, the designers of the IA64 architecture have made specification of ILP entirely a software issue.  

Along with this new freedom in software specification comes the burden of correct ILP specification – an issue also traditionally left to hardware.  Location of dependencies in the code stream would be a straightforward exercise were it not for the interaction between ILP specification and predication on the IA64 architecture.  Predication is a feature that allows execution of individual instructions to be guarded by a Boolean predicate.  When code is predicated, it is no longer a simple matter to infer dependencies between instructions marked as parallel since the dependencies can only accurately be calculated with precise knowledge of the relationships among the guarding predicates.

This paper describes a binary-level hazard location tool called Halo.  Halo uses a predicate analysis engine to accurately discern hazards in IA64 code.  The remainder of this paper is divided into six sections.  After defining hazards in detail, the hazard location and predicate analysis components of Halo is described along with an enumeration of the benefits of the binary-level approach.  A Measurement and analysis section follows and the effectiveness of the approach is analyzed.  The final section gives some concluding remarks and describes the direction of future work.

II. Anatomy of a Hazard

A hazard
 is an IA64-specific software bug.  On IA64, software is required to explicitly delineate all instruction level parallelism (ILP) in a program.  Instructions that are marked to run in parallel, known as instruction groups, have restrictions on the manner in which they may access machine resources
.  In particular, within an instruction group a resource may neither be read after writing (RAW hazard) nor written after writing (WAW hazard).  If these situations do arise, a race condition occurs in hardware and the results of the operations are undefined.

add r100 = r101, r102        (1)

sub r103 = r102, r101        (2)

add r101 = r102, r104        (3)

sub r103 = r100, r102 ;;     (4)

Figure 1: Hazard Example

As an illustrative example, consider the code given in Figure 1.  This code snippet represents an instruction group – the end of parallel execution is denoted by the “;;”. Instruction 1 writes a value into r100 and instruction 4 consumes this value in the same cycle.  This constitutes a certain RAW hazard.  Instruction 2 writes a value into r103, as does instruction 4.  This constitutes a certain WAW hazard.  Observe that all the instructions consume r102 (RAR).  Also, instruction 2 consumes the value in r101 and instruction 3 writes it in the same cycle (WAR).  Neither of these situations constitute a hazard on IA64 hardware.

Now let’s presume that the current generation of IA64 hardware only has underlying execution units capable of running the first three instructions in parallel and must defer execution of instruction 4 until the next cycle.  In this situation, there is no race condition and the program may well be have behave as expected (for example, a cycle end may have been omitted from instruction 3).  This bug will remain undetected by any standard testing techniques and will only manifest itself much later when new, wider hardware is available.

(p1) add r100 = r101, r102        (1)

(p1) sub r103 = r102, r101        (2)

(p1) add r101 = r102, r104        (3)

(p2) sub r103 = r100, r102 ;;     (4)

Figure 2: Predicated Hazard Example

Hazards like the one presented in Figure 1 can be located with a straightforward analysis.  However, IA64 provides a mechanism known as predication where instruction execution can be guarded by 1-bit Boolean predicate registers.  Now consider the code sequence shown in Figure 2.  The code is the same as that in Figure 1 except that each instruction’s execution is guarded by a predicate.  Now the hazards can only occur if the truth-values of p1 and p2 overlap.  If they do not then the code in Figure 2 is perfectly legal.  This makes the analysis much more complex.  By the use of predicate analysis (see Section IV), we may find that the truth domains of p1 and p2 intersect, are disjoint or are unknown.  In the first case, a certain hazard exists, in the second case there is no hazard and in the third case there is a potential hazard.

In addition to standard use-def hazards described here, there are two other types of hazard:  Instruction ordering hazards and memory overlap hazards
.  Although these types of hazards are located by Halo, they have been omitted from the discussion due to their rare nature.

III. Hazard Location

The approach taken by Halo is to process entire binaries files (exe, dll or sys files on Windows 2000
) at once.  There are a number of other feasible approaches to locate hazards in IA64 code.  One approach is to use an infinitely wide processor simulation environment, or even custom hardware, to locate hazards as they occur at runtime.  This approach will concisely identify hazards as they occur.  Furthermore, there is no need for a predicate analysis framework as hazards are discovered as they occur during execution. However, the simulation approach will only locate hazards in code that is executed, thereby requiring exhaustive testing to locate all hazards.  Also, hazards can only be located if the predicates guarding the two offending instructions are simultaneously true during execution.  Essentially, all program paths must be exercised in order to guarantee that the code stream is hazard-free.  

Another approach to the problem is to build hazard location logic into language translation tools like compilers and assemblers.  This approach has the advantage of locating hazards along unexecuted paths in a program.  Additionally, compilers for IA64 will typically have a predicate analysis framework to aid in the generation of optimized code [4].  If present, this framework can also be applied to accurately discern hazards in the code stream.  However, applications on the scale of operating systems can be very complex and often a single software vendor does not control all components of a product in source form, or even the manner in which they are built.  This approach also relies on an equivalent level of hazard location support being present in all language translation tools used to build an application.  

The binary-level approach used by Halo is superior to both the simulator and translator hazard location approaches for a number of reasons.  Halo analyzes the code stream a cycle at a time and identifies potential hazard situations.  It then applies a careful analysis of predicate relationships to determine which potential hazards are certain hazards and which are not hazards at all.  Therefore no hazards will be left unlocated as in the simulator approach.  Hazard location performed by language translators is as strong as its weakest link and therefore requires that strong hazard location technology be present in all language translation components.  Halo provides hazard location technology in a single tool that can be used to verify that final, ship-ready binary images are hazard-free. Moreover, Halo is able to locate hazards in binary components supplied by third parties, which are built by unknown language translation tools.  Also, in a way, Halo provides independent verification of the code whereas a compiler self-checking its own work does not.  Although outside the scope of this paper, Halo has proven to be useful platform for programming verification extensions.  Halo was extended to find software sequences that manifested hardware errata in pre-release prototype Itanium processors.

Halo is based on the Vulcan [10] toolkit for the IA64 architecture, developed at Microsoft Research.  Vulcan provides an API for dissecting and analyzing binary images and enables other binary-level tools to be written [2].

Hazard Location in Halo

To locate hazards, Halo must consider all instructions marked for parallel execution together.  This can be accomplished by keeping a set of all machine resources defined or used by each instruction within a cycle.  Consider the sequence of code shown in Figure 3.  To the right of each instruction are sets of the machine resources defined and used by each instruction.  Walking over the instructions, beginning at instruction 1, a search for RAW and WAW hazards is conducted.  The set of all resources defined so far in the cycle, or the cycle-def set, is initialized to the definitions of instruction 1, {r100}.  Intersecting the cycle-def set and the use set of the next instruction RAW hazards can be found.  The intersection of the cycle-def set with the definition set of the next instruction yields WAW hazards.  After processing each instruction, the definition set of the processed instruction is added to the cycle-def set.  In the example, after processing instruction 3, the cycle-def set is {r100, r101, r103}.  The cycle-def set intersects with both the definitions and uses of instruction 4 and therefore a potential hazard has been located.  Predicate analysis must be used to deduce the relationship between p1 and p2.  If the truth domains of p1 and p2 intersect then a certain hazard has been detected.  The hazard may be ignored if the truth domains of p1 and p2 are disjoint.

(p1) add r100 = r101, r102    def={r100},use={p1,r101,r102} (1)

(p1) sub r103 = r102, r101    def={r103},use={p1,r101,r102} (2)

(p1) add r101 = r102, r104    def={r101},use={p1,r102,r104} (3)

(p2) sub r103 = r100, r102 ;; def={r103},use={p2,r100,r102} (4)

Figure 3: Machine Resource definition and use sets
Computing the definition and use sets is made more complex by instructions whose side effects are not explicitly called-out by the instruction itself (For example, the IA64 alloc instruction has a large number of implicit side effects).  A table of implicit definitions and uses for instructions with unusual side effects can be used to properly augment the def and use sets.  Also, there are some sequence of code that appear on the surface to contain hazards, but are, in fact, special sequences that can be handled in the IA64 architecture (For example, a predicate defined by a compare instruction may be consumed by a branch instruction in the same machine cycle).  These special sequences must be filtered out.

IV. Predicate Analysis

Halo is used in a production build environment and speed is of the essence.  However, predicate-rich code sequences can make accurate analysis difficult and leave a large number of potential hazards to be analyzed by hand.  In order to accurately locate certain hazards and reduce the number of potential hazards, the relationships among the predicates must be understood.  This section describes the approach used by Halo to analyze predicated code.

Hyperblock Predicate Analysis

A hyperblock [8] is a sequence of basic blocks, possibly containing predicated code, such that each basic block contained within the hyperblock has a single predecessor also within the hyperblock. The hyperblock entry block may have any number of predecessors outside of the hyperblock. A hyperblock can be thought of as an extended basic block [9] where some control flow has been folded into other basic blocks by use of predication.  For example, consider the graph shown in Figure 4.  The control flow of the original program has been simplified and the resulting control flow graph is shown in Figure 4.  In this graph, the hyperblocks are: A, B-C-D, E-F and G.  An optimizing compiler typically forms hyperblocks in order to perform transformations and to eliminate branch mispredictions at runtime.  Therefore, a large proportion of related predicated code will reside within hyperblocks.  A natural approach to hazard location, and the one adopted by Halo, is to linearly scan each hyperblock in each procedure, a cycle at a time, for hazards.


Figure 4: Hyperblock formation example

By performing predicate analysis on hyperblocks the runtime overhead can be kept low while still obtaining accurate results.  An approach to predicate analysis on a hyperblock has been published [7] and is the basis for predicate analysis in Halo.  The technique described in [7] uses a graph structure to represent the relationships among the predicates in a hyperblock.  The graph is constructed by a linear scan over the hyperblock to collect information about the relationships among the predicates. The graph may then be queried about these relationships by subsequent analysis and optimization phases.  

(p1) cmp.unc p2, p3 = <condition1>

(p2) cmp.unc p4, p5 = <condition2>

(p3) cmp.unc p6, p7 = <condition3>

Figure 5: Predicate relationship example


Figure 6: Predicate relationship graph

For example, consider the code shown in Figure 5.  The relationships among the predicates in Figure 5 can be represented by the graph shown in Figure 6.  For this segment of code, p1 is the universal predicate and is the root node of the graph.  The truth-value of p1 is partitioned by p2 and p3.  The truth-value of p2 is partitioned by p4 and p5 and p3 is partitioned by p6 and p7.  Predicate relationships can readily be computed from the graph structure.  The superset relationship can be found by traversing the parent link.  Similarly, the subset relationship can be found by traversing the child link. Most importantly, two predicates can be found to have disjoint truth-values if the paths from each node to the root intersects at a node different from the two initial nodes.  In Figure 6, for example, p3 and p4 are disjoint while p2 and p5 are not.

Halo has altered the approach in [7] slightly.  Halo initially scans the hyperblock a cycle at a time attempting to locate hazards.  A large proportion of the hyperblocks will contain no potential hazards at all, and therefore, predicate analysis will be unnecessary.  If potential hazards are located, a backward scan from the point of the hazard is conducted to analyze all predicate relationships.  This scan will terminate when the required relationship is found or when the beginning of the hyperblock is reached.  The results of each scan are cached for use by other scans on the same hyperblock.  Operating on code at the binary level means that a particular predicate register may take on several values during the execution of the hyperblock. The hazards are analyzed from top to bottom in the hyperblock so that only the information about the most recent value of each predicate needs to be retained.  The results of the predicate analysis are summarized into a small (64x64 = 4k byte) table so that the relationships can be loaded immediately without any graph traversal required.

<Start of Hyperblock>

                 .

                 .

                 .

                 .

        .

<Potential Hazard 1>

                 .

                 .

                 .

                 .

        .

<Potential Hazard 2>

        .

                 .

                 .

                 .

                 .

<Potential Hazard 3>

        .

        .

        .

<End of Hyperblock>

Figure 7: Predicate Analysis Scan Ordering

Figure 7 shows an example of scan ordering in Halo.  The scans progress backwards from each potential hazard and continue until either the start of the hyperblock or the summary information at the last processed hazard is reached.  So, in the case of potential hazard 3, the scan will be conducted until the previous hazard location (2) is reached.  At that point, if further information is needed it can be obtained from the information which reflects the predicate state at hazard 2.  In any event, after each scan, the predicate information is augmented and associated with the last processed hazard.

V. Measurements and Analysis

In this section, measurements of the effectiveness of the hyperblock approach to predicate analysis are given.  Table 1 shows counts of critical and potential hazards measured on several large binaries from Windows 2000.  The counts of both hazard types are given with no predicate analysis and with hyperblock predicate analysis. The Table also shows the percent improvement of hyperblock predicate analysis over no analysis for each case. 

In most cases the number of potential hazards located was reduced in the range of 79-100% when hyperblock predicate analysis was applied.  This observation is typical of the results collected from a large number of binaries in Windows 2000.  The outliers in this sample are ntdll.dll and ntoskrnl.exe (the Windows 2000 operating system kernel).  The numbers of potential hazards for these two binaries were reduced by 26% and 32% respectively.  Analysis of the remaining potential hazards showed that there is a large amount of handcrafted assembly language code.  More time-consuming analysis is required to reduce the number of potential hazards in these two cases.

Ntdll.dll and ntoskrnl.exe also show that the number of certain hazards can be increased by the application of hyperblock predicate analysis.  The numbers of certain hazards were increased by 25% and 44% respectively.  Also, of the potential hazards remaining in all binaries listed in Table 1, none turned out to be certain hazards
.  Therefore, the results for deeper, more expensive analysis of these binaries would yield no improvement in the number of certain hazards detected.  Additionally, deeper analysis is not guaranteed to reduce the number of potential hazards to zero.

	Binary File
	No Analysis
	With Analysis
	% Improvement

	
	Certain
	Potential
	Certain
	Potential
	Certain
	Potential

	Atl.dll
	0
	31
	0
	1
	-
	97

	Convlog.exe
	0
	13
	0
	2
	-
	85

	Jetconv.exe
	0
	6
	0
	0
	-
	100

	Mfc42u.dll
	0
	431
	0
	19
	-
	96

	Msvcp60.dll
	0
	365
	0
	14
	-
	96

	Msvcrt.dll
	0
	360
	0
	65
	-
	82

	Ntdll.dll
	8
	23
	10
	17
	25
	26

	Ntoskrnl.exe
	9
	66
	13
	45
	44
	32

	Nwscript.exe
	0
	19
	0
	4
	-
	79


Table 1: Effectiveness of hyperblock predicate analysis.

VI. Concluding Remarks

Software validation is more challenging on IA64 than other computer architectures.  The requirement for correct specification of ILP by the software and the interaction with predication creates an environment where standard approaches to software validation are not sufficient.  Tools like Halo demonstrate how technology traditionally applied to compilation and optimization can be effectively applied to software validation.

Halo locates hazards by static analysis and reports their existence without the requirement of actually exercising the code with the necessary preconditions to expose the hazards.  This is superior to traditional testing techniques and the IA64-specific techniques that require simulation or execution to locate hazards as they occur. 

Halo demonstrates how hazard location logic can be effectively consolidated into a single binary-level tool.  By consolidating hazard location logic in this way, there is an advantage in the ability to process inputs from a variety of source languages and from a variety of software vendors.  A binary level tool also has the advantage of being able to verify software in its delivery form with a scan over ready-to-ship binaries.

This paper clearly demonstrates that predicate analysis is required to accurately locate hazards in IA64 binaries.  Hyperblock predicate analysis is shown to be an appropriate method for predicate analysis that effectively reduces the number of potential hazard reported, usually in the range of 75-100%.

VII. Future Work

A number of approaches to global (procedure-wide) predicate analysis have been explored  [1, 4].  In order to perform global analysis, a control flow graph for the procedure is constructed.  A dataflow framework is then applied to the code in the control flow graph to put it in a form that can easily be analyzed.  Typically, SSA form [3] or use-def chains [9] are applied.  Predicates can then be placed into a graph data structure, as in hyperblock analysis, in a way that concisely records the partitioning of the true space procedure-wide.  This graph can later be queried about the relationships among the predicates.  While swift predicate analysis is essential in a production build process, it is not as necessary offline.  Once potential hazards have been identified in a binary, as a convenience, it would be helpful for a user to screen out as many potential hazards as possible before resorting to by-hand analysis of the executable code.  For this reason, future work will be done to incorporate global predicate analysis into the Halo framework.

After locating hazards, Halo has intimate knowledge of the hazard condition.  Future work will be done to extend the current locate and report functionality to also repair the located hazards.  Hazard repair can be affected by inserting a small number of cycle-breaks in the code stream to separate hazard conditions into separate cycles while still preserving program semantics.
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� Also known as a dependency violation [5].


� Generally speaking, the issue is with registers on IA64 as the processor tolerates memory overlaps.


� The memory overlap hazards deal with overlapping bits in the UNAT register.  See [5] for more details of this type of hazard.


� Windows 2000 is a registered trademark of Microsoft Corporation.


� As determined by hand analysis.





