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ABSTRACT
Web-based viewing of short audio or video clips presents a dilemma: either the clip is streamed at low quality, or a high quality version is downloaded, forcing the user to wait. It is difficult to convince users to wait for clips that they may discover to be uninteresting to them. Progressive Layered Media (PLM) solves this dilemma by streaming layered media. The first playback uses the base layer, which is cached as it is played back. Each subsequent playback streams the next layer, caches it, and plays it back in conjunction with the already cached layers. Thus, each playback has improved quality. PLM avoids the delays of downloading, allowing the user to preview a low quality of the clip (the base layer). If the clip is interesting, the high quality version can be obtained by repeated playback, in less time than a download would take, as the base layer has already been played.
Introduction

Many news and sports web sites contain short video highlight clips (typically less than ten seconds). Viewing such clips in a streaming fashion is often frustrating due to customer bandwidth limitations. Dial-up customers see a grainy “postage-stamp” sized video, and even broadband customers receiving a 220 Kbps feed will find the quality inadequate for high-motion sports such as hockey. The alternative to streaming is downloading a higher bandwidth/quality version of the clip. However, downloading makes the customer wait a significant time to see any action at all. Even with download players that will start playing as soon as possible, you would have to wait the length of the clip before seeing any video if the video bandwidth is double the connection speed. The user may not know if the media is of interest without viewing it, so waiting to see something that may not even be interesting is doubly unattractive. 

Progressive Layered Media (PLM) allows streaming, so that there is no wait for a download. If the clip is of sufficient interest, the user may play it again, and see the quality improve for each playback. For example, the user may visit the hockey video highlights at a sports web site. A clip is selected and viewed at the “base” quality level, which is rather grainy and small, often leaving the puck invisible. If the content of the clip is not interesting, the playback may be halted at any time.  If it is interesting, the user may play it again. This time, he may see improved detail, including the puck. Playing it a third time may introduce more video frames, making the playback smoother. As an example of another application, many sites contain short audio samples or songs. With each playback, the audio quality would improve. It may be that the lower-quality access would be allowed for free, but the playback of additional high-quality layers would require a fee.
The chief advantage of PLM over downloading is that the PLM user is able to preview the clip at lower quality while the download user is still staring at a blank screen and waiting. Thus, users can browse through more clips, and (from the vendor’s point of view) are exposed to more “teasers”, increasing the chance of keeping them at the site, or getting them to pay for enhanced (better quality) views.

PLM is produced using layered encoding technology. In the next section we will review layered encoding. Then we describe PLM architecture and our prototypical implementation. Finally, we review previous work related to PLM.

Layered Compression

Media on the web is typically compressed to reduce its size. A layered compression scheme divides the media into a base layer, which is a low quality version of the media, and additional layers that can be used to enhance the quality of the media. A familiar example is progressive JPEG, where a low resolution image is progressively improved by more data. An illustrative (but not realistic) example for video would be:

· a base layer that consists of black and white video of every odd numbered video frame

· a second layer that consists of black and white video of every even numbered video frame

· a third layer that consists of color information for all frames

Thus, playing only the 1st layer would get a black and white video at ½ frame rate (i.e. somewhat jerky). Playing the 1st and 2nd layers together would yield a black and white video at full frame rate (smooth motion). Playing all three layers would yield a color video at full frame rate. Figure 1 illustrates this example.
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Figure 1 – A layered encoding (non-realistic, for illustrative purposes only). Top: 1st layer containing black and white odd frames. Middle: 2nd layer containing black and white even numbered frames. Bottom: 3rd layer adds color information for all frames.
PLM can use any layered encoding scheme. Many encoding schemes for both audio and video have been devised. Our prototype uses an MPEG-4 based video codec, where the base layer is compressed with MPEG-4 ASP (Advanced Simple Profile), and the enhancement layer is compressed with PFGS (Progressive Fine Granularity Scalable) coding technology developed by Microsoft Research [Wu01]. PFGS is an innovation that obtains significant quality improvements over the standard MPEG-4 FGS (Fine Granularity Scalable) encoding [Li01]. 
The MPEG-4 base layer encodes three kinds of video frames. Intra(I) frames are compressed without respect to any other frame, just like an individual picture would be compressed using JPEG. Forward predicted (P) frames consider also temporal similarities between the current frame and the preceding I or P frame. By making reference to a previous frame and only needing to describe differences from predicted values in the current frame, P-frames are made much smaller than I-frames. Bidirectional (B) frames are similar to P-frames, but refer not only back to the previous I or P frame, but also ahead to the next one.
MPEG-4 based PFGS encoding supports layering with a base layer, a signal-to-noise-ratio (SNR) enhancement layer, and a temporal enhancement layer. However, its layering is very flexible: you need not take all of an enhancement layer. Each enhancement layer frame is structured into “slices”. As many or as few slices as desired may be decoded, with quality increased by additional slices. For example, all of the SNR enhancement layer may be used to obtain full quality, or half of it may be used for a reduced quality version.

In order to achieve fine granularity scalability, the SNR enhancement is achieved by bitplane encoding of the discrete cosine transform (DCT) parameters used by MPEG-4 FGS [Sun01]. The temporal enhancement involves leaving some B-frames out of the base layer and is referred to a PFGS Temporal (PFGST) [Sun02]. PFGST frames also support PFGS in slices, so they have the same flexibility for bandwidth selection. The structure of PFGS and PFGST is illustrated in Figure 2. For a full discussion of how scalability is achieved, the reader should consult [Rad01].
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Figure 2: MPEG-4 based PFGS video frames.

For use in our prototype we arrange slices into three layers. Our base layer was the same as the MPEG-4 ASP, and included an audio stream. Our second layer consisted of a number PFGS slices such that the second layer had approximately the same size as the first layer (including audio). Our third layer had a number of PFGST slices such that it had the same size as the other two layers. Playback of the base layer only was grainy and jumpy. Playback of the 1st and 2nd layers had more detail. Playback of all three layers had more detail than the base layer, and also was smoother (since it had more frames). We only included audio in the base layer because our sports clips do not significantly benefit by improved audio. For other applications, the audio may be layered also.
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Figure 3 – MPEG-4 based PFGS layers. Top: 1st (base) layer containing low resolution I and P frames. Middle: 1st and 2nd layers combined. The 2nd layer contains PFGS slices that increase the resolution of I and P frames in the base layer. Bottom: All three layers. The 3rd layer adds PFGST (B-frames) for smoother motion.

PLM Implementation

A PLM implementation consists of a client and a server.  The server transmits some number of media layers to the client. This transmission is streaming, i.e., the client plays the media as it is received (with some buffering delay at the beginning to accommodate network latency and jitter). The client is able to specify one or more layers that it wishes to receive. The system could be server push, typically with the server pushing data at a fixed playback rate, or it could be client pull. 
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Figure 3 – Playing back PLM. Top: first playback of base, while caching the base layer. Middle: second playback streams/caches PFGS and plays the base combined with PFGS. Bottom: third playback streams/caches PFGST and plays all three layers.
The client caches all layers that are received. It begins by requesting the lowest layer numbers, and asks for higher layer numbers in subsequent playbacks. In the case of a streaming connection, it plays stored layers simultaneously with the new (higher) layers to achieve improved quality over that obtained by the stored layers only.  For example, suppose only one layer can be streamed at a time due to bandwidth limitations (Figure 3). During the 1st playback, layer one is streamed, played, and stored. During the second playback, layer 2 is streamed, stored, and played in conjunction with layer one. During the third playback, layer 3 is streamed and stored, and played in conjunction with layers one and two. Now suppose that two layers can be streamed at a time. During the 1st playback, layer 1 and 2 are streamed, played, and stored. During the second playback, layers 3 and 4 are streamed, stored, and played in conjunction with layers 1 and 2. During the third playback, layers 5 and 6 are streamed and stored, and played in conjunction with layers 1,2,3, and 4. Our prototype streams one layer at a time, as shown in Figure 3. We split the data into a file for each layer: base, PFGS, and PFGST. We use a simple file server (HTTP or Windows) and perform client-pull. File access and decoding is implemented in a DirectShow filter. This allows the output to be sent to any other DirectShow filter for rendering. We then built an ActiveX control that opens a window with some GUI and a sub-window for the video to be rendered in (Figure 4). The control builds the DirectShow graph to render in the sub-window. Play and stop controls are included, along with a graphical indication of which layers are being streamed and which are already cached.
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Figure 4 – PLM ActiveX control hosted in a web page.
Experience

We used our ActiveX control on a web page designed to mimic a popular sports highlight web page. Several clips of baseball, golf and hockey we created for dialup (56 Kb/s) and broadband speeds (230 Kb/s). Hockey clips showed the most dramatic results, because the low bitrate versions are so poor. Dialup speed hockey clips start with a jerky, grainy base layer and after all layers are present it is smoother, and the view of the play is much clearer. The improvement over what is available now on sports websites is noticeable. At broadband speeds, the base layer starts out fairly clear, but the movement is jerky. The second layer adds extra detail, so that the resolution approaches that of a TV. The third layer brings smooth motion and the result is quite satisfying; far ahead of anything on the web currently.
Baseball also produces fairly dramatic results in a high motion play, for example, a double-play with some camera cuts. The result is less dramatic for plays that have less movement, like a batter swinging, and then a stationary camera view of the ball flying to the outfield. In such a case, the lack of motion allows the encoding to be quite adequate, even at the base layer, and the additional layers are not as appreciated. We found for most golf highlights that additional layers added quality, but it often was a matter of clearing up the grass on the green or faces in the crowd. As one’s attention is already on the ball, such improvement are not as likely to be valued. We conclude that this technique holds the most promise for high-motion sports like hockey and football.

A demonstration of PLM with hockey and baseball clips received a variety of responses. Some viewers didn’t like the idea of having to watch a clip three times to see full quality (although it is not clear they would enjoy waiting for a download either – perhaps they didn’t really understand what PLM was solving). Others were enthusiast, responding “when can I get this?” Sports fans seemed to consistently appreciate the demo.
Previous Work

Variable rate/quality encoding originated with Shannon’s work on rate-distortion theory [Sha48].  In some cases, this has been applied to graceful degradation in reaction to bandwidth reductions [Chou, Kra01]. Layered media has also been split among multicast channels and used to achieve rate adaptation for congestion control [Mcc97].
The work most similar to ours is by Rejaie et al [Rej99], who consider layered media in proxy servers. They discuss simultaneous playback from a proxy cache with additional layers from the server, but do not use a local cache.

Future Work

Future work could include, as an option, pre-fetching of additional layers, even when the clip is not being played. This permits the quality of the viewing to improve more rapidly, especially when there are delays between subsequent playbacks. However, it does use more network resources, and should not be mandatory. 
Another possibility would be to cache arbitrary intervals of any layer, and then to stream from whatever layer is needed over each interval. For example, suppose the base layer is played half-way through (and the first half thus cached). If the clip is then rewound and played, the first half could stream the second layer for the first half of playback, and then stream the base layer for the remainder. Or, suppose the base layer is played and there are some losses. A second playback would fill in the gaps where there had been losses, and add quality to the portions that had been received and cached. 
One could also allow enhancement layers to use a variable bit rate (VBR). This could be used in the traditional way, which would tend to allocate more bits for higher motion or scene changes. Alternatively, portions of the video could be marked as more interesting by the author so as to have more bits allocated to them.
Conclusion

Progressive Layered Media eliminates the current dilemma of choosing between almost instant low-quality streaming and long waiting for high-quality downloads. Material can be streamed at low-quality for preview purposes, and if the clip is sufficiently interesting to warrant playing again, the quality can improve each time. It has the advantages of both streaming (quick preview) and downloading (high quality).  In the times between when the streaming version would play and a download would complete, PLM is playing the clip for the users enjoyment. The user may even be satisfied with an intermediate quality (more than the base, but not all layers) and be finished before a download would even complete. It is clearly valuable in the application of high-motion sports clips. Other possible applications include song samples and real-estate home walk-through videos.
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