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Abstract

Roberts, Massoulié and co-authors have introduced and studied a flow level model of Internet congestion control, that rep-
resents the randomly varying number of flows present in a network where bandwidth is dynamically shared between elastic
file transfers. In this paper we consider a generalization of the model to include streaming traffic as well as file transfers,
under a fairness assumption that includes TCP-friendliness as a special case. We establish stability, under conditions, for a
fluid model of the system. We also assess the impact of each traffic type on the other: file transfers are seen by streaming
traffic as reducing the available capacity, whereas for file transfers the presence of streaming traffic amounts to replacing
sharp capacity constraints by relaxed constraints. The integration of streaming traffic and file transfers has a stabilizing
effect on the variability of the number of flows present in the system.

1 INTRODUCTION

The current Internet is dominated by flows which use TCP. The percentage of TCP traffic is variable, and may
depend on time of day and the particular route chosen; however typical measurements on a backbone [11] show
that upwards of 70% of flows use TCP, rising to over 90% by volume, with UDP the main alternative protocol (up
to 20% of packets, or 10% of bytes). Prevailing applications can change rapidly: whereas Web traffic used to be
the dominant application type for TCP traffic, at the time of writing file-sharing applications can dominate. The
current volume of streaming traffic carried by UDP is small (less than 10%), but the rapid increase in peer-to-
peer traffic illustrates how quickly the status-quo can change, and we would like to predict behaviour in different
scenarios.

How TCP and UDP should co-exist is a vexed question, and many regard UDP-related traffic as inherently
problematic. Some authors have proposed that streaming traffic should be TCP-friendly, so that it can share
network resources fairly with the dominant form of existing traffic [9]. Applications that use UDP often need
some form of quality of service to function adequately, which has led some researchers to consider distributed or
end-point admission control [12, 4, 1].

We are motivated by the need to model such situations, which requires modelling the heterogeneous traffic
streams, with their different characteristics. We consider two types of traffic, which we label ‘file transfers’ and
‘streaming’ traffic. A flow carrying a file transfer must transfer a given volume: the volume may be random, but is
independent of the level of congestion experienced. An admitted flow carrying streaming traffic remains present
for a holding time: the holding time may be random, but is independent of the level of congestion experienced.

The analysis of streaming traffic on its own gives rise to a product-form solution under certain reasonable
assumptions, a form which is preserved under certain types of call admission control [12]. Moreover the limiting
behaviour as the size of the system grows leads naturally to a non-degenerate limit for the (scaled) number
of connections. In contrast, a similar scaling applied to just file transfer traffic leads to a distribution that is
either unstable or has mean zero; it has been suggested [6] that such a model is flawed, lacking any self-limiting
behaviour. We shall see that this criticism is avoided when the two types of traffic are mixed, and that the presence
of even a small amount of streaming traffic has a stabilising effect.

The organization of this paper is as follows. In Section 2 we describe the bandwidth sharing policy we
assume, a generalized form of TCP-friendliness. In Section 3 we describe the flow level model, a generalization
of the model introduced by Massoulié and Roberts [14]. In Section 4 we establish stability, under conditions,
for a fluid model of the system, through the construction of an appropriate Lyapunov function. In Section 5 we
consider extensions, including admission control. In Section 6 we discuss simulations of the flow level model for
a star network, and explore the impact of streaming traffic on the variability of flow bandwidth. We conclude in
Section 7.



2 FAIRNESS ASSUMPTIONS

Consider a network with resources labelled by j ∈ J . Let a route r identify a non-empty subset of J (interpreted
as the set of resources used by a flow on route r). Write R for the set of possible routes. Set Ajr = 1 if resource
j lies on route r (i.e. j ∈ r), and set Ajr = 0 otherwise. We assume positive finite capacities (Cj , j ∈ J).

Let Nr be the number of flows on route r. Given a fixed parameter α ∈ (0,∞) and strictly positive weights
(wr, r ∈ R), we suppose that the bandwidth allocation to each of the Nr flows on route r is xr, where x =
(xr, r ∈ R) is a solution to the following optimization problem:

maximize
∑
r∈R

wrNr
x1−α

r

1 − α
(1)

subject to
∑

r

AjrNrxr ≤ Cj , j ∈ J (2)

over xr ≥ 0, r ∈ R. (3)

Call the resulting allocation a weighted α-fair allocation [16].
The form of a solution to the problem (1–3) can be given in terms of Lagrange multipliers (pj , j ∈ J), one

for each of the capacity constraints (2), as

xr =

(
wr∑

j pjAjr

)1/α

, (4)

where

pj ≥ 0, pj

(
Cj −

∑
r

AjrNrxr

)
= 0 j ∈ J. (5)

The strict concavity of the objective function (1) as a function of (xr, r : Nr > 0) ensures that the component xr

is unique if Nr is positive. When wr = 1, r ∈ R, the cases α → 0, α → 1 and α → ∞ correspond respectively
to an allocation which achieves maximum throughput, is proportionally fair or is max-min fair [3, 16]. Weighted
α-fair allocations provide a tractable theoretical abstraction of decentralized packet-based congestion control
algorithms such as TCP.

If α = 2 and wr is the reciprocal of the square of the round trip time on route r, then the formula (4) is a
version of the inverse square root law familiar from studies of the throughput of TCP connections [8, 15, 17].
A flow carrying streaming traffic is termed TCP-friendly if, inter alia, it adapts its rate to correspond with the
steady-state rate of a TCP connection, usually characterized in terms of a version of the inverse square root
law [9].

The relations (2–5), and more refined versions of these relations, can be solved to give predictions of through-
put, given the numbers of flows N present [5, 10, 19]. Given N , network performance along different routes can
be predicted. But what determines the behaviour of N? One aim of this paper is to better understand how the
behaviour of N is influenced by the mix of traffic types present.

3 FLOW LEVEL STOCHASTIC MODEL

We now describe our model of how flows arrive and depart. Our aim is to generalize the stochastic model for file
transfers introduced in [14] to include streaming flows.

Let Nr be the number of document transfers on route r, and let Mr be the number of streaming flows on
route r. Define the indicator function I[r = s] = 1 if r = s, I[r = s] = 0 otherwise. Let TsN = (Nr + I[r =



s], r ∈ R), with inverse T−1
s N = (Nr − I[r = s], r ∈ R). We suppose that (N, M) = (Nr, r ∈ R; Mr, r ∈ R)

is a Markov process, with state space Z
J
+ × Z

J
+ and non-trivial transition rates

q((N, M), (TrN, M)) = νr, q((N, M), (T−1
r N, M)) = µrNrxr(N + M), r ∈ R

q((N, M), (N, TrM)) = κr, q((N, M), (N, T−1
r M)) = Mrηr, r ∈ R

for (N, M) ∈ Z
J
+ × Z

J
+, where x(N) is a solution to the optimization problem (1–3). This corresponds to a

model where new file transfers arrive on route r as a Poisson process of rate νr, new streaming flows arrive on
route r as a Poisson process of rate κr, and xr(N + M) is the bandwidth allocated to each flow on route r,
whether it is a file transfer or streaming flow. A file transfer on route r transfers a file whose size is exponentially
distributed with parameter µr, and a streaming flow on route r has an exponentially distributed holding time with
parameter ηr.

If κr = 0, r ∈ R, then this model reduces to the model introduced by Roberts and Massoulié [14], in which
there are no streaming flows, only file transfers. For this case, De Veciana, Lee and Konstantopoulos [7] and
Bonald and Massoulié [3] have shown that a sufficient condition for the Markov chain (N(t), t ≥ 0) to be
positive recurrent is that ∑

r

Ajrρr < Cj , j ∈ J, (6)

where ρr = νr/µr; this condition is also necessary [13]. The condition is natural: ρr is the load on route r,
and we can identify the ratio of the two sides of the inequality (6) as the traffic intensity at resource j. Kelly and
Williams [13] have explored the behaviour of a fluid model for this case in heavy traffic, when the inequalities (6)
are close to being tight, which is a key step towards proving state space collapse. The papers [3, 7, 13] all make
use of a fluid model of the Markov process, an approach which we shall use for our analysis of the extended
model.

We shall henceforth assume that κr > 0, r ∈ R, and that condition (6) is satisfied. Define the reduced
capacities

C̃j = Cj −
∑

r

Ajrρr, j ∈ J. (7)

Thus the reduced capacity Cj on resource j is just the amount by which inequality (6) fails to be tight. The
reduced capacities will determine the capacity available to streaming flows in a sense that will be made precise
in the next section.

4 STABILITY OF FLUID MODELS

Next we describe a fluid model, which can be thought of as a formal law of large numbers approximation under
the scaling

(n, m)(t) =
(

Nc(t)
c

,
Mc(t)

c

)
c → ∞,

where (Nc(t), Mc(t)) is the model of the previous Section but with Cj , j ∈ J , and νr, κr, r ∈ R, replaced by
cCj , j ∈ J , and cνr, cκr, r ∈ R, respectively. The fluid model is an approximation appropriate for the case
where Cj , j ∈ J , and νr, κr, r ∈ R, are all large, an important case in applications.

The fluid model for the Markov process of the last Section takes the form

d

dt
nr(t) = νr − µrnr(t)xr(n(t) + m(t)), r ∈ R (8)

d

dt
mr(t) = κr − ηrmr(t), r ∈ R. (9)

Note that our assumption that κr > 0, r ∈ R, implies that mr(t) > 0, r ∈ R, t > 0.



Proposition 1. Provided the condition (6) is satisfied, the differential equations (8,9) have a unique invariant
point, (n̂r, m̂r). It takes the form m̂r = κr/ηr and

n̂r =
νr

µr

(∑
j∈J pjAjr

wr

)1/α

r ∈ R, (10)

for some p ∈ R
J
+. At the invariant point the bandwidth allocation to each flow on route r is

xr =

(
wr∑

j pjAjr

)1/α

. (11)

The pair (x, p) forms a solution of equation (11) and the conditions

pj ≥ 0, pj

(
C̃j −

∑
r

Ajrm̂rxr

)
= 0 j ∈ J, (12)

and together these relations determine x uniquely.

Proof. At an invariant point mr(t) = m̂r, from equation (9). Further,

n̂rxr(n̂ + m̂) = ρr, (13)

from equation (8). Now at any time t,

xr(n(t) + m(t)) =

(
wr∑

j pj(t)Ajr

)1/α

where

pj(t) ≥ 0, pj(t)

(
Cj −

∑
r

Ajr(nr(t) + mr(t))xr(n(t) + m(t))

)
= 0 j ∈ J,

from the characterization of x as a solution to an optimization problem of the form (1–3). Thus, at an invariant
point,

pj ≥ 0, pj


C̃j −

∑
r

Ajrm̂r

(
wr∑

j pjAjr

)1/α

 = 0 j ∈ J,

using equation (13) and the definition (7). Thus x, given by (11), is the unique optimum to a problem of the
form (1–3), with C replaced by C̃ and N replaced by m̂.

Equation (10) describes the vector n̂, of dimension |R|, in terms of p, a vector which may have a much
smaller dimension, |J |, a phenomenon first noted in the balanced fluid model of [13].

The invariant point can be interpreted as follows. File transfers place an irreducible load
∑

r Ajrρr on
resource j for each j ∈ J . The reduced capacities (C̃j , j ∈ J) that remain after this load is satisfied are available
to be shared amongst streaming traffic, and determine the bandwidth allocation to flows on route r for both types
of traffic.

When κr = 0, r ∈ R, the unique invariant point of the fluid model is n̂ = 0 [7, 3]. It is notable that the
inclusion of streaming traffic within the fluid model forces the components of n̂ to be positive.

We now discuss convergence to the equilibrium point of the above dynamics. In order to do so, it is convenient
to introduce a modification for the dynamics of file transfers. This is naturally described in terms of the quantities



λr, which represent the total capacity allocated to type r file transfers, and thus with the previous notation,
λr = nrxr. Let the function ψ(λ) be a penalty function. Then the modified dynamics are as follows:

d

dt
nr(t) = νr − µrλr(n(t)), r ∈ R, (14)

where the vector λ of service rates λr is defined as the solution to the optimisation problem

maximize φ(λ) :=
∑
r∈R

wrn
α
r

λ1−α
r

1 − α
+ ψ(λ) (15)

subject to
∑

r

Ajrλr ≤ Cj , j ∈ J (16)

over λr ≥ 0, r ∈ R. (17)

In the case where ψ is identically zero, this reduces to the previous dynamics for the file transfers in the absence of
streaming traffic. The function ψ is assumed to be concave and strictly monotonic decreasing in each coordinate
on the domain of the optimisation problem. This latter condition implies that the rate λr goes to zero as nr goes
to zero, and hence the trajectories nr stay away from the boundary of the orthant R

R
+. Let us prove stability of

the above dynamics.

Theorem 2. Under the stability conditions (6), the function L(n) defined by

L(n) =
∑

r

1
µr

{
wr

n1+α
r

(1 + α)ρα
r

+ nrψ
′
r(ρ)

}
, (18)

where ψ′
r(ρ) stands for the r-th partial derivative ∂ψ

∂λr
evaluated at the vector of loads ρr, is a Lyapunov function

for the dynamics (14–17). Hence these dynamics converge to the unique minimiser of L on the orthant R
R
+, that

is

n̂r = ρr

(−ψ′
r(ρ)

wr

)1/α

. (19)

Proof. Under the condition (6), the vector ρ = (ρr, r ∈ R) lies in the interior of the domain (16–17) of the
optimisation problem defining the vector λ. Since the function φ is strictly concave on this domain∗, it holds that∑

r

φ′
r(ρ)(ρr − λr) ≤ 0,

and this inequality is strict unless λ = ρ. The left-hand side also reads

∑
r

{
wr

(
nr

ρr

)α

+ ψ′
r(ρ)

}
(ρr − λr),

and is thus equal to ∑
r

∂L

∂nr
(n(t))

d

dt
nr(t) =

d

dt
L(n(t)).

Thus the value of L(n) decreases strictly along the trajectories of the system, except at the equilibrium point
specified by (19), which is the only point for which the corresponding rate vector λ equals the load vector ρ.

∗Strict concavity of φ follows from concavity of the two terms in its definition (15) and strict concavity of the first term in (15).



Remark 3. If the concave function ψ fails to be differentiable at ρ, by adapting the above proof it can be shown
that the dynamics (14–17) converge to the set of points n̂ satisfying (19), where the vector (−ψ′

r(ρ), r ∈ R) spans
the set of sub-gradients of the convex function −ψ at ρ. We refer the reader to [18], p.214 for a definition and
basic properties of sub-gradients of convex functions.

We now apply this result to establish stability of the dynamics (8–9).

Corollary 4. Under the stability condition (6), the dynamics (8–9) are asymptotically stable.

Proof. We shall only treat the special case where the mr have already converged to their equilibrium values, m̂r.
As the convergence of m(t) to m̂ does not depend on the evolution of n(t), the general case can be deduced
by continuity arguments. We now show that the nr evolve according to (14–17) for some suitable choice of a
penalty function ψ. Indeed, (14) holds, with the service rates λr solving

maximize φ(λ, γ) :=
∑
r∈R

wr

{
nα

r

λ1−α
r

1 − α
+ m̂α

r

γ1−α
r

1 − α

}

subject to
∑

r

Ajr(λr + γr) ≤ Cj , j ∈ J

over λr, γr ≥ 0, r ∈ R.

Performing the optimisation over the γr first, this is of the form (15–17), with

ψ(λ) := sup

{∑
r

wrm̂
α
r

γ1−α
r

1 − α

}
, (20)

over γ ∈ S(λ) :=

{
γ ∈ R

R
+,

∑
r

Ajrγr ≤ Cj −
∑

r

Ajrλr, j ∈ J

}
.

It is readily seen that ψ is decreasing in each coordinate: given λ, λ′, such that λ′
r ≤ λr for all r, the inequality

being strict for some r, any vector γ in S(λ) is such that γ′ := (γr + λr − λ′
r) is in S(λ), so that ψ(λ) < ψ(λ′).

Concavity of ψ also holds: given λ, λ′ and ε in [0, 1], denote by γ and γ′ the maximising vectors in the definition
of ψ(λ), ψ(λ′) respectively. Then εγ + (1 − ε)γ′ lies in S(ελ + (1 − ε)λ′), and hence

ψ(ελ + (1 − ε)λ′) ≥
∑

r

wrm̂
α
r

(εγr + (1 − ε)γ′
r)

1−α

1 − α
≥ εψ(λ) + (1 − ε)ψ(λ′),

where concavity of the function maximised in the definition of ψ gives the second inequality.

Remark 5. Under the particular choice (20) of penalty function, and comparing equations (10) and (19), we
deduce that

∑
j∈J pjAjr = −ψ′

r(ρ). Notice the identification between the sensitivity of the penalty function ψ
with respect to the load ρr and the sum of the Lagrange multipliers along route r.

5 EXTENSIONS: PACKET MODELS AND ADMISSION CONTROL

5.1 Constraint relaxation

The formulation (14–17) is also useful to model situations where the hard capacity constraints described by the
intersection of half-spaces (2) are relaxed. If the optimization problem (1–3) is replaced by

maximize
∑

r

wrNr
x1−α

r

1 − α
−

∑
j

Cj

(∑
r

AjrNrxr

)

over x ≥ 0,



where Cj(·), j ∈ J , are convex, strictly increasing, differentiable functions, then an optimum is again given by
equation (4), but where now pj , j ∈ J , satisfy

pj = C ′
j

(∑
r

AjrNrxr

)
.

This formulation arises naturally from packet level models, with xr the mean rate of a stochastic packet generation
process. For example, if the resources j correspond to output ports of routers, then there is a limited amount of
buffering available, and packets will be dropped if the capacity is exceeded, or more generally marked according
to some active queue management technique. We may interpret pj(yj) as the probability of dropping (or marking)
a packet at resource j when the load on the resource is yj .

Stability of the corresponding fluid model can be deduced from the formulation (14–17), by setting

ψ(λ) = −
∑

j

Cj

(∑
r

Ajrλr

)
.

5.2 Admission controlled traffic

Streaming may need some minimal non-zero rate for the application to function adequately. For example in the
case of streaming multimedia, even with adaptive codecs, some minimal transmission rate is often required for
acceptable performance. Suppose that type r streaming traffic only enters if xr ≥ xmin

r : then in both the flow
level stochastic model and in the fluid limit, κr is replaced by κrI[xr ≥ xmin

r ]. At an invariant point, either
mr > 0 and xr ≥ xmin

r or mr = 0. The condition xr ≥ xmin
r is equivalent to∑

j

pjAjr ≤ wr

(xmin
r )α

r ∈ R. (21)

Thus an invariant point (n̂r, m̂r) is described in terms of a vector p of dimension |J | which lies in the polyhedral
region defined by the intersection of the positive orthant with the |R| half-spaces (21). If the parameters pj , j ∈
J , satisfy the linear constraints (21) with strict inequality, then the fluid model predicts there will be no call
admission blocking.

6 EXAMPLE: A STAR NETWORK

As a concrete example, consider a star network of 10 links connected to a core. This example is motivated by
the current Internet, where the back-bone is relatively uncongested, and congestion occurs mainly on the access
links. Flows use two links, with traffic spread randomly across links.

For the example, J = {1, 2, ..., 10}, R = {(i, j) : i < j, i, j ∈ J}. The capacity of each link Cj was chosen
equivalent to a T3 link (45 Mbit/s), for j ∈ J . The mean holding time of streaming traffic (1/ηr, r ∈ R) was
taken to be 200 seconds, corresponding to voice traffic, with the mean file size (1/µr, r ∈ R) taken to be 600kB.
The arrival rates for the two types of traffic (νr, and κr) were chosen to be identical, giving a file-transfer traffic
intensity of 0.5 on each link, and such that in equilibrium each flow has rate 25kbit/s (xr). Under this regime the
equilibrium number of flows of each type is 100 (m̂r = n̂r = 100) per route r, giving 900 flows of each type on
each link j.

Figure 1(a) shows the evolution of the number of each type
∑

r Ajrnr and
∑

r Ajrmr on a typical link,
obtained by simulation of the Markov chain of Section 3. Note that the two curves look very similar and have a
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Figure 1: Impact of streaming traffic on file transfers. The substantial amount of streaming traffic present in mix
(a) relative to mix (b) has a stabilizing effect on the number of flows in progress.

mean of 900. The number of streaming flows in progress has a standard deviation of 30, while the number of file
transfers has a slightly higher standard deviation of just over 40.

We now alter the offered load of each type of traffic, to keep the nominal quality (xr) seen by the flows fixed
while significantly altering the proportions of the two types of traffic. We make the file-transfer traffic intensity
0.995 on each link, with a very small amount of streaming traffic. The load was such that the equilibrium of the
fluid model has n̂r = 199, m̂r = 1. (With so little streaming traffic we do not expect our fluid model to be a
good approximation; as the amount of streaming traffic decreases to zero, we expect the behaviour of the system
to be better described by the Brownian model of [13].) In Figure 1(b) we plot the behaviour of

∑
r Ajrnr on two

typical links: observe the different vertical scale in this figure, and the marked variability of the number of flows
in progress. Comparing the two figures, we see that the substantial proportion of streaming traffic present, in
Figure 1(a), has the effect of reducing the variability of the number of flows in progress, and hence the variability
of the bandwidth received by flows.

7 CONCLUSION

We have studied a flow level model of Internet congestion control, that represents the randomly varying number
of flows present in a network. Bandwidth was assumed to be dynamically shared between file transfers and
streaming traffic, according to a fairness criterion that includes TCP friendliness as a special case. Through
the construction of an appropriate Lyapunov function we have established stability, under conditions, for a fluid
model of the system. The presence of fair-sharing streaming traffic results in a non-degenerate fluid model.
Analysis of the model suggests that file transfers are seen by streaming traffic as reducing the available capacity,
whereas for file transfers the presence of streaming traffic amounts to replacing sharp capacity constraints by
relaxed constraints. Simulations show that the integration of streaming traffic and file transfers has a stabilizing
effect on the variability of the number of flows present in the system.
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