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Abstract: 
This report describes the addition of EPSG:4326 Geographic longitude-latitude  projection to the Open GIS Consortium Web Map Server (OGCWMS) component of TerraServer. The key effort involved experimenting with two algorithms for achieving the re-projection: (a) apply an affine or affine-perspective transformation to the UTM imagery so that resulting image looks geographically projected, and, (b) start with an empty image in a Cartesian (longitude, latitude) or (lon, lat) grid. For each pixel in (lon, lat) system find UTM cords and set the color of the pixel equal to the pixel with computed UTM cords. These approaches are described and discussed and results are presented.
1 Introduction

The Microsoft® TerraServer (http://terraserver-usa.com) web site has been operational since 1998.  It stores aerial, satellite, and topographic images of the earth in a SQL database available via the Internet. It is a large online atlas, combining fifteen terabytes of aerial imagery data and 1.5 terabytes of topographic maps from the United States Geological Survey (USGS). Internet browsers provide intuitive spatial and text interfaces to the data. Users need no special hardware, software, or knowledge to locate and browse imagery. Earlier research reports describe the Microsoft TerraServer database and HTML based application in depth [Barclay 98, Barclay 00].   Briefly, TerraServer is a database repository of high resolution, ortho-rectified imagery that is logically represented as a “seamless mosaic of earth” at several scales (meters per pixel).
The Open GIS Consortium Web Map Server (OGCWMS) component of TerraServer (http://terraserver-usa.com/ogcwms.aspx) is a Web Application that allows users to view aerial and topographic imagery of USA by entering the co-ordinates of the bottom-left and top-right corners of the rectangle desired to be viewed. Before this work these co-ordinates had to be expressed in the Universal Transverse Mercator (UTM) Spatial Reference System (SRS). This is the format in which TerraServer stores its imagery and OGCWMS would return to the user the UTM rectangle formed by the bottom-left and top-right corner points. Some more information on the UTM map projection is briefly described in following paragraphs.

Each geographic system maintains spatial object coordinates.  Over the centuries, many spatial coordinate systems have been developed.  Each has unique properties that are designed to reduce the distortion of representing a sphere on a planar surface like a paper map or computer monitor screen. A good treatment of map projections can be found in [Snyder89]. 

The USGS aerial (also known as DOQ for Digital Ortho-Quadrangles) and topographic (also known as DRG for Digital Raster Graphics) data stored in the TerraServer database use the Universal Transverse Mercator (UTM) projection.  The ellipsoid of the projection is based on the North American Datum of 1983 (NAD83).  Functions exist within the TerraServer to convert from geographic coordinates (longitude and latitude) to and from UTM NAD83.

The UTM projection divides the earth into sixty 6° wide UTM zones   sequentially numbered from 1 beginning at the International Date Line.  Figure 1 shows the UTM zones that cover the conterminous United States. In the TerraServer, these zones are called scenes. Within a UTM zone an (x,y) pair represents the distance in meters of the point from the origin.

[image: image42.jpg]


UTM maps can be joined at their edges only if they are in the same UTM zone with one central meridian. Before this work OGCWMS could not support imagery extending over multiple UTM zones. A typical user input to OGCWMS would be like: zone 10 bottom-left (547200, 4182400) top-right (553600, 4186400) image type DOQ width res. = height res. = 8m/pix. This would cause OGCWMS to return an aerial (DOQ) image with pixels in a Cartesian UTM XY grid; the top-left, top-right, bottom-left, bottom-right corners of the image would correspond to UTM co-ordinates (547200, 4186400) (553600, 4186400) (547200, 4182400) (553600, 4182400) respectively.

End users expect the OGC compliant Web Map Server to support the Geographic (EPSG:4326) projection to simplify the integration of data from multiple OGC map servers into a single application. Our goal was to add capability to OGCWMS so that it could display imagery in a more desirable longitude-latitude format (i.e. imagery in a lon-lat grid as opposed to UTM grid) and handle requests for imagery spanning multiple UTM zones e.g. process request for a lon-lat rectangle such as (-120.675, 38.661) to (-119.5076, 39.233902); here the user is requesting an image in a lon-lat grid with top-left, top-right, bottom-left, bottom-right corners of the image having (longitude, latitude) equal to (-120.675, 39.233902) (-119.5076, 39.233902) (-120.675, 38.661) (-119.5076, 38.661) respectively. The present work addresses this issue. 
The organization of this report is as follows: Section 2 describes a method of re-projection by applying an affine transformation to the UTM imagery so that it looks geographically re-projected. Section 3 describes a method of re-projection by applying an affine-perspective transformation to the UTM imagery so that it looks geographically re-projected. Section 4 describes a method in which we start with an empty image in a Cartesian (longitude, latitude) or (lon, lat) grid. For each pixel in (lon, lat) system, corresponding UTM cords are computed and the color of the pixel is set equal to the pixel with computed UTM cords. Results obtained using the various methods are presented in respective sections. Finally we conclude in Section 5. This report focuses more on the graphics aspect of the problem and issues such as given the coords of a UTM rectangle and desired resolution how to fetch appropriate tiles from the database are not discussed as they can be found in earlier research reports and also in the documentation at 
http://terraserver-usa.com.
2 Re-projection using Affine Transformation
The idea here is to apply an affine transformation to the UTM imagery so that it looks geographically re-projected. Given the four corner points of a (lon, lat) rectangle expressed in (longitude, latitude) we can convert them into UTM (X, Y) co-ordinates. In the UTM co-ordinate system these points when connected by straight lines give rise to a quadrilateral and we would like to warp the quadrilateral into a rectangle corresponding to the geographically re-projected image by applying an affine transformation to it. This is illustrated in Figure 2.
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Figure 2: Illustrating the transformation method

An affine transformation to an (x, y) point is a transformation such that x maps to ax + by +c and y maps to dx + ey + f. Physically this is a rigid body transformation plus a stretch/shear. GDI+ supports affine transformation on images so our task reduces to finding out the value of the parameters a to f. Let the pixel coords of the North-West (NW), North-East (NE), South-East (SE) and South-West (SW) corners of the lon-lat quad be denoted by (x1, y1) (x2, y2) (x3, y3) and (x4, y4) respectively. Let the width and height of re-projected image to be rendered be w and h pixels respectively. We would like to map (x1, y1) to (0, 0) which is the top-left corner of the re-projected image. Similarly, (x2, y2) (x3, y3) and (x4, y4) should be mapped to the top-right, bottom-right, bottom-left corners of the re-projected image which are given by (w-1, 0) (w-1, h-1) and (0, h-1) respectively. Thus we want to solve following system for the unknowns a, b, c, d, e, f.
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 EMBED Equation.3  [image: image4.wmf]ú
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The matrix of unknowns represents a 2D affine transformation. This is an over-constrained system involving 6 unknowns and 8 equations and one can either obtain a least squares solution or drop one of the constraints. Our practice is to drop one of the constraints and solve for following system:
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Thus we can map only 3 points of the quadrilateral to the 3 corner points of the rectangle representing the re-projected image and the fourth point has an offset from the desired corner point of the rectangle. The offset is small for images at high resolution since we are then viewing a small surface of the Earth and increases as we view low resolution imagery (larger surface of the Earth). If a least squares solution is obtained, all four points have offsets from desired corner points but the overall offset is smaller as compared to the offset obtained by dropping one of the constraints. As shown later in this section, the practice of dropping one of the constraints results in offset acceptable for resolutions as low as 178 m/pix. 
[image: image43.jpg]


Beyond this however, the offset steadily increases and one may consider obtaining a least squares solution. Figure 3 shows some examples of re-projection using affine transformation on DOQ images – the lon-lat quad in UTM space is marked as white rectangle; after the transformation the quad is seen to warp into a rectangle corresponding to the re-projected image.

Supporting imagery extending across multiple UTM zones
All imagery displayed on TerraServer is fetched from a SQL database. In the database imagery is stored in the form of tiles of 200 × 200 pixels at various resolutions. Appropriate tiles are fetched and placed adjacent to each other to create a larger image. A query to the database requires that all requested tiles lie in the same UTM zone – this is because tiles in different UTM zones cannot be joined at their edges in a simple manner. Because of this we split an image extending across multiple UTM zones into multiple images each of which is in a single UTM zone e.g. a query to display (-122.427, 36.663) – 
(-117.756, 38.947) is split into two queries 
(-122.427, 36.663) – (-120.0, 38.947) and (-120.0, 36.663) – (-117.756, 38.947) since -120.0 degrees longitude marks the boundary between two UTM zones.
An affine transformation is applied to each of the multiple images to create the final re-projected image. This is schematically illustrated in figure 4. 
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Figure 4: Imagery extending across multiple UTM zones is split into multiple images (I0, I1,..., In) each in a single UTM zone. Affine Transformations (T0, T1,..., Tn) are applied to these images to construct final re-projected image. 

As discussed before an affine transformation allows us to map 3 source control points to 3 desired destination points. For I0 the 3 source control points we choose are the NW, NE and SW corner points of the quad. For I1 to In the 3 source control points are the NW, NE and SE corner points of the quadrilateral. Let w denote width of final image and h its height in pixels. We denote the NE point of I0 as I0.NE. Similarly the x co-ordinate of the NE point of I0 is denoted as I0.NE.x. Define
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where the groundWidth is the approximate width of the image in meters given by
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For Io we have to figure out an affine transformation matrix To such that 
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and for Ii (i = 1 to n) we have to solve for Ti such that
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It is certainly possible to choose different control points than the ones we have chosen above e.g. for every quad one may choose the NW, NE, SE points to determine the transformation matrix. Since affine transformation does not provide us control over the fourth point, the boundaries separating the sub-images do not line up perfectly. Instead there is either an overlap or a gap as illustrated in Figure 5. In practice we have almost always found an overlap and never encountered any gaps. 
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Figure 5: Because affine transformation allows control over only 3 points the fourth point has an offset from its desired destination. This causes overlap or gap when images from different UTM zones are combined.

Our practice is to use the image Ri to construct the rectangle with top-left corner 
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and bottom-right corner
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 in the final image. Using this approach the images shown above are truncated to the images shown in Figure 6.
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Figure 6: Truncation of imagery from 2 neighboring UTM zones.

The gap or hole if any is filled by interpolating boundary pixels as discussed in Appendix 1. Figure 7 shows some re-projection results on imagery extending over two UTM zones. 

As seen in figures 3 and 7 when the offset/overlap is small, of the order of a few pixels resulting re-projected image looks good. Generally we found acceptable re-projection results for resolutions as low as 178 m/pix. Figure 8 shows another re-projection result using affine transformation on imagery spanning two UTM zones. Here the resolution of imagery is very low – 512 m/pix. The offset of fourth point of the left sub-image is 13 pixels and the offset of fourth point of right sub-image is 11 pixels resulting in an overlap of approximately 24 pixels. Due to the large overlap the user can readily notice 
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a seam between the two sub-images and also the discontinuity in the trail.

[image: image44.jpg]


In the next section we discuss an affine-perspective transformation that allows control over 4 points and removes the problem of offset of fourth point and boundaries between 2 UTM zones not lining up associated with affine re-projection.
[image: image45.wmf]In passing we mention that it is actually possible to make the boundaries between 2 UTM zones line up using affine transformation. The way to do this is described in Appendix 2. However it does not give acceptable results.

3 Re-projection using Affine-Perspective Transformation         

An affine-perspective transformation maps an (x, y) point into a (u, v) point as follows:
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Physically we are embedding the 2D imagery in 3D space, applying an affine transformation to the plane containing the 2D imagery and then applying a perspective projection to the transformed plane. This transformation will map straight lines to straight lines (Appendix 3). Parameters a to i govern the nature of the transformation. Recall that an affine transformation is of the form
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The parameters a, b, c in equation for u do not appear in the equation for v. However note that for affine-perspective transformation the parameters d, e, f appear in both equations and the denominator for both u, v is identical – dx + ey + f is the depth of a point after applying 3D affine transformation to the plane containing the 2D imagery. Because the number of available parameters increases we are able to control the fourth point also. Physically we have added the dimension of depth and this extra degree of freedom allows us to control more than 3 points. 

Suppose then we have four control points p1 to p4 that have to be mapped to q1 to q4 respectively. This can be written in matrix form as

Ax = 0   

where x is the vector of unknowns

x = (a, b, c, d, e, f, g, h, i)T
and A is given by
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This is an under constrained system with 8 equations and 9 unknowns and infinite solutions are possible. The physical reason is the well known depth ambiguity of perspective projection: given an image of a person it is impossible to tell whether the person is h meters high at depth d or 2h meters high at depth 2d. In order to obtain a unique solution we just need to add another constraint to the above system. Commonly used constraint is some sort of normalization criterion; we choose to normalize the sum of the unknowns to be 1: 

a + b + c + d + e + f + g + h + i = 1  

Thus we solve for following system

 
[image: image21.wmf]ú

ú

ú

ú

ú

ú

ú

ú

ú

ú

ú

ú

û

ù

ê

ê

ê

ê

ê

ê

ê

ê

ê

ê

ê

ê

ë

é

=

ú

ú

ú

ú

ú

ú

ú

ú

ú

ú

ú

ú

û

ù

ê

ê

ê

ê

ê

ê

ê

ê

ê

ê

ê

ê

ë

é

ú

û

ù

ê

ë

é

1

0

0

0

0

0

0

0

0

1

1

1

1

1

1

1

1

1

i

h

g

f

e

d

c

b

a

A


With this the logic for forming the re-projected image is the same as for affine re-projection. The boundaries at UTM zones line up correctly as schematically illustrated in Figure 9. Figure 10 shows affine-perspective re-projection for the query of Figure 8 for which affine re-projection was unsatisfactory; as seen the affine-perspective re-projected image has the UTM zone boundary lined up correctly and the result is acceptable.
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Figure 9: Illustrating affine-perspective re-projection. All four corner points of the quads can be transformed as desired. UTM zone boundaries align correctly.

However the flip side is that affine-perspective re-projection is not part of GDI+ and computation time increases considerably. The affine re-projection described in section 2 takes less than 0.3 sec whereas un-optimized affine-perspective re-projection code took almost 5 sec. Each (x, y) pixel is transformed to floating point (u, v) co-ordinates. The floating point coords are rounded to nearest integer (ui, vi) coords. Multiple (x, y) that map to same (ui, vi) have their color values averaged to get resulting color of pixel (ui, vi). Also it may happen that some (ui, vi) are not mapped onto by any (x, y) leaving empty spaces or holes in the re-projected image. This never happens for our TerraServer application in which we always start with high resolution imagery and subsample to get final image. Nevertheless the holes can be filled by interpolating surrounding boundary values as discussed in Appendix 1.
The more serious issue of affine-perspective re-projection is that although it allows us to transform 4 corner points of the quads to their desired destinations, the pixels of re-projected image are not in a uniform longitude-latitude grid; in fact they are not in a lon-lat grid at all. This can be seen immediately from the observation that the transformation from UTM to lon-lat and vice versa is nonlinear. Affine-perspective transformation maps straight lines to straight lines and only approximates the nonlinear UTM to lon-lat transformation. UTM grid lines in the quad thus transform into lines in the re-projected image. However if the re-projected image was in a lon-lat grid the UTM grid lines would actually be curves. However in practice the resulting image almost always looks acceptable and visually its hard to tell that we are not viewing a lon-lat grid.
In the next section we discuss another method of re-projection to address this limitation.

4 A direct re-projection method
In this section we discuss a direct re-projection method. The methods in previous sections started from UTM space and ended in lon-lat space via a transformation. Here we do the inverse – we start with an empty image whose pixels are in Cartesian (lon, lat) coordinate system as shown in Figure 11.
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Figure 11: Start with empty lon-lat grid. For each pixel convert to UTM and set color equal to pixel with computed UTM coords. 
[image: image46.jpg]


Our task is to determine the color value at each pixel. This is done by converting the (lon, lat) coords of the pixel into UTM coords and setting the color of the pixel equal to the color of the pixel with computed UTM coords. In practice because of discretization some interpolation is necessary – nearest neighbor interpolation involves rounding off the floating point pixel coords to nearest integer values and setting color equal to that of rounded pixel. This has the advantages that computation is fast and resulting image is sharp. However, lines and curves often appear broken which is noticeable to the eye. Hence an alternative is to use bilinear interpolation illustrated in Figure 12. Here we are given a function f whose values are known at (0,0), (1,0), (0,1) and (1,1) and we wish to interpolate f at (α, β) where α, β Є [0,1] . A four point bilinear interpolation would assign
[image: image47.jpg]
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Figure 12: Illustrating bilinear interpolation.
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Four point bilinear interpolation has the effect of smoothing the image and requires more computation but lines and curves are connected and do not appear broken as with nearest neighbor interpolation. Figure 13 shows an image with nearest neighbor and bilinear interpolation. In practice we have found this method of re-projection to take around 0.56 sec with nearest neighbor interpolation and 0.61 sec with bilinear interpolation. The computation time is satisfactory and Figure 14 shows the result of re-projection on the query of Figure 8. As seen there is no discontinuity between UTM zones and the black trail is continuous. This then is our method of choice for EPSG:4326 re-projection on TerraServer. 

5 Conclusion

We described and discussed three methods of adding EPSG:4326 re-projection to TerraServer:
1. Affine re-projection

2. Affine-perspective re-projection

3. Direct re-projection
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The affine re-projection method can be implemented with GDI+ and is fast (less than 0.3 sec) and suitable for resolutions as low as about 200 m/pix. Beyond this the offset / overlap gradually increase leading to unacceptable results. The affine-perspective re-projection solves the problem of offset associated with affine re-projection but is not supported by GDI+ and the un-optimized code took almost 5 sec to run. Also re-projected image is not in a uniform longitude-latitude grid. The direct re-projection method gives a high quality image in a uniform longitude-latitude grid and execution time is also impressive (0.61 sec). Effects of nearest neighbor and bilinear interpolation were also discussed. The direct re-projection has the benefit of being geographically more accurate since all pixels are geographically computed instead of just the four corner points and is thus our method of choice for adding EPSG:4326 to TerraServer. 
The re-projection results using the direct method can be viewed online at http://terraservice.net/ogcwms.aspx. Select EPSG:4326 from the SRS drop down list and specify the bounding box coordinates in decimal longitude and latitude, e.g. -81.695,41.491,
-81.681,41.499.
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7 Appendix 1
Here we discuss how to interpolate missing pixel values (holes) from neighboring pixels in an image. A simple interpolation method is to take a 3×3 window centered at the unknown pixel p and to set its color equal to the average of known pixels in the window. If there is no known pixel in the 3×3 window, the window size is increased to 5×5 and so on until we find some known pixels in the window. This is actually a bad way of filling holes larger than 1 pixel in size because if there is no known pixel in a 3×3 window, the pixels in the 3×3 window should be filled first before filling in the center pixel.
A better way is to fill the hole starting from pixels at the periphery and propagating inwards. If the known pixels are averaged to get color of unknown pixels the result obtained is in fact the solution of Laplace Equation 
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where I(x,y) is the color of pixel (x,y) and the equation is solved in the domain of the hole subject to I known at the hole boundary (the so called Dirichlet Problem in classical physics). This follows directly from the mean value theorem which states that the value of a harmonic function (solutions of Laplace Equation are called harmonic functions) at each point in the interior is the average value of its neighbors. Define the perimeter of the hole as # of pixels at the periphery of the hole and the area of hole as total # of pixels contained in the hole. This method of interpolation fills holes with (perimeter/area) > 0.5 in a good fashion – the larger the ratio the better. However if the ratio of perimeter to area is small, repeated averaging of pixels leads to severe blurring and is not able to reconstruct lines and features in the hole. Also associated is the problem that processing red, green and blue channels independently can lead to the appearance of spurious colors e.g. averaging red and blue would give light magenta. However, in the present context of TerraServer this method is sufficient for hole filling as we seldom encounter any holes at all and if present they are of the order of 1 pixel. For more discussion on hole filling see for example [Jain03] and references cited therein.

8 Appendix 2
Here we show how to make UTM zone boundaries align with affine re-projection. With reference to figure 4 impose following constraints

the top-left (NW) and bottom-left (SW) corners of leftmost quad should map to top-left and bottom-left corners of re-projected image i.e.
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the top-right (NE) and bottom-right (SE) corners of the rightmost quad should map to the top-right and bottom-right corners of the re-projected image i.e.
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the corner points of quads at boundaries should join together with each other. This will cause boundaries to line up with each other.
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i = 1 to n
Above equations when solved for T0 to Tn give affine transformations that cause boundaries of adjacent UTM zones to align with each other. But note that we just imposed the constraint that Ii-1.NE joins with Ii.NW and
Ii-1.SE joins with Ii.SW – we did not specify the point where they will join; in practice the points join at completely undesirable co-ordinates. An example will make this clearer. For the query of Figure 8 using this method we are required to solve for following system
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and the solution is found as
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These transformations map the corner points as follows
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Thus although I0.NE and I1.NW have mapped to the same point its location is (-266163, -8.06) which is meaningless. Similarly I0.SE and I1.SW map to (-274590, 491) which is not a desired location. The method is thus undesirable.

9 Appendix 3

Here we prove that straight lines will map to straight lines using the affine-perspective projection of Section 3. Let (x,y) be related by the straight line equation
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if (u,v) represent a straight line then it should be possible to express v as
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Substituting for (u,v) from equation (A3.1) into (A3.2) gives
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           (A3.3)

Equation (A3.3) can always be solved for unknowns M and K as long as the determinant Δ = (a+bm)(ek+f) – (d+em)(bk+c) is nonzero. Δ = 0 represents the condition when the (x,y) line after 3D affine transformation maps to a straight line such that the center of projection lies on this line. In this case after perspective projection the straight line maps to a point (think of a straight line directly in front of your eye; you see it as a point).
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Figure 14: Direct re-projection of the lon-lat rectangle (-122.427, 36.663) – (-117.756, 38.947). Also shown are UTM grid lines in golden color. The black trail enclosed in the red circle is continuous and there is no visible seam between UTM zones.
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(a) Nearest Neighbor interpolation					(b) 4 point Bilinear interpolation


Figure 13: Nearest Neighbor (NN) interpolation vs. Bilinear interpolation. The bilinear interpolated image is smoother and lines and curves are more continuous than NN interpolated image.





��Figure 1:  The ten UTM zones in the continental United States.
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Figure 3: Re-projection using affine transformation. The left column shows images in UTM space with the lon-lat quad marked in white. The right column shows images after applying affine transformation as described in section 2. Pair (a), (b) width res. = height res. = 16m/pix offset of fourth pt. is 1 pixel. Pair (c), (d) width res. = height res. = 32m/pix offset of fourth pt. is 2 pixels. Pair (e), (f) width res. = height res. = 64 m/pix. Offset of fourth pt. is 2 pixels. 
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(a)
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(b)


Figure 7: Affine re-projection of imagery spanning 2 UTM zones (zone 10 and zone 11). -120 degrees longitude marks the UTM zone boundary. (a) lon-lat rectangle (-120.383438, 37.660963) – (-119.791302, 37.934640) shown as 600 ×350 pixels, 86.75 m/pix resolution (b) zoomed out view. lon-lat rectangle (-120.679506, 37.524124) – (-119.495234, 38.071478) shown as 600 ×350 pixels, 173 m/pix resolution. The offset and overlap for both cases is less than 3 pixels.
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Figure 8: Affine re-projection result for the lon-lat rectangle (-122.427, 36.663) – (-117.756, 38.947) with resolution 512m/pix. Also shown in golden color are UTM X, Y lines. The left and right sub-images overlap by 24 pixels. Result of truncation leads to visible seam between the images. Also note the discontinuity in the black trail highlighted by the red circle.
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Figure 10: Affine-perspective re-projection of the lon-lat rectangle (-122.427, 36.663) – (-117.756, 38.947). UTM zone boundaries line up correctly and the limitation of affine re-projection is remedied. Also shown in the figure are UTM grid lines (golden color). The black trail enclosed in the red circle is continuous.
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