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O Introduction

Various computer-program checking tools and verification tools transate a given
program into a verification condition, a logical formula whose validity reflects
the correctness of the program. The verification condition is then passed to a
mechanical theorem prover or some suite of automatic decision procedures. The
Extended Static Checkers for Modula-3 and for Java are examples of program
checkers built around this architecture [5, 8, 10].

There are many mathematically equivalent ways to formulate a verification
condition, and which formulation one uses can have a dramatic impact on the
performance of the program-checking system. The ESC/Modula-3 and ESC/Java
projects have explored techniques for formulating verification conditions that sub-
stantially improve the way they are handled by the underlying automatic theorem
prover. The variation of the technique used in ESC/Java is described by Flanagan
and Saxe [9]. Their paper compares the ESC/Java technique with the well-known
verification-condition technique of weakest preconditions [6]. In this paper, |
show that the ESC/Java technique is in fact the technique of weakest precondi-
tions with the additional use of a certain weakest-precondition property that holds
only for arestricted class of programs.

1 Weakest preconditions

Let’s start by reviewing weakest preconditions and the problem with their tradi-
tional application. We consider a simple language like the following, which is
representative of the actual intermediate language used in ESC/Java [11]:

S, T == Id := Expr

| assert Fzpr

| assume Ezpr
| S, T

| sorT

The assignment statement z := F sets program variable z to the value of F£'.
The assert and assume statements are no-ops if the given expression evaluates to
true . If the expression evaluates to false , the assert statement is an irrevocable
error (the execution goes wrong) and the assume statement is a partial command
that doesn’t start (the execution blocks) [12]. Every execution in our simple lan-
guage either blocks, goes wrong, or terminates. The statement S ; 7' is the



sequential compositionof S and 7', where T isexecuted only if S terminates,
and S O T isthe arbitrary choice between S and 7. The statements of the
simple language are rich enough to encode loops declared with loop invariants
and procedure calls declared with procedure specifications (cf. [11, 1]). For this
paper, it suffices to know that a common program statement like

if B then S else T end
is encoded as the choice statement
(assume B ; S) O (assume —B ; T')

in the simple language.

The weakest conservative precondition of a statement S with respect to a
predicate () on the post-state of S, denoted wp(S, @), is a predicate on the
pre-state of S, characterizing all pre-states from which every non-blocking exe-
cution of S does not go wrong and terminates in a state satisfying ¢ . Similarly,
the weakest liberal precondition of S with respect to @), denoted wip(S, @),
characterizes the pre-states from which every non-blocking execution of S either
goes wrong or terminates in a state satisfying () . The connection between wp
and wlp isdescribed by the following equation, which holds for every statement
S [6]:

(VQ e wp(S,Q) = wp(S,true) A wip(S, Q) ) (0)

The semantics of the statements in the simple language are defined by the follow-
ing weakest preconditions, for any predicate @ [6, 12]:

Stmt wp(Stmt, Q) wlp(Stmt, Q)

r:=F Qlz = E| Qlz = E|

assert ¥ |E N Q E=Q (1)
assume F |E = (@ E = Q

ST wp(S, wp(T, Q)) wip(S, wip(T, Q))

sorT wp(S, Q) A wp(T, Q)| wip(S, Q) N wip(T, Q)

where Q[z:= E| saysabout £ what () saysabout z, that is:
Qz:=E] = letz=FE in () end

The verification condition for agiven program S —which, recal, isaformulathat
isvalid if and only if S isfree of errors—istherefore the formula wp (S, true) .



One way for a program checker to compute this verification condition from a
program isto syntactically expand wp(S, true) assuggested by the shapes of the
formulas shown in (1). This computation is an instance of the general strategy for
correctly computing a verification condition: syntactically transform the formulas
according to valid mathematical properties.

2 Theproblem of redundancy

The problem with the verification conditions computed as suggested by (1) be-
comes clear when we consider an if statement: in the computation of wp(S O
T, @), which expandsto wp(S, @) A wp(T, Q),weduplicate @) . Thisresults
in a verification condition whose size is exponential in the size of the program. If
size were the only problem, we could easily provide afix by naming the common
subexpression:

wp(SOT,Q) = let q= Q inwp(S,q) A wp(T, q) end (2

This equation expresses the same mathematical property about wp(S 0 T, Q) as
in (1), but computing wp(S O T, @) by syntactically expanding it as suggested
by equation (2) results in a verification condition that is just linear in the size of
the program.°

Unfortunately, size does not matter, or, more accurately, sizeisnot all that mat-
ters. Depending on its structure, even a syntactically small verification condition
can push an automatic theorem prover beyond the practical limit of an exponential
cliff. What mattersis how the theorem prover will go about processing the given
formula.

Given aformulawhose top-level operator is aconjunction, asin

ANDB

ESC/Modula-3 and ESC/Java’'s theorem prover, Simplify [4], first attempts to
prove A and then attempts to prove B, and it is easy to imagine other theo-
rem provers that would follow the same strategy.! Consequently, by syntactically

OTheformulationwith“ let ¢ ” iscorrectonly if ¢ attainsan appropriatehigher-level status, so
that, for example, ¢[z := E] still meanstheright thing. One way to encode that isto explicate the
dependence of ¢ onthe program variables, asin ¢(z,y, z) where z,y, z isthelist of program
variables. With this encoding, the let formulationyieldsaformulathat is quadratic in the size of
the program.

tActually, Simplify works by negating the given formulaand trying to find a satisfying assign-
ment for the negation. So, instead of attempting to prove A and then B, Simplify actualy first



expanding wp(S 0 T, Q) assuggested by (1), a proof obligation in a program
will lead to twice as many copies of the same (or similar) proof obligations for
every preceding if statement, even when which branch istaken in an if statement
is inconsequential to the proof obligation downstream of the if. By introducing
aname, like ¢ in (2), for the common subexpression (), we do not change the
fundamental way in which the theorem prover will attempt to prove the given for-
mula: the theorem prover would still have to consider ¢ as many times as it had
to consider ). We'll have to try something else.

3 Reducing redundancy

Another way to avoid duplicating the second argument in the expansion of wp (S, Q)
is to change the formula into something that replaces the second argument with
something that’s independent of (), like a constant. Lo and behold, we know a
formula for doing just that, namely the connection between wp and wip: for-
mula (0) alows us to compute wp(S, true) instead of wp(S, Q), provided we
also compute wip(S, Q). But here we encounter the same problem, because
computing wip(S 0O T, Q) as suggested by (1) suffers from the same kind of
duplicationasdoes wp(S 0 T, Q).

Encouraged by the trick of replacing @) with a constant in wp(S, @), let's
try the same for wip(S, Q). The constant true won't work, however, because
wlp(S, true) is true for every statement S [6]. Instead, consider the following
“dream property”:?

(VQ e wilp(S,Q) = wip(S, false) V Q) (3)

Using this dream property, we'd be done, because then, to compute wp(S, @),
we can simply compute

wp(S, true) A (wip(S, false) V Q)

attempts to satisfy —A and then —B . But in either case, any common proof obligationsin A
and B end up being considered twice.
2A different way to write dream property (3) is:

(VP,Q e wip(S,PV Q) = wip(S,P)V Q)

A simple mutual-implication argument shows that this formulais equivalent to (3).



in which @ isnot duplicated. To illustrate further, if the statement is a choice
statement, we can compute wp(S 0 7, ()) as

wp(S, true) N wp(T, true) A ((wlp(S, false) N wip(T, false)) V Q)

But there’'s a wrinkle: our dream property does not hold for every statement
S'. To more convincingly describe which statements S have the dream property,
let us rewrite the dream property into the form

(VQe @ = wip(5,Q)) (4)

which is equivalent to the previous formulation:
Proof ((3) = (4) ). First, we show that (4) follows from (3):

Q
= { logic }
wip(S, false) V @
= {3}
wip(S, Q)

Next, we show that (3) followsfrom (4), which we do by assuming (4) and estab-
lishing three properties whose conjunction is equivalent to (3):

wip(S, false) = wlip(S, Q) (5)
Q@ = wip(s,Q) (6)
wip(S, Q) = wip(S, false) V Q (7)

Property (5) follows directly from the monotonicity of wip(S,-) (whichisacon-
sequence of wip(S,-) being conjunctive [6, 7]). Property (6) is exactly the as-
sumed (4). Finally, property (7) is equivalent to

wip(S, Q) N =Q = wip(S, false)
which we establish by the following calculation:

wip(S, Q) N —Q
= { @with Q :==—-Q }
wip(S, Q) N wip(S,—Q)
— { wip(S,-) isconjunctive }
wip(S,Q N =Q)
= { logic }
wip(S, false) B



We have now established that the dream property can be expressed as formula
(4). Thisformula lets us think about what the dream property means in terms of
program statements. It says that every non-blocking execution of S that starts
in a state satisfying some predicate () either goes wrong or terminates in a state
that also satisfies () . So the dream property apparently characterizes those state-
ments S that terminate only without any net effect on the program state. These
statements are the passive commands, which exclude assignment statements [9].

To summarize, we have now arrived at a technique by which we can com-
pute weakest preconditions of statements with reduced redundancy. To com-
pute wp(S, Q) fora @ that is not the literal ¢rue, compute wp(S, true) and
wip(S, @) and take the conjunction of the two; to compute wip(S, @) for a
() that is not the literal false , compute wip(S, false) and take the digunction
of it and @ ; and to compute wp(S, true) and wlip(S, false), apply the syn-
tactic transformations suggested by (1). The resulting formulafor wp(S, Q) is
quadratic in the size of S: the expansion will have a wp(-, true) term for every
atomic substatement of .S and a wip(-, false) term for every substatement of S,
each such wip(-, false) term being linear in the size of the substatement.

Since the technique works only for passive commands, one first has to elimi-
nate assignment statements from the program under consideration. This elimina-
tion can be done by transforming the program into something like an SSA form [0,
3] and then changing the assignment statements into assume statements [9]. So,
instead of trandating the source language into the intermediate language in sec-
tion 1 and then computing weakest preconditions as suggested by (1), a program
checker would trandlate the source language into passive commands (quite possi-
bly by using the language of section 1 as an intermediate stepping stone) and then
computing weakest preconditions as described in the previous paragraph.

4 Programswith exceptions

In some programming languages, statements can terminate not just normally but
also exceptionally. To think about such language features, we extend the ssimple
language above as follows:

S, T =
| raise
| ST



where raise raisesthe exceptionand S ! T' prescribes T asthe handler for any
exception that escapes S. More precisely, statement raise always terminates
exceptionally without changing the program state. Sequential composition S ; T’
executes S and then, if S terminates normally, executes 7. Duadly, S | T
executes S andthen, if S terminates exceptionally, executes T'.

For programs with exceptions, we define wp and wip with three arguments,
one statement and two predicateson the post-state[2]: wp(S, @, R) characterizes
all pre-states from which every non-blocking execution does not go wrong and ei-
ther terminatesnormally in ) or terminatesexceptionally in R, and wip(S, @, R)
characterizes al pre-states from which every non-blocking execution goeswrong,
terminates normally in @, or terminates exceptionally in R . In the presence of
exceptions, the connection between wp and wip reads

(VQ, R e wp(S,Q,R) = wp(S, true, true) A wip(S, Q, R)) (8
The dream property for programs with exceptionsis
(VA,B,Q e wip(S,AV Q,BV Q) = wip(5,4,B) vV Q) 9

whose similarity with the dream property of the previous section is best seen when
compared with the formulation in footnote 2. Using these properties, we can
compute wp(S, @, R) by computing the last line in the following cal culation:

wp(S, Q, R)
= { wp-wlp connection (8) }
wp(S, true, true) A wip(S, @, R)
= { conjunctivity of wlp initssecond and third arguments }
wp(S, true, true) A wip(S, @, true) A wip(S, true, R)
= { logic }
wp(S, true, true) A
wlp(S, false V Q, true vV Q) A wlp(S, true V R, false V R)
= { dream property (9) }
wp(S, true, true) A
(wip(S, false, true) Vv Q) N (wlp(S, true, false) V R)

For exceptional programs, the dream property again holds for exactly those state-
ments that do not update the state.

In this rewriting, the resulting verification condition can still be exponential in
the size of the program, see [9] for details.



5 Conclusion

L et’s compare thisweakest-precondition understanding of the ESC/Javatechnique
for generating verification conditions with its previous description [9]. Flanagan
and Saxe define two functions on statements, N and W . For any statement S,
N(S) characterizesthoseinitial states from which execution of .S may terminate
normally, and W (S) characterizes those initial states from which execution of
S may go wrong. That is, - W (S) characterizes those states from which S is
guaranteed not to go wrong, and —N (.S) characterizes those statesfrom which S
is guaranteed not to terminate normally. In other words, we have

-W(S) = wp(S,true)
-N(S) = wip(S, false)

These equations were previously not pointed out.

For programs with exceptions, Flanagan and Saxe additionally define a func-
tion X such that for any statement S, X (S5) characterizes those initial states
from which execution of S may terminate exceptionally. Thus, in terms of the
wp and wlp for exceptional programs, we have

-W(S) = wp(S,true, true)
-N(S) = wlp(S, false, true)
-X(S) = wlp(S, true, false)

There are two key advantages of the weakest-precondition understanding of
the ESC/Java technique for generating verification conditions. One advantage
is that one can use the standard wp - wlp semantics of the program statements,
which focuses on what's hecessary to guarantee particular post-states, as opposed
to having to define what it means that a statement may have some particular out-
come. The other, larger, advantage isthat it draws out the very property that needs
to hold of the statements in order to apply the technique. This property, which
can beseen asa wip distribution property (in formula (3) and in footnote 2) or as
an invariant-preserving property (in formula (4)), holds exactly of statements that
don't alter the program state, the passive commands.
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