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1 Introduction

There are many scenarios in which the same data must be delivered over a packet switched network to a large set of receivers. For instance, video programming may be sent over a network much like a TV show is sent over the airwaves. As another example, network transmissions of popular software releases may attract millions of users request the same file at the same time. Finally, popular web pages can have a very large number of simultaneous users. 

Traditional point-to-point unicast communication requires that a separate copy be sent to each receiver. A broadcast sends only copy of the data, which replicated at each internal network nodes as necessary; this copy is sent to all nodes in the network, whether they desire the data or not. Multicasting takes the strengths of both of these approaches and avoids their weaknesses. Multicast allows data transmission to a defined group of receivers, the multicast group, with a single “send” operation, like a broadcast. However, unlike broadcast, multicast packets are not forwarded down a link if there are no receivers on the other side of the link. Multicast should be thought of as a “pruned” broadcast.

The Internet enables efficient multi-point multicast transmissions through IP multicast. IP multicast is supported by the following set of protocols and mechanisms:

•
Addressing: A multicast group is identified by a specific Internet IP address. The Internet reserves all IP addresses in the range 224.0.0.0 to 239.255.255.255 for multicast groups. Any packet sent to an IP address of a multicast group is forwarded to all users of the group.  Multicast IP addresses are allocated dynamically, and can be reused after a multicast group seizes to exist. 

•
Group Management: Multicast group management on the Internet is quite simple. A user becomes a member of a multicast group by indicating interest in receiving data sent to that group.  The Internet Group Management Protocol (IGMP) is responsible for informing the network that a user wishes to receive information from a particular multicast address.  A user can leave the multicast group at any time; if a group has no members, it ceases to exist. 

•
Routing: There are several multicast routing protocols available for multicast routing including Distance Vector Multicast Routing Protocol (DVMRP), Multicast Open Shortest Path First Protocol (MOSPF), and Protocol-Independent Multicast (PIM). The task of these protocols is to create efficient multicast delivery paths through the network. Multicast routing protocols use varying algorithms to achieve efficiency.

At present, a multicast service in the Internet is provided either through the Multicast Backbone (MBONE) or directly through Internet routers. The MBONE is an experimental virtual network that has operated over the same communications network as the Internet since 1992 [ERI94]. The MBONE is made up of a number of network clouds that support IP-multicast. These clouds are linked together by multicast enabled hosts (Mrouters) which forward multicast packets via unicast IP “tunnels”. Today this network consists of more than 2500 subnets, and 12000 routine users [DIO97]. As IP multicast becomes widespread (it is already supported by most commercial routers), the MBONE will no longer be needed, and multicast will be taken for granted as an Internet service.

IP multicast provides an unreliable, connectionless, datagram service, without guarantees for correct delivery, in-order delivery, or delivery without duplication. In many cases, such a service is adequate. For example, since video applications without interframe compression display a new frame every 1/30 of a second, the time to recover a lost frame via retransmission is often longer than the time until the display of the next frame. Audio is similar in as much that timeliness prohibits retransmissions.

In contrast, many other applications can benefit from, or even require, retransmission of lost packets. For example, in a slide show application a slide may be viewed for several minutes.  Therefore, the loss of a single slide can severely impact the utility of the application for an extended period of time. Note that the relatively long time that a single slide is viewed provides a reasonable amount of time, which will normally be sufficient to request, and retransmit any lost data. Other applications with reliability requirements, but also with enough tolerance for recovering lost data, include multicast file-transfer applications, multi-party shared document editing and electronic whiteboards. Common to these applications is that any transmitted application-level data is relevant (“persistent”) for long time periods relative to the time required for recovering lost data. If application data is  persistent for long periods of time, then attempting to retransmit lost packets is most likely worthwhile.

Since the inception of IP multicast, various proposals have been made for reliability mechanisms that provide delivery guarantees on top of IP multicast. However, most reliable multicast protocols are not scalable in the sense that they only support multicast groups with a limited number of receivers. In this paper we explore the issues involved with a reliable multicast protocol for the Internet that can scale to millions of receivers. Ideally, we would like a protocol and API for reliable, scalable multicast that would be universally useful to all such multicast applications.

Some would argue that scalable reliable multicast must be implemented at the application level, i.e., that it is not possible to offer multicast reliability as a separate service that is not integrated into the application [FLO95]. To a certain extent this argument has merit. The widely varying requirements of different applications for a scalable reliable multicast service are  broad enough to prohibit a general-purpose solution. However, we will show that it is possible to provide a service that offers mechanisms for reliability which are useful to a sizeable category of applications. In this paper, we define an API for reliable, scalable multicast, while only making minimal assumptions about the protocol. Our goal is to have an API that is useful for experimenting with different scalable protocols. The API that we propose could equally use another protocol to achieve reliable multicast. Defining an “on the wire” protocol for scalable reliable multicast is important, and should be addressed in order to allow interoperability. However, our focus here is with the semantics of a scalable reliable multicast service, regardless of the protocol for implementing it.

As a point of departure, we will consider especially the reliable multicast used in the MBONE wb whiteboard tool, called SRM [FLO95].
 SRM has been proven to work well for as many as 1000 participants spread all over the world. However, we are not concerned so much with the specifics of this scheme, as with its general properties, i.e., that it attempts to reliably multicast to a very large number of receivers. 

2 An Overview of Reliable Multicast

Since the early 1980’s, many protocols have been introduced for reliable multicast communications [BIR91, CHA84, ERI94, FLO95, HOL95, MON94, PAU97, TAL95, WHE95, YAV95]. These protocols differ both in their fundamental view of reliability as well as in their methods used to implement the reliable service.  In the following we review some of the different approaches to achieve reliability in multicast communications.

There are many ways to implement a reliable multicast protocol. However, for the purposes of scalability, all existing protocols can be quickly classified by identifying how the following design problems are addressed: 

· Who is responsible for detecting lost packets and initiating retransmissions of packets? 

Protocols are referred to as sender-oriented if the sender of a packet is responsible for ensuring that all receivers have obtained a copy of the packet. Protocols are called receiver-oriented if the responsibilities for detecting missing packets lie with the receivers.

· What is the order in which the multicast protocol delivers a set of packets to the receiver (relative to the order in which the packets were transmitted)? 
A protocol with unordered delivery does not make guarantees on the order in which packets are delivered to the receiver. The delivery is called source-ordered if the protocol maintains the order of transmission order for each sender, i.e., a receiver obtains the packets from a specific sender in the same order in which the packets were transmitted by that sender. A protocol with source-ordered delivery does not make guarantees on the order in which packets from different senders are received at a receiver. A totally-ordered protocol ensures that all packets are received by all receivers in the same order (this order may follow some global rule).  

Table 1 summarizes the options for each reliable multicast feature.

	Reliable Multicast Feature
	Options

	Reliability
	Sender-oriented or receiver-oriented

	Packet delivery
	Unordered, source ordered, totally ordered


Table 1 - Reliable Multicast Options.

The most fundamental feature of a reliable multicast protocol is the choice between sender-oriented and receiver-oriented reliability [PIN94][LEV96]. Sender-initiated protocols make the sender responsible for ensuring successful receipt of data. In receiver-oriented protocols, receivers are solely responsible for requesting retransmission of data that is missing or in error; senders do not verify successful transmission of data but rather assume this implicitly from the absence of retransmission requests. 

Typically, with a sender-initiated approach, the receivers acknowledge (ACK) each packet they receive. It is up to the sender to keep track of which packets have been ACKed, and if they are not ACKed within a certain time interval, they are re-sent. This means that the sender must keep state information and timers for each receiver.  Receiver-oriented schemes shift the burden to the receiver. It is up the receiver to detect a lost packet and request retransmission; the sender need not keep state for each receiver. Typically, to achieve this the sender puts a sequence number in each packet transmitted. When it has no packets to transmit, it sends a heartbeat packet containing the last sequence number. By looking at the sequence number, the receiver can detect if it has missed any packets and request for them to be retransmitted by sending a negative acknowledgment (NACK) back to the sender. 

Source-ordered packet delivery means that if a host sends out packet p followed by packet q that no receiver will be delivered q before p. Totally-ordered packet delivery takes this even further and says that not only will packet delivery be source-ordered, but the order in which packets are received will be identical at every host. For example, suppose host A sends packet a and host B sends packet b, and a process on host C is delivered the packets in the order a,b. Then total ordering means that a process on host D must be delivered the packets in the order a,b also, not b,a. Examples of protocols that employ source and/or total ordering are the Reliable Multicast Protocol (RMP) [WHE95] or Single Connection Emulation (SCE) [TAL95].

Using a sender-initiated approach implies that the sender knows about each receiver. With IP multicast, a packet is sent to the multicast address. The sender is given no information about group membership. Indeed, there may not even be any receivers. Thus, native IP multicast is purely to an abstract group, and any scheme that requires knowledge of group membership must make its own arrangements to communicate membership information.

Scalable Issue in Reliable Multicast Protocols

Sender-initiated schemes have difficulty with scalability. As mentioned earlier, the sender must keep timers and state information for each receiver. This may not be possible if the number of receivers stretches up into the millions. Furthermore, the sender may suffer from what is known as the Implosion Problem.  In unicast transport protocols, such as TCP/IP, reliability is provided using an Automatic Request (ARQ) protocol [TAN96]. ARQ protocols require a tight feedback loop between sender and receiver of a transmission, where the receiver sends frequent control packets to the sender; positive acknowledgment (ACK) packets for correctly received packets and negative acknowledgment (NACK) packets for missing or corrupted packets. In multicast protocols, an ARQ protocol will flood the sender (or some network link en route) with control information when the number of receivers grows large. This problem of overrunning the sender in a multicast group with control information is referred to as the Implosion Problem [DAN89, CRO88, JON91]. To avoid implosion, the influx of control information to the sender of a multicast group must be strictly limited. Since the time needed to recover missing data is correlated to the rate at which receiver can send control information indicating the missing data, a scalable reliable multicast protocol represents a tradeoff between timeliness of data recovery and frequency of sending control information.

Figure 1 shows a sender keeping state for each receiver and suffering from NACK implosion.
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Figure 1 - State implosion with sender-initiated reliability.

Receiver-oriented schemes solve the problem of keeping state information at the sender, but still may suffer from NACK implosions. One approach to avoiding NACK implosions is to organize the participants into a tree, thereby bounding NACKs according to the order of the tree (e.g. TMTP  REF Yav95 \h 


 REF Yav95 \h 


 REF Yav95 \h 


 REF Yav95 \h 
[YAV95]). Another approach is to employ NACK Suppression, originally proposed in [RAM87].  NACK suppression works as follows: whenever a receiver detects a lost packet, it waits for a random amount of time and then multicasts its NACK to the whole group and sets a timer. If it receives another NACK for the same packet while it is waiting, it will back off and not send the NACK, but will set its timer as if it had sent the NACK. Essentially, the NACK is delayed in the hope that someone else will generate it. If the timer expires without receiving the corresponding packet, then it repeats the process of randomly backing off and sending a NACK.

SRM implements this kind of NACK suppression, with a few modifications. The original delay before sending a NACK is set as a random value in the range [c1d, c2d], where c1 and c2 are constants and d is an estimate of the one-way delay from the source to the receiver. When a NACK is sent, the timer is doubled to wait for the reply. If a host receives a NACK from another host for the missing data before its timer for sending a NACK goes off, it will do an exponential random back-off to wait for the data. That is, the i’th time it sets its timer for a particular packet, it will set the timer in the range 2i-1[c1d, c2d]. Any host that has a copy of the data can answer the NACK by retransmitting the packet. When a host B receives a NACK from host A that has the data to respond to, it sets a repair timer in the range [b1dAB, b2 dAB ] where b1 and b2 are constants and dAB is the estimated one-way delay between A and B. If host B receives a repair for the missing data before its timer goes off, it will cancel the repair, otherwise it will send the data when the timer goes off. In order to prevent duplicate NACKs from triggering duplicate replies, host B will ignore NACKs for the same packet for 3 dSB , where dSB is the one-way delay from the original source to B.

The Tree-Based Multicast Transport Protocol (TMTP) [YAV95] is similar to SRM, but it sets up a tree for the multicast. The participants are arranged into a hierarchy of subnets or domains. A single domain manager acts on behalf of the domain, and is responsible for recovering from errors and retransmitting data to the domain. The sender multicasts as usual. But each child sends periodic ACK’s to its parent.
 NACKs are done with NACK suppression, but instead of being multicast to the whole group, they are limited via their TTL.
 Each parent is responsible for sending repairs to its children. SRM’s random delay for NACKs is based on the round trip time (RTT) to the original sender. By contrast, TMTP has a random delay based on the round trip in one level of the tree, so repairs can be performed faster. TMTP has another advantage over SRM, in that it allows repairs to occur concurrently in different sub-trees. 

Another protocol similar to TMTP is LBRM - log based receiver-oriented multicast [HOL95]. LBRM assumes that either on the same machine or same LAN as the source, there is a primary logging server that logs all packets sent from the source. Receivers request and obtain lost packets from the logging server, not the source. Secondary logging servers are then added at remote sites. A receiver will request lost packets from its local secondary server, and only the secondary servers will make requests of the primary server. Within a site, no NACK suppression is done, because the number of sites connected is assumed to be small enough to eliminate a NACK implosion problem. LBRM proposes a statistical acknowledgment scheme for having the secondary servers send positive ACKs to the primary server. Using random values based on the estimated number of secondary servers, some secondary servers are selected to send ACKs. The source selects a new set of acknowledging servers periodically. Statistical acknowledgment is used to quickly detect and respond to widespread packet loss, while preventing NACK/ACK implosions. 

Basic receiver-based reliable multicast has the source generating sequence numbers in each packet. When it is not sending data packets, it sends heartbeat packets (containing the last sequence number) at a regular rate.
 The receiver can detect a loss when it doesn’t receive with a data or heartbeat packet within a given interval. LBRM uses variable heartbeat timing. After a data packet is sent, the time interval between transmission of heartbeat packets is set to its minimum. After each heartbeat this value is doubled until it reaches some maximum. When data is sent, then the timer is reset to the minimum. For example, suppose the minimum value was 0.25 seconds and the maximum was 1 second. After delivering a data packet, and having no more data to send, the sender would wait for 0.25 seconds and then transmit a heartbeat packet. It would then wait 0.5 seconds and transmit another heartbeat packet. Then every second it would transmit a heartbeat, until a data packet needs to be sent. Variable heartbeat timing greatly reduces network traffic, and only hurts error detection time in the case of long burst errors.

The discussion in this chapter has exemplified that sender-oriented protocols introduce severe scalability problems. Also, the overhead introduced by a requirement for totally-ordered delivery is prohibitive.  For the remainder of the paper, we assume that reliable multicast is achieved via receiver-oriented protocol. Using mechanisms such as NACK suppression, heartbeat packets, etc, one can contain the volume of control traffic and support very large receiver sets. 

3 Defining a Receiver-Oriented API - The Problems

When designing a sender-oriented, reliable multicast transport protocol, there are a number of options: packets can be delivered partially ordered, totally ordered, or un-ordered. However, no matter how these choices are made, the basic semantics of the protocol are well defined and easily understood: for each receiver, the sender must ensure that it gets a copy of each packet sent. Similarly, a completely unreliable multicast protocol can be well defined and easily understood: Packets are sent only once, and no action is taken if the packet does not reach all receivers.  

In contrast, the semantics of a receiver-oriented reliable multicast are not so obvious. The nature of receiver-oriented reliability implies that the sender can never be absolutely sure that all receivers who want a packet have received the packet (Note: all NACKs from the receiver may be lost). Therefore, receiver-oriented protocols create a new level of reliability that is between full reliability, as provided by sender-oriented protocols, and unreliable transmission.  We will refer to this level of reliability as best-effort reliable. “Best effort” and “reliable” put together form something of a paradox; this apparent paradox is at the crux of the problems in defining an API, as we explain below.

3.1 Cache Deletion

The first problem in defining a best-effort protocol is cache deletion. The problems in defining a best-effort reliable protocol are clearly seen by asking the following questions:

· When can a packet be deleted from the sender’s cache?

· When should  NACKs be withheld since the corresponding data is no longer cached?  

	
	NOT RELIABLE
	BEST-EFFORT RELIABLE
	FULLY RELIABLE

	ACK/NACK
	None
	?
	all/any

	CACHE
	Never
	?
	until NACK/ACK’d


Table 2 - Caching and (N)ACKing.
Clearly, the questions are related. There is no point NACKing a packet that is no longer cached, and there is no point in caching something that will never be sent again. The issue at stake is determining when the protocol is finished with a given packet.

With a completely unreliable protocol, the above questions are easily answered. A packet can be deleted from the cache immediately after it is sent. Packets are never (N)ACKed. In contrast, a fully reliable protocol deletes a packet from the cache only if all the receivers have received the packet (in a tree-based scheme, “all receivers” are the immediate descendants in the tree). If a receiver has not not  received a packet, it NACKs to trigger a retransmission. 

With best-effort reliability, the answers to the above questions are application dependent. For some applications it is desirable to store all packets persistently, i.e., cache packets forever, and never withhold a NACK for a missing packet. However, many applications may allow withholding the transmission of NACKs. As an example of the latter group, we consider once again a multicast transmission of a set of slides; this slide-show application could decide to conserve  bandwidth by only transmitting data from the current slide. NACKs for previously transmitted slides would be a waste of bandwidth, since they are not currently being viewedOr, consider an  application that transmits on stock quotes with daily or more frequent updates. In this application only packets that are less than 24 hours old need to be cached; NACKs for packets that are older than 24 hours are superfluous.

3.2 Repair Scheduling

The second problem concerns scheduling of retransmissions and is embodied in the following question:

· Following a NACK reception, when should the retransmission of a packet (a.k.a.,  repair) be scheduled?

This problem is simple enough for unreliable protocols; no repairs are ever  sent. Fully reliable protocols share this problem with best-effort reliable transmissions. It is possible for applications to have different responses to this question. For example, repairs may be considered highest priority and sent immediately, prior to any new data. Or repairs may be considered lowest priority and need to wait for an empty transmission queue. Disregarding new data, there is also the question of scheduling repairs when several repairs are outstanding. The most obvious approach is to schedule them first-come-first-serve, but applications may desire a different order. 

	
	NOT RELIABLE
	BEST-EFFORT RELIABLE
	FULL RELIABLE

	If / when to reply to NACK
	Never
	?
	Protocol dependent, but eventually


Table 3 - When to retransmit.
We should note that TCP answers these questions on behalf of applications (repairs ahead of new data), and for the most part, people are happy with the way it. However, TCP only deals with a single receiver. Applied to a large receiver set, a repairs-first policy allows a receiver to send a lot of NACKs and reduce the performance for millions of other receivers in a reliable multicast. 

3.3 Support for unsolicited retransmissions

Some applications may wish to retransmit certain packets, even if no NACK is issued. A possible reason for such unsolicited retransmissions  is that they increase the probability of successful reception of packets in a preventive fashion. Unsolicited retransmissions are also useful to support “late joiners” to the receiver set of a multicast group in that the retransmissions allow new receivers to catch up on previous transmissions. For example, an application may use the policy that during periods of low traffic volume it cycles through transmission of  data that is used throughout the session. When a sender retransmits  a packet in this way, it should be sent just like a repair, not as a new packet. 

3.4 ALF and  Sequence Numbers

Multicast protocols with an unordered delivery service, such as SRM [FLO95], defer the responsibility for re-constructing the order of received packets to the application. In order to make the task of reordering packets convenient, the concept of application level framing (ALF) [CLA90] should be applied. The idea behind ALF is that, in order for the application to make use of out-of-order packets, the application should define its own data units with application-specific header information. The data is broken into application data units (ADUs) so that a packet can be understood by the application regardless of what other packets have or have not been received. This is in contrast to stream-oriented protocols such as TCP which completely hide the packetization of data sent.

While the arguments in favor of ALF are compelling for handling out of order packet reception, they do not negate the need for a sequence number to be attached to each packet. If a packet with application data “aaa” is received and then one with “ccc” is received, ALF lets us make use of both of them, but it does not tell us whether another packet (perhaps “bbb”) was sent in between and lost. Only those applications that have an unambiguous mapping between their application data and the send order can do without a sequence number. If the burden of detecting lost packets is to be taken away from the application, then sequence numbers are necessary. Even the wb application, which implements SRM, includes sequence numbers in its packets. 

There is a legitimate concern regarding the number of bits that should be used for the sequence number. If too few bits are used, then the sequence number may “roll over” too often. If too many are used, then the header size may be made inordinately large. However, this design decision is really a problem for the over the wire protocol. In our C++ examples, we defer the problem by declaring our sequence numbers to be of type tSeq - a user defined type that can be changed to suit the protocol.

Aside from the question of whether sequence numbers are necessary, some would claim that any useful service ought to support NACKs on an ADU named basis rather than just based on sequence numbers. For example, the receiver could NACK “the slides from the June 4 session of the board meeting presentation”. However, we would point out that this is not a NACK in the sense of detecting a lost packet and requesting retransmission; this is a general purpose request, which would be user-initiated, not service-initiated. If such requests is made, then, naturally, one desires “request suppression” much as NACK suppression is done, and all interested receivers should be able to get the reply to the request, even if they did not send the request, just like anyone can make sense of a repair.
 Such general purpose suppression is outside the scope of this paper.

4 Defining an API for Best-Effort Reliable Multicast - The Solution

From our discussions in the previous sections it should become clear that a one-size-fits-all service to provide scalable reliable multicast is not possible. However, it is possible to design a “one-size-fits-many” service, with the ability to accommodate some important caching strategies and to schedule repairs, which can be exploited by a large variety of applications. Such a service can be limited to relieving the applications from the burden of caching data and performing repairs. With such a service all senders can perform transmission of packets without concerning themselves with reliable delivery; reliability is provided by the multicast protocol. Similarly, after initializing the service, every receiver can accept packets without concern regarding transmission of NACKs, NACK suppression, etc.

In this section we describe such a basic service that is applicable to a wide range of multicast applications. We begin by explaining how to overcome the problems of the previous section, and then describe the API.

4.1 Cache Deletion Strategy

As discussed above, one of the key questions is how to manage caching of packets at the receiver. Two obvious caching strategies are:

· Caching with Spatial Persistence: Cache the most recent N packets, where N is a dynamically tunable parameter.

· Caching with Temporal Persistence: Cache packets for time T, where T is dynamically tunable parameter.

If N and T are static values over the course of a session, then these schemes are unlikely to match the needs of a real application. By making them dynamic, they become more useful, but are still awkward because applications must track the number of packets sent or time sent. A more useful scheme than spatial or temporal persistence is given as follows: 

· Give each packet a non-decreasing “epoch” value, which is transmitted in its header. Cache for E epochs, where E is a parameter that may be updated with each packet sent. 

In [BAS96], the above scheme was referred to as logical persistence. Clearly, using an epoch-based cache deletion strategy is not general because it only allows variations on a  least-recently-used (LRU) cache deletion strategy. It could not satisfy the application that, say, wanted to cache even packets for a minute and odd packets for a day. To extend the usefulness of this scheme, the service should also support packets being sent which remain in the cache for the duration of the session. In our example API, this is accomplished by sending with an epoch of EPOCH_PERSISTENT. 

While not being completely general, combining epoch-based deletion with session-persistent packets enables us to define a service that is useful for a large class of applications. In particular, network shows (e.g. presentations, dramas, etc.) tend to naturally have scenes, slides, or sections that naturally break up in a way that naturally lend themselves to epoch-based cache deletion. The Multicast PowerPoint application discussed below illustrates this. File distribution applications would seem at first glance to not be suited to epoch-based caching. If you send file A, and then start sending file B, file A does not necessarily become stale immediately. However, in some cases, using epoch-based caching for file transfer does make sense. For example, the policy may be to only multicast repairs for the most recent file transmissions, and to require all older repairs to be accomplished by (unicast) retrieval from a server.

The epoch-based scheme makes the assumption that the underlying protocol somehow communicates information about caching (i.e. the current epoch number and the number of epochs to cache, E). Note that the way in which this is communicated need not be static in the protocol; the session announcement could indicate how this is to be done. In particular, the number of bits used to represent the epoch and E could be different for different sessions.

4.2 Support for Unsolicited Retransmissions

In order to support retransmitting packets, the API should return a handle (most likely the sequence number) when a packet is sent. When the packet is re-sent, this handle identifies the original transmission. The API should provide a method for unreliable sending.

4.3 Repair Scheduling

For scheduling repairs, our API supports three simple strategies:

· Repairs are sent with higher priority than new data.

This strategy should be used if applications critically depend on data to be ordered respective to a sender (source-ordered). As an example, consider a distributed interactive simulation where each user transmits its relative position change to all other users. A receiver can determine the correct position of  a user only if the relative position changes are processed in the order in which they were generated. Since the correctness of the application requires that all packets be available, any missing packet should be recovered as quickly as possible.

· Repairs are sent with lower priority than new data.

Applications that can tolerate missing intermediate packets may wish to give lower priority to retransmissions, in order to preserve data for more recent transmissions. As an example, consider a distributed interactive simulation application where users broadcast their absolute position to other all members of the multicast group. Since the data contained in  a missing packet will be made obsolete by the next packet from the same sender, a receiver will prefer to obtain a more recent packet  with up-to-date information more than the retransmission of possibly already outdated information. 

· Repairs and new data are sent on a first-come-first-serve basis.

This strategy is sensible if an  application cannot take advantage of one of the previous strategies. Many applications process data in large blocks. For example, in file transfer applications, the entire file must be received before the application can process the file. If a file transfer application cannot process partially transmitted files, the application is insensitive to a prioritization  of new data and repairs. In any case, a receiver must wait until the entire file is correctly received. 

4.4 The API

In  Figure 2 we present the prototypes for the proposed API. We show only the calls related to reliable multicast. Naturally, there must be a way to join and drop a multicast group, set the TTL, etc. Furthermore, rate control should be performed at a lower level so that NACK and repair traffic does not violate the rate policies.

The Send() call sends a packet and return an error status. If the send is successful, then the sequence number pointed to by pSequence is updated to the sequence number assigned to the packet. It is the responsibility of the application to save this value if it wants to retransmit the packet. ReSend() would be used to retransmit a packet using the stored sequence number. SetEpoch() sets the epoch number to be used for subsequent sends, and the value E – the number of epochs to be cached. SetScheduleOption() is used to indicate how to schedules repairs. NumOutstandingNACKs() returns the number of NACKs which have been received for which no repair has been sent yet. This gives senders an indication as to whether any receivers are still missing data before terminating a session (when it returns zero there still may be unsatisfied receivers whose NACKs are being lost).

SetHeartBeat() is used to control the heartbeats used by the underlying protocol. It sets a payload to be used for the heartbeat packets so that the heartbeats can contain application specific data. It also sets the minimum and maximum heartbeat rate.

//client can use EPOCH_FIRST or higher. Lower epoch values are reserved

#define EPOCH_PERSISTENT
4 //use for items that never become stale

#define EPOCH_FIRST
5 //1st valid user epoch

//Set scheduling strategy, return error status

// Opt must be one of: FCFS, REPAIRS_1ST, or DATA_1ST

int
SetScheduleOption (tSchOpt Opt); //IN option

// sends a packet unreliably – return error status

int
SendUnRel( 
char* pPacket, //IN packet to send

long  lLen ); //IN length of packet

// Sets the payload for heartbeat packets and the 

// rate to send heartbeats when the session is idle

int
SetHeartBeat(
char *pPayLoad, //IN payload for heartbeat




long lLen, //IN length of payload




long lMinRate, //IN min rate per hour




long lMaxRate); //IN max rate per hour

//set the current epoch and number of epochs to cache

int
SetEpoch(


tEpoch Epoch, //IN current epoch number

tEpoch E); //IN epochs to cache

//send a packet, return error status

int
Send(


char   *pPacket, //IN packet to send

long   lLen, //IN length of the packet

tSeq*  pSequence);//OUT sequence number assigned

//retransmit a packet, return error status

int
ReSend(


char *pPacket, //IN packet to send

long lLen, //IN length of the packet

tSeq Sequence);//IN sequence number to use

// Returns the number of NACKs received for which a repair has not yet been sent

int
NumOutstandingNACKs(void);

// Reliable multicast receive

int
Recv( 
char* pBuffer, //OUT buffer to put packet in

int pnBufferLen, //IN size of buffer

tEpoch* pEpoch, //OUT epoch of packet received

tSeq* pSeq); //OUT sequence number of packet received

Figure 2 - Prototype Definition of the API.

5 Experience

The Multicast PowerPoint project at Microsoft Research made use of a reliable multicast software library based on the calls described above. Multicast PowerPoint is a modification to PowerPoint conferencing that allows PowerPoint slides to be multicast. It uses a modified form of SRM to achieve reliability. Multicast PowerPoint was demonstrated in the Microsoft booth at the ACM 97 Conference in San Jose, California, and was also used to transmit some ACM 97 talks (those that used PowerPoint) to desktops on the Microsoft corporate network.

During a presentation, while the current slide is being displayed, Multicast PowerPoint pre-sends the next slide. The next slide is assumed to be the slide in numeric order. If, in fact, the user flips to a different slide then the pre-send of the anticipated next slide is aborted and the actual next slide is transmitted. Multicast PowerPoint’s cache strategy is that the current slide and the slide being pre-sent are cached, but any old slides are not cached, and should not be NACKed or re-sent. This is accomplished as follows:

· When a slide begins to be pre-sent, the epoch number is incremented by one and the valid epoch threshold is set to 3. The value of 3 allows the cache to contain the pre-send, and the slide that is currently displayed (which could have been transmitted over two epochs: one for pre-send, and one for while it is current).

· When a slide is displayed which has begun pre-sending but not completed all pre-sending, the epoch number is incremented by one and the valid epoch threshold is set to 2. The idea here is that at the time this slide is displayed the last slide becomes “stale” and should be flushed from the cache.

· When a slide is displayed for which no pre-sending had begun (either their was no time for the pre-send to begin, or the slide was not the anticipated next slide) then the epoch number is incremented by 2 and the epoch threshold is set to 2. This has the effect of flushing the cache, which is desired as all previous slides are now stale.

A second implementation of the API design discussed in this paper was done at the University of Virginia for implementing the Tunable Multicast Protocol (TMP) [BAS96]. TMP exploited the  notion of logical persistence based on user-defined epochs. For example, in a multicast file transfer application that was implemented with TMP, each transmitted file constitutes a separate epoch. 

6 Conclusion

It is infeasible to create a scalable reliable multicast protocol that will suit all applications. The biggest roadblock lies in the choice of caching strategy. Since there is no single caching strategy that suits all applications, there is a widespread belief that the only way to arrive at  a general purpose protocol is to leave caching  up to the application. In this paper we have proposed an epoch-based caching strategy that is useful to a wide range of  applications. We have outlined an API based on epoch-based caching which allows application developers to easily harness the power of scalable reliable multicast.
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� SRM stands for Scalable Reliable Multicast, but to avoid confusion between this scheme and reliable multicast which is scalable in general, we will only refer to it by its acronym.


� Note that with such a hierarchical structure, source-initiated reliability could be used between a parent and its children without loss of scalability. However, the source does not know of all the receivers (i.e. the root is not aware of all its descendents) so this is not typical source-initiated reliability. 


� TTL is the time-to-live field in IP multicasting. It sets a limit on the number of network hops that a multicast packet will travel over.


� SRM sends periodic multicast session messages including the last received packet, that serve the same function as heartbeat packets.


� Note: if the request is for multiple items, then it would be straightforward to handle overlapping ranges if an ordering is specified in the application data. It is impossible to handle arbitrary overlaps of arbitrary requests (e.g. SQL queries).
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