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Abstract

Reliable multicast schemes often cannot scale to large receiver sets due to the problems of state explosion and message implosion. In this paper we propose Erasure Correcting Scalable Reliable Multicast, ECSRM. ECSRM is based on the SRM framework proposed by Floyd et. al., which utilizes NACK suppression to reduce message implosion. ECSRM makes a number of modifications to SRM to addressed enhanced scalability and rate control. Most notably, instead of re-sending lost packets, erasure-correcting encoded packets are sent in response to NACK messages.

Introduction

There are many instances in which it is desirable to deliver the same data to a number of receivers across a network. Popular “push” technology is focused on distributing news articles, stock quotes and the like to many subscribers. Other examples of applications that can utilize multi-point communication included multi-party video-conferencing, software updates, and multi-player gaming.

IP multicast is an excellent means of transmitting data to multiple destinations. However, it provides an unreliable datagram service, where there are no delivery guarantees. This is not an issue for some applications. For example, with high quality video transmission, about 30 video frames are transmitted and rendered every second. Losing an occasional frame is usually acceptable. By the time the receiver communicated that the frame was lost and had it delivered a second time, it would probably be too late to display the missing frame. In contrast, distributing software requires that files be received reliably.

Our goal is to provide reliable multicast that is scalable to large audiences, and that works well with users connected via modems. Erasure-Correcting Scalable Reliable Multicast (ECSRM) is built on top of IP multicast to achieve this goal. While ECSRM is useful in many applications, we are particularly concerned with telepresentations. A telepresentation is a presentation in which the presenter and/or some of the audience members are not physically present but are telepresent – in a different location and/or at a different time [GEM97]. We believe that telepresentations will revolutionize education, conferences, training, etc. by reducing associated costs and making the material available to much larger audiences. 

We have developed a Multicast PowerPoint
 prototype that utilizes ECSRM. In contrast to video frames, which are displayed for a very short time, a PowerPoint slide may be displayed for several minutes. This makes reliable delivery of a slide a serious concern, and also provides the time necessary to have lost packets re-sent. On the other hand, if the presenter moves past a slide, we do not want to use up network and other resources on completing reliable transfer of a slide that will no longer be displayed. This requires dynamic adjustment of what packets are cached and capable of being re-sent. Such caching issues are beyond the scope of this paper and are discussed in more detail in [GLB97].

ECSRM modifies the SRM framework used in the MBONE whiteboard tool, wb [FLO95]. SRM stands for “Scalable Reliable Multicast” and is constructed on top of IP multicast. Because some confusion may result between SRM and scalable reliable multicast in general (i.e. reliable multicast that is scalable) we will only refer to SRM by its acronym, and will use “scalable reliable multicast” in the general sense. While wb permits multiple senders, we assume only one sender/presenter. Although wb has been used as a demonstration of scalable reliable multicast, it should be noted that the activity of drawing on a whiteboard is inherently non-scalable. The number of simultaneous senders cannot be scaled from a usage point of view, never mind transmission feasibility. In general, what is needed is a scalable floor-control mechanism that admits a limited number of senders to take part in a session. Our single sender scheme could be trivially extended to multiple senders by simply allocating each sender a fixed slice of bandwidth.

In the remainder of the paper, we review the properties of IP multicast, and outline the difficulties faced in building scalable reliable multicast on top of IP multicast. We discuss how some features of SRM do not fit our design goals for telepresentations. After reviewing erasure-correcting methods, we show how these can be integrated with a modified SRM to improved both scaling and rate control.

IP Multicast

IP multicast provides a powerful and efficient means to transmit data to multiple parties. The sender sends to an IP address, just as in a unicast send. However the address is a special multicast address, which specifies a multicast group rather than a particular host. Receiving parties join the multicast group,
 after which they will receive packets sent to that multicast address. Unlike a unicast solution, which would require the sender to perform a send operation for each receiver, IP multicast allows the sender to perform a single send. A single copy of the packet travels down any given network link, and packets are only duplicated at network branch points, as necessary. IP multicast functions as pruned broadcast, that is, packets are forwarded and broadcast to sub-nets having nodes that have expressed interest in the multicast address. A router will not forward packets if there are no interested parties at the other end of the link.

IP multicast is therefore the most efficient way to transmit data to multiple receivers. However, IP multicast, like unicast IP, may deliver packets out of order, duplicate packets, or even not deliver them (delivery is strictly best-effort). Correcting order, eliminating duplicates and reliable deliver are issues that must be addressed by other means. In the following section, we consider the general problem of building reliable multicast on top of IP multicast. 

Reliable Multicast

A number of efforts have been undertaken to provide reliability on top of IP multicast [BIR91, CHA84, ERI94, FLO95, HOL95, MON94, PAU97, TAL95, WHE95, YAV95]. Because each approach has different goals, the resulting protocols and/or applications can differ widely in their methodology. Some of the key design decisions are as follows:

· Loss detection and re-transmission responsibility: A scheme is said to be sender-oriented if sender is responsible for detecting when a receiver does not receive a packet and subsequently re-sending it. A receiver-oriented scheme shifts the responsibility to the receiver; in which case the receiver is responsible for detecting lost packets and requesting them to be re-sent.

· Packet delivery order: A reliable multicast could be unordered, just as regular IP multicast is. A further service would be to guarantee source-ordered delivery, which means a receiver obtains the packets from a specific sender in the same order in which the packets were transmitted by that sender. A totally-ordered protocol ensures that all packets are received by all receivers in the same order (this order may follow some global rule).  

The most fundamental feature of a reliable multicast protocol is the choice between sender-oriented and receiver-oriented reliability [PIN94][LEV96]. Typically, with a sender-initiated approach, the receivers acknowledge (ACK) each packet they receive. It is up to the sender to keep track of packets that have been ACKed, and if they are not ACKed within a certain time interval, they are re-sent. This means that the sender must keep state information and timers for each receiver.  Receiver-oriented schemes shift the burden to the receiver. It is up the receiver to detect a lost packet and request retransmission; the sender need not keep state for each receiver. Typically, to achieve this the sender puts a sequence number in each packet transmitted. When it has no packets to transmit, it sends a heartbeat packet containing the last sequence number. By looking at the sequence number, the receiver can detect if it has missed any packets and request for them to be retransmitted by sending a negative acknowledgment (NACK) back to the sender. 

Source-ordered packet delivery means that if a host sends out packet p followed by packet q that no receiver will be delivered q before p. Totally-ordered packet delivery takes this even further and says that not only will packet delivery be source-ordered, but the order in which packets are received will be identical at every host. For example, suppose host A sends packet a and host B sends packet b, and a process on host C is delivered the packets in the order a,b. Then total ordering means that a process on host D must be delivered the packets in the order a,b also, not b,a. Examples of protocols that employ source and/or total ordering are the Reliable Multicast Protocol (RMP) [WHE95] or Single Connection Emulation (SCE) [TAL95].

Using a sender-initiated approach implies that the sender knows about each receiver. With IP multicast, a packet is sent to the multicast address. The sender is given no information about group membership. Indeed, there may not even be any receivers. Thus, native IP multicast is purely to an abstract group, and any scheme that requires knowledge of group membership must make its own arrangements to communicate membership information.

Scalable Reliable Multicast

There have been many reliable multicast schemes proposed, but most of them cannot scale to large receiver sets. The reason they cannot scale usually boils down to problems relating to state explosion or message implosion. For example, a sender-initiated scheme will require the sender to keep state information for each receiver. As the receiver set grows, this state can become too large to store or manage – a state explosion. Message implosion occurs when receivers send packets back to the sender. With a large number of receivers there is a danger that this traffic will overwhelm the sender, or the network links leading to the sender. For instance, a scheme that requires every receiver to send an acknowledgement for each packet received clearly will not scale to large receiver sets without implosions.

There are four key approaches to making reliable multicast scalable:

1. Error/Erasure correction

2. Hierarchy/localization

3. Suppression

4. Polling.

One approach to scalable reliable multicast is to have no back-traffic from receiver to sender at all [RZL97, VIC97]. Clever use of redundant encoding allows receivers to simply listen for packets as long as is necessary to receive the full transmission. The simplest implementation of this approach is the “data carousel” or “broadcast disk” [AFZ95], which simply repeats the source packets in a particular sequence. More involved schemes send the data packets, and also send encoded packets, designed to correct lost packets, known as “erasures” in the literature. Erasure-correction will be discussed in more detail, below.

Another approach to providing scalability is to structure the receiver set into a tree/hierarchy. The sender is at the root of the tree, and the degree of the tree is limited. Each parent is responsible for reliable passing on information to its children. Due to the bounded degree of the tree, state explosion and message implosion are not a danger, so sender-initiated schemes may be used. The difficulty with a hierarchical approach lies in the management of the tree itself. Some approaches set up the tree in a static way, in which case losing an internal node can have disastrous consequences for its descendents [HOL95]. Others dynamically define the tree, re-arranging its structure on the fly [TMTP]. Dynamic trees have difficulty achieving stability when the receiver set is rapidly changing. Furthermore, some nodes may be unsuitable as interior nodes (for example, nodes which are slow and unresponsive, or which are connected via slow modem links). Identifying such unsuitable nodes may be difficult, and if it is achieved, it may be the case that all nodes are considered unsuitable. All hierarchical approaches have difficulty using multicast within just one level or just one sub-tree because it is difficult to match the tree hierarchy to the time-to-live scope of multicast sends (see below).

Hierarchy is often associated with localization. The idea is to have the tree structure reflect the topology so that packets lost in one area of the network can be re-sent only to that area, without impacting other areas. This idea of performing local repairs may also be adopted without a hierarchy. If a cache of packets is distributed among many nodes, then a receiver needing a packet may perform an expanding scoped search to find the nearest node that has a copy of the desired packet. It does this by gradually incrementing the time-to-live (TTL) field in the NACKs that it sends. The TTL controls how many router hops the packet may go through before being discarded.
 By performing local repairs, areas of the network experiencing high loss rates need not impact the transmission to other areas. There are a number of difficulties associated with using expanded scope search for localization. In particular, the danger of implosion increases as the search scope increases.

An approach popularized by the MBONE whiteboard tool, wb, is the use of suppression [RAM87, FLO95]. This is a receiver-initiated approach. Receivers must detect that they have missed a packet and send a NACK to have it re-sent. However, instead of sending a unicast NACK back to the sender, the NACK is multicast to all participants. Prior to sending a NACK, a receiver will delay for a random amount of time, in hopes of receiving a multicast NACK for the same packet from some other host. When this occurs, the receiver suppresses its NACK, that is, it does not send it, but acts as if it had. Whether it has sent the NACK or suppressed the NACK, it the resets its timer for that packet and repeats the process until the packet its received. The SRM scheme used in wb [FLO95] uses NACK suppression, and also allows any node that has cached the data to re-send it. In this case, re-sends must also be suppressed to prevent implosions of re-sent material.

The Network Text Editor (NTE) [HAN97] employs a polling method to prevent implosions, based on a scheme by Bolot et. al. [BOL94]. They call their method “sliding key triggered retransmissions”. Every node generates a random key of sufficient bits that uniqueness is extremely likely. The receivers do not act to request lost packets to be re-sent unless the sender first polls them. The sender sends out a polling packet, containing its key and a value indicating the number of bits which must match between the sender’s key and the receiver’s key in order for the receiver to request a re-transmission. The sender can start by requiring all bits to match, which will lead to few or no receivers being able to make a request. Depending on the number of responses receiver, the sender can reduce the required number of matching bits, causing more receivers to be able to make a request. Eventually, it could set the number of required matching bits to zero, in which case all receivers are given permission to request a re-send. Thus, this method allows the sender to throttle the traffic coming from the receivers, so as to prevent implosions. It has the interesting property of gaining feedback from a random sampling of receivers, independent of network topology, which may be a pro or a con depending on the application to which it is applied.

These four approaches are not exclusive of one another; they may be combined in hybrid schemes. For example, TMTP combines hierarchy and suppression [TMTP]. Our own approach combines suppression and erasure correction (we didn’t use hierarchy because we wanted to support a channel-surfing type experience and were concerned about the stability of a hierarchy under such conditions). In the following sections, we consider in more depth suppression, as implemented in SRM, and erasure correction. 

SRM

SRM uses suppression of NACKs and of re-sends to avoid implosion. The original delay before sending a NACK is set as a random value in the range [c1d, c2d], where c1 and c2 are constants and d is an estimate of the one-way delay from the source to the receiver. When a NACK is sent, the timer is doubled to wait for the reply. If a host receives a NACK from another host for the missing data before its timer for sending a NACK goes off, it will do an exponential random back-off to wait for the data. That is, the i’th time it sets its timer for a particular packet, it will set the timer in the range 2i-1[c1d, c2d]. Any host that has a copy of the data can answer the NACK by re-transmitting the packet. When a host B receives a NACK from host A that has the data to respond to, it sets a repair timer in the range [b1dAB, b2 dAB ] where b1 and b2 are constants and dAB is the estimated one-way delay between A and B. If host B receives a repair for the missing data before its timer goes off, it will cancel the repair, otherwise it will send the data when the timer goes off. In order to prevent duplicate NACKs from triggering duplicate replies, host B will ignore NACKs for the same packet for 3 dSB , where dSB is the one-way delay from the original source to B.

SRM suffers in two respects: scalability, and rate control. SRM requires one-way delay estimates between all nodes in a session. These are calculated as ½ round trip time. With n nodes, this requires either O(n2) messages or O(n) messages of size n. In either case, O(n2) traffic is required to calculate round-trip time. Clearly, this cannot scale to accommodate arbitrarily large receiver sets. 

SRM’s random delays are based purely on inter-node delay estimates, not on the audience size. Therefore, if the audience size is arbitrarily increased without a corresponding delay increase, implosion will eventually result. It is possible to introduce more delay to increase scalability, but adding delay is only useful to a point; eventually delays become longer than the session itself.
 Note that this limitation applies to any scheme that trades off delay for scaling, not just SRM. Time can only be traded for scaling up to the duration of the session.
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Figure 1 – Rate control difficulties with SRM
SRM lacks of control over the rate of incoming data to a given receiver, due to its distributed nature. At a given time several nodes may be sending NACKs, several may be re-sending data, and the sender may be sending new data. Even with the sender controlling the rate at which it sends new data, the re-sends and NACKs may lead to an aggregate traffic level, which is higher than some nodes can handle. This is of particular concern when some receivers have a modem connection, in which case their bandwidth limitation is very strict, and relatively low.

Considering rate limitations also raises the point that scalability means more than just implosion avoidance. Consider a very large audience, in the millions. Even with a very low error rate, the size of the audience ensures that any given packet is likely to be lost by some receiver. For example, with 1,000,000 members, and a random, independent, loss of 0.01% the chances of all nodes receiving a given packet is 0.99991,000,000 < 10-43. So it is a virtual certainty that each packet will be lost by some node. Therefore, for all receivers to receive all packets, each packet must be sent at least twice, cutting the effective bandwidth in half.

Erasure Correction

Most of the literature deals with error correction, that is, the ability to detect and repair with both erasures (losses) and corruption. These techniques are often referred to as forward error correction (FEC). However, in the case of IP multicast, lower network layers will detect corrupted packets and discard them. An IP multicast application need not be concerned with corruption; it can focus on erasure correction only. 
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Figure 2 – (n,k) encoding

The form of erasure correction (EC) utilized in ECSRM is known as (n,k) correction. k source packets are encoded into n packets, such that any k of the encoded packets can be used to reconstruct the original k packets. For example, parity can be used to implement (k+1, k) encoding. (n,k) encoding and decoding algorithms have been developed that are efficient enough to be used by general purpose personal computers [RZE97, RZF97, ALO96, LUB97]. For example, Rizzo’s public domain codec has been shown to operate at rates of over 11 MB/s on a 133 MHz Pentium and at rates over 350 KB/s on a 25 MHz 386 [RZE97, RZF97]. Additional important properties of (n,k) encoding are:

· Encoded packets are the same size as original packets. The only overhead introduced in packet size is the need to indicate the index, i.e. which of the n encoded packets is being received.

· The first k packets of the n encoded packets can, in fact, be the original packets. Therefore, if no packets are lost, the receivers need not incur any processing overhead.

Packets must be assigned to groups of size k for the purpose of EC coding. We call these EC Groups. In practice, k (the group size) cannot be arbitrarily large. Rizzo, for example, uses k values of 16 and 32 [RZE97, RZF97] and n 255. In the case where large objects (e.g., files) are being transmitted, this can lead to some sub-optimality, because an encoded packet can only be used to repair a loss from its EC group, not from the entire object as might be desired. In any event, our design goals force us into relatively small k values, regardless of these considerations.

Consider now the use of FEC as an aid to reliable multicast. FEC can be implemented as a separate network layer below reliability (Figure 3, left). In this case it is just a loss-tolerance measure built on top of the underlying unreliable service. Alternately, FEC can be integrated with reliability (Figure 3, right). Integration means that rather than just sending FEC based on some assumptions, FEC encoded packets are sent only when they support the reliability strategy. Integrated use of FEC and reliability was first proposed by Metzner [MET84].
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Figure 3 - Reliability & FEC. Separate (left) and integrated (right)

The use of FEC in a separate layer is effective. Nonnenmacher et. al. have shown that it can cut the expected number of transmissions required by about 50% with 3000 receivers [NON96]. They also have shown that integrating FEC with reliability provides substantial improvements over separate FEC, with integration reducing the expected number of transmissions required by an additional 40% when group size is 106 [NON97]. They assume a simple protocol, where receivers simply send a request for an EC packet every time they detect a loss until they have k packets. Their simulations indicate that the benefit of integration is slightly less when packet losses are shared/correlated between nodes (i.e. not random, but some link upstream fails). They propose “protocol NP”, which proceeds in rounds. In each round the sender sends its data, polls receivers for number of missing packets, and then sends that number of EC packets. It can carry on with sending new data from the next round, but will interrupt this to send EC packets requested from previous rounds. The receivers perform NACK suppression. Like ECSRM, a receiver does not NACK a particular packet, but rather indicates how many packets from a particular EC group have been missed.

Another example of a reliable multicast protocol using FEC is RMDP, which uses FEC to transmit files [RZL97]. Receivers ask the sender to send a file, or to resume sending, if they believe sending has halted. The sender simply cycles the encoded file packets.

Erasure Correcting SRM

Erasure Correction SRM (ECSRM) modifies SRM to address some of the problems noted above. To deal with the lack of rate control, ECSRM only allows the sender to perform re-sends. Rate control is applied as part of ECSRM to ensure that the aggregate of new sends and re-sends does not exceed the desired rate. NACK messages will still add to the rate, but due to their small size and NACK suppression, their impact should be limited.

Having only the sender perform re-sends also means there is no need for calculating round trip time, which eliminates the O(n2) traffic required for this calculation. This also eliminates a feature of SRM, namely that a node close to the point of loss is most likely to perform the re-send. However, we would point out that:

· this feature is only probabilistic, not guaranteed 

· the node nearest the point of loss may not really be suitable – it may be under-powered or on a slow/congested link 

· we assume that applications using ECSRM can afford to trade off time for scalability – so fast re-sends are not critical 

· in the case of live telepresentations, continued connectivity to the sender is critical. Additional fault tolerance from this feature is not important.

Without round-trip-time, delay needs to be based on something. We have parameters that can be specified for the session, MinD and MaxD, that correspond to the interval [c1d, c2d] used in SRM (MinD = c1d, MaxD = c2d).  By using a conservative estimate of delay, the caller can ensure that NACKs can be suppressed. We default to MinD = 1.5 seconds and MaxD = 5 seconds, which are also the defaults for wb, and should be adequate for typical internet sessions in the USA.

SRM responds to a NACK by re-sending the lost packet. ECSRM responds by sending an erasure-correcting packet. Packets are assigned to EC groups of size k. An (n,k) erasure correcting code is then applied to generate n packets, where the 1st k are the original packets. Receivers keep track of the number of lost packets per EC group. 

NACK messages indicate the number of packets lost from a particular EC group. In order to compactly represent burst errors, NACK ranges are sent of the form {1stGroup, 1stCount, LastGroup, LastCount}. This indicates that 1stCount packets were lost from group 1stGroup, LastCount packets were lost from group LastGroup, and all packets were lost from any group g, such that 1stGroup < g < LastGroup. The basic idea behind suppression is that if another NACK is heard with the same EC group and a lost packet count at least as high, then the NACK may be suppressed. However, in practice suppression is based on ranges, so a range is suppressed when another range is heard that is a superset of the original range. If the receiver has range {ga1,ca1,ga2,ca2} and it receives range {gb1,cb1,gb2,cb2} then the pseudo-code for suppression is as follows:

if (

ga1<gb1 or 

ga2>gb2 or 

ga1==gb1 and ca1>cb1) 

or (ga2==gb2 and ca2>cb2) )

do not suppress

else


suppress

Whenever a NACK is sent, it will occur header overhead from IP, UDP and the SRM protocol. This can be expected to be at least 40 bytes. With 32 bits for a group and 8 bits for a count, a NACK range would be 10 bytes. Therefore, when sending a NACK range, it makes efficient use of bandwidth to send some other ranges as well. We allow for up to MAX_RANGES in a NACK packet, and when one NACK range is due to be sent, we will also send as many more as will fit in the packet, whether or not they are due yet. This allows further suppression to occur at low cost in terms of bandwidth.

When the sender receives a NACK of <group, count>, the basic idea is to send count FEC packets in response. For each FEC group, a counter is kept of the last FEC packet sent. When all n packets have been sent, the counter wraps around and starts over with the 1st packet. Some re-send suppression is needed to prevent duplicate NACKs from generating too many responses. With SRM, this was a matter of ignoring NACKs for a certain interval after a NACK is received. With ECSRM, time values are stored for when the last k packets were sent from the FEC group (including EC packets). When a NACK for count packets is received, the last count time values are inspected. For each of them that is within the suppression threshold, count is decremented by one. For example, if a NACK for 3 packets was received, and EC packets sent, and then a NACK for 5 packets is received within the threshold period, then the count would be suppressed down to 2, and only 2 EC packets would be sent.

The above assumes that when a packet is NACKed, that all the packets in the same EC group have been sent. However, that need not be the case. For example, suppose the sender sends one packet and then delays for a long time. Receivers may detect the loss via the sender’s heartbeat packets and NACK a loss of one packet from the 1st group, which is not yet full. 

In the case where a NACK is received and the EC group is not yet full, there are a number of options for the sender; the sender can:

· wait, and hope the group will fill up,

· re-send the original NACKed packet, or

· act as if enough additional zero-size packets had been sent to fill the group (“null-stuffing”), and then construct EC packets as in the normal case.

As an example of null stuffing, suppose the group size, k, is 4, and only two packets have been sent. When a NACK for the group is received, the sender would then act as if the 3rd and 4th packets had been sent, and were of size zero. EC packets for the group would be created using the 1st and 2nd packets, along with the two empty packets. This has the effect of using up packet sequence numbers, which will have an impact on applications that make use of the sequence numbers. In our 1st implementation of ECSRM, we wait for a short time, in the hope that the group will fill. If it does not fill after that time, then original packets are resent.

Naturally, waiting, re-sending originals, and null-stuffing are all to be avoiding. To this end, the EC group size, k should be kept relatively small. ECSRM allows the value to be set as a parameter of the session, and the choice of k will depend on the application. For our testing we use values in the range 4-10.

SRM assumed that every participant cached data for potential re-sending. With ECSRM, only the presenter performs re-sends and need cache for that purpose. However, whenever packets are lost from an EC group, the other packets in the group must be cached for future decoding. This re-introduces a storage requirement at the receiver. With the group size set to one (no EC) then the receiver has no storage requirement beyond what the application needs. As future work, we will study the possibility of caching partial decode results rather than all the packets in an EC group. This should allow the receiver’s storage requirements to be reduced.

Using ECSRM we have made a software library, and the Multicast PowerPoint prototype that uses the library. The use of FEC is transparent to the caller of the library, and it supports a EC group size of 1, which uses no FEC, but resends original packets. This allows us to compare FEC with no FEC and to experiment with different group sizes. The library allows packets of differing size to be sent in a single session. This implies that a decoded packet may not have the same length as the received packets used to produce it. In order to deal with this, we include a field in the header indicating the packet size.  When encoding, the payload and the length are encoded, but the header is not, as the header must be able to be processed without any decoding (you need the header to do the decoding).

Our ECSRM library allows the optional sending of EC packets when the channel is idle. When the session is begun, a rate limit must be specified. If the full rate is not utilized, then extra EC packets are sent. These are not just packets that have been requested via NACKs, but are generated even without any NACKs. The sender cycles through the cached FEC groups and sends the next EC packet for each when the channel is idle. Sending EC when the channel is idle provides two benefits. First, it may satisfy lost packets that have not yet been NACKed, further suppressing NACKs. Second, it means that even when receivers have no multicast back channel and cannot NACK,
 they can still have losses corrected, given enough idle channel time in the session.
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Figure 4 – Transmission progress in Multicast PowerPoint

Multicast PowerPoint pre-sends the slide anticipated to be displayed next. This makes it tolerant of delays in recovering lost packets. Applications designed to use ECSRM (or SRM, for that matter) should be designed to tolerate delays, since the nature of the approach is to trade off delay for scalability. The presenter in Multicast PowerPoint sees feedback indicating how much of the current slide has been sent, how much of the next slide, and also how many re-sends are currently queued to be sent (Figure 4). This gives the presenter an indication of what the receivers have obtained, so that the presentation may be paced to allow everyone to see everything.  The feedback of queued re-sends could be dominated by a single high-loss receiver, so in the future we may support more reporting from the receiver set to give the presenter more information. However, obtaining information from an arbitrarily large audience is a difficult problem.

Conclusion

ECSRM modifies SRM to improve scalability. Scalability is improved via sending erasure correcting (EC) packets in response to a NACK instead of re-sending the original packets. This provides a reduction in both NACK traffic and in responses to NACK traffic. NACK traffic is reduced because NACK suppression is based on the number of losses out of groups of packets rather than on individual packets. The traffic in response to NACKs is reduced because an erasure-correcting packet can replace any given lost packet from a group.

The scalability benefits from ECSRM are most apparent with a large receiver set experiencing random loss. With enough receivers, it is virtually guaranteed that some receiver will lose each packet. While SRM would need to re-send each packet, ECSRM need only send an EC packet for each EC group. For example, if the EC group size is 7, random loss of every original packet can be corrected with only a loss of 1/8 of effective bandwidth, compared to a loss of ½ of effective bandwidth without erasure correction. This is because with erasure correction, only one EC packet is sent for every 7 data packets, but without erasure correction a re-send is performed for every data packet.
 Furthermore, the NACK traffic would be reduced by a factor of 7, as a NACK for a single packet from each group will suppress all other NACKs for a lost packet in the group. In contrast, a NACK is needed for each packet in SRM.
 In fact, there may be even more suppression, as ECSRM attaches additional NACKs that are not yet due for transmission to each scheduled NACK. Additional suppression may be obtained by setting ECSRM to fill channel idle time with EC packets (which as a side effect supports receivers without multicast back channels).

ECSRM also improves rate control. All traffic from the sender is strictly rate controlled. The only other traffic is NACKs generated by the receivers. This NACK traffic is reduced compared to SRM, as mentioned above. Therefore, ECSRM is more suitable for modem connected receivers.

There are a number of interesting paths for future research. The delay times could be dynamically adjusted based on observation of NACK traffic. This could be done independently by the receivers or via sliding key triggered transmissions a la NTE. Statistics could be collected from the receivers, similar to RTCP. It may also make sense to include a subset of this receiver information in a NACK header.

Testing a scalable reliable multicast is difficult, because it is hard to attract large numbers of receivers who are willing to run test software. We hope to soon release both the ECSRM library and Multicast PowerPoint on the Internet in the hopes of furthering the testing of ECSRM.
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� Microsoft PowerPoint is a presentation graphics application.


� A group is joined using the Internet Group Management Protocol (IGMP).


� This is the ideal case. In actual practice, some implementations that support multicast routing may be slow to perform this “pruning” which prevents packets from being forwarded to uninterested sub-nets. They may also 


� There are also certain values that by convention are used to indicate the scope of a site, region, etc.


� We emphasize here that additional delay is not a panacea. However, the wb implementation of SRM has initial delays on the order of 5 seconds, so the delay could be increased by a factor of 10 or even 100 and still be useful in many applications. Considering that wb has been used with 1000, one would expect that this approach could scale at least up to the 100’000’s.


� In ECSRM, EC packets are constructed at the sender only when requested, so if no packets are lost there is no processing overhead at the sender either.


� For example, UUNET currently sends multicast one way to its modem dial-up customers.


� Of course, re-sends and EC packets will be lost also, but for the purpose of simple comparison we ignore that loss here.


� We compare here single packet losses. With burst losses, SRM may indicate a range of lost packets and obtain similar suppression to ECSRM.
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