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Abstract
Data and documents with semantic markup (such as in XML) allows for the construction of usage models that are human interpretable.  A framework for performing analysis over semantic markup data in conjunction with usage information is described along with applications for performing automated clustering and “find-similar”.  A strong emphasis on “human interpretability” is placed on the results of these analytical techniques.

1 Introduction

The Internet drives a need to make data and documents more understandable to computer software. This allows software to find, personalize, integrate, and present information efficiently for people. In particular, software tools that automatically organize diverse types of data in a human understandable form are increasingly desirable.  As an example, a person preparing for an appointment may have a need to organize web information, presentations, correspondences, schedule, and contact information relating to the attendees and topic of the meeting.

The work presented in this paper is motivated by considering what automated tools could be offered to assist in the browsing, organizing, and presentation of information contained in a user’s semantically marked up interaction history.  

1.1 Semantic Markup

In order to assist computer users, a computer system needs to understand both the “meaning” of the data, and the “meaning” of that human’s request. In both cases, we are interested in “human relevant meaning” such as “important”, rather than “machine relevant meaning” such as “boldface”. We refer to human relevant terms as “semantic”.

While there are techniques that attempt to infer these semantics (e.g. from “natural languages” such as English), most of these systems offer imperfect recognition of semantics, or impose a heavy computational burden. At the same time, emerging standards such as XML make it likely that most data on the Internet will be explicitly annotated with semantic information using markup languages. In fact, even systems that infer semantics are likely to annotate the data with their inferences. This suggests a need for new markup analysis tools.

Semantic markup is applied in two ways:

1) For data that is almost always structurally unique, people markup semantics on the data directly. For example, free-form documents are usually unique in their content and often do not share relationships. Therefore semantic markup may be directly attached to data items in the document, e.g. a particular word may be tagged as a “keyword”.

2) For data that often reuses a common structure, people find it useful to separate schema from data. The schema describes common relationships for a class of data in a manner that is easy to reuse. For example, Figure 1 shows a graph-like schema for a class of objects called “email” that includes relationships like “has-a author”, “has-a creation date”, and “is-a document”. An instance of “author” would be “Alice Smith”.
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Figure 1

These two methods are complimentary. A document may have parts that are related by a schema and parts that are not, such as the legal filing schema for a document. Likewise, a student instance might have some unstructured parts that require annotation, such as teacher comments attached to a specific student.

The W3C, a group that sets standards for the Internet, advocates a markup standard called XML that supports both methods of annotation. There is broad industry support for XML data and XML schemas on documents, data records, and objects from Microsoft, AOL, Oracle, and most vertical industry sectors such as banking, e-commerce, and manufacturing, making it likely that most Internet data will be marked up. Hence there is an increasing quantity and quality of data with markup information together with a need for tools to analyze its usage. 

1.2 Semantic Analysis

Our work in analyzing usage data that contains semantic annotations is motivated by three assertions.

First, the combination of semantic markup data with information about usage improves the process of automatic discovery and construction of models that connect a user’s intention with his actions. These combined sources of information are referred to as semantic data.

Secondly, applications of analytical tools to schema and usage data jointly are more valuable than when each is taken independently. Traditional approaches fall either along the lines of strict schema analysis or strict usage analysis. Joint analysis is only possible when there is a representation and methodology for relating the schema of data with its usage. 

Finally, there is higher value in producing analytical results, or models, of the user’s data and actions when they can be presented in human understandable form. This last premise demonstrates most clearly the value of semantic data and places strong requirements on our analytical procedures.  Neural networks, for example, place no emphasis on human understandability of underlying classification models.

As mentioned, approaches exist that analyze schema and usage information independently.  However, each of these approaches has limitations.

A common form of schema analysis is looking at paths of connecting relationships among entities in the schema [Lashkari]. The results are typically ranked by a heuristic function of path length. The obvious problem is that associations of entities by schema path length may be unrelated to associations measured by usage.  For example “circus” and “funeral parlor” may be classified as subtypes of “business”. Since the schema path length between “circus” and “funeral parlor” is short, analysis would consider them closely related, but it is unlikely that people would correlate either entity in actual usage.

Another approach related to the work presented here is the use of relationship lattices from the discipline of concept analysis (see for example [Chu, Ellis], [Pedersen]). Schema information contained within corpora is used to build a lattice whose elements abstract collections of documents.  However, since this information is not related to actual usage data, a large fraction of lattice nodes may refer to document generalizations that are meaningless to humans.  Due to the combinatorial nature of lattice, this excess leads to scaling issues in both the construction and subsequent of the data structure.

In contrast, there is a plethora of existing search tools that allow a user to retrieve documents based on content. These systems are adept at retrieving documents associated through usage or terms but, lacking schema information, are poor at offering meaningful categorizations of results.  The burden of interpreting inferred relationships is often placed on the user.

One synthesis of the schema and data approaches is to “vectorize” metadata and add in to the usage data as additional information.  For example, the metadata “Alice, isA, Person, sentTo, etc.” can be added to the vector that represents a particular e-mail document from Alice. In this case, the data is in the representation that traditional IR algorithms expect. A weighting scheme for meta-data vs. instance data could potentially allow these algorithms to perform reasonably.  However, such approaches lose information and require statistical inference to recover relationship data. 

In this paper, we present a framework for analysis that is natural for heterogeneous structured data. Over this framework, techniques for analyzing data are presented that maintain relationship information.  An example of a data set that is particularly suited for these techniques is a user interaction history that has been semantically marked up.

In §2, we describe and give examples of semantic data.  In §3, we give an overview of the framework used to perform analysis over this data.  This framework is termed the “pattern lattice” and is, in a sense, a universal representation of all possible relations among the semantic data. Over the pattern lattice, we construct applications performing the operations of automated clustering, “find-similar”, and data joining whose results are semantically interpretable.

2 Representation of Semantic Data

Many avenues of research attempt to infer semantics from text content, e.g. understanding that a web page entitled “The Best Eats in London” refers to an editorial opinion about restaurants in London. While these “natural language” based systems have the benefit of requiring only the same data a web author would produce for a human, they have inherent problems with precise understanding, especially with short text like titles [Jacobs]. A more precise understanding is possible if the web page explicitly encodes its semantics using computer-readable markup.

There are many ways of encoding semantics using annotations, varying in the richness of meanings the annotations are able to represent [Stefik]. A flat annotation system, such as keywords lists in academic papers, can only represent two kinds of relationships: 1) the relationship between the annotation and the item it “describes”, i.e. the keyword describes the paper; and 2) all tags are “members of” the same description, i.e. all keywords for a given paper are in the same group. A more sophisticated annotation system would encode higher-dimensional structure, permitting richer relationships. Such structures are labeled properties (aka tables), hierarchies (aka trees), and graphs (aka networks).  A plethora of annotation systems exist today that encode semantics for different audiences. Database or software modeling systems such as Entity Relation Diagrams, Object Role Modeling, or Booch Diagrams model the semantics of software in a manner understandable to software tools and software engineers.

Fortunately the popularity of the Internet is driving a “universal” annotation standard known as XML, or extensible Markup Language [W3C]. XML is a general hierarchical annotation system that permits different annotation vocabularies for different audiences. Appropriate uses of W3C XML, XML schema, XML link and/or RDF can represent tables, trees, and graphs. 

Mathematically, as long as the data may be transformed into directed labeled graphs, the algorithms we discuss in the next section are agnostic as to the choice of representation. Semantically, however, the results of the analysis over differing representations may not be equivalent.  Below, we chose one such representation to fix these ideas.

We will briefly sketch a relationship between schema, data, and usage logs. In Figure 2, we show one possible schematic representation for the data in the Windows address book (WAB). This graph gives a conceptual model of high-level concepts such as people, names, and job title.  This model is independent of a logical or physical schema and is meant, as discussed in the introduction, to be closer to a mental representation of contact information that a human would have.
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Figure 2
As users interact with the data from their WAB, calendar, e-mail, and other applications and data sources, a subset of information with which they interact can be naturally logged and annotated in semantic graph form.  The WAB, guided by the schema, might enter a log graph indicating, for example, that the user looked up and received certain contact information for Alice Smith as shown in Figure 3 below.
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Figure 3

There are many ways to represent actual data values, such as “24/1314” as a room number.  One possibility is to attach a “has value” link to the node with type “Room” that ends in a node with instance value “24/1314.”  Another possibility, shown in the example above, is to combine the type and the value. There is some debate between XML uses in RDF and XML link about the better choice. Both representations, however, are directed labeled graphs and, as mentioned earlier, are valid inputs to the algorithms discussed in section 3.  

From this point on, we will represent semantic data as directed labeled graphs, i.e. “semantic graphs”.  We assume that applications are logging semantic graphs and that there is some mechanism for retrieving these graphs from the interaction history.  We will not concern ourselves here with the choice of markup standard the application uses to record semantic annotations.

3 Analysis over semantic graphs

A number of information retrieval algorithms make use of the fact that data are represented as vectors in Rn. For example, many analytical techniques operate over weighted word vectors extracted from documents. 

When the underlying data are no longer represented as vectors, but instead convey complex relations such as in the case for semantic graphs, there is a need to find a more appropriate underlying space upon which to perform the analysis. This space should offer natural relationships to the topology built into the data and provide an ambient space on which to perform statistical analysis. It is ideal if this space can provide a suitable framework for examining measures of distances among graphs.

This section presents what we believe to be a “native” framework for analyzing semantic data—namely the pattern lattice.  In a sense, the pattern lattice is for semantic graphs what Euclidean space is for vectors. 

A detailed description of the algorithms is not appropriate for this paper, but are developed in [WSA].

3.1 Pattern lattice.

An embedding of one labeled graph into another is a 1-1 map that agrees on node labels and directed, labeled edges and respects the graph topology.  Embeddings provide a partial order ( over graphs. For graphs P, Q we say P ( Q if there exists an embedding f: P ( Q.  In such a case, we say that P is a subgraph of Q and Q is a supergraph of P. P = Q if P ( Q and Q ( P.  That is, the graphs are isomorphic.

An upper bound of P and Q is a supergraph of both P and Q.  A lower bound of P and Q is a subgraph of both P and Q.  

A lattice is a partially ordered set (S, () such that for every P, Q(S the set {P,Q} has both a greatest lower bound (g.l.b.) and least upper bound (l.u.b.). Since uniqueness of g.l.b.’s and l.u.b.’s are not demanded by this definition, we often conceptualize the order relationships of a lattice as a DAG.

We say that a graph is closed if the source and the destination of any link are contained in the graph. In practice our semantic graphs are closed. 

Let D represent a set of semantic graphs. The pattern lattice then is a theoretical construct that is generated over the set S ={all closed, connected subgraphs of D expressible over the set of allowable nodes and links, the “null” graph (, and the “everything” graph (} with the partial ordering given by embedding.  By definition, the “null” graph can be embedded in every pattern to assure the existence of lower bounds and the “everything” graph contains every finite graph as subgraphs to assure upper bounds.  

Since lattice nodes are used to represent common  “patterns” among semantic graphs, we will use “pattern” to refer to the graph associated in a lattice node. This motivates the term “pattern lattice.”  

In Figure 4, a portion of a lattice is shown from a data set of two graphs.  The arrows indicate embeddings from one level to the next (“levels” in the lattice may be defined by the number of links in each pattern).
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It is clear that the size of such a lattice is combinatorial in the size of the data set.  In practice, it is often acceptable (and necessary) to “trim” the lattice.  For example, the user may be interested in clustering all semantic graphs with respect to “A”.  In such a case the lattice given in Figure 5 contains highly relevant information, such as the fact that all data graphs contain the subgraph “A is related to B”, while maintaining a scale that is tractable for analysis. In real life, this example could have as interpretation “All references to Alice ‘A’ in your interaction history ‘D’ are in the context of e-mail messages ‘B’”.
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Figure 5
There are two natural sets that may be described over the lattice emanating from a node P.  They are the subpattern and superpattern cones:

CSub(P) = {Q | Q ( P}

CSuper (P) = {Q | P ( Q}

The subpattern and superpattern cones are used to cover and partition regions of the pattern lattice. 

In the case of subpattern cones, the root node may be interpreted as a pattern that generalizes all other graphs within the cone.  This construction is natural in applications such as clustering.

For superpattern cones, the root node represents a specific pattern of which all other graphs contained in the cone are a subpattern.  This construction is useful for operations such as find similar where it is important to examine generalizations of a specific semantic graph.

3.2 Clustering.

Deterministic clustering techniques for vectors in Euclidean space partition space into regions in a way that minimizes some notion of fit for the data.  An example is the k-means method that searches for k centroids among the data that minimize the sums of squares of distances of the data points to their nearest centroids. 

In this spirit, we present a clustering process for graphs that works by trying to cover data points on the pattern lattice by a small number of superpattern cones.  The vertices of the cones are representatives of all the data points contained within their cones. Unlike the case of centroids in Euclidean space, these vertices also represent semantic graphs whose meaning may be converted to natural language
. Additionally, the partial ordering given by the lattice and the structures of the cones allow for a natural hierarchical clustering structure.

An agglomerative approach to clustering may also be made in this framework if one defines or learns a similarity metric for semantic graphs. Then, pairs of most similar nodes on the lattice are iteratively replaced by their greatest lower bound until only k nodes remain.

The basic idea for the supercone clustering scheme is schematically shown in Figure 6.  For simplicity of exposition, we assume that the procedure begins with a single “seed pattern” P and a request for a fixed number k of categories
.  For example, one could start with the simple graph P = “Alice” and k = 5. The superpattern cone CSuper(P) out of the node P is then computed to a given level. In Figure 5, the seed pattern is represented as a white circle at the vertex of the cone.  Gray lattice points represent full graphs in D.

The clustering problem then becomes one of finding k superpatterns Mi of P and k superpattern cones CSuper(Mi) ( CSuper(P) that cover all (or, depending on the application, most) of the superpattern lattice nodes within CSuper(P) occurring in D. These cones need not be disjoint, though that certainly can be made a constraint. In Figure 6, five cones are shown as gray triangles covering the data points. 
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Figure 6
By construction, the vertex nodes Mi are lower bounds for the patterns contained in their cones. In fact, they are more specific lower bounds than P. (Lower bounds are more general than the set in which they are contained in that they have fewer “constraints”.)  Each vertex can be used as a semantic label, or representative, for all patterns contained in its cone. In Figure 5 black circles denote the vertex nodes. 

So, for example, with k = 6 one hypothetical classification of “Alice” over usage data may return with representative graphs whose semantic interpretations are {“e-mail messages involving Alice”, “contact information for Alice”, “documents by Alice”, “documents with reviewer Alice”, “appointments with Alice”}.

Determining a good objective function is key to clustering problems.  The objective functions need to penalize for both over generalization and over specification.  Any supercone emanating from the seed node P covers (generalizes) all data points above it; hence this configuration should typically be avoided.  A useful measurement of fit is comparing ratios of volume of data covered to volume of lattice per cone.  Another measurement is a comparison of the distance of a covering cone’s vertices to the seed against an “average” distance to its covered data.  Non-deterministic clustering methods, such as modeling mixtures of probability densities, may be considered over the lattice.

If there is interest in sub-classifying data under a particular cone, this process may be iterated with the new seed pattern being the vertex of its cone.  One could, for example, drill down under “e-mail messages involving Alice” to discover sub-classifications of {“e-mail from Alice”, “e-mail to Alice”, and “e-mail involving Alice on July 1, 1999”. 

3.3 Find similar.

We now address analytical techniques for situations in which either no data exists containing a seed pattern or is desired to find data that is similar to a given graph but not through strict containment in supercones. In this case it is useful to consider subgraphs of the seed pattern in order to remove constraints. A given seed graph is reduced until constituent subgraphs are found occurring as patterns within the data set D. For the process of generalizing a pattern, we make use of the subpattern cone. 

There are many possible notions of similarity. One simple measurement is given by lattice distance. This distance reflects a notion of topological similarity. For example, in Figure 7, the first two graphs below on the left are closer than the first and the last. We note that the “topologically uninformed” approach of making an entity and relation histogram comparison of graphs would indicate that the first and last graphs are identical.
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Figure 7
Statistics from the data can be used to alter the distance metric or weight the importance of certain nodes differentially to others. Nodes that represent common subpatterns could be considered more relevant for representation back to an application. Conversely, obscure patterns can be thought of as more “interesting” and be selected in a first wave of nearest subpatterns. User feedback, when possible, may be the best metric as to what constitutes semantic similarity.   

The diagram in Figure 8 is a schematic of the subpattern lattice constructed from a root node (the top white circle in Figure 8). The cone is continued until it reaches nodes that represent patterns that either are subpatterns of data or are entire data graphs on their own (the black circles in Figure 8). The nodes are ranked by a similarity metric such as the ones alluded to above and a set of “similar” nodes is selected.
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Figure 8
The processes of clustering and similarity work well in combination.  After finding a similar pattern, especially one that represents a common subpattern, it is reasonable to turn around and cluster the data containing embeddings of this subpattern. Alternatively, a find similar application may be applied to a classification node determined by the clustering process.

4 Discussion
We have presented above a theoretical framework over which semantically annotated interaction histories may be analyzed.  The techniques discussed maintain entity relationships throughout their computations and give rise to results that make sense within the context of the user’s data. Nodes representing vertices of super or sub cones represent natural specification and abstraction of data and, since they represent fragments of entity relationship graphs, can be made human interpretable.

There are two important directions for future work.  First, the work presented above is focused explicitly on analyzing, preserving, and extracting information from structured data.  These techniques will be most valuable in a broader context when combined effectively with information retrieval tools for unstructured data. In particular, when techniques for inferring “factoids” within a document are used, it becomes even more valuable to preserve and make use of this additional source of structured information.

A small step in the direction of combining the tools presented above with those for unstructured data is for document markup data to contain the entity relationship “hasContent <Content>” where Content contains the content of the body.  Independent analysis of the markup data and unstructured content could occur.  Though this approach is not deep, it would allow for some degree of synthesis of structure and unstructured analysis. 

Secondly, the lattice, superpattern and subpattern cones are combinatorial objects.  If one were to try to naively construct these objects, computational and memory constraints would quickly make analysis impossible.  In practice, there are a number of techniques to make analysis on the pattern lattice tractable.  The expansion process may be made lazy, expanding clusters only on demand.  Only nodes of the lattice that actually appear in the data may be created. By analogy, clearly one does not instantiate all of Euclidean space to take the dot product of two vectors.  Finally, a caching strategy for already computed portions of the lattice may be employed.

Importantly, the clustering techniques discussed above allow overlapping categorization, where an element can be a member of more than one set (exclusive membership may be added as a constraint to the clustering process).  This is interesting when used in settings in which humans do not prefer strict classification memberships; most Internet and user classifications do not have strict membership, e.g. Yahoo, Microsoft Outlook categories, and hierarchical file system name aliases.
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� This process is outside the scope of this paper.


� There are many techniques for automatically determining an “optimal” value of k.
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