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ABSTRACT 
We present a computer vision technique to detect when the 
user brings their thumb and forefinger together (a pinch 
gesture) for close-range and relatively controlled viewing 
circumstances.  The technique avoids complex and fragile 
hand tracking algorithms by detecting the hole formed when 
the thumb and forefinger are touching; this hole is found by 
simple analysis of the connected components of the back-
ground segmented against the hand. Our Thumb and Fore-
Finger Interface (TAFFI) demonstrates the technique for 
cursor control as well as map navigation using one and two-
handed interactions. 
ACM Classification: H5.2 [Information interfaces and 
presentation]: User Interfaces.  Input devices and strategies; 
B 4.2 Input devices 
Keywords: gesture, computer vision, bimanual interaction, 
navigation, hand tracking 

INTRODUCTION 
Computer vision is an attractive technique for implementing 
gesture input systems where the goal is the capture of fluid, 
unencumbered motion of the user’s hands or body.  Most 
research prototypes demonstrating this approach use a stan-
dard detection and tracking paradigm, wherein sophisti-
cated pattern recognition techniques recover the position 
and shape of the hands, for example.  Robustness and rea-
sonable computational complexity are often difficult to 
achieve. Another consideration is supporting interaction 
states that allow the user to acquire and release the input, as 
well as select objects [4].  For example, a tracking tech-
nique capable of distinctions in hand shape might be used 
to enable gesture-based interaction only when the hand is in 
a particular configuration (e.g., extended index finger [11]). 
We contribute a technique to detect when the user brings 
their thumb and forefinger together (to form a pinch ges-
ture) from close-range video of the hands, without relying 
on complex hand tracking methods. The pinch detection 

technique provides a natural and fluid way to enable and 
disable gesture interaction, as well as indicate hand position 
and coarse shape.  We present the basic mechanism and 
prototype, as well as the strengths and limitations of our 
approach. 

PINCH GESTURES 
The use of hand pose in gesture-based interfaces has a long 
history, particularly in glove input and vision-based systems 
[2, 7]. The pinch gesture has a number of attractive features 
for gesture-based input.  It is evocative of grabbing or pick-
ing up an object, and so offers a natural signal to select or 
move an object in an interactive system.  In the case of 
moving (dragging) while pinching, the motion evokes drag-
ging an object, or tugging or stretching a piece of fabric.  
The pinching grasp is precise and stable [1]. The hand is 
able to bring the thumb and forefinger together and apart 
quickly, and from the user’s point of view there is little am-
biguity whether the thumb and forefinger are touching. This 
distinction impacts detection processes: other poses (such 
as the extended index finger) are inherently ambiguous by 
comparison. Pinch gestures are relatively easy to detect if 
the sensing technology provides detailed information on the 
configuration of the hand, or when contacts are embedded 
in the fingertips of a glove (as in the Fakespace Pinch 
Glove [3]). Computer vision-based approaches to the detec-
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Figure 1: TAFFI prototype includes a USB camera 
mounted on the top of the display, looking at the 
user’s hand above the keyboard.  Here TAFFI is 
used to navigate Virtual Earth aerial imagery. 



 

 

tion of pinching are often based on precise hand shape 
analysis or fingertip tracking [10]. 

PINCH DETECTION 
Figure 2 (top left) shows a typical image from a camera 
placed well above the keyboard, showing the user’s hand as 
the thumb and forefinger are brought together.  The tech-
nique is driven by the observation that from an overhead 
view, a large “hole” is created in the middle of the hand 
shape when the thumb and forefinger are brought together.  
The appearance of this hole can be detected by image seg-
mentation and connected components analysis, both stan-
dard techniques in computer vision.  In the following we 
detail the application of these algorithms. 
In graph theory, there exists a path between any two verti-
ces of a connected component.  In image processing, such 
components refer to connected groups of identically labeled 
pixels in a binary image; often each component corresponds 
to a distinct object which is subsequently analyzed. In the 
case of Figure 2 (top right), the hand above the keyboard is 
a single connected component.  With the thumb and fore-
finger together, however, the background texture consists of 
two components: the hole formed by the hand is a con-
nected component distinct from the large background com-
ponent. 
To find any holes formed by the hand, a binary image is 
first produced in which each pixel corresponding to the 
background is ‘on’.  There are a variety of techniques to 
produce such an image segmentation; the current prototype 
compares each pixel value to that of a stored background 
image.  If the pixel is significantly brighter than the corre-
sponding background pixel it is deemed part of the hand 
and is labeled ‘off”, otherwise it is labeled ‘on’.  This 
scheme allows for parts of the background to become arbi-
trarily darker (due to shadows cast by the hand) without 
affecting the segmentation. 
While flood fill techniques are still sometimes used to com-
pute connected components from a binary image, there is an 
efficient algorithm that requires only a single pass of the 
image [6]. With this algorithm it is also possible to compute 
statistics for each connected component, such as pixel count 
and spatial moments (mean and covariance of all pixel posi-
tions that belong to the component).  A second pass is re-
quired to generate a new image which labels each pixel of 
the input image with the component that contains it. 
The largest background component usually corresponds to 
the background surrounding the hand, while any remaining 
background components of significant size usually corre-
spond to holes formed by the hand.  In practice, it is better 
to define hole components as those background components 
of significant size that have no pixels on the border, rather 
than relying on size alone—this strategy avoids false hole 
candidates formed when the hand cuts across the corners of 
the input image, for example, and accepts only holes that lie 
entirely within the image.  This border check is performed 
easily by referring to the labeled image produced in the 
second pass of the connected components algorithm. 

The pinch detection algorithm may be summarized as: 
1. Obtain a binary segmentation of the hand and back-

ground. 
2. Compute connected components of the background 

pixels from the binary image. Label each border pixel 
with the component that contains it. 

3. Take components of significant size (in number of pix-
els) that do not have pixels on the border of the image.  
Each of these is a ‘hole’ indicating a pinching hand. 

While this algorithm applies known computer vision tech-
niques, it contributes a direct and robust means to realize 
pinching gestures in vision-based user interfaces. 

TAFFI PROTOTYPE 
While many advanced sensing-based gesture interfaces are 
designed for interaction away from the desktop, it is valu-
able to consider the application of these techniques to inter-
action just above a keyboard.  The space above the key-
board is a natural site for gesture input, as it enables nearly 
effortless switching between keying and gesture interaction, 
and allows for precise sensing of one or both hands. 
In previous work we explored the use of a camera above the 
keyboard to sense hand motion [13].  Users touched a ca-
pacitive touch sensor in the mouse button to enable gesture 
interaction.  This mechanism does not allow the simultane-
ous use of two hands, and some users had difficulty pre-
cisely coordinating the motion of one hand and enabling 
and disabling the interaction with the other hand. 
Our Thumb and Fore-Finger Interface (TAFFI) prototype 
adopts a similar configuration and demonstrates the pinch 
detection technique as a basis for gesture input.  The pinch 
technique offers a simple and natural way to enable and 

Figure 2: Upper left: Typical image of hand with 
thumb and forefinger together, acquired from cam-
era above the keyboard. Upper right: Image seg-
mentation indicates background pixels. The hole 
formed by the thumb and forefinger is detected as a 
distinct connected component (shown here darker in 
color). Bottom left: Ellipsoidal model of hole compo-
nent for the closed hand, shown in red.  Bottom 
right: two hands are detected. 



 

 

disable gesture interaction.  TAFFI also demonstrates a 
number of interactions beyond cursor control. 
TAFFI uses a Logitech laptop USB web camera mounted 
on the display, which views the hands above the keyboard 
(see Figure 1).  Full resolution (640x480) grayscale images 
are acquired at a rate of 30Hz. The background image re-
quired for the segmentation process described above is col-
lected and stored when the TAFFI process is started (it is 
assumed that no hands are in view). 

Cursor Control 
The pinch detection algorithm and position (centroid) of the 
detected hole formed by the thumb and forefinger can be 
used for simple cursor control.  In this mode, cursor move-
ment is enabled only when pinching is detected.  Analogous 
to the mouse, relative motion is computed from the current 
and past position of the detected hole.  The pinch-to-move 
mechanism allows a very natural clutching behavior, much 
like the mouse. TAFFI uses a Kalman filter to smooth the 
motion of the cursor. 
Many interfaces require a mechanism for object selection, 
and a full mouse emulation must include a way to emulate 
mouse clicks. Because TAFFI uses the pinch gesture to 
enter the tracking state, there is no obvious preferred way to 
emulate clicking.  One approach is to map the rapid closing 
and opening of the thumb and forefinger to matched mouse-
down and mouse-up events. This strategy has a natural, 
intuitive feel. Double-clicking is supported, but dragging 
with the mouse down is not supported. 
TAFFI supports transitioning from tracking to dragging 
with a quick opening and closing of the thumb and forefin-
ger (analogous to a “tap-and-a-half” gesture to drag using 
touchpads [9]).  The dragging motion is evocative of ‘read-
justing’ the grip on an object. This is implemented by gen-
erating a mouse-down event for the beginning of a new 
pinch immediately following a pinch; the corresponding 
mouse-up event is generated when the thumb and forefinger 
are separated. 

Translation, Rotation and Scaling 
Mouse emulation is an important feature in desktop set-
tings, but it is perhaps more valuable to consider going be-
yond traditional mouse-based interactions. 
Recall that the connected components algorithm can com-
pute spatial mean and covariance of the pixels belonging to 
each component.  This mean and covariance can be related 
to an oriented ellipsoidal model of the component’s shape 
by computing the eigenvectors of the covariance matrix.  
The square root of the magnitude of the eigenvalues gives 
its spatial extent (major and minor axes size), while the 
orientation of the ellipse is determined as the arctangent of 
one of the eigenvectors, up to a 180 degree ambiguity. This 
ambiguity is not a problem for determining frame to frame 
changes in orientation. 
Simultaneous changes in position, orientation and scale 
may be computed from the ellipsoidal model of the hole 
formed by the thumb and forefinger.  Due to the way the 

thumb and forefinger of a relaxed hand typically come to-
gether, the ellipsoid is unlikely to be circular (thus having 
no stable orientation).  Changes in scale can be used to de-
tect movement of the hand towards and away from the cam-
era, assuming the user holds their thumb and forefinger 
such that size and shape of the hole are approximately 
fixed, and changes in orientation are limited to the plane of 
the keyboard. 
TAFFI uses this ellipsoidal model for one-handed naviga-
tion of aerial and satellite imagery provided by the Win-
dows Live Virtual Earth web service.  Panning of the view 
is accomplished by pinching and moving the hand across 
the keyboard, rotation by rotating the hand in the plane of 
the keyboard, and zooming by moving the hand up and 
down above the keyboard.  The natural pinch-to-clutch 
mechanism is analogous to physically grabbing the map, 
and the simultaneous panning, rotation and zooming of the 
view gives this interaction a fluid, direct manipulation feel 

Bimanual Interactions 
The pinch detection technique detailed above supports the 
use of both hands simultaneously.  Figure 2 (bottom right) 
illustrates the detection of two hands.  In this case, a distinct 
hole is formed by each hand.  A simple frame-to-frame cor-
respondence strategy allows each hole to be continuously 
tracked as either the first or second hand. 
Simultaneous tracking of multiple points of input enables a 
variety of bimanual interactions [5, 8]. TAFFI demonstrates 
bimanual input in navigating Virtual Earth imagery: the 
changing positions of the two tracked hands specify simul-
taneous changes in rotation, translation and scaling that are 
applied to the map view. Because the estimates are derived 
from the position of the hands, the two-handed technique 
tends to provide more stable estimates of motion than the 
one-handed approach. TAFFI uses the mathematical formu-
lation presented in [12] to calculate the transforms from the 
movement of multiple points. 
Moving both hands in the same direction pans the map 
view.  Zooming the map view is then accomplished by pull-
ing the two pinched hands apart, an effect analogous to 
stretching an elastic sheet of material.  Zooming out is ac-
complished by moving the hands together.  Moving one 
hand faster than the other rotates the view about an axis 
determined by their motion; during rotation each hand is 
‘pinned’ to the same place on the map. As in the one-
handed interface, clutching is useful in panning, rotating 
and zooming the view. 

DISCUSSION 
The pinch detection technique derives much of its value 
from its simplicity and robustness compared to other com-
puter vision-based sensing strategies. However, the ap-
proach has a number of limitations. 
Because it is based on connected components analysis 
which takes a segmented (binary) image as input, the detec-
tion of the hole formed by the thumb and forefinger de-
pends on the quality of the segmentation.  In general, seg-



 

 

mentation is very difficult, particularly in uncontrolled 
viewing circumstances. Mobile scenarios are particularly 
difficult due to rapidly changing background. Our TAFFI 
prototype eases segmentation by using a black keyboard, 
currently the style in keyboard fashion, but we note that 
there are many more advanced image segmentation tech-
niques available. Further TAFFI prototypes could use ac-
tive illumination such as infrared light (LEDs) to mitigate 
the effect of changing ambient illumination [12]. 
Secondly, the technique depends on the formation of a hole 
between the thumb and forefinger, through which the back-
ground (the keyboard) is visible.  This constrains how the 
hand is held—no hole is formed if the user curls the other 
fingers underneath the thumb and forefinger.  Similarly, the 
hand must be held at an orientation such that the hole is 
visible to the camera.  Furthermore, the hand must be seen 
by the camera.  The extremities of the keyboard itself may 
be used to indicate to the user the limits of the sensed area, 
but only at the height of the keyboard: the sensed volume is 
a frustum, and the sensed area thus depends on height. We 
have seen users go beyond the sense region when panning 
or zooming.  It may be valuable to consider ways to design 
the interaction such that the user naturally stays within 
viewing limits, such as by providing visual or audio feed-
back when a pinched hand leaves the viewing frustum. 
Thirdly, when used as a hand-tracker, the pinch detector 
may be limited by the fact that the tracked position corre-
sponds to the center of the hole component, not the position 
of the point where the thumb and forefinger touch.  In sys-
tems such as TAFFI where only relative motion is used, this 
distinction is unimportant. However, in direct manipulation 
frameworks, such as when the input and display are co-
located, this offset may need to be addressed by further 
processing.  It may suffice to take the position of one end of 
the oriented ellipsoidal model of the hole. 
Finally, the technique does not support both tracking and 
dragging without an extra transition [4]. Much like touch-
pads, an additional interaction, such as our pinch-release-
pinch transition, is necessary to support both tracking and 
dragging transactions with the technique.  Although this is a 
reasonable compromise, additional usability testing is 
needed to evaluate the technique.  Many applications do not 
require all three states, including perhaps many that com-
plement the mouse and keyboard in interesting ways. 

CONCLUSION 
We have contributed an image processing technique to de-
tect when the user’s thumb and forefinger are touching in 
close-range video images. This allows user interface practi-
tioners to realize robust interactions founded upon pinching 
gestures. TAFFI can simultaneously recover the position, 
change in orientation, and change in height of the hand 
above the keyboard. Unlike many other bare-hand input 
techniques, pinching offers unambiguous state transitions 
that can be used to support useful interactions beyond just 
tracking cursor movements. Our Virtual Earth navigation 
prototype demonstrates the application of pinching gestures 

to enable a rich set of one and two-handed gesture interac-
tions. We would like to further explore pinch detection in 
scenarios where the input and display are co-located on 
surfaces in the real world [12], and other contexts in which 
it is difficult to embed touch sensing hardware. 
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