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ABSTRACT 

We examine the possibility of distributed sensemaking: 

improving a user’s sensemaking by leveraging previous 

users’ work without those users directly collaborating or 

even knowing one another. We asked users to engage in 

sensemaking by organizing and annotating web search 

results into “knowledge maps,” either with or without 

previous users’ maps to work from. We also recorded gaze 

patterns as users examined others’ knowledge maps.  Our 

findings show the conditions under which distributed 

sensemaking can improve sensemaking quality; that a 

user’s sensemaking process is readily apparent to a 

subsequent user via a knowledge map; and that the 

organization of content was more useful to subsequent users 

than the content itself, especially when those users had 

differing goals.  We discuss the role distributed 

sensemaking can play in schema induction by helping users 

make a mental model of an information space and make 

recommendations for new tool and system development. 
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INTRODUCTION 

A large majority of people engage in information seeking 

behaviors online: 81% of online adults research products; 

68% make travel reservations; 89% use search engines; 

75% get health information; 71% buy something online
1
. 

Beyond simply seeking information, people engage in 

sensemaking: constructing a mental representation of 

interrelated pieces of information relevant to accomplishing 

a goal, such as planning a vacation, planting a garden, or 

understanding a current news event [26, 30]. 

                                                           

1
 http://www.pewinternet.org/Infographics/Generational-

differences-in-online-activities.aspx 

In most cases, after each sensemaking episode in which an 

individual develops a useful mental representation of an 

information space for herself, her work is essentially lost, 

benefiting no one else
2
. Furthermore, if asked today, she 

may have forgotten much of what she spent so much time 

learning in the first place. With users spending at least a 

third of their time online finding and gathering information 

[15], usefully capturing such efforts represents a significant 

opportunity. In this paper we explore this possibility by 

examining the viability of distributed sensemaking in the 

context of web search. We use the term distributed 

sensemaking here to refer to an iterative process in which 

users save and organize their own sensemaking efforts, 

which are then available to subsequent users with whom 

they are neither collaborating nor communicating, and may 

not even know.  

At its best, distributed sensemaking could help convey the 

information, evidence, judgments, relations and 

perspectives that individuals process during sensemaking, 

increasing the depth and/or speed for each subsequent 

information seeker. On the other hand, the costs of 

integrating information from others may be prohibitive, or 

may lead to biases or gaps otherwise avoided, especially if 

the goals or expertise of the initial and subsequent users 

differ. The focus of this paper is on addressing the 

questions of whether, and in what ways, this type of 

sensemaking actually helps users. 

Potential Advantages 

Potential benefits of distributed sensemaking include: 1) 

saving the user time and/or effort during sensemaking, 2) 

higher quality sensemaking within a given amount of time, 

and 3) compensating for a user’s lack of knowledge on a 

given sensemaking topic. 

These benefits could be accomplished in two ways. First, 

having access to the output of other users’ sensemaking 

efforts could lead to more content and/or more relevant 

content. Second, the user could leverage the way another 

                                                           

2
 Reviews do incorporate some of this, but only for the things 

people actually buy, and also is highly biased towards those with 

either very positive or negative experiences [12]. 
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user has organized content for a particular topic. That is, 

even if the content itself is not ideally tailored to the user, 

perhaps the content categories or the notes the previous user 

included could help the user to abstract a “schema” or 

mental model of the information space she is trying to make 

sense of. Studies from cognitive psychology suggest that 

people form such models through the induction of relational 

schemas which explicate the relationships between items [8, 

13]. These theories suggest an important distinction 

between the structure of the content and the content itself, 

with structure being especially important for learning and 

generalization. For example, novice problem solvers are 

likely to focus on surface similarities between problems, 

while experts focus on deep structural similarities [4].  

Thus helping users gain expertise in an area may require not 

only providing them with appropriate content, but also 

supporting their development of an organizational schema 

or mental model. This schema could facilitate the user’s 

search for content that is relevant by helping prioritize and 

focus information gathering. In the context of distributed 

sensemaking, users would leverage schemas created, 

iterated, and passed on by previous users, generating a 

“virtuous cycle” of increasing ease and quality of 

sensemaking.  

Potential Disadvantages 

Distributed sensemaking might fail to facilitate, or even 

hinder, sensemaking. First, for a given sensemaking topic 

two users are likely to have different preferences, different 

levels of expertise, unique needs, and so on. This could 

render the content and its organization irrelevant or 

confusing to subsequent users. Starting from the output of 

someone else’s sensemaking would make the task more 

effortful and more time-consuming for the user, because 

she would first have to make sense of the previous person’s 

efforts before engaging in her own sensemaking. This raises 

a number of questions regarding the cost of distributed 

sensemaking. How quickly and accurately can a user parse 

the output of someone else’s sensemaking? How does the 

overhead of figuring out that user’s sensemaking process 

balance again the benefit of leveraging their effort? As 

subsequent users continue to iterate a sensemaking task, 

how is this cost-benefit ratio changed?  

RELATED WORK 

Understanding and improving sensemaking has become a 

prominent topic of HCI research. Computational models 

have been developed that characterize how people seek out 

and determine the relevance of information they find on the 

web (i.e., SNIF-ACT & ACT-IF; see [23] for a review). As 

described below, several prototype systems have also been 

developed to assist individual users with sensemaking by 

providing an organizational space for them to save and 

annotate information and by incorporating machine learning 

algorithms to help with information classification. 

Tools for Sensemaking 

An early example of such a tool was SenseMaker [2], 

which emphasized the need for interfaces that could support 

the organization and exploration of diverse sources of 

information at different “levels of granularity.” More 

recently, SSIGS [25] allowed a user to create a visual 

representation of online information in the form of a 

“knowledge tree” in a web browser side-bar. ScratchPad 

[11] allowed users to take and arrange “snapshots” of web 

content akin to visual bookmarks. Entity Workspace [3] 

was created to support sensemaking in the medical 

profession by integrating search engine capabilities with 

document reading and note taking.  

Collaborative Search & Sensemaking 

Research and tool development in collaborative 

sensemaking aims to support groups of two or more people 

explicitly working together on web-based sensemaking 

tasks. Tools such as SearchTogether help users better 

accomplish goals such as shopping and travel planning 

[18]. Social interactions and collaboration can also shape an 

individual’s internet search behaviors even when the users 

are not engaging in synchronous, joint web searching [6].   

This collaborative or social component of search and 

sensemaking is likely to become even more relevant in the 

future with the explosion in popularity of online social 

networking, and the availability of the web on a growing 

number of hand-held devices. Accordingly, several efforts 

have been made to develop tools and systems to support 

collaborative search and sensemaking, both when people 

are working together in time and space [1, 19, 21], and 

when they are collaborating remotely [14].   

Distributed and Iterated Information Organization 

The previous work on collaborative search and 

sensemaking typically has supported groups of users 

explicitly collaborating towards a common goal, at least at 

some level [6, 14, 22]. The group of internet users at large 

is a vastly bigger set of people to draw on for sensemaking 

assistance. Can individuals benefit from the sensemaking of 

previous users, even those they don’t know? Or, 

conversely, would exposure to someone else’s efforts 

induce more cost than benefit? Systems like Wikipedia and 

delicious provide proofs of concept that distributed effort 

can generate high quality content [9] and useful information 

organizations [10]. These systems often involve 

coordination among contributors, as in Wikipedia, or are 

less task-focused, in the case of social bookmarking. 

Research on Mechanical Turk [17] shows that iterated 

effort by a group of people unknown to one another can 

solve fairly difficult tasks such as decoding text in a blurred 

image. Together, the systems and research around 

Wikipedia, social bookmarking, and crowd sourcing 

suggest that users engaged in sensemaking tasks on the web 

may benefit from the sensemaking efforts of other users 

previously engaged in a similar sensemaking task.    



 

 

RESEARCH STUDY 

To study the iterative process of distributed sensemaking, 

we needed a common artifact that participants could jointly 

author. For this we turned to digital knowledge maps. 

Digital knowledge maps are one way to create an “external 

representation” of sensemaking, and having such a 

representation has been recommended by several other 

researchers [14, 28, 29]. We will use the term “knowledge 

map” to refer to a visual representation of the output of a 

sensemaking task. That is, knowledge maps consist of 

information items and a representation of how those items 

are related.  

We observed the process and outcome of sensemaking 

when users created knowledge maps with and without 

previous users’ knowledge maps to build from. We also 

asked users to complete detailed surveys about their 

experience, and analyzed looking patterns as users 

examined knowledge maps created by other users. Together 

these measures bear on the “value proposition” of 

distributed sensemaking: that the process and outcome of 

sensemaking for any given user is improved by leveraging 

the efforts of previous users.  

Knowledge Map Pilot 

We first conducted a pilot study to test the viability and 

usefulness of this approach using a low-fidelity prototype. 

A low-fidelity approach helps to ensure that the results 

would not be constrained by existing technological factors, 

such as how specific tools influence the ease of annotation 

or organization of information. It also minimizes training 

and more closely captures participants’ thought processes, 

though it has drawbacks such as making it difficult to 

quantify and compare participants’ work and to scale up to 

a larger sample. As such our goal with this pilot was to 

determine the kind of functionality a tool would need to 

support for a larger study on distributed sensemaking, and 

to ascertain early on the likely viability of such a study.   

In the pilot study, participants were asked to engage in the 

sensemaking task of selecting an appropriate venue for a 

party from a variety of local venues.  To generate the source 

materials, we collected and printed out approximately 200 

pieces of evidence from the web, including reviews, menus, 

maps, photos, and general information, which were pasted 

onto card stock. We then provided participants with a large 

whiteboard placed horizontally on a table, annotation tools 

such as post-it notes and markers, and a folder with all of 

the evidence. Additional participants, who were unknown 

to the initial users, were brought in for each initial map, and 

completed the same task but starting with the end state of 

the first participant’s workspace. During the experiment we 

employed a think-aloud protocol (shown to provide 

information about participants’ working memory contents 

without affecting them; [5, 20]), and also captured images 

of their workspace every few minutes. Results of the pilot 

were promising, as subsequent participants reported finding 

the maps and annotations of the first participants useful. 

One example of the iterative construction process between 

participants is shown in Figure 1. All participants used 

structured spatial layouts, often constructing grids with 

competitors on one axis and features to compare them on 

another axis. Participants also added annotations, using 

sticky notes on specific evidence or writing comments on 

the whiteboard relating to dimensions or competitors. Some 

interesting emergent themes are discussed below: 

Provenance.  We were initially concerned that users would 

either find the organization and annotations of others 

useless and simply start over, or would base their decisions 

on the results of the previous participant without examining 

the evidence for themselves, but neither turned out to be 

true. Although most participants used others’ organizational 

schemas, all also explored provenance data: why someone 

made an annotation, such as adding stickies indicating 

items as particularly helpful or organizing items in certain 

ways. This highlights the importance of enabling users to 

make informed risk/reward decisions about using the work 

of others (for example by enabling users to directly view 

underlying evidence). Showing such provenance 

information has been shown to have significant impact on 

trust in other user-generated content systems [7, 16, 24, 27].   

Collaborative dimension discovery. Participants learned not 

only about the features of venues that others found 

important but also about the dimensions that others found 

useful for evaluating those features. For example, one 

participant created a column for the dimension “type of 

music” which was later found to be useful and adopted by 

future participants who had not initially thought of it. 

Externalization of prior knowledge. We also found 

evidence that capturing participants’ prior knowledge could 

be extremely helpful. For example, one participant who was 

native to the area annotated maps with sticky notes that 

indicated whether or not the venue was on the more 

desirable side of a river in town. This information was 

important because while the farther side of the river was 

much less desirable than the closer side, it appeared 

essentially equivalent in terms of distance on the map. 

Overall, the results of the pilot study were promising in 

suggesting that spatial landscapes of information developed 

by one person could be useful for others and that simple 

tools supporting spatial layouts could be used to further 

investigate distributed sensemaking. We also found 

evidence that people not only found the content of others’ 

maps useful, but potentially more useful were the 

organization and relations between competitors and 

dimensions. This suggests that “knowledge maps” could 

provide an important function in promoting the 

development of rich mental schemas. We further examine 

these issues through a larger study using digital knowledge 

maps. 

User Study 

Building from the results of the pilot study, a more in-depth 

user study was conducted in order to better quantify the 



 

 

effects of distributed sensemaking. The user study consisted 

of two phases. The primary purpose of the first phase was 

to assemble a collection of knowledge maps that would be 

used by people in the second phase. In the second phase, we 

analyzed users’ sensemaking output under different 

conditions of distributed sensemaking and we tracked their 

eye movements while they examined other users’ 

knowledge maps. 

Phase 1:  Knowledge Map Creation & Iteration 

To create knowledge maps in this phase of the study, 

participants were first asked to use a search engine to find 

resources on the web that were related to one of the 

following six sensemaking topics:  

1. Planning a multi-day trip to a local national park. 

2. Exploring options for starting a vegetable garden 

at your home. 

3. Planning a small gala with food and entertainment 

for your work team (approx. 30 people). 

4. Entertaining friends from out-of-town for the 

weekend with tourist activities, etc. 

5. Exploring options for attending a local 

professional sporting event. 

6. Finding resources for do-it-yourself kitchen 

remodeling. 

After finding useful web content, participants used a screen 

capture tool to capture images of relevant search results, 

including image, video and any other type of search result. 

Thus the items making up our sensemaking knowledge 

maps were snips of web search results. Participants pasted 

the screen capture images onto a PowerPoint slide and 

organized them in whatever way most the “made sense” to 

them.   

This method enabled us to build on our pilot by 

incorporating a greater variety of tasks, as well as by using 

a digital environment that supported flexibility for 

organizing and annotating content. Starting with a blank 

PowerPoint slide meant that participants were able to 

organize information in a way that was largely free of 

system constraints. PowerPoint allowed participants to 

spatially position items in any 2-dimenstional layout, size 

items, connect them with lines and arrows, add labels and 

notes, color-code, and so on. Thus this approach provided a 

low-effort way for participants to externalize their mental 

model of how relevant pieces of information were related to 

one another and to the sensemaking goal. As subsequent 

participants iterated on these knowledge maps, they were 

able to modify them with relative ease.  

 

This participant (P2) started with the organization 

and annotations of the previous participant (P1). P1 

had organized the information with the rows 

corresponding to the top four venues, with 

summaries (orange text) such as “good food” or 

“good snacks, good service, decent music”, but with 

idiosyncratic columns. 

 

P2 in the process of reorganizing the information 

landscape according to his own mental model.  The 

landscape resulted in clearly structured columns, 

differentiating benefits for each venue listed on the 

left, and annotations on post-it notes for some of the 

evidence. 

 

After P2 was finished, P3 was brought in to do the 

same task.  This figure shows the final results of 

P3’s landscape, which has changed very little from 

P2’s landscape, suggesting the utility of P2’s 

landscape (and confirmed by post-experiment 

questioning). 

Figure 1.  Pictures from the pilot experiment.  Participants iteratively constructed a “knowledge map” for the 

sensemaking task of selecting a venue for a party. 

 



 

 

Twelve participants from our company (2 female), with an 

average age of 35.58 (SD = 8.16) were each asked to create 

knowledge maps using the method described above. 

Participants were recruited via internal e-mail solicitation, 

and they participated in the study by performing the task at 

their own workstation and then e-mailing us their resulting 

knowledge maps. 

Three participants each created two knowledge maps, with 

the result being a set of six knowledge maps, one for each 

of the six sensemaking topics. Participants were asked to 

keep track of how much time they spent creating each map, 

taking no more than 20 minutes. They also completed a 

survey about the knowledge map they created and their 

experience in the task. These maps were then distributed to 

three subsequent users who were told specifically to start 

with the provided map and add, delete, change, or move as 

much or as little of the content from the previous user as 

they desired.   

This process was then repeated for a second iteration group 

and then a final iteration group, resulting in a knowledge 

map for each topic that had been created with the input of 

four users. The knowledge maps participants created in 

each round of iteration were evaluated and compared to the 

initial maps they were given in order to track what had and 

had not changed during each round.  

One notable limitation is that the search results snips used 

to build knowledge maps were not live, which severely 

impairs the ability of a subsequent user to evaluate and use 

them. To reduce this problem, we told users to only include 

search result snips and not snips of pieces of a web page, so 

that subsequent participants could see both a preview of the 

content of the website visited by the other user, as well as 

the web address in case they wanted to visit the site 

themselves.   

Phase 2: Distributed Sensemaking & Eye-tracking 

The next phase of the study was the primary investigation.  

21 participants (5 female), all members of our company and 

with an average age of 37.19 (SD = 10.06) were recruited 

via internal e-mail.  

Value of Iteration for Sensemaking Participants first created 

knowledge maps for three different topics, one in each of 

three conditions: 1) Starting from a “blank slate” with no 

access to another user’s map (Solo Condition), 2) Building 

from one of the maps created in Phase 1 by a single other 

user (Other Condition), and 3) Building from one of the 

maps that had been iterated in Phase 1 by four other users 

(Iterated Condition). This allowed us to test for benefits of 

previous sensemaking: how did the input of a single user or 

of multiple previous users impact sensemaking in 

comparison to sensemaking “from scratch”?  

The order in which they completed the three tasks was 

counter-balanced across participants. When completing the 

task in the Other and Iterated conditions the participants 

were told simply that the knowledge maps had been 

“created by one other user,” and “had been created with the 

input of several users over time,” respectively. In each case, 

they were told to work from the knowledge map they had 

been given, changing as little or as much as they would like 

in order to create their own knowledge map for the given 

topic.  Participants were given a time limit of 20 minutes to 

complete each task, but most did not choose to use all of the 

allotted time. Participants completed a detailed survey to 

evaluate their experience in each of the three conditions, 

and the knowledge maps they created were evaluated and 

compared to the knowledge maps that they had been given. 

Parsing the Sensemaking of Others Participants were then 

shown two additional knowledge maps, each on a different 

topic. They were not told which sensemaking topic had 

been given to the user who created the map, and they were 

not told that one map had only been created by one user and 

that the other map had been iterated on by several users. 

Participants’ task was to examine the map and try to figure 

out what it was about in order to answer some questions 

about it. They were told to look at the map for as much or 

as little time as necessary. While participants examined 

each map, we recorded their eye movements. To do this we 

used a Tobii X50 eye tracker and the accompanying Tobii 

Studio software. The Tobii system records eye position at 

40ms intervals and defines a fixation as he maintaining of 

eye position for 100ms. For our analyses, total fixation time 

was summed for pre-defined regions of the screen 

containing different types of content. This process allowed 

us to examine how much total time participants needed to 

accurately assess what the knowledge map was about and  

to determine what aspects of the knowledge map 

participants paid the most attention to when trying to 

understand it. Recall that the effort required to make sense 

of another person’s map represents a potential downside of 

distributed sensemaking. Comparing this process across 

maps made by a single other person versus those that were 

iterated provided a more nuanced picture, with the 

possibility that iteration mitigates the risk of the 

organization of any single other user being difficult to 

understand.   

Knowledge maps and sensemaking topics were counter-

balanced across participants. At the end of the study, we 

conducted informal interviews with each participant, and 

they were permitted to give additional open-ended feedback 

about the viability of a distributed sensemaking system and 

their ideas and preferences for specific tools and features.  

RESULTS 

Properties of Created & Iterated Knowledge Maps 

The knowledge maps created by participants in the first 

phase of the study had some interesting consistencies, most 

notably in how they were organized. The most popular way 

of organizing content was to create small groupings of 

content and give a text label to each group (83% of all maps 

created across all four rounds of creation and iteration), as 

shown in Figure 2. Furthermore, the way a map was 



 

 

organized tended to be quite stable over the rounds of 

iteration. For the first round of iteration, four out of the six 

topic maps maintained their original organizational 

structure. The only two maps whose organizational 

structure was changed started out as being a disorganized 

“collage” or a hybrid structure (groups and networks) and 

ended up being transformed into a group and label 

structure. In the second and third rounds of iteration, five 

out of the six maps maintained their group structure. We 

find this result surprising given that participants were free 

to choose any 2-dimensional organizational structure. Also, 

in sensemaking tools developed by previous researchers 

[11, 26], a network or hierarchy was the only type of 

organizational structure available to users, but neither of 

those was spontaneously used by our participants. 

The typical look and content of the knowledge maps were 

as follows. The maps on average, across creation and 

iterations, contained about 13 search result snips (M = 

12.67, SD = 5.00) with a range from six to 25 items. When 

these items were organized into groups, there tended to be 

between four and five on average (M = 4.67, SD = 2.73). 

When iterating on others’ knowledge maps, participants 

added about six new items on average (M = 6.04, SD = 

5.62), with a range of zero to 24 items.  Similarly, 

participants deleted about six items on average (M = 5.88, 

SD = 5.62), with a range of zero to 17.  Participants also 

tended to add and delete organizational groups of items 

with an equivalent rate (add: M = 2.17 groups, SD = 2.22; 

delete: M = 1.88 groups, SD = 2.33).    

Potential Advantages & Disadvantages  

Descriptive statistics for all of the analyses described below 

are in Table 1 (survey data) and Table 2 (eye tracking data).  

Unless stated otherwise, for all comparisons described 

below, ANOVAs with planned comparisons (with 

Bonferroni correction) were used to compare means when 

 

Figure 2.  Example of a “knowledge map” that was created and then iterated on over time by three subsequent users. The topic 

of the map was Exploring options for “do it yourself” kitchen remodeling.  The first user found some relevant resources and made 

an attempt to start organizing them into groups, but the second user was able to greatly improve on the organization.  The third 

user expanded on the organizational groupings, adding a numbered step-by-step process for how to sort through the resources. 

The final user changed little of the organizational structure, and tried to synthesize it. The fourth person also started building 

an arrangement of rows and columns based on labels from the third user in order to provide a resource for many different 

combinations of options reflecting different needs (e.g., “cost effective,” “industrial”). Note: for space reasons, we use this 

example to highlight schema emergence through iteration, with smaller text not meant to be readable. 

 



 

 

there were three conditions of interest for a measure, and 

dependent t-tests were used when there were two 

conditions. Note that the results do not change when data 

are analyzed with non-parametric tests. 

Time and Effort 

Turning to results of the second phase of the study, people 

spent the most time creating a knowledge map in the Solo 

Condition and the least time creating a knowledge map in 

the Iterated Condition.  However, the difference among 

these three conditions was not statistically significant, F(2, 

40) = 2.10, p = .14. A similar pattern was observed for 

users’ ratings of the “cognitive effort” that creating a 

knowledge map required in each condition. On a scale of 1 

(very low effort) to 7 (lots of effort), the average rating for 

the Solo Condition suggests it was neither very easy nor 

very difficult.  Effort in the Other and Iterated conditions 

were rated as being somewhat less effortful, but the ratings 

in these three conditions were not statistically different 

from each other, F(2, 40) = 2.20, p = .12. A direct 

comparison between the Solo and Iterated conditions was 

borderline significant, t(20) = 2.38, p = .054. Thus, while 

the effects are in the direction of distributed sensemaking 

being beneficial, we cannot draw conclusions about time 

and effort savings, with the exception of a trend-level 

reduction in effort when compared to starting from scratch. 

We note that particularly for time spent, the variance was 

high and therefore these effects may only be teased out with 

considerably greater numbers of subjects. 

Quality and Helpfulness 

Though time spent was similar across conditions, what 

users were able to accomplish within that period of time 

appears to be of higher quality and greater use when 

working with the iterated knowledge maps. Using a scale of 

1 (low quality) to 7 (high quality), participants rated the 

quality of the maps they created the highest in the Iterated 

Condition, followed by the Solo Condition, and lastly the 

Other Condition. These quality ratings were significantly 

different from one another, F(2, 40) = 5.68, p = .007, and 

paired contrasts with a Bonferroni correction revealed a 

significant difference between Other and Iterated, p = .005. 

Participants felt their own sensemaking superior when 

starting with content organized and iterated on by multiple 

previous participants.  

Participants also rated the knowledge maps of others in the 

Iterated Condition as being significantly more helpful than 

those in the Other Condition, t(20) = 2.38, p = .027.  

Furthermore, participants were asked to rate how helpful 

they thought the knowledge map would be to another user if 

that user was asked to work from the knowledge map in a 

sensemaking task for the same topic. Again, participants 

thought their map would be most helpful to others when 

they had constructed it in the Iterated Condition, followed 

by the Solo Condition, and lastly the Other Condition. 

Value of Organization 

We asked participants to describe why they rated the 

knowledge maps given to them in the Other and Iterated 

conditions as helpful or not helpful. In the Other condition, 

four of the participants who rated the map helpful (i.e., 

greater than 4 on the rating scale) mentioned the quality of 

the organization as the primary reason for their rating, while 

only one person mentioned the content. For the Iterated 

Condition, nine people who rated the map as helpful cited 

organization of the map versus three due to content. Most 

of the reasons cited when the map was rated un-helpful 

were due to the content the map contained (5 people) rather 

than the organization of the map (1 person). Some quotes 

from this free-form section of the survey that highlight the 

importance of well-organized content over the content itself 

are listed below: 

Map Creation Task (Distributed Sensemaking) 

 
Solo Other Iterated 

M SD M SD M SD 

Time to Create Map (minutes) 15.52 3.49 14.33 3.95 13.67 4.52 

Rating of Cognitive Effort for Creation  4.14 1.42 3.71 1.45 3.24 1.37 

Self-rated Map Quality 4.90 1.26 4.29 1.19 5.48 1.12 

Helpfulness of Other Users’ Maps - - 3.57 1.86 4.86 1.85 

Self-rated Helpfulness to Others 4.90 1.26 4.74 0.86 5.62 0.97 

Map Examination (Eye-tracking) 

 
Other Iterated 

M SD M SD 

Map Clarity 4.19 2.09 6.24 0.89 

Understanding Author Intent 4.67 1.46 5.95 0.67 

Likelihood of Creating a Similar Map Organization 2.95 1.75 5.19 1.17 

Likelihood of Creating a Map with Same Content 4.76 1.00 5.67 1.02 

Table 1.  Descriptive statistics for survey and creation time data for the two tasks in Phase 2 of the study.  For all survey items, 

participants used 1-7 rating scales, with 1 representing the negative valence (e.g., “High effort,” “Very unclear”) and 7 

representing the positive valence (e.g., “Low Effort,” “Very clear”). 



 

 

 Although I deleted 50% of what was on the other 

knowledge map, it gave me some ideas right away 

on where to look and which factors or questions I 

should consider during my search.  

 Helpful only because there were groupings of 

ideas that I used to form my ideas for what would 

be useful.   

 I liked the structure - it was helpful things to see 

the thought process laid out. 

Understanding the Sensemaking of Others 

To further probe the idea that structure was most helpful to 

subsequent users, we turn to results of the eye-tracking 

portion of the study. Recall that we tracked eye movements 

of participants as they read knowledge maps created by 

previous participants (see Figure 3). The purpose of this 

task was to understand how, and how well, participants 

could make sense of other people’s sensemaking activities. 

We focus on the comparison between working with 

knowledge maps generated by a single other person versus 

those iterated by four people.  

Participants looked for a roughly equal amount of time at 

both the Other knowledge map and the Iterated knowledge 

map; the difference was not significantly different, t(20) = 

1.03, p = .32 .  They were also highly accurate in both 

conditions at discerning the topic of the knowledge map, 

though slightly more so in the Iterated condition (Other: 

81% correct, 5% close, 14% incorrect; Iterated: 86% 

correct, 14% close); the difference in performance 

proportions was in the expected direction, but not 

significant, as revealed by a chi-square homogeneity of 

proportions test, X
2
(2, N = 21) = 0.82, p = .66.   

Diving in deeper, we examined looking time across 

different aspects of the knowledge maps. Specifically we 

compared time spent looking at content (the links in the 

search results, and content boxes containing clusters of 

results, such as groups of images) versus organizational 

elements like labels. Looking times for links, labels (M = 

6.52, SD = 6.33), and boxes (M = 6.80, SD = 5.57) are not 

significantly different from one another for Iterated maps, 

F(2, 36) = .44, p = .65.  However, there is a significant 

difference among looking times for links, labels, and boxes 

for the knowledge maps in the Other condition, with links 

looked at considerably longer than organizational elements, 

F(2, 26) = 6.38, p = .006. From this we infer that iteration 

allows a schema to emerge, reducing visual focus on 

content elements (links). 

After viewing each knowledge map, participants completed 

a survey. Participants were asked whether it was clear how 

the items in the map were related to one another (rated from 

1 – not clear, to 7 – very clear), and they rated the Iterated 

maps as being significantly more clear than the Other maps, 

t(20) = 4.22, p < .001.  Participants also said that they could 

more easily understand what the author was thinking in the 

Iterated maps compared to the Other maps, t(20) = 3.29, p = 

.004.   

Participants were also asked to rate how likely they would 

be to create a similar map if they were given the same topic 

(1 – not at all likely to 7 – very likely).  Participants said 

that they would be much more likely to organize content in 

the same way that the Iterated maps were organized relative 

to the Other maps, t(20) = 4.03, p = .001. They also said 

that they would be more likely to include the same content 

as the Iterated map compared to the Other map, t(20) = 

3.10, p = .006, though this difference was a bit smaller than 

that for organization. 

DISCUSSION 

We examined the process of distributed sensemaking in 

which participants iteratively engaged in a sensemaking 

task using the results of others’ work. Overall we found 

statistically significant increases in self-rated quality and 

helpfulness, and a modest reduction in effort, when using 

iterated maps with no corresponding increases in time 

spent. Our eye tracking data, rating data, and other 

qualitative feedback suggest that these gains were due to 

the accumulation of an organizational framework, or 

schema, across users and over the rounds of iteration. While 

the usefulness of the content often changed from person to 

person, the structure of that content remained consistent and 

useful. For example, two people looking to start a garden 

may live in different cities, or one in the country and the 

other in the city, so specific content such as which seeds to 

plant will change, but they both benefit from the content 

dimensions of “design ideas”, “how to”, and so on. That 

this structure did not start to emerge until a map had been 

iterated once (see Figure 2) speaks to the value of building 

on others’ work: this organizational structure is not 

necessarily something a person is going to think of in an 

initial 15 minutes of sensemaking.  

Our survey results also indicated that many users would 

simply prefer to start from scratch rather than with the 

initial content collection of a single other user. A fruitful 

area for future research may be exploring how systems for 

distributed sensemaking can encourage users to get over the 

hump of the initial round of iteration. However, despite this 

“first iteration hump”, it did not appear difficult for users to 

parse the meaning of another person’s knowledge map, 

even when the content and/or organization of this 

knowledge map were less than ideal. Specifically, we found 

in the case of knowledge maps created by just a single user, 

 
Other Iterated 

M SD M SD 

Total 30.26 17.10 27.02 12.56 

Links 15.07 12.27 8.36 6.55 

Labels 5.95 3.18 6.52 6.33 

Boxes 5.95 5.91 6.80 5.57 

Table 2. Descriptive statistics for looking time data (in 

secs) from the Map Examination (eye-tracking) task. 

 



 

 

participants could make an accurate assessment of that 

user’s information goal in a short amount of time.  

Importantly, these findings provide evidence that people do 

not have to collaborate directly in order to help one another 

make sense of information, nor even know each other. If 

one user can pass along the “structure” or “schema” of their 

thought process with respect to a topic—even by simply 

providing some meaningful sub-topics helpful in organizing 

relevant information—it can facilitate the sensemaking 

process of a subsequent user. Our eye tracking results also 

showed that with further iteration on knowledge maps, 

users shift to using a greater balance of structural 

dimensions versus content dimensions. As such they 

provide an interesting relation to the Chi et al. [4] findings 

discussed earlier in which the transition from novice to 

expert was accompanied by a shift in focus from surface to 

structural features. In the case of distributed sensemaking, 

the expertise can be thought of as embodied in the artifact 

itself, which develops deeper and more useful structural 

organization with further iteration.  

The impact and generalizability of our results should be 

considered in light of the limitations inherent in our study 

design. First, the knowledge map creation procedure 

constrained behavior to some extent (e.g., that people had to 

use a single power point slide). Second, our participant 

sample could arguably be considered “experts” in 

sensemaking with digital information, as they were 

employees at a technology company (though again we point 

to the diversity in job descriptions). Finally, and perhaps 

most importantly, we were only able to put knowledge 

maps through a few stages of iteration. The effects of 

distributed sensemaking over tens to hundreds of iterations 

are left to future research.  

In summary, we find both promise and challenge in the 

distributed sensemaking approach. Iteration on distributed 

knowledge maps can lead to greater improvements in 

quality and usefulness in a given amount of time than when 

starting from scratch, even when individuals are working 

for themselves and not for others. These benefits occurred 

with only four rounds of iteration and a simple interface not 

optimized for knowledge maps; exploring new interfaces 

for constructing knowledge maps and greater iterations are 

important future work. Furthermore, benefits due to greater 

structure and organization of the maps transferred across 

individuals even when the content of the maps did not, 

demonstrating the value of the approach across differences 

in contexts, goals, and expertise.  

However, we also found challenges in first iteration 

adoption of knowledge maps, with many users preferring to 

start from scratch than to start with a map that has not been 

iterated on.  Importantly, the system must encourage users 

to iterate beyond the initial creation, as significant 

improvements in quality and helpfulness were seen in the 

fully iterated knowledge maps. Approaches to doing so 

include both machine methods, such as automatic alignment 

of first-round knowledge maps to produce maps that look 

more like iterated maps; as well as human methods, such as 

leveraging paid crowds to bootstrap the system or enforcing 

constraints such as requiring users to integrate some first-

round maps in order to benefit from iterated ones.  

CONCLUSION 

In this paper we examined the idea of distributed 

sensemaking, in which users who are unknown to one 

another iteratively engage in a web search-based 

sensemaking task. This form of sensemaking could harness 

effort that today is lost when users work in isolation. We 

 

Figure 3.  Example eye-tracking results for the topic, Exploring options for starting a vegetable garden at your home. Across all 

topics, in the Other condition (map created by one other user), participants spent more time looking at the search result content 

relative to the organizational labels. Here the labels “Ideas” and “Interesting Thoughts” receive little to no visual attention. In 

the Iterated condition (map created by one user and iterated on by three subsequent users), participants looked for equal 

amounts of time at the different types of content in the knowledge map. Here the labels given to groups of content items receive 

heavy visual attention. 



 

 

showed that iterating knowledge maps over only four users 

allowed a collectively-generated schema to emerge, leading 

to significant improvements in sensemaking quality and 

helpfulness. We also identify a key startup obstacle in the 

distributed sensemaking process; users preferring to use 

maps that have been iterated on multiple times versus 

starting over, but prefer to start from scratch when given a 

map iterated on only once. Overcoming this startup cost 

will be a key factor in realizing the potential of distributed 

sensemaking. 
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