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My research lies at the intersection of theoretical computer science, machine learning and economics.
It aims at understanding the foundations of large scale computer systems where strategic users interact.
I strive for data-driven methodologies that utilize the large availability of data in these systems,
methodologies which I have applied to real world data-sets from online auction marketplaces. My
work combines and develops tools and techniques in a variety of areas such as algorithms, game theory,
machine learning, mechanism design, econometrics, data science, and computational complexity.

The internet has provided an unprecedented platform for an exponentially growing digital economy.
Designing these modern marketplaces requires the development of theoretical and empirical tools
at the intersection of theoretical computer science and economics. It is not sufficient to develop
efficient algorithms that given an input produce quickly some desirable output. The input is owned
by different selfish entities, who will try to manipulate it so that the algorithmic output changes to
their own advantage. Thus we need a theory that addresses the equilibrium properties of algorithms
when the input is strategically chosen. On the other hand, when designing economic mechanisms and
marketplaces we need to address computational concerns, both from the perspective of the market
designer and from the perspective of the market users. The latter desideratum takes two incarnations:
(i). when addressing the equilibrium properties of markets we need efficiently computable notions
of equilibrium, i.e., equilibria that users can arrive at by invoking computationally efficient simple
algorithms; (ii). the algorithmic part of a mechanism that given some input, produces an allocation
of market resources (goods on eBay, advertisement slots, computational resources in the cloud) has to
have a very fast and ideally distributed implementation.

My theoretical work addresses exactly these considerations. In a series of papers [3, 5, 6, 9, 11,
13, 14, 21, 24, 25|, we have provided a unifying theory for the equilibrium analysis of the quality
of outcomes in strategic environments, in a manner that is robust to behavioral and information
assumptions from the perspective of the participants (see Section 1). This line of work culminated
in a co-authored survey [20], invited to the Journal of Artificial Intelligence Research. My research
offers a new analysis tool to the economics literature, through the lens of approzimation. Prior to our
work the equilibrium analysis of auctions required many restrictions: one item being sold, or complete
information or strong symmetry assumptions on the participants or the goods. Extending beyond
these settings was hindered by the inability to fully characterize equilibrium outcomes. Our approach
bypasses this hindrance, by directly providing properties of any equilibrium and even non-equilibrium
learning concepts, without the need of an analytic characterization.

My empirical and data-driven work applies approaches from the algorithmic and machine learning
world to address econometric problems when analyzing data-sets from strategic environments [17, 10]
(see Section 2), and learning theory problems in the presence of incentives and competition [2, 15, 22,
16] (see Section 3). One key question that I have addressed in a series of papers [17, 10] is how to infer
unobserved parameters from observed strategic interactions, under the assumption that players use
learning algorithms rather than that they have arrived at the classic economic equilibrium. Empirical
evidence from sponsored search auction markets suggests that players are not playing according to a
static equilibrium. We posit that the observed behavior is the outcome of some form of online learning
and based on this assumption propose an econometric method for inferring the private parameters of
the participants or for inferring directly the unobserved quality of the observed allocation of resources.
I have applied these methods to data-sets from Microsoft’s sponsored search auction marketplace.
This work [17] received the Best Paper Award at the ACM conference on economics and computation.
In another work [22], which received a Best Paper Award at the NIPS conference, we examine the
convergence properties of learning algorithms when applied to game theoretic environments.
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1. EFFICIENCY IN COMPLEX MARKETS

The strategic decisions that players face in digital marketplaces are rarely simple. Typically players
participate in multiple substitute markets at the same time, they rarely have complete knowledge
of the game that they are playing, but rather only know what options are available to them (e.g.
submit a bid per click in a sponsored search auction setting), while the environment and competition
is dynamically changing in an unpredictable manner. In many of these settings it is not even in the
hand of the designer to turn the game into a simpler one where all that the market participant needs
to do is report his needs truthfully and let the market mechanism handle the optimization for him.
Such truthful designs typically assume that all resources are handled by the same market maker, that
they are all available at the same time and finally, they tend to lead to unintuitive or impractical rules,
which the participants rarely trust.

The latter realization renders necessary the equilibrium analysis of simple and non-truthful market
mechanisms. Classical game theory assumes that in such a strategic interaction the players will pick
strategies that constitute a mutual best-response, i.e., a Nash equilibrium. Given the computational
complexity of computing such a set of mutual best-responses and the information required from the
players, it is hard to envision that participants will reach such a notion of equilibrium. Moreover,
given that in most settings arising in electronic markets, players repeatedly participate in the same
game and the cost of experimentation is rather small, it is more reasonable to believe that they will
use some form of simple adaptive learning algorithm to identify how to play optimally. One major line
of my work [11, 24, 21, 25, 9, 5, 13, 3, 6, 14] analyzes the efficiency of strategic outcomes, commonly
referred to as the price of anarchy, in such complex markets. Below I describe some of the key points
of this line of my work.

Efficiency under learning behavior and incomplete information. In [21, 25, 9, 14] we identify a
sufficient property for worst-case efficiency guarantees at equilibrium in games and mechanisms. The
property, dubbed smoothness of the game or mechanism, was defined in the context of complete
information games by Roughgarden [19] and was adapted to mechanisms in my co-authored work [25].
It is a requirement for the game to admit good strategies for each player through which they can
produce a good fraction of their contribution to the optimal welfare by unilaterally deviating, without
incurring a high cost relative to the revenue of the current solution. We have shown [25] that many
simple mechanisms and games satisfy this property, in a diverse set of strategic environments such as
bandwidth allocation and combinatorial auctions. Most importantly, these efficiency guarantees are
very robust as they hold even if:

i. players’ parameters, such as valuations, are drawn privately and stochastically [21];
ii. the game is not at equilibrium and players use adaptive learning strategies that satisfy the
no-regret assumption, widely studied in online learning theory, [9];
iii. the population playing the game is constantly and almost adversarially changing with high
frequency [14].

Interestingly, the last result [14], provides a novel connection between price of anarchy analysis and
differential privacy [4].

Further topics: composability, algorithmic characterizations, large markets. This line of work un-
covers several other important properties of smooth mechanisms. In [25], we initiate the study of
local-to-global guarantees in mechanism design and show that smoothness is a composable property:
smoothness locally at each mechanism implies global market efficiency, even if players participate in
multiple mechanisms simultaneously and under some complement-free assumption on the resources
sold by different mechanisms. In [13], we address algorithmic characterizations of smooth mechanisms
and show that a sufficient condition is that the algorithm that is used for the allocation of resources
can be viewed as running a greedy algorithm in a simple feasible allocation space (a matroid). In
[6] we identify sufficient conditions for a smooth mechanism or game to become more efficient as the
market grows large and each individual player has diminishing impact on the outcome.
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2. LEARNING AND DATA SCIENCE IN STRATEGIC ENVIRONMENTS

Another main goal of my research is to utilize the large availability of data in modern computer
systems and markets so as to understand and improve their performance. While classical statistical
learning theory copes mostly with settings where the input data are noisy, in environments where
strategic interactions are at play, the data are not only noisy, but are also strategically chosen by
selfish entities.

For instance, in online auction markets, though we observe the actions of participants, such as
the bids of an advertiser in a sequence of auctions, we never observe his true value for appearing in
an advertisement slot, or his value for getting a click or in general the objective that he is trying
to optimize. A question of major importance is how to estimate these parameters from the observed
behavior. This question is at the center of econometric theory. However, most of econometrics assumes
that the system has reached an equilibrium. Stable equilibrium behavior is refuted from data-sets. As
we depict in Figure la, a single advertiser might change his bids many times during the period of a
week.
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(A) Bidding data from BingAds over a (B) Valuation inference analysis applied to advertiser in
period of a week. Microsoft’s sponsored search auction system.

Econometrics for learning agents. How does the theory change if instead we observe the market
in a transient, non-equilibrium state? In [17], we propose an econometric method for inferring player
private valuations in an auction setting assuming that the observed behavior is the outcome of a
learning algorithm that satisfies the no-regret assumption, i.e. the average utility of the algorithm is
at least as good as the best fixed strategy in hindsight, less an error term that vanishes to zero over time.
The no-regret learning assumption is a good fit for online auction environments for several reasons: (i).
many simple, multi-purpose learning algorithms satisfy the assumption, such as multiplicative weight
updates [12, 7] or regret matching [8]; (ii). these algorithms only require black-box utility feedback
from the action that the player used and do not require any other knowledge of how the auction works
or what the competition is, iii) the benchmark of beating a fixed strategy over time seems a minimal
requirement for any reasonable learning algorithm.

Apart from capturing learning behavior our method is also very efficient from a computational and
sample-complexity viewpoint and easily applicable to data-sets from auction markets. We have applied
our method to data-sets from Microsoft’s sponsored search auction system leading to inference of how
much players shade their valuation in the auction. Figure 1b depicts an example of such a result when
applying our method to the listings of an advertiser on BingAds. We find that typically advertisers
bid, on average, approximately 60% of their value.

Welfare guarantees from data. In [10], we address the task of inferring welfare guarantees from data,
rather than exact player valuations. We show that, as an easier task, it admits a simpler econometric
method. This work bridges the gap between worst-case welfare guarantees produced by my theoretical
research and average-case instances that arise in practice.

3. MACHINE LEARNING THEORY IN STRATEGIC ENVIRONMENTS

Machine learning algorithms are currently deployed in a variety of strategic environments. For
instance, algorithms used in bid optimization tools for online ad auctions are competing against
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other instances of similar learning algorithms. In other settings, such as recommendation systems,
the feedback of a learning algorithm comes from actions taken by strategic individuals trying to
maximize their own utility. When analyzing properties of these algorithms, we should be thinking
about competition and incentives. The results described Section 1 can be viewed as one instance of
analyzing the efficiency properties of outcomes of machine learning algorithms when competing with
each other. My research addresses several topics other than economic efficiency.

Fast convergence of learning algorithms in games. Learning algorithms are typically analyzed in
worst case, adversarial environments. In [22] we analyze properties of online learning algorithms when
deployed in a game theoretic setting, alongside other learning algorithms. We show that if these
algorithms are relatively stable in their predictions between time-steps and have some form of recency
bias, then their learning rates are much faster than if they were deployed in completely adversarial
environments. An example is the large class of follow-the-regularized-leader rules modified so as to
put more weight on recent observations. Our work extends previous work of [1, 18], which analyzed
only two-player zero-sum games.

Computational complexity of online learning. Out-of-the-box no-regret learning algorithms converge
fast and in polynomial time when the number of actions available to each player is explicitly given or
is polynomial in the description of the game. In some auction settings, the strategy space is exponen-
tial. In [2] we consider the computational complexity of no-regret algorithms in such environments
and show that there cannot exist any efficient no-regret algorithm (subject to standard computational
assumptions). We propose alternative notions of adaptive game-playing that admit efficient imple-
mentations in such settings, founded on the notion of a Walrasian market equilibrium. In another
direction [3], we design simple combinatorial auctions where the number of actions available to each
player is small enough that existing online learning algorithms are efficient.

Incentive compatible learning. In [15, 16] we design incentive-compatible learning algorithms in
exploration-vs-exploitation learning settings, typically referred to as bandit learning, with asymptoti-
cally optimal learning rates. Such settings arise in crowdsourcing environments where a recommenda-
tion system is trying to collect information from its users about the available options, i.e. explore, so
as to make more informed decisions for future users, i.e. exploit. The learning algorithm used in the
information collection stage, must be designed appropriately so that users would want to follow the
recommendation, which is formalized as an incentive constraint.

4. RESEARCH AGENDA

My goal is to combine theoretical work at the intersection of theoretical computer science and
economics, together with empirical analysis of application domains of interest, such as electronic
marketplaces. Advancing the state of the art in our theoretical understanding of problems involving
computation, incentives and limited information, is quintessential to addressing the problems that
arise in modern large scale computer systems and modern large scale markets. On the other hand,
we need to take advantage of the plethora of data-sets available to inform our theoretical models and
make our theories more practically relevant and with higher immediate impact.

At the risk of being too concrete, let me first give an example related to my ongoing work, portraying
this interplay between theory and data. Most auction models in sponsored search auctions assume
that the clickability of an ad is a product of its quality factor and a factor related to the position
it acquired. This is hardly the case in practice. However, it is not fruitful to simply assume an
ad-hoc more complex model and then do theoretical analysis. We can use data-sets from sponsored
search markets to understand what is the right theoretical model to adopt. In an ongoing work I am
empirically testing such models in Microsoft’s sponsored search auction system, with the goal that the
empirical analysis will also lead to subsequent novel theoretical research in auction design.

Theoretical research. Several theoretical directions in the Econ-CS field remain largely open. Even
though we have a very good understanding of efficiency of complex markets in terms of their welfare,
there are several other important quality metrics which have not yielded to our current methodologies,
such as fairness of the allocation or revenue of the market maker. Designing marketplaces for objectives
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other than welfare and particularly when participants will not play at equilibrium, but rather use
learning algorithms, is largely open.

My research will also continue to explore questions related to the learning and dynamic optimization
problems that both the market makers and the participants are facing. How does one use data to learn
optimal prices, or optimal auction schemes, or in general optimize the design of her marketplace? How
does a player facing a set of decisions in a market behave optimally or learn how to behave optimally
over time? There is a host of dynamic optimization problems in this area that do not yet have efficient
algorithmic solutions, especially when taking into account competition and incentives.

Another direction I plan to pursue stems from the realization that information is one of the most
valuable commodities in modern markets. Several data-markets exist for the selling of information and
several marketplaces, such as ride-sharing or job market platforms, are designed to incent users via
information revelation schemes. Viewing information both as a commodity and as a design tool opens
a lot of theoretical questions at the intersection of algorithms and mechanism design. One example
of my work on the topic [23] addresses the role of information in auctions, motivated by settings in
targeted advertising.

Empirical and data-driven research. My work on econometrics for learning agents opens a very
promising research area at the intersection of online learning, machine learning and econometrics. I
plan to pursue further such connections, both from the perspective of modeling players as machine
learning agents, as well as using machine learning techniques for inferring complex econometric models.
On a concrete level, one of my main goals is to understand how players behave in complex markets.
What is the most predictive model of learning behavior? Analyzing such predictive models of behavior
is quintessential to addressing market optimization questions; we need a way of predicting the reaction
of strategic agents to changes in the market design. In the absence of an equilibrium assumption, we
need alternative models of dynamic player behavior. I expect that my strong ties with Microsoft
Research will allow me to continue testing econometric theories on real-world data sets.

Application domains. There are several new contexts in which we can apply both our theoretical
and empirical methodologies. In recent years we have seen the rise of platform economies (e.g., ad
auctions, sharing economies, job market services, crowdsourcing services, cloud computing services,
internet-of-things), where the system merely offers a platform for strategic agents to interact. The
two-sided nature of these economies opens up new theoretical and empirical questions that have
not been well-addressed. Another important application domain is that of energy markets. The
smart-grid infrastructure allows for energy to be dynamically procured via complex auction schemes.
Understanding the equilibrium properties of these auctions is of great importance for designing efficient
energy marketplaces.

In sum, my research plan is to address fundamental theoretical questions at the intersection of
economics and computer science, as well as explore the new opportunities that arise from the large
availability of data in the digital economy, with the goal of having immediate impact on the design of
modern marketplaces.
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