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The Case Against User
Interface Consistency
Designers striving for user interface consistency can resemble Supreme Court
justices trying to define pornqgraphy: each of us feels we know it when we
see it, but people often disagree and a precise definition remains elusive. A
close examination suggests that consistency is an unreliable guide and that
designers would often do better to focus on users’ work environments.

Jonathan Grudin
Many writers have presented the case for user interface
consistency. Ben Shneiderman’s [48] first “Golden Rule
of Dialogue Design” reads: “Strive for consistency. This
principle is the most frequently violated one, and yet
the easiest one to repair and avoid (violating).” Rubinstein and Hersh [46] conclude their book, The Human
Factor: Designing Computer Systems for People, with the
directive, “Build consistent human interfaces.” Such
methodological encouragement has been buttressed
with empirical work presented in support of user interface consistency. Polson [43] summarizes several experiments by stating, “Experimental results . . . show that
consistency (leads) to large positive transfer effects, that
is, reductions in training time ranging from 100% to
3003’0.”Smith and Mosier [49] conclude the introduction to their compendium, Guidelines for Designing User
Interface Software, in which over 60 guidelines contain
“consistent” in the title, by stating, “the common application of design rules by all designers working on a
system should result. in a more consistent user interface
design. And the single objective on which experts agree
is design consistency.”
Several steps m.ust be taken before such advice is
useful. First, consistency must be defined. Second, one
must be able to identify good consistency, since foolish
or undesirable consistency is possible. More subtly, one
needs a procedure for discriminating among conflicting
approaches to achieving consistency. Finally, a method
must be found to determine when other design considerations overshadow consistency in importance.
There has been little progress in these matters. In
198l, Reisner [45] wrote, “What is (not) clear, however,
is precisely what we mean by consistency and, more
importantly, how to identify its absence.” In 1988, a
two-day workshop of 15 experts was unable to produce
a definition of consistency [35]. Acknowledging the difficulty of defining the term, one prominent interface
designer said, “I know consistency when I see it.” One
researcher has suggested that perceived consistency
might be a better goal [26].
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This article argues for a shift in perspective, suggesting that when user interface consistency becomes our
primary concern, our attention is directed away from
its proper focus: users and their work. Focu.sing on consistency may encourage the false hope that good design
can be found in properties of the interface. There is an
easily overlooked conflict between the search for formal properties of interfaces and the call for “usercentered” design and task analysis. The thesis that interface consistency is an important goal supports the
search for interface properties that can be measured
and manipulated in isolation and suggests that identifying these properties may lead to successful design.
Such a position holds out the attractive possibility of
automating the design and evaluation of some aspects
of interfaces [e.g., 10, 28, 41, 42, 531. This article presents the antithetical view: interface consistency is a
largely unworkable concept; the more closely one
looks, the less substance one finds. In the examples that
follow, the dimensions on which one might argue for
consistency shift or disappear when examined closely.
Rejecting consistency as a primary user interface goal
does not argue for randomness in user interface design.
The studies that appear to support particular applications of consistency [e.g., 5, 16, 431 are not wrong, but
their proper interpretation may be more contextually
bound, less general than is explicitly recog,nized. Shifting the focus from general interface properties to the
users’ tasks and work context, to physical constraints,
and to psychology does not mean defocusing. Attacking
the maxim “strive for consistency” may seem a step
backward, but it may be a necessary first step in finding a better path forward. By placing the case for interface consistency in its proper context-alongside the
case against interface consistency-we can develop a
new synthesis.
An Illustrative

Example

from Everyday

Life

Consider the household interface design problem of deciding where to shelve implements, specifically knives:
butter knives, table knives, steak knives. All may be
kept in the same drawer. Consistent, easy to learn, easy
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to remember: there is one place to go for knives. This
arrangement makes it easy for guests to be more help
than hindrance when they assist in cleaning up.
But it isn’t quite so simple. To begin with, there are
the carving knives, too large for the drawer, stuck in a
wood block. At least it is close by, in plain view; a good
strategy for handling exceptions, perhaps. But then,
there is the real silverware packed away in a drawer in
a cabinet holding crystal, china, and other finery for
special occasions. The silver knives are not in the
kitchen, are not visible, but are not too far distant. But
what about the putty knife, stowed in a workbench
drawer in the garage, or the Swiss army knife, packed
away with the camping gear in the basement?
By distributing the knives, we have introduced inconsistency and increased the time needed to learn
where to find them. Why is it the best solution? We
have made the knives easier to use by placing them
according to how they are used, according to the tasks
in which they are involved. User tasks or activity patterns totally dominate such design decisions. A formal
examination of the properties of household objects
would reveal that the knives all have very much in
common, yet we distribute them in such a way that
they are grouped more closely with objects such as
forks, tent pegs, and a jar of putty than with other
knives. The organizing element is the context of use. A
shift in that context, in work organization, may lead to
a design change. I recently lost my corkscrew, leaving
me to rely on the corkscrew in the Swiss army knife,
which I moved to the kitchen (though to a drawer of
assorted implements, not the silverware drawer).
Interface objects, too, must be designed and placed in
accordance with users’ tasks. Once this is fully appreciated, the concept of “interface consistency” becomes
surprisingly insignificant in many design situations. But
designers who have only a sketchy or partial understanding of users’ tasks will find it difficult to appreciate the dominant role tasks should play in interface
design. In the absence of task analysis, the designer has
little to go on and it becomes convenient to focus on
properties of the interface-which
in the absence of
something better is likely to help more than hurt. But it
is a mistake to believe that this is the appropriate focus.
Several interface features are presented in the following section that improve upon alternative “consistent”
designs. Most of the design choices cannot easily be
described in terms of consistency but can be understood through careful analysis of the users’ work.
Three Types of “Consistency”

User interface consistency is used in three interrelated
senses: the internal consistency of a design with itself;
the external consistency of a design with other interface designs familiar to a user; and an external analogic
or metaphoric correspondence of a design to features in
the world beyond the computer domain. Although
none of these is a reliable guide to user interface design, each has somewhat different properties. Each de-
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sign example covered in subsequent sections will apply
more to one or another use of “consistency.”
Internal consistency of an interfnce design. The designer
or design team may not know the context in which
people will use their product, but they usually control a
range of features affecting the dialogue of users with
their particular application or system. Thus, internal
design consistency receives the most conscious attention of designers. Consistency might be sought in physical and graphic layout, command naming and use, selection techniques, dialogue forms, etc. For each
domain, different dimensions of consistency are possible. The graphic properties of a set of interface objects
may be consistent in color, size, shape, or less easily
defined style. Carroll [5] notes more complex dimensions in the design of command namesets: “Move backward” would be consistent with “Move forward,” but
“Go backward, ” “Backward,” or “Reverse” would be inconsistent (in Carroll’s terms “incongruent,” “hierarchically inconsistent,” and both, respectively). Green and
Payne [16] regularized EMACS commands along a single set of organizing principles and produced dramatically better performance in a learning task. Other internally consistent designs would result from using one
abbreviation algorithm, one approach to setting menu
defaults, one functional mapping of mouse button assignments, and so forth. Initial learning in particular,
but also ease of use and perceived quality are reported
to benefit from internal consistency [5].
External consistency of interface features with features of
other interfaces familiar to the users. A design can be

internally consistent, yet conflict with other interfaces.
This can happen for any of several reasons: the other
interface may itself be internally inconsistent, the other
interface may be internally consistent but incorporate
different choices (e.g., different names for objects), or
the other interface may only cover some of the same
functionality and thus differs in the distinctions that it
needs to make. External consistency may be achieved
at the expense of internal consistency, as when a designer borrows a highly salient feature from a familiar
system for use in an otherwise different interface. Alternatively, internal consistency may be achieved at
the expense of external consistency; such “local optimization” of the interface often occurs when an application designer has limited knowledge of what the enduser is familiar with and what application set the
product being designed will appear with. When an
application will appear without modification in
different environments, full external consistency may
not generally be possible. “Transfer of training” is then
a key concern.
Correspondence of interface features to familiar features of
the world beyond computing. A user interface design

may use metaphor or analogy to objects, attributes, or
relations in the world outside of computer interfaces.
With analogic consistency, there is some common
structure, but the elements may have quite different
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meanings; for example, the arrangement of arrows on
cursor control keys may match the arrangement of
compass point arrows on a map. This is quite different
from the more precise external consistency of the cursor key arrangement on one keyboard with the cursor
key arrangement on a different keyboard, where the
elements have the same meaning.’ Analogies are
weaker correspondences, but because the real-world
domains are part of everyone’s experience, they may be
significant aids to initial learning and recall-as well as
possible pitfalls for the designer. Carroll [6] points out
that if technology is to provide an advantage, the correspondence to the real world must break down at some
point.
These distinctions among types of consistency may
be less salient to users than to the designer. At a given
moment, a user may be dealing with various applications and systems (as well as the world). Where the
designers see two applications with internally consistent but externally inconsistent interfaces, a user may
see one internally inconsistent system. However, the
distinction may be important to the interface designer,
who may be able to influence the internal consistency
of the application being worked on while having no
knowledge of or control over the applications it will be
used with. And there can be performance consequences-the cost of one-time retraining on a new interface can be high, but if each interface is internally
consistent the disturbance may be transitory, whereas
users may never adjust to an internally inconsistent
inte:rface (or when two incompatible interfaces are used
inte:rmittently).
Ease of Learning

can Conflict

with Ease of Use

Muc:h of the empirical work on consistency has focused
on learning, whether initial learning or transfer of
training to a new situation. Learning is prerequisite to
usage, of course, and in the case of infrequent or casual
use, a user may always he in a state best described as
learning. It seems reasonable that a consistent interface
will be easy to learn. An internally consistent design
can often be characterized with a small number of
names and relations. An externally consistent interface
may allow the use of previously learned associations or
be i:nvoked by reference to a guiding analogy that will
also aid in subsequent recall.
However, ease of learning can conflict with suhsequent ease of use. When this happens, priorities must
be established carefully. If learning isn’t possible, use
will not happen. ‘However, people buy systems and applications not to l.earn them, but to use them. We generally build user interfaces, not learner interfaces. If a
consistent interface supports learning but impedes
skilled performance, and if its major use is by skilled
uselrs, then consistency is working against good design.
’ Gentner 1121 uses the terms “analogy” and “literal similarity”
distinction.
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The keyboard examples that follow are of particular
interest because they have been extensively studied
and because their designs have evolved over time. Subsequent examples will demonstrate that similar design
considerations apply to software interfaces.
Design exercise #l: Function key layout

Figure la presents a design problem confronted by the
International Organization for Standardization as this is
written: Given the six possible positions illustrated,
where should the four arithmetic operations be placed
on a numeric keypad that is to support data entry and
calculator functions?
It was proposed that the assignment be across the top
row, in the sequence +, -, X, f [24]. The rationale was
that this is consistent with the order in which we learn
and remember these operations. When I gave 24 interface professionals this task, a plurality (8) produced this
solution.
The proposed design is easy to learn and recall, but it
is difficult to use. For data entry and calculator use, the
keys struck most frequently are Enter, +, and 0. Thus,
placing the + key in the upper left corner maximizes
hand movement. Placing it directly above t.he Enter key
minimizes finger movement and error. This is in fact a
common arrangement on commercial keyboards.
Thus, the best design violates consistency-it is not
consistent with the order in which we learn and spontaneously recall the operations, and it seems aesthetically inferior to spread the operations across multiple
rows and columns as well. Developing the appropriate
design required analysis of the users’ task and an understanding of human motor control.
Figure lb shows three cursor key configurations used
to move the user’s screen position left, right, up, and
down. Setting aside factors introduced by the size and
shape of the keyboard and the locations of other keys,
which is the best design?
The set of 24 interface experts unanimously chose
the star (ii) as the design that they thought novices
would rate most highly and about half of t:hem also
chose the star as the best design. The star has an obvious aesthetic appeal and it is consistent by analogy
with directional indicators that appear on compasses,
maps, and so forth. But studies have shown that the
inverted T (iii) is the most usable configuration [29] and
its use is spreading through the industry. IJsers require
access to opposed pairs of directional keys (e.g., to compensate for overshoot), and with (ii), with -the index
finger on the cursor left key and the ring finger on
cursor right, the middle finger can cover both the cursor up and cursor down keys most efficiently. This performance advantage may have first been discovered by
the designers of fast-action computer games, who often
map the directional movements to the i, j, k, and 1 keys,
which form the inverted T pattern.
The appropriate design is based on an u:nderstanding
of the cursor manipulation task and of the user-in this
case, the physical characteristics of the hand. In both
function key examples, designs consistent with exter-
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FIGURE1. Function Key Design Decisions
nal experience were tried, but ultimately
work against performance efficiency.’

were found to

Design exercise #2: The typewriter keyboard
Consider the typewriter keyboard layout as a pure design problem, setting aside the retraining problems that
a new design would entail. The earliest keyboards were
alphabetic [3] and with the advent of calculators and
computers alphabetic keyboards have again been proposed (see [36]). The rationale for alphabetic keyboards
is a consistency argument-we
are familiar with the
alphabet, so key assignments consistent with alphabetic
letter order are easier to learn and perhaps recall (but
see [38]). Nicolson and Gardner [34] show that in some
situations complete novices do better with an alphabetic keyboard.
It is not necessary to review the history of keyboard
optimization efforts to discern in Figure 2 the key point:
Apart from alphabetic keyboards, consistency has
played no role. Typing performance is governed by several factors, including the balance of workload across
hands and fingers, the average length of finger trajectories, and whether letter pairs frequently typed in
succession are typed by the same finger, by two fingers
of the same hand, or by fingers on different hands (the
latter is fastest because we can carry out such motor
actions in parallel). These factors are functions of the
frequency of individual letters in the language being
typed and the distance between keys often typed in
succession by the same finger or hand, which in turn is
a function of the two- and three-letter combinations
’ Of course, a narrow
measure of performance
efficiency
for heavy wars is
just one design consideration.
Aesthetic
considerations
may have a marketing
role and may lead people to feel better about their work, perhaps boosting
productivity.
Function
key placement
may also be influenced
by keyboard
space constraints.
To know how heavily
to weight performance
efficiency,
one needs to know bow much time users will spend with a feature. In short,
only a higher-level
analysis
can determine
the cost of overriding
a design
decision that was based on a task analysis
focused strictly
on performance
efficiency.
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(digraphs and trigraphs) in the language. Designers have
given slightly more work to the stronger right hand and
to the stronger forefingers and middle fingers, and concentrated typing activity on the middle row of the keyboard to minimize vertical finger and hand movements.
Keyboard designers have also proposed “split” keyboards better adapted to our hands, arms, and shoulders [32, 391.
Thus, keyboard design requires knowledge of human
physiology and motor control, as well as properties of
the language to be typed. The evolution of designs has
reflected the changing view of which factors are germane and how they should be balanced. It is a complex
constraint satisfaction process-a slow, empirical process that may never be demonstrably complete. The
resulting layouts are difficult to memorize; they are not
consistent with experience and letters are not grouped
according to simple rules. Whether an alphabetic arrangement is optimal for children learning to use a microcomputer [34] or leads to problems [38], even raising
the issue emphasizes that the design process must
center on a detailed understanding of the users’
experiences3
Summa y: Consistency that supports ease of learning can
conflict with ease of use
In the three keyboard examples, designs consistent
with user experience in other domains were marketed
and provided easy learning and recall. Performance
considerations then led to user-centered, task-centered
approaches and new designs, with no role for the concept of consistency. Thus, the empirical studies of the
benefits of consistency, which have largely measured
ease of learning, recall, and transfer to new situations,
must be treated cautiously. Learning and recall can be
‘For full accounts
of physical
and linguistic
influences
on typing performance. see (13. 141; for a detailed
and entertaining
review of the history
keyboard
optimization
efforts. see [39].
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An alphabetic keyboard.

P

V

X

The Minimotion keyboard (1949).
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The Rhythmic keyboard (1953) I
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FIGURE2. Attempts to Optimize the Typewriter Keyboard (after Noyes [39])

important, but using an interface to carry out a task can
be very different :from remembering what the interface
is. Furthermore, as the next section illustrates, interface consistency sometimes works against both novice
and skilled users.
Conlsistency can Work Against

Both Learning

and Use

Design exercise #3: Default menu selections

With many designs, when a menu appears, one item is
highlighted, the default selection. Which item should it
be? Commercially available systems have experimented with a number of approaches: the first item on
the menu, the item that users most frequently access,
or the item that this particular user most recently
accessed.
The examples shown in Figure 3 and described below demonstrate that any such internally consistent design is sub-optimal. Menus are employed for a variety
of tasks and optimal. menu defaults vary with those
tasks.
Consider the following scenario: A user wishes to
italicize certain words in a document. After the first
sucln word is found and selected, the edit menu is accessed-in the system illustrated, by using a mouse
button to pop up the menu. It appears with the default
selection of “Props” (for properties). The user overrides
the default to select Fonts, then Italics from the secondlevel menu, and On from the third (as shown in Figure 3, la). When the user then finds the next word to
be italicized and brings up the menu, it automatically
comes up as shown in lb)-with
Fonts, Italics, and On
already defaulted. This is the “last item accessed” rule.
Now the user wants to copy a paragraph using the
Copy and Paste operations. Copy will place a copy of
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the text in the clipboard and Paste will then move it
from the clipboard to the cursor location. The user
brings up the menu of commands and overrides the
default to select and execute Copy (Figure 3, Za). Then
the user moves the cursor to the destination and brings
up the menu again. This time it automatically defaults
to Paste! (Figure 3, gb.) This violates the “last item accessed” rule but is what the user virtually always
wants. After pasting, the user again brings up the
menu, which now defaults to Copy (Figure 3, 2~). This
toggling allows a user to make multiple copies rapidly-clicking
the button six times produces three copies, without requiring close attention.
The rule “consistently default to the item the user is
most likely to select next” would cover the cases examined so far. However, the next example illustrates that
even this is not optimal. Now the user wishes to rightjustify the text. The user accessesthe Properties menu,
selects Flush right, and brings up the menu to apply the
change. It comes up defaulted to Apply, which would
apply the change only to the current paragraph. The
user wishes to right-justify the whole document, so
overrides the default and selects Global apply. This
can be an irreversible operation, so a confirmation step
is required: a second-level menu with Confirm and
Cancel choices appears, defaulted to Cancel. This forces
the user to take the step of confirming that this action
is desired (Figure 3, 3a). If the user then wishes to make
another global change, the entire sequence must be
stepped through again (Figure 3, 3b). Apply and Cancel
will still be defaulted, even though Global apply and
Confirm were chosen the previous time and even
though Confirm is what the user will select the overwhelming majority of times this menu is accessed. The
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Subsequent

Initial Selection

1. a) “Italic On” selected

2. a) “Copy”

in 4 steps.

selected in 2 steps.

3. a) “Global apply” in 3 steps.

Menu Default(s)

b) “italic On” is then the default.

b) “Paste”

is then default.

c) Then “Copy.”

b) “Apply”

and then “Cancel”

defaulted.

FIGURE3. Menu Default Patterns Vary with Aspects of the Task
point of a confirmation step is to force the user to do it
every time. Thus, the rule of “default to the item the
user is most likely to select next” is violated when
the most likely choice is a potentially irreversible
operation4
No rule, consistently applied, produces good menu
defaults. Enforcing a blanket consistency will damage
the interface. In fact, subtle shifts in the situation can
change the optimal interface behavior. If the application were changed by introducing an Undo operation,
so Global apply was reversible, there would be no need
to default repeatedly to the less dangerous Apply operation. Then, after one Global apply was executed, the
menu default could be Global apply, the most likely
next choice.
Menu defaulting is typical of where one might hope
to enforce interface consistency through examination of
formal properties of the interface. But, as with knife
placement, the “inconsistent” interface choices described earlier are so naturally molded to the users’
’ One of many scenarios
in which “Global
Apply”
is irreversible:
Some text is
in bold, some is in italics, and one globally
changes it all to be standard
font.
The system now retains no memory
of what was previously
bold, what was
italicized.
so the only way to recwer
the initial
state is to try to recall it word
by word. The system has no general “undo”
capability.
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tasks that users may not even notice the inconsistency.5
No tool to produce or check for interface consistency
could handle this interface design appropriately unless
it contained a detailed knowledge of the users and their
tasks, as well as high-level knowledge of the correspondence between those tasks and the functions applicable
to specific interface objects (e.g., the difficulty of undoing particular operations).
Establishing

Appropriate

Dimensions

for Consistency

Design exercise #4: Abbreviating command or operation
names
Assume we wish to construct abbreviations for
20 command names. What abbreviation strategy would
be best? Truncation? Vowel deletion? Single-letter abbreviations?
You may have anticipated the answer: It depends on
how the abbreviations will be used. Truncation is the
best abbreviation strategy if users will be typing familiar commands in a typical command-driven
interface
[SO]. In this situation, the users know the command
they want to enter and must reproduce the abbrevia‘Conversations
initially,
then

with
quickly

users suggest
forgotten.

that

the inconsistencies

may be noticed
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tion. Truncation is a simple rule to recall and apply,
generally leading to short abbreviations. However, if
the abbreviations are being created to put on key caps,
for example, then vowel deletion may be more appropriate.” In this case, the users will see the abbreviation
and use it to reconstruct the full name of the operation,
and longer abbreviations may be OK. Finally, if the
command is one that users will type thousands of times
or if a menu will be visible to remind the users of the
options, as in many electronic mail programs, then a
single-letter abbreviation strategy may be best. When
com.mands are overlearned or otherwise cued, minimizing the number of keystrokes may be the highest
priority. (The role of task and experience in abbreviation are further discussed in [l, 191.)
This picture is more complicated when an abbreviation serves multiple purposes. For example, a user
might try to recall an abbreviated file name in order to
type it or see the same abbreviated name in an index
and try to recall what it stands for. A command might
he overlearned for some users but not for other users.
Allowing users to customize the interface may be possible, though it can he very risky [20]. The availability
of
customization does not eliminate the need for good design defaults.
A Snare: A Form of Consistency that
is Always Available but Often Inappropriate
Design exercise #S: Printing a folder or directory
Consider the situation depicted in Figure 4. A folder
containing several documents has been selected. A
menu of operations has been accessed and the Print
operation selected. The design question is: What should
he printed when the operation is executed?
III informal studies, most people said that they would
expect all of the documents in the folder to be printed.
However, system architects have argued that issuing
the Print command in this situation should cause a list
of the documents within the folder to be printed. In one
project, the implementers argued successfully for this
design on the basis of consistency with the internal system
architecture. A folder in this system was a list of pointers
to documents. Printing a document produced a hardcopy of the contents of the document, and it was argued that printing a folder should similarly produce a
hardcopy of its contents, namely a list of the documents contained in the folder. The developers argued
that consistency was of paramount importance, in this
case consistency based on the underlying software
architecture.’
Clearly, the wrong dimension for consistency was
chosen. But it is not clear how to describe the optimal
des:ign as being “consistent’‘-printing
documents,
6”V,awel deletion” has various definitions, and rarely is as simple as literally
deleting every vowel. Initial vowels are almost always left in place. Sometimes, final vowels are also left intact--only internal vowels are deleted.
Streeter et al. [SO] deleted all internal vowels following the first syllable.
’ In the case described. a human factors engineer proposed that an index
appear, allowing a user to select among possible options. This design was
rejected in favor of consistency with the system architecture. [The system
illustrated in Figure 4 actually prints all documents in the folder.)
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FIGURE4. What Should Happen When ‘Print’ Folder (directory)
is Executed?
whether document or folder is selected. Of course, it is
“consistent with what users want,” since most users
wish to print documents more often than lists of documents. Once again we are focused on understanding
the users’ tasks.
Summary: The most available consistency is @en harmful
This example is particularly
important because the
mapping of the system architecture onto the user interface is a common source of interface design flaw (see
e.g., [2, 171). Other examples of mapping the system
design onto the user interface design include grouping
menu items based on implementation
considerations,
assigning functions to function keys on similar grounds,
and even consistently displaying informat.ion in screen
regions based on data type. Recommending consistency
as a design guide leaves designers free to look for consistency where they will, and they are often much
more familiar with the system architecture side of the
interface than they are with the “human architecture”-that
is, users’ tasks and psychology.
The advocate for the user must realize that the job
often requires arguing for inconsistency-inconsistency
of the user interface with the underlying software architecture. If on other occasions the advocate endorses
consistency as a general rule, the engineer will understandably be confused or frustrated. A quest for a formally expressible consistency within the interface may
almost inevitably take one in the wrong directiontoward the underlying system architecture, which we
know how to express formally, and away from the human psychological and task architecture, which are not
understood nearly as well.
DISCUSSION
The abbreviation and menu defaulting examples demonstrate that internal design consistency is an unreliahle measure of good interface design. Choosing appropriate abbreviations requires knowledge ‘of their ultimate use, and may require a careful tradseoff
analysis. Choosing the appropriate menu default
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requires detailed knowledge of the higher-level tasks
represented and also depends on system characteristics
such as the availability of an “undo” operation.
Small changes in the environment may challenge an
existing, consistently-applied principle. For example,
the Macintosh conventions of pull-down menus at the
top of the display and a strict correlation of mouse
pointer movement with mouse movement are particularly suited to single applications and the original small
display screen. With larger screens and multi-tasking
environments, these conventions may force users to
make frequent, large movements--HyperCard tear-off
menus are a sign that skilled user performance issues
will break down this consistent design feature.
The keyboard examples demonstrate the unreliability of designing by analogy to real-world structures. In
each case designers first adopted consistency with a
natural external domain but abandoned these designs
when the users’ tasks were better understood. Analogy
to a familiar domain facilitated immediate learning but
had negative consequences for subsequent performance. Initial learning, the focus of most laboratory
research and usability testing, is an important and in
some cases the primary issue. But skilled performance
may be of greater concern; also, as we move to more
interactive systems, certain aspects of learning become
less relevant; in the case of menu defaults, novices as
well as experts may operate smoothly and efficiently
without consciously learning the design criteria.
A special case of designing by analogy is that of designing the user interface to correspond to the underlying system architecture, as in the print folder example.
The system architecture is external to the user interface and will not be familiar to many users, but is
typically very familiar to the designers. Although it
may work against the user, mapping the system architecture onto the user interface is very seductive, appealing to the designer’s sense of consistency and simplicity. Some have even argued that one should, in fact,
teach the user veridical models or how it works [26, 27,
441. But as our designs adapt to the ways that computer
communities actually use systems, it is more likely that
the user interface and system design will diverge, reducing the appropriateness of burdening the user with both
descriptions.
The external consistency of a given interface with
those of other computer applications and systems is an
increasingly important issue as computer use spreads
through the population and into different application
areas. Interoperability and backwards-compatibility requirements reflect aspects of the users’ experience and
environment that should be reflected in an interface
design, but designers who lack the necessary information about the installed customer base or the marketing
strategy will optimize interface designs locally for their
own product at the expense of a more global efficiency
[18, 211. These complexities and the resulting tradeoffs
present further difficulties for formal approaches to
generating or monitoring for consistency.
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A SYNTHESIS

The first step toward integrating the case against user
interface consistency with the intuitive feeling and experimental evidence that some kinds of consistency are
beneficial and that inconsistency can be harmful is to
recognize that a “fully consistent system” [25] is not
achievable. Interface design is an engineering problem
that forces tradeoffs among many factors, often including many possible forms and dimensions of consistency.
Next, we need to recognize the primacy of the users’
work contexts in dealing with these tradeoffs, cognizant
that in some circumstances, the highest priority may
not be characterized as consistency at all. The importance of centering the interface design on users and
their tasks is acknowledged [e.g., 15, 371, but often the
focus is on individual users carrying out simple, cognitive tasks. Hutchins, Hollan and Norman [23] go quite
far in shifting the focus by stressing the importance of
the “task domain” and of making the “mechanisms of
the system match the thoughts and goals of the user”;
others have gone further into the work context to obtain an understanding of the physical, social, and even
historical structures in which users’ tasks are carried
out [e.g., 4, 9, 51, 521. This article describes a pattern in
the history of interface design that this focus explainsthe evolution away from consistent designs in areas
where user tasks are understood.
In a concise review of the work on consistency,
Kellogg [25] developed Moran’s [30] taxonomy of user
interface levels into a framework for consistency. Of six
interface levels on which consistency might be
sought-device, spatial layout, lexical, syntactic, semantic, and task-the work reviewed dealt with the
middle four. Payne and Green [JO] used a similar taxonomy in outlining a formal model to represent “task
languages.” Both Kellogg’s “task level” and Payne and
Green’s “task language” are defined in terms of simple
operations or system functions, such as entering a number. “Task” is thus very narrowly defined; Green and
Payne call them “simple-tasks,” and Kellogg describes
her focus as “the structure of tasks defined by the system (e.g., whether similar tasks are decomposed into
analogous subtasks)” and “the mapping of the user’s
understanding of the task domain to system procedures
(e.g., whether tasks with analogous semantic procedures on the system are in fact perceived as similar
tasks by the users).”
In this article, the term “tasks” encompasses users’
actual work in a much broader sense: the different
tasks of data entry and numerical calculation may employ the same function of entering a number; further,
data entry done frequently is a different task than data
entry carried out infrequently. Since computer applications and interfaces rarely represent the physical, temporal, or social contexts of users’ work, Kellogg’s framework did not have to address these factors. But these
contexts do, or should, implicitly influence our design
choices at lower levels, whether or not they are explicitly recognized in the design.
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Given this hierarc:hy of user interface elements and
the recognition that highest level (task) considerations
can warrant overriding consistency at lower levels, one
mig:ht propose that concerns at any one level override
those of lower levels. For example, we saw that semantic a.spectsof users’ tasks could justify overriding a syntact:ic approach to menu defaulting. Along these lines.
Kellogg [25] suggested that a possible strategy is “to
optimize low-level interactions for each environment,
but to hold the underlying conceptual model of the
system constant.”
However, this conflicts with intuitive and empirical
evidence that inconsistency in low-level interactions
can be very frustrating-keyboards
that differ in the
position of a few keys (e.g., escape and control keys),
programs that differ in the names of important commands (e.g., “quit” and “exit”), and so forth. Performance decrements in keypad use have been measured
when the conceptual model was held constant and the
low-level interactions were allowed to vary [a]. More
generally, transfer of training experiments show that
the learning or unlearning of low-level productions can
be c:entral [43]. In an experiment that varied both physical surface similarity and the absence or presence of
an underlying conceptual model of an interface,
Schumacher and Gentner [47] found that both surface
similarity and the conceptual model had significant
effects on transfer of training.
Thus, there may be no simple approach to determining the relative significance of consistency along various dimensions and levels. We know that detailed
knowledge of the users’ task context can identify or
eliminate some dimensions on which a design should
be consistent. Perhaps the significance of consistency
on a dimension or level is related to the frequency with
which users operate on the level or vary their activity
along the dimension. In addition, we are helped by
thinking of consistency as one goal, often in conflict
with other goals that are at times more important.
Wh.ere task knowledge is unavailable or does not constrain the design, some form of consistency may be the
best resort, suggesting a role for formal approaches to
generating or evaluating consistency [e.g., 10, 28, 41, 42,
581,but formal systems must provide enough flexibility
to permit the dimensions of consistency to be changed
or overridden as task knowledge increases, and the
temptation to map the system design onto the user inter:face design must be resisted. The studies that identify dimensions on which unmotivated inconsistency
can be costly lend support to design tools that bring
such inconsistency to the attention of the designer [e.g.,
22, 31, 331 and to design tools that provide for the representation of arguments for particular design decisions, including conflicting arguments [e.g., 7, 111.
7Nhen a user interface is designed for a system built
for a wide range of applications and users, such as the
Macintosh interface, it is more difficult to get a meaningful understanding of the users’ tasks. In this situation, it may make sense to adhere consistently to some
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interface choices to provide users with the benefits of
easier learning and transfer. But this analysis suggests
that as these systems are pushed into specific application areas with dedicated users, maintaining that consistency will lead to increasing performance costs. Only
careful attention to the users and their tasks will indicate where those costs outweigh the benefits.
The examples in this article were drawn. from a limited number of domains-keyboards, menus, command
names, file structures-but this may primarily reflect
our greater familiarity with these domains. In these
areas, designs often went through a sub-opltimal consistent phase before our understanding of the relevant
users’ tasks grew and the consistent design was abandoned in favor of a better one. Revisiting the example
from the introduction, if a Martian were arranging our
household implements, with no idea of the tasks for
which each would be used, placing all of the knives
together would be a good idea. Once the hlartian came
to understand how we used different knives, it could
come up with a better arrangement. Similarly, as we
come to understand users’ work environments better,
we should find designs evolving away frorn consistent
interfaces in many areas of interface design. The way to
stay at the forefront of this evolution is to know your
users and their tasks a little better than anyone else.
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