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Abstract
Concurrent programs are nondeterministic, which makes them difficult to reason about and to debug. But today computing systems have lots of processors, so concurrent programs are unavoidable. Atomicity makes it possible to reason as though most of the program is sequential, with locks and conditions allowing a number of sequential processes to communicate safely using ideas introduced by Dijkstra in the 1960s.
Introduction
I first met Edsger Dijkstra at the first ACM Symposium on Operating System Principles in Gatlinburg, Tennessee, in early October of 1967. This was one week after I got married. He presented a paper on the THE system [10], which became an instant classic. Together with earlier papers that showed how to implement mutual exclusion using only atomic load and store instructions [8] and how to use semaphores to program reliably with multiple concurrent processes [9], it introduced the ideas of sequential processes, nondeterminism, mutual exclusion and producer-consumer synchronization that are still the basis for concurrent programming today. These ideas developed into the notion of atomic actions as the way to reason sequentially as much as possible.
These papers were far in advance of their time. Dijkstra wrote that he was motivated by fear of the nondeterminism of concurrency, and wanted to prove that it was tamed in his programs. It was a while before the ideas took hold, because at the time machines had only one CPU and user processes normally communicated only through the file system if at all, so that the only tricky concurrency came from I/O channels and their interrupt routines. Kernel calls and interrupt routines ran to completion, and mutual exclusion was done by disabling interrupts. In this simple setting, willpower was usually sufficient to tame the concurrency and proof seemed unnecessary to most people building systems, including myself.
When you have several processors, or a highly interactive system like a PC with windows, there is a lot more concurrency with shared variables, especially if there is just one address space so that it’s easy for processes to share memory. Operating systems in the 1960s and early 1970s had none of these, but by the late 1970s Dijkstra’s work began to seriously influence most system builders, often through Brinch Hansen’s and Hoare’s work on monitors [15, 18].
When computer networks came along in the early 1970s, distributed systems became interesting. They have concurrency, but they also have partial failures and non-negligible communication costs. As usual, Dijkstra was ahead of the game in stating and solving the problem of self-stabilization [12], but by that time he was no longer building systems himself and his main interests were elsewhere.
There’s a lot of demand for concurrent programs, since they’re the only way to take advantage of multicore processors and distributed systems. Hence there is a lot to say about designing them. This chapter can only touch on the highlights: nondeterminism and atomicity.
Concurrency 
The way to reason about an arbitrary computer system is to view it as a state machine, with state transitions or actions that take the system from one state to the next. A program defines the actions; it consists of commands that denote actions, and syntax that defines the order in which commands run. In this context a correctness proof is based on an invariant, a state predicate that is always true.
Sequential systems are what we understand: the state doesn’t change between one command and the next in the program. Thus if  is the next command after , and  leaves the system in state , then  starts with the system in state . This means that you can reason from the static program text about the system’s behavior, the infinite number of sequences of states that it can exhibit. 
The most common formal statement of this property is Hoare logic. Suppose  and  are state predicates and  is a command,  means that if state  satisfies  and  takes  to , then  satisfies . In a sequential program, if  and  then  expresses what we know about the state after the first command, and it doesn’t change between the two commands, so it follows that ; likewise for other ways to write successive commands. By repeating this reasoning, you can find a precondition and postcondition for any sequential program.
In a concurrent system there is more than one sequential agent taking actions; an agent might be a CPU, input-output device, network, or human user. The abstraction of a sequential agent is called a sequential process. In general processes are asynchronous: the relative speed of two different processes is unknown and variable. This means that the behavior of the whole system is highly nondeterministic, since the actions of the different processes can be interleaved in many different ways. After one process acts, any process might act next, so that the state may change between one command in a program and the next. It’s hard to reason about this nondeterminism. The only way to avoid it completely is to give up asynchrony and tightly synchronize the processes so that the program determines exactly which process will act next. But this defeats the purpose of concurrency, since a slow process can delay a fast one if you don’t know the relative speeds.
There are synchronous concurrent systems in which several processes running (more or less) in lockstep, often executing the same instruction on different data. These are used for numerical computing and its close relatives, learning and graphics. They are outside the scope of this chapter.
Language constructs for concurrency
There are many ways to write a concurrent program:
An explicit fork r of a new process that runs routine r concurrently, returning a promise p; then await p returns the result of r. Languages package this in many different ways.
A parbegin b1; …; bn parend that runs the  blocks concurrently.
A library such as a database or graphics system whose code runs concurrently, even though its caller is sequential.
A distributed system, where all the machines run in parallel.
Everything here applies to all of these, except for locks in a distributed system, which don’t work well because they don’t play nicely with partial failures. A workaround is locks that time out, called leases, but distributed systems tend to avoid locks and rely on sharding and streaming.
Why concurrency?
Concurrency began in operating systems (and their close relatives, real-time systems), because an operating system (OS) has to deal with I/O devices even when there is only one CPU. The only way to avoid concurrency is for the CPU to wait for each I/O operation to complete. This wastes a lot of CPU resources because a typical I/O takes many CPU cycles, but early machines like the IBM 704 did their I/O this way. And if there are application processes doing different things (and sometimes waiting for I/O, or perhaps interacting with different users), each one needs its own process or logical CPU, created by “time slicing” the single real CPU among the several logical ones. Such a logical CPU is also sometimes called a virtual machine; if it shares an address space and other resources with other logical CPUs it’s often called a thread (and the address space is confusingly called a process). 
Today concurrency within a single application is also common, because single-stream general-purpose processors are not getting much faster (since speeding up the clock makes the chip too hot [20]), and there are only three ways to speed up a computation: 
[bookmark: _Hlk92809642]Better algorithms or tighter code that takes fewer instructions or cache misses.
[bookmark: _Hlk92809671]Specialized hardware that runs inner loops faster.
[bookmark: _Hlk92809683]Concurrency that exploits multiple cores or multiple machines.
[bookmark: _Hlk92809713][bookmark: _Hlk10274662]Only concurrency is reasonably general-purpose, and modern CPUs have multiple cores. With  cores,  processes can do  times as much work as one process, but to use the cores reliably requires taming the nondeterminism. And to use them efficiently requires locality. For a computation to run fast, its data must be either immutable or local, because when a remote variable changes, getting its current value is costly—a cache miss on a multicore CPU takes as much time as several hundred instructions, and a network round trip is worse. Fast computations need P&L: parallelism and locality. With non-CPU agents, locality is usually not an issue, but nondeterminism definitely is. 
[bookmark: _Hlk92809975][bookmark: _Hlk92810085]A distributed system (multiple machines connected by a network) can have even more concurrency, at the expense of at least 100 times greater communication latency. It also has partial failures: some of the parts can fail, including the network links, while the whole system keeps working. You don’t want to crash it all when one part fails—in a big distributed system there are always some parts that have failed. Hence there are many more rare states, which is why a distributed system is harder to get right than a centralized one, in which many errors just reset the whole system to a known state. 
In addition, a distributed system usually does not have a reset button and therefore needs a way to get from an arbitrary state to a good state (one that satisfies its invariant). This is called self-stabilization, first studied systematically by Dijkstra in a paper [12] that I and almost everyone else completely failed to understand; it’s discussed in Lamport’s chapter on concurrent algorithms and in Herman’s chapter on self-stabilization in this volume. Much later it became clear that it is an example of a general strategy: have some state encoding a counter that measures how far away the system is from its invariant, with a way to decrement the counter repeatedly until it reaches zero. In Dijkstra’s algorithm that counter is the number of adjacent processes that violate the invariant.
In an asynchronous distributed system the processes can only communicate by sending messages to each other, and there’s no way to know how long ago a received message was sent. Hence the only useful meaning a message conveys is a fact that is stable: once it is true, it remains true forever. For example,  is stable if  is a monotonic counter. A lease can imply “ holds until local time ,” and if clocks are synchronized with skew  then “ holds until time ” is stable. “ holds until ” might be stable too, but a failure can make it impossible to evaluate , so this is best avoided. A fact about the state of an eventually consistent system is stable only if it was true before the last sync operation. This stability principle puts a severe constraint on the design of distributed systems, and you can find many bugs by seeing where it is violated.
[bookmark: _Ref86835413]Atomicity and commuting
[bookmark: _Hlk92810252]The essential idea for taming the nondeterminism of concurrency is atomicity: if the actions of a process  commute with all the actions of other processes, then  has the same behavior as a process in which ’s actions are grouped into larger atomic actions that behave as though each one runs sequentially—there is less nondeterminacy, and it’s easier to reason about the code. 
[bookmark: _Hlk92810508][bookmark: _Hlk92810599]An action  right commutes with another action  if in every state the effect of doing  and then  is the same as the effect of doing  and then  . If  and  are sequential actions of process  in a system , and  right commutes with every action  that can run in any other process of , so that , then  has the same behaviors as a system  in which  has a single atomic action . The action  is called a right mover because it moves to the right in the sequence of actions [21]. This works for any number of right movers  of . Similarly, if  is a left mover (it left commutes with every : ), then . Thus if  is an arbitrary  action and the  don’t block, a sequence of  actions of the form  has the same behavior as a single atomic  action that runs sequentially, because any interleaved actions from other processes commute before or after the atomic action. Nondeterminism has been tamed.
[bookmark: _Hlk92810801]When do two actions commute? They obviously do if they don’t share any variables that one of them writes. So actions on variables that are private to process  are both left and right movers. There are more subtle cases of commuting actions (for example, two atomic increment operations), but they are not considered here. 
[bookmark: _Hlk92810646]This is not the whole story about atomicity, because some variables, notably locks and message channels, have special properties that allow them to be shared safely even though their actions don’t commute. If  and  are lock of the same lock,  is impossible because a lock can’t be locked twice without an intervening unlock. Similarly, if only process  does receive on a message channel ,  and  are actions on , and  is receive, then  is impossible if  is receive or send when  is empty, and commutes if  is send to a non-empty . So lock and receive are right movers, and similarly unlock and send are left movers. Informally,  receives information from other processes in the  phase and sends information to them in the  phase.
Modern multiprocessors have relaxed consistency memory that buffers a processor’s writes before making them visible to other processors [1]. To keep this from breaking atomicity there must be a fence instruction as part of lock to ensure that the atomic block sees all preceding writes to shared variables, and another fence as part of unlock to ensure that all of the atomic block’s writes are visible to all processes. The lock primitives should include these fences.
[bookmark: _Hlk10277118]A good rule of thumb is the scalable commutativity rule: if the specifications of two actions commute, then it’s possible to write code in which they run concurrently, which is important for keeping all the cores busy on modern CPUs [6]. For example, Posix file open returns the smallest unused file descriptor; if it returned an arbitrary unused descriptor, two opens could commute. 
Taxonomy of concurrency
It’s helpful to classify the ways to program concurrency under five headings:
[bookmark: _Hlk9105408]Really easy: pure sharding or streaming. Either actions are independent, sharing no state except when you combine shards, or they communicate only by producer-consumer buffers. Either way, the actions are atomic: they behave as though they run sequentially.
Easy: make a complex action atomic by locking all the variables or actions that it touches: the locks delay any actions that don’t commute. The automatic version of this is called transactions.
Hard: anything else that’s serializable, usually with small atomic actions. With hard concurrency you can choose: do a formal proof (model checking might suffice) or have a bug. Stay away from it if you possibly can. 
Eventual consistency: all updates commute, so you get the same eventual result regardless of the order they are applied, but you have to tolerate data that is not up to date.
Nuisance: actions can run concurrently but produce strange results if they do, and some convention avoids this. For example, opening a file while the directories on its path are being renamed can be surprising. The solution: don’t do that.
The first three patterns make big actions atomic, and they provide consistency or serializability, which means that the concurrent system produces the same result as running the actions sequentially in some order. If there’s an order that respects real-time (an action that starts after another action ends will be later in the order), consistency is also called linearizability.
Most applications use really easy concurrency, because it doesn’t require subtle reasoning and it’s easy to check that the code obeys the rules for atomicity. Everything else is trickier; hence the slogan, “Shard, stream, or struggle.” Easy concurrency is trickier because it’s hard to check that the code is following the rules. Transactions in database systems do this automatically, and usually they also provide fault tolerance and handle deadlocks; the price is severe constraints on the code you can write. Hard concurrency is much trickier, and generally requires a proof. Eventual consistency is easy to code, but its clients must deal with a lot of nondeterminism.
The rest of this chapter discusses each of these forms in turn.
Sharding
[bookmark: _Hlk10274737][bookmark: _Hlk9094036]Sharding (also called striping or partitioning) is really easy concurrency that divides the state into pieces called shards that change independently. Only one process touches each shard, so the actions of processes that touch different shards don’t depend on the interleaving; each process runs sequentially. A key, usually a name for the shard, determines which shard to use. Sharding is essential for scale-out, handling an arbitrarily heavy load by running on arbitrarily many machines. It lets you trade more resources (more bandwidth) for less latency. With enough shards the only limit to this is the budget, as cloud services for search, email, etc. show. With sharding there are no locks or conventions about owning variables.
[bookmark: _Hlk10274922]The simplest example is disk striping: a few bits of the address are the key that chooses the disk to store a given block, and all the disks read or write in parallel. Fancier is a sharded key-value store with ordered keys; a table of  pivot values divides the keys into  roughly equal chunks. To look up a key, use the pivot table to find its shard. Everything is trivially concurrent except for rebalancing the shards or adding shards, which is trickier.
Another easy example is independent clients of a service for which all the shared state is read-only: viewing content such as newspapers or videos, shopping, or email servers. As with the key-value store, optimizing the layout and caching read-only state is trickier.
A cloud’s many independent clients make it easy to shard both computing and storage. A compute shard is either a virtual machine or a “serverless function,” a short-lived chunk of computation that runs with some fixed OS, language-specific runtime, and initial state, but can read and update state in storage objects. A storage shard, called an object or blob, is a key-value pair where the value is just a sequence of bytes, possibly a few terabytes long. Clients can use objects to store sets of database rows or other structures. As usual, bigger shards perform better because there’s a minimum cost to run a virtual machine or access an object (and cloud providers throttle clients that access objects too fast), but the client has to manage the batching, which adds complexity. Of course, there is trickier concurrency in the code for scheduling clients and laying out storage.
[bookmark: _Hlk85537894]The sharding can be flat (usually by hashing the key to find the shard as in distributed hash tables [25]), or hierarchical if there are natural groupings or subsets of keys, as with path names for files, DNS names, and Internet addresses. Hierarchy is good for change notifications, since it makes it easy to notify all the “containing” shards that might need to know, but not so good for load-balancing, since there may be hot spots that get much more than their share of traffic. To get around this, make the path names into ordered keys, disregarding their structure and treating them as strings, and pivot on them as above. 
Often there’s a combining function for results from several shards. A simple example is sampling, which just takes the union of a small subset from each shard; the union is serial, but it’s typically processing out of  items so this doesn’t matter. Union generalizes to any linear (homomorphic) function between two monoids . This means that  preserves operations, so that , and . Each shard evaluates a linear function, and then a tree combines the results with  [4]. The familiar map and reduce operators of map-reduce are linear [7]. 
A tricky example is sorting on  processors: shard the input arbitrarily, sort each shard, and combine by merging the sorted shards. A straightforward merge requires processing all the data in one place, and Amdahl’s Law will limit the performance. To avoid this, 
1) sample the data in parallel to make a pivot table;
2) send the data to the shards in parallel—each item in shard  precedes any item in shard ;
3) sort the data in parallel in each shard.
[bookmark: _Hlk10275160]Concatenating the data from the  shards in order, rather than merging it, yields a sorted result [2]. 
The independent shards sometimes have to come back together. This means combining the outputs, usually using a streaming tree structure. Fancy versions of this are called fusion. Performance depends on minimizing communication, which can’t be faster than the speed of light, so the latency to access  bits grows at least like  in our 3D world. Put another way, fast computing needs locality, and it’s easier to make small things local, so saving space can also save time. To get locality as a system scales up, the shards have to be almost independent.
Simple versions of combining often just put shards into a single federated name space by making a new root with all of them as children. 
In a file system this is called mounting, and the shards stay independent. 
In a source code control system the shards are branches and synchronization is merging. 
Modules that satisfy the same specification can federate even if they use different techniques, as in SQL query processing, numerical computing, or mixtures of experts in machine learning. 
Streaming
[bookmark: _Hlk10275206]Streaming (or pipelining) is the other really easy kind of concurrency: 
Divide the work for a single item into  stages, each one of which runs sequentially.
Put one stage on each processor.
[bookmark: _Hlk10275577]Pass work items along the chain as messages, perhaps with buffering between the stages. 
A stage runs sequentially because it shares no variables with other stages except for the message channels, so that the sequence “receive item; process; send item” is atomic. If each stage takes the same amount of time it’s systolic, which is even better because it’s easier to optimize the scheduling. This scheme generalizes to dataflow, where the work flows through a DAG. The number of distinct processing stages limits concurrency. Batching work reduces the per-item overhead. 
You can evaluate any expression that doesn’t have side effects this way because it forms a tree, or a DAG if there are common sub-expressions. An important example is a database query, where the primitive operations are expensive enough that the overhead of streaming is negligible.
Map-reduce [7] combines sharding and streaming, alternating a sharded map phase with a combining reduce phase that also redistributes the data into shards that are good for the next phase. The redistribution is the reason for having phases rather than a single DAG. You can reuse the same machines for each phase, or stream the data through a DAG of machines. The combining phase of map-reduce illustrates that even when there is a lot of independence, communication is often the bottleneck. 
Easy concurrency
The idea of easy concurrency is that a process should exclusively own any variable that it touches. Locks are the most common way to temporarily give a process ownership of some variables:
Every shared variable is protected by a lock.
A process must lock it before touching the variable.
No other process can lock it until the holder unlocks it. 
Thus the locks provide mutual exclusion: if one process is holding a lock, others are excluded. The part of the program where the lock is held is sometimes called a critical section. The sequence of actions between the first lock and the first unlock is atomic. There are some complications, discussed below.
Dijkstra invented these ideas, using the terms “mutual exclusion” and “critical section”. He devised a construct called a semaphore [9], an integer  that has two atomic operations: 
 (lock/wait): until  do block process end;  
 (unlock/signal):  
If  is initially 1,  does the job of lock and  of unlock. If  is initially 0,  does the job of wait and  of signal (see section 8.2). As Dijkstra pointed out in an appendix [10], these are two very different uses of semaphores. It’s tricky to code atomic  and  using only atomic memory read and write, and since the 1970s machines have had test-and-set instructions that provide the necessary atomicity in the hardware. More recently compare-and-swap instructions do this job, and also make wait-free synchronization possible [14].
Ownership can also be by programming convention. A process owns its private variables permanently, and if there’s only one external reference  to a data structure, a process may own all its variables by doing , and give up ownership with . Epochs are another ownership convention, described below. It’s usually hard to check that such conventions are obeyed.
Owning actions rather than variables is a more general way to ensure that a process’ actions commute with actions of other processes. To do this, group the actions into sets that don’t commute (and hence break atomicity if they run concurrently), such as reads and writes of the same variable. Have a lock variable that protects each set, with the rules that:
Before running an action, a process must lock the action’s lock. 
Two locks conflict if their actions don’t commute. For example, two reads commute, but writes of the same variable don’t commute with reads or other writes. The abstraction of this is exclusive versus shared locks.
A process must wait for a lock if another process holds a conflicting lock. 
The locking rules ensure that any concurrent action  that happens between an action  and the action  that releases ’s lock commutes with , since an action that doesn’t commute must wait for its conflicting lock. So as we saw earlier,  behaves the same as , where  is the rest of the work that ’s process is doing, and hence neither ’s process nor ’s process sees any concurrency until  releases the lock. The atomic actions in the concurrent processes are serialized. Another way of saying this is that each atomic action is equivalent to a single action that occurs at a single instant called its commit point. It’s valid to reason about the code of such an atomic action as though it runs sequentially, with nothing going on concurrently. 
The way to reason about more than one atomic action is to define a lock invariant on the state for each lock; the invariant should hold except perhaps inside the code of an atomic action that holds the lock. This means that you can assume the invariant when locking and must establish it before unlocking. You can think of the lock as owning its variables and handing them off temporarily to a process that locks it. Another way of saying this: choose atomic actions wisely. For example, to increment  atomically it’s not enough to hold a read lock when fetching  and a write lock when storing it; the lock must cover the whole atomic sequence. Otherwise two concurrent executions of  can increment  by either 1 or 2.
There are three tricky things about easy concurrency: enforcing the lock discipline, reasoning about the state in between atomic actions, and dealing with deadlock. 
Discipline: Before running an action you must hold its lock. Unfortunately locking is hard to debug, because the program will still work most of the time even if it runs actions without having locked them. Tools like Eraser [24] can detect most of these errors by checking that the same lock is held whenever the program touches a variable.
[bookmark: _Hlk10276248][bookmark: _Hlk92811713]Lock invariant: When you lock you can assume nothing about the state the  lock protects except the lock invariant. Unless you are proving the correctness of the program, there is not much you can do to check this. It helps to write down the invariant.
Deadlock: Deadlock is a cycle of processes, each waiting for the next to release a lock. Detecting deadlock is expensive; the usual way to avoid it is to define a partial order on the locks, and only acquire a lock if it’s bigger than all the ones you already hold. This prevents cycles. Dijkstra defined deadlock and gave this solution in [9]; he called it a “deadly embrace”.
Transaction processing systems automate easy concurrency. They solve all these problems in draconian fashion, making each transaction atomic in spite of concurrency (and even when there are crashes). The only thing the programmer has to do is to delimit each atomic transaction with begin and commit actions.
They interpose on the client’s reads and writes of the shared state to acquire the necessary locks. 
They don’t allow a client to keep any private state after a transaction commits; the client has to reread everything from the shared state. This is essential for the automatic locking to work, and it also makes it easy to update the transaction’s code even if it’s running— the current transactions keep running with the old code, and any new ones start with the new code.
They detect deadlock and abort one of the transactions involved, undoing any state changes. 
They don’t release locks until the transaction commits and any changes have been written to persistent storage.
[bookmark: _Toc7901533]As a result, transactions are the pixie dust of computing. They take an application that understands nothing about fault tolerance, concurrency, undo, persistent storage or load-balancing, and magically make it atomic, abortable, immune to crashes, and easy to distribute across a cluster of machines. Of course these benefits have a cost, both in execution time and in flexibility.
A lock is a resource, and like any resource it can become a bottleneck, so it needs to be instrumented. DEC built the first computing clusters, in which you could do more computing simply by adding machines. But one large cluster didn’t scale, even though no physical resource was a bottleneck. It turned out there was a single lock that was 100% busy, but it was a very hard to figure this out because there was no way to measure lock utilization.
An important special case of easy concurrency is epochs, a batching technique that maintains some invariant on the state except at the end of an epoch. This is a special case of locking that owns certain actions throughout the epoch, so that they can only occur when the epoch ends. The code follows these rules by convention; there’s no lock variable that’s locked and unlocked, so epochs are cheap but easily subverted. Most often the action that is locked is deleting an object, so that objects won’t disappear unexpectedly; instead of actually doing a deletion during the epoch, you queue it to happen at the end. This is easy, because it doesn’t depend on any other state, but it has to be okay to defer the deletions. 
Sometimes the global lock prevents any changes to certain objects, keeping them immutable during the epoch; you update a copy of the object and delete the original at the end of the epoch. Read-copy-update uses this strategy to avoid a lot of explicit locking [23]. 
[bookmark: _Hlk10277190][bookmark: _Hlk27136383][bookmark: _Hlk27136480]Another way to make big actions atomic is optimistic concurrency control (OCC). The idea is to let the code of an atomic action touch variables fearlessly, but keep any changes in a write buffer private to the code. When the action commits, check that any variables that were read have not been written by someone else, usually by keeping a version number on each variable. If the check fails, abort: discard the changes and retry the action. If the check succeeds, commit and install the changes. This check and install itself needs to be made atomic by locking, but it can be very fast and hence can be protected with a single global lock. The commit point is when this lock is held. Hardware transactional memory works this way, using the cache for the write buffer. OCC works well when conflicts are rare, since you only pay when there is a conflict. Unfortunately, you might see inconsistent data, but if you do you will always abort. Locking is better when conflicts are common, since waiting is better than the wasted work of many aborts and retries. OCC becomes less efficient as load increases, and under high load its performance can totally collapse. 
There are many constructs other than locks and conditions for coding easy concurrency. Each one handles some problems very elegantly, but unfortunately falls apart on others. My view is that there’s only a limited amount of elegance to go around; don’t spend it all in one place. Locks are an inelegant but all-purpose tool for atomicity; conditions do the same for scheduling.
Monitors
A monitor is a way to make it easier and more reliable to program easy concurrency by packaging some shared data together with the code that operates on it. [15, 18] The code takes the form of procedures or methods that the monitor makes atomic by automatically acquiring a lock on entry and unlocking it on exit or wait. If every shared data item is a declared variable of the monitor, it’s easy to statically check the rules for easy concurrency. Static checking is harder if you follow a pointer from a monitor variable to reach an item, but there’s a simple rule: such pointers shouldn’t leave the monitor. Monitor procedures are like transactions that are not fault-tolerant, with the additional feature that all the code that touches the monitor’s variables is gathered together in one module or object.
Monitors lead naturally to a program that has a dual message-oriented form, with a monitor that does work for threads replaced by a process that handles messages [19]. The former is more flexible, but the latter is better if processes are expensive and typically don’t share memory.

	Processes and monitors
	Messages

	process
	message (I/O control block)

	monitor
	process (resource manager)

	entry procedure 
	message port 

	
   call  
   :=fork ... join 
	SendMsg() ... GetReply 
   immediate reply
   delayed reply

	return from 
	SendReply to 

	monitor 

   proc  {…}; 
   …; 
   proc  {…}
	process main loop: 
:=WaitForMsg; case  of
   : {…}; 
   …; 
: {…}

	conditions, wait/signal
	wait for selected messages



This duality is not general; it depends on writing the monitor program in a stylized way. It does show, however, that the many different ways of writing a concurrent program conceal a smaller number of logical structures.
Monitors evolved from Dijkstra’s notion of secretaries. He envisioned a secretary as a separate process that client processes could call on by sending a single message and waiting for a reply, an interesting hybrid of monitors and messages. The dual message pattern evolved into Hoare’s communicating sequential processes [16]. 
Scheduling
Often one “consumer” process needs to wait for another “producer” process to do something. The simplest case is waiting for a lock to be free or a message to arrive. More complex cases come up when there are resources that need to be multiplexed between processes, perhaps based on priorities or on the need to have several resources at the same time. In principle, a construct of the form await  can meet all these needs, where  is an arbitrary Boolean expression. The consumer simply evaluates  repeatedly until it becomes true; if  needs to hold a lock , use busy waiting code of the form 
; until  do ;  end; do work; .
This is called a spin lock. Unfortunately it keeps a CPU busy during the wait. Polling alleviates this problem by adding a delay that gives up the CPU between  and  in the loop. This is simple, but it’s efficient only if you can tolerate enough latency (that is, poll infrequently enough) that you usually find work to do.
A more practical alternative is to wait on a condition variable  in the loop:
; until  do  end; do work; .
Any producer that makes  true must do . The  atomically unlocks  (so that the producer can lock it) and blocks the consumer process until there’s a signal on , and then locks . Extra signals are harmless because this code doesn’t assume that  is true after a wait. However, a producer bug that omits a signal causes an unbounded wait. One way to recover is to add a harmless extra signal every so often; now you have a somewhat ugly hybrid of conditions and polling.
A reverse hybrid polls for a while, hoping that  will become true soon, and then waits when the hope is frustrated. This is the usual code for a lock that is expected to be held for a short time on a multiprocessor.
It’s important for the body of the loop to be atomic, because in the non-atomic sequence 
[C] test ; [P] make  true; ; [C] 
the signal will be lost. The alternative is for  to set a “wakeup-waiting switch” in  that makes the next  clear the switch and continue immediately. Dijkstra’s design, using a semaphore instead of , doesn’t have this problem because the semaphore counts s. He thought that the program should exactly pair s and s.
The original design for monitors gives control to the consumer immediately without giving up the lock, and requires the producer to establish  so that the consumer can rely on it. This avoids the extra test for  in the consumer, which is usually cheap, at the price of extra context switches and extra care in the producer.
When there is a lot of contention for a resource, the program often needs more control over scheduling than just waking up the process that has waited longest—perhaps one process has higher priority, or needs special paper loaded in a printer, or should run at the same time as another process. A condition for each class of consumers or even for each consumer can provide this, together with custom code for whatever scheduling discipline you want. A universal way of handling contention is exponential backoff: a process responds to some overload signal by decreasing its offered load (rate) by some factor. Examples: Ethernet, Internet TCP, Wi-Fi, spin locks that wait before retrying.
An I/O device cannot strictly follow the producer-consumer pattern and cannot hold a lock. Instead it has a partner CPU process that can do these things, and the device interrupts a CPU to run code that signals the partner.
[bookmark: _More_on_easy][bookmark: _Wait-free_concurrency][bookmark: _Hlk8071778]Hard concurrency
If you write a concurrent program in which a process doesn’t own all the variables it touches, either because they are locked or by some programming convention, you are doing hard concurrency and unless you are willing to have nondeterministic bugs you need a proof. This means you should learn how to use a formal system like TLA+ [17]. See Chapter 4 by Leslie Lamport. There are many examples of hard concurrency in widely deployed systems, and most of them do have bugs. Prudent use encapsulates the hard concurrency in routines with simple atomic specifications; typical examples are mutual exclusion (lock and unlock), distributed fault-tolerant consensus, file systems and transactions.
A proof of hard concurrency depends on an inductive invariant , a state predicate that is initially true and strong enough that every action maintains it: . Coming up with  is harder than you might think. Dijkstra preferred to reason constructively, building up the program and the proof in parallel; he used invariant arguments somewhat informally in developing a concurrent garbage collector [13].
Multiple versions and wait-free concurrency
Multi-version concurrency control (MVCC) is a third way to code atomicity. It remembers the state after every atomic action. An action can use its start time as its commit point, since it can always read the state as of that time. However, to write a variable that has already been read by a later action it must abort and move its commit point after the read; this works well for actions that only write private variables, most often after checking some property of the state such as whether the bank’s books balance. Each version is immutable, so a cache entry tagged with the version it applies to is never invalid. MVCC is the basis for a large example of hard concurrency: a full-blown wait-free caching transaction system [22].
Multiple versions are also the basis for the general form of wait-free (non-blocking) computation: make a new version and then splice it in with a compare-and-swap instruction, retrying if necessary [14]. Wait-free is good because a slow process holding a lock can’t force others to wait. If there is contention, retry can livelock (keep retrying); the fix is for a conflicting process to help with a failing update.
Eventual consistency
The specification for eventual consistency (EC) in a system that replicates data to a set of nodes is that a read sees an arbitrary subset of all the updates that have been done [3]. This is easy to code:
Make updates commute. 
Broadcast updates to all nodes.
The simple case of commuting updates is a blind write  to a variable , perhaps in a hierarchical name space. To make two writes to  commute, timestamp them and let the last writer win. Collapse the update history into just keeping the timestamp of the last write with each variable, and when a write arrives, apply it if its timestamp is later. A deletion must leave a time-stamped tombstone. If you keep the whole update history, timestamps make arbitrary updates commute, but that’s expensive.
To broadcast, arrange the nodes in a connected graph; the simplest is a ring. When a node receives an update for the first time, it sends it on to all of its neighbors. There are many variations. Usually there’s a sync operation, which guarantees that after it ends every read sees all the updates that precede the start of the sync.
[bookmark: _Hlk9107376]EC is simple and highly available, since you can always run using only local data. The clients pay the piper: they must deal with stale data. Three of many examples are name services like DNS (which has no sync), key-value stores like Dynamo [5], and “relaxed consistency” multiprocessor memory, in which sync is called “fence” or “barrier” [1]. This design works well for a shopping cart, but registering a new name needs to be atomic. A simple solution is to register each name at a single master node for the name; DNS works this way. For high availability, use a consensus protocol to replicate the master.
In most file systems, writes are buffered, and this means that there’s no guarantee that data is persistent until after an fsync. After a failure this is somewhat similar to EC: there may be updates that have been read but that no one will ever see again.
If an interactive system has actions with highly variable latency, such as reading something over a network, it should plunge ahead rather than keep the user waiting for a response. Usually the response affects the state, so you need a way to postpone that effect. This requires being very clear about the semantics of unordered sets of operations, a form of EC. Web pages do this all the time, and word processors often do it for slow operations like hyphenation. 
Nuisance concurrency
[bookmark: _Hlk10275719]When actions can run concurrently but produce strange results if they do, use some higher-level convention to avoid this. A familiar example is opening and renaming files. If the directories involved are themselves being renamed many strange things can happen, since a file system usually doesn’t hold locks to serialize these actions. Applications use conventions to avoid depending on directories that might be rearranged while the app is running. A specification for nuisance concurrency (which you don’t normally care about, because you’re avoiding it) has the same flavor as EC: it collects all the changes that can occur during a non-atomic action, and the specification for the action chooses a subset of these changes nondeterministically to make the state that it acts on. The difference is that the client is not expecting the inconsistency.
EC and nuisance concurrency are examples of a general strategy: move the nondeterminism of interleaved actions to nondeterminism in the specification, where it’s easier to convince yourself that you can tolerate it.
Conclusion
Concurrent programming has become essential to computing in practice, because although transistors are no longer getting faster they are still getting cheaper, and hence sequential programs are no longer getting faster, but CPUs are still getting cheaper. The ideas of sequential process, mutual exclusion, and efficient waiting for a resource, introduced by Dijkstra in the 1960s, are still its foundations. The main change is that their easiest forms, sharding and streaming, are now the most widely used.
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