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Abstract

Rigorous and reproducible evaluation of large foundation models is critical for assessing the state of the
art, informing next steps in model improvement, and for guiding scientific advances in Artificial Intelligence
(AD). Evaluation is also important for informing the increasing number of application developers that build
services on foundation models. The evaluation process has however become challenging in practice due to
several reasons that require immediate attention from the community, including benchmark saturation, lack
of transparency in the methods being deployed for measurement, development challenges in extracting the
right measurements for generative tasks, and, more generally, the extensive number of capabilities that need to
be considered for showing a well-rounded comparison across models. In addition, despite the overwhelming
numbers of side-by-side capability evaluations available, we still lack a deeper understanding about when and
how different models fail for a given capability and whether the nature of failures is similar across different
models being released over time.

We make three contributions to alleviate the above challenges. First, we present EUREKA, a reusable
and open evaluation framework for standardizing evaluations of large foundation models beyond single-score
reporting and rankings. Second, we introduce EUREKA-BENCH as an extensible collection of benchmarks
testing capabilities that (i) are still challenging for state-of-the-art foundation models and (ii) represent funda-
mental but overlooked capabilities for completing tasks in both language and vision modalities. The available
space for improvement that comes inherently from non-saturated benchmarks, enables us to discover mean-
ingful differences between models at a capability level. Third, using the framework and EUREKA-BENCH,
we conduct an analysis of 12 state-of-the-art models, providing in-depth insights for failure understanding and
model comparison by disaggregating the measurements across important subcategories of data. Such insights
uncover granular weaknesses of models for a given capability and can then be further leveraged to plan more
precisely on what areas are most promising for improvement. EUREKA is available as open-source to foster
transparent and reproducible evaluation practices.

In contrast to recent trends in evaluation reports and leaderboards showing absolute rankings and claims
for one model or another to be the best, our analysis shows that there is no such best model. Different
models have different strengths, but there are models that appear more often than others as best performers for
several capabilities. Despite the many observed improvements, it also becomes obvious that current models
still struggle with a number of fundamental capabilities including detailed image understanding, benefiting
from multimodal input when available rather than fully relying on language, factuality and grounding for
information retrieval, and over refusals.

*Correspondence to {benushi, neel, sayouse, vidhishab, vivineet}@microsoft.com.
Currently at Google. Work done while at Microsoft Research.
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1 Introduction

The evaluation of Large Foundation Models (LFMs) presents several methodical and practical challenges, many
of which stem from the generative and general-purpose nature of recent models. The rapid progress in Al has
also introduced many new capabilities as part of the model skills portfolio, which need to be assessed alongside
traditional capabilities. BREKA is a framework and a collection of challenging benchmarks that aims at scaling

up such evaluations for LFMs in an open and transparent manner. The framework itself provides a library
for exibly customizing evaluation pipelines that combine a series of components necessary for evaluation
including data preprocessing, prompt templates, model inference, data postprocessing, metric computation, and
reporting. EUREKA-BENCH is the collection of benchmarks whose implementation is currently supported in
EUREKA and for which we provide extensive evaluation and analysis reports.

Benchmark

Modality #prompts Capability Experimental Conditions Subcategories
GeoMeter . . Depth
|
Image! Text 1086 Geometric Reasoning Height
MMMU . Disciplines
|
Image! Text 900 Multimodal QA Subjects
Object Recognition Object Recognition
Imace! Text Image Understanding Object Detection Single Object Object Detection
g€ 10,240 Visual Prompting Two Objects Visual Prompting
Spatial Reasoning Spatial Reasoning
Vision Language Spatial Understanding Image Only Spatial Map
Image! Text Understanding Navigation Text Only Maze Navigation
13,500 Counting Image and Text Object Counting
Text! Text IFSIivlal Instruction Following Instruction Category
Monotonic Relations
FlenQA . Context Length .
! n
Text! Text 12,000 Long Context multi-hop QA Info Placement People in Rooms
Ruletaker
. S Constraint type
Kitab . . Context Availability .
|
Text! Text 34,217 Information Retrieval Constraint Count Author popu.larlty
Query constrainedness
Text! Text Toxigen Toxicity Detection Discriminative Demoaraphic Arouns
) 10,500 Safe Language Generation Generative graphic group

Table 1: Benchmarks currently available in®=KA-BENCH.

Evaluation Framework. The evaluation process for complex and generative capabilities has made traditional
practices for evaluation obsolete. For example, the concept of a xed, closed-form de nition of a metric does
not apply anymore to many capabilities either because several different sub metrics need to be computed before
reaching a nal score, or because many data transformations and answer extraction operations need to be applied
to the output prior to computing a metric. Some of these data transformations often are custom to the model
being evaluated. In addition, part of the evaluation also needs to be handed over to other model judges for scaling
up [19, 131]. This new landscape leaves practitioners with the necessity of creating a rich combination of data
processing steps, code execution, and model inferences as evaluators, all in function of producing a nal score
for the model under test. REKA provides a exible library for composing these functionalities into shareable
evaluation pipelines and gives full control to practitioners to handle and log the details of each experiment. These
functionalities also enable reproducibility and backtracking of experimentation details (e.g. prompt templates,
inference parameters, API and model versions) in a transparent manner. Given that such details can change
measurements signi cantly, we believe it is important for the research community to have access to both the
code and logs behind evaluations. Thus, we provide the actual code and logs used in evaluations.

Benchmark selection. A pressing issue in the evaluation of state-of-the-art LFMs is the fact that many of

the benchmarks commonly reported in technical reports of model releases are either dageatonor

already saturated, where models have reached close to 100% accuracy on the benchmarks. For example, several
recent models [80, 35, 1, 89, 3] have been reported to have an accuracy higher than 85% on benchmarks like
MMLU [45], GSM8K [27], HumanEval [23], DROP [34], BigBench-Hard [101], MGSM [97], ChartQA [70],

AI2D [51]. Many of the benchmarks in this list represent tasks that were important for testing fundamental
capabilities at the time of their release. However, saturation of performance does not leave ample space for
discovering major failure modes and for comparing different models. While saturation itself may originate
either from inherent model improvements or from memorization, the challenge from a scienti c communication



Modality Claude Gemini GPT Llama Llava Mistral

GPT-4 Vision Preview
Gemini 1.5 Pro GPT-4 Turbo 2024-04-09 Llava 1.6 34B
GPT-40 2024-05-13

Multimodal Claude 3 Opus
Image! Text Claude 3.5 Sonnet

. Llama 3 70B
Language Claude 3 Opus . GPT-4 1106 Preview .
Text! Text Claude 35 Somnet®®™ " 15 P10 GpT 4o 2024.05.03  [2ma 31108 Mistral Large 2407

Table 2: Models being evaluated viayBEEKA-BENCH for language and multimodal capabilities.

perspective is re ected as lack of clarity in quantifying and characterizing improvements over time. In fact,

many of the recent improvements in such benchmarks can be as small as 1-2 percentage points, which leaves

one wondering whether we are indeed experiencing a true more general saturation in terms of progress in Al or
whether the benchmarks and methods being used for measurement are insuf cient.

To create space for deeper analysis, the benchmarksriEEA-BENCH (Table 1) are chosen such that either
the whole benchmark, or an important experimental condition within that benchmark, remains challenging
for even the most capable models. As a simpli ed rule of thumb, we choose to includeREKA-BENCH
benchmarks for which overall model performance (or performance on an important experimental condition) is
less than 80% for either all models or at least roughly half of the models studied in this work.

Another consideration for benchmark selection is capability and modality coverage. WiRkE<E-BENCH
is not an exhaustive list of capabilities, it aims at covering diverse fundamental language and multimodal ca-
pabilities that are currently overlooked in traditional evaluations but that are critical for more complex tasks.
For example, spatial and geometric understanding are not evaluated often in recent reports but they are funda-
mental to real-world tasks such as navigation and planning. Table 3 provides a brief summary of each selected
benchmark and capability, as well as a justi cation to why that benchmark is includedrizfEa-BENCH.

Ultimately, we consider the current list of benchmarks a contribution that needs to be maintained over time,
with the assumption that the list needs to be completed (e.g. with math and planning benchmarks) and refreshed
with new capabilities. Some benchmarks will also need to be deprecated as they get saturated with new releases.
Models. Given the challenging nature of the selected benchmarks, and the goal of assessing frontier develop-
ments in Al, we consider a broad range of six model families but we only pick the most advanced models within
each family. Table 2 shows all models included in the evaluation by modality.

Methodology and analysis. Rather than reporting overall single scores for each benchmark and model, we

extract more granular and deeper insights that can better characterize failures of each model and also conduct

meaningful comparisons. In particular, this report contributes three distinct types of analysis:

« Disaggregated reports of model performance across important experimental conditions and subcat-
egories of data. Previous work in model evaluation and error analysis [38, 100, 78, 11] has shown that
single-score evaluations can hide important failure modes. Here, we build upon the prior work and disaggre-
gate performance across input attributes (i.e. subcategories of data) and experimental conditions relevant for
the given capability. While analysis for subcategories slices the benchmark based on the content and nature
of input prompts, experimental conditions (when applicable) add another dimension that relates to the nature
of the task itself or how the model is prompted to perform the task. Table 1 shows all experimental conditions
and subcategories studied per benchmark, and in-depth results are in sections 4 and 5.

« Analysis of model non-determinism across identical runsFor applications that use foundation models as a
basis to their services, determinism of output is important for assuring reliable output and providing consistent
experiences to end users. Throughout our experiments we observe that this property is not guaranteed from
most generative models, even when the prompt is identical and generation temperature is set to zero. In
Section 6, we compare all models in this report with respect to this phenomenon and show that, for many of
them, there are major variations at the example level for identical runs.

» Backward compatibility analysis within model families for measuring progress and regress upon model
updates.Backward compatibility was rst studied for predictive machine learning [10, 102, 106, 71, 96] for
measuring whether model updates can cause regressions in performance for individual examples or whole
groups. This work showed that regressions can happen during updates even when overall accuracy increases.
More recent ndings have shown that the phenomenon can also happen for generative models with brittle-
ness cases when identical prompts that had worked in older versions of the model do not work in newest
updates [36, 21, 68]. Section 7 shows that across three model families (GPT, Claude, and Llama) incompati-
bility can be observed at both the example level as well as per data subcategory.



Figure 1: Performance of best and worse models for multimodal (left) and language (right) datasets in in
EUREKA-BENCH. The red frontier shows the performance of the worse model, indicating the area that is already
solved for the set of capabilities. The green frontier shows the performance of the best model, indicating the best
known result with current technology. The blue horizon between the best model and the maximum performance
shows the room for improvement for mastering the capability. The best performance sets indicated in the green
border include all models that perform within 2% of the best observed result.

2 Results Summary

Figure 1 is a high-level illustration of the state of the art in Al foosEEKA-BENCH, showing the best and

the worst performance per capability. These results show a complementary picture of capabilities of different
models and that there is no single model that outperforms all others in most tasks. However, Claude 3.5 Sonnet,
GPT-40 2024-05-13, and Llama 3.1 405B repeatedly outperform others in several capabilities.

Multimodal Evaluation: Evaluations on important vision-language capabilities such as geometric and spatial
reasoning, object recognition and detection, multimodal question answering, and navigation demonstrate in-
creased capabilities of most recent models when compared to their previous versions. For example, GPT-40
2024-05-13 improvements over GPT-4 Vision Preview range between 3%-20%. Yet, state-of-the-art models
are still fairly limited in their multimodal abilities, speci cally when it comes to detailed image understanding
(e.g. localization of objects, geometric and spatial reasoning, and navigation), which is most needed in truly
multimodal scenarios that require physical awareness, visual grounding, and localization.

1. State-of-the-art multimodal models struggle with geometric reasoningReasoning about height is more
dif cult than about depth. Claude 3.5 Sonnet and Gemini 1.5 Pro are the best performing models for this
task with Claude 3.5 Sonnet being the most accurate model for depth ordering and Gemini 1.5 Pro the most
accurate for height ordering.

2. Multimodal capabilities lag language capabilities.On tasks which can be described either as a multimodal
task or as language-only, the performance of most tested models is higher for the language-only condition.
GPT-40 2024-05-13 is the only model that consistently achieves better results when presented with both
vision and language information, showing therefore that it can better fuse the two data modalities.

3. Complementary performance across models for fundamental multimodal skills.For example, Claude
3.5 Sonnet, GPT-40 2024-05-13, and GPT-4 Turbo 2024-04-09 have comparable performance in multimodal
question answering (MMMU) but they outperform all other models by at least 15%. There are tasks like
object recognition and visual prompting where the performance of Claude 3.5 Sonnet is better or comparable
to GPT-40 2024-05-13, but Gemini 1.5 Pro outperforms them both. Finally, in tasks like object detection and
spatial reasoning, GPT-40 2024-05-13 is the most accurate model.

Language Evaluation: The evaluation through BREKA-BENCH shows that there have been important ad-
vances from state-of-the-art LFMs in the language capabilities of instruction following, long context question
answering, information retrieval, and safety.



1. Faster improvements in instruction following across all model families.Amongst the studied language
capabilities, instruction following is where most models are improving faster, potentially due to strong in-
vestments in instruction tuning processes, with most models now having an instruction following rate of
higher than 75%.

2. Allmodels' performance in question answering drops with longer contextWhen state-of-the-art models
are compared in “needle-in-a-haystack” tasks, they seem to all perform equally well. However, testing the
models on tasks that involve reasoning over long-context, reveals that all models' performance drops as
context size grows. Amongst all models, GPT-40 2024-05-13 and Llama 3.1 405B have the lowest drop in
performance for longer context.

3. Major gaps in factuality and grounding for information retrieval from parametric knowledge or input
context. For example, we observe query constraint satisfaction rates (i.e. fact precision) of lower than 55%,
completeness rates of lower than 25% (i.e. fact recall), and information irrelevance rates of higher than
20% (potentially information fabrication). Llama 3.1 405B, GPT-40 2024-05-13, and Claude 3.5 Sonnet
are the best performing models in this task across different conditions. GPT-40 2024-05-13 and Claude 3.5
Sonnet in particular have signi cantly lower information irrelevance rates (associated with better factuality).
Llama 3.1 405B has better constraint satisfaction rates (associated with better constrained text generation
and grounding).

4. High refusal rates. Lower accuracy in detecting toxic content vs. neutral content for most models.
While several models have high accuracy rates for toxicity detection, others (Gemini 1.5 Pro, Claude 3.5
Sonnet, Claude 3 Opus, and Llama 3.1 405B) exhibit low accuracy in classifying toxic content and a high
amount of refusal. During the safe language generation evaluation, models like GPT-4 1106 Preview and
Mistral Large 2407 have the highest toxicity rates. GPT-40 2024-05-13 is the only model that has both
a high toxicity detection accuracy and a low toxicity score for safe language generation, as shown in the
discriminative and generative evaluations respectively.

Several models have highly non-deterministic output for identical runs.We study outcome determinism

for all models by running three identical runs (temp=0,_3p0.95), and then report different measures of
non-determinism such as disagreement, variation, and entropy of outcomes. Gemini 1.5 Pro, GPT-4 1106
Preview, GPT-4 Vision Preview, and GPT-4 Turbo 2024-04-09 show high non-determinism of outcomes. For
example, there exists a 26% and a 14% disagreement across three runs of Gemini 1.5 Pro on a random sample
of MMMU and IFEval respectively. This can translate to 1%-4% uctuations in performance at the subcategory
level for these benchmarks. These results raise important questions regarding the stability of user and developer
experiences when repeatedly inferencing with identical queries using the same prompt templates. Llama 3 70B,
Llama 3.1 70B, and Mistral Large 2407 are almost perfectly deterministic. The Claude family and GPT-40
2024-05-13, and Llama 3.1 405B are more deterministic than Gemini 1.5 Pro and GPT-4 versions prior to
GPT-40 2024-05-13 but yet non-zero and sometimes highly non-deterministic for longer generative tasks.
Backward incompatibility for shifts within the same model family is prevalent across all state-of-the-art

models. This is re ected in high regression rates for individual examples and at a subcategory level. This type

of regression can lead to breaking trust with users and application developers during model updates. Regression
varies per task and metric, but we observe several cases when it is higher than 10% across three model families
(Claude, GPT, Llama), and sometimes they can dominate progress rates for whole subcategories of data.

The complementary nature of these results shows that there is space and demonstrated opportunity to improve
current models in different areas, at least to the level of the best performing model for each individual capability
in this challenge set. Despite this, several tasks in the challenge set we evaluate on remain dif cult even for
the most capable models and it is important to discuss and explore whether these gaps can be addressed with
current technologies, architectures, and data synthesis protocols in place.

3 Evaluation Framework

In the fast-paced space of Al research, where new models and benchmarks are introduced and others are depre-
cated frequently, it is important for evaluation and understanding efforts to be able to reuse existing evaluation
pipelines with minimal adjustments to ef ciently accommodate new models and benchmarks. This calls for a
modular design that allows the users to onboard a new benchmark or model by inheritance of pipeline de nitions
from existing experiments and implementing changes only where overriding the existing pipeline is necessary.



Benchmark

Modality Capability Role in EUREKA-BENCH
Task: Predicting depth and height orderings.
Capability importance: Depth and height understanding are a fundamental cog-
lGeoMeterT t G tric R . nitive capability
Sr:]e?:ggn 4 lex eometric Reasoning for natural language interaction with physical environments and for navigation.
' State-of-the-art Even most capable models have an accuracy of less than 50%
in the task.
Task: Question answering for image content across different disciplines.
MMMU Capability importance: Reasoning over image content is important for assessing
Image  Text Multimodal QA multimodal knowledge and for measuring multimodal understanding skills.
Section 4.2 State-of-the-art Even most capable models have an accuracy of less than 70%

in the task.

Image Understanding

Image  Text
Section 4.3

Object Recognition
Object Detection
Visual Prompting
Spatial Reasoning

Task: Recognizing and detecting objects in an image or a given section of the
image, reasoning about the spatial relationships between them.

Capability importance: Most tasks in this benchmark are representative of clas-
sic vision tasks for which traditional ML and vision methods have matured, but
generative models have not yet caught up. All tasks are important for understand-
ing and localizing image content, relevant to almost all multimodal applications.
State-of-the-art There is a large variance across models and capabilities in this
benchmark. The goal of the evaluation in this benchmark is to characterize this
variance. While there are a few cases and models where performance is higher
than 80%, for most models this is not the case.

Vision Language
Understanding
Image  Text
Section 4.4

Spatial Understanding
Navigation
Counting

Task: A set of synthetic tasks whose input can be phrased either in language,
image, or both.

Capability importance: The goal here is to disentangle the role and model per-
formance for each modality, for models that support both vision and language as
input. Spatial Understanding and Navigation are chosen as reasoning capabilities.
Counting is chosen as a basic capability for which several models still struggle
with, in at least one of the modalities.

State-of-the-art There is a large variance across models, modalities, and capa-
bilities in this benchmark, with most models performing at less than 70% spatial
understanding and less than 50% in navigation. The goal of the evaluation in this
benchmark is to characterize this variance.

IFEval
Text  Text
Section 5.1

Instruction Following

Task: Instruction following for formatting, styling, and organizing generated text.
Capability importance: Horizontal language task that impacts several generative
writing scenarios that require generation with speci ¢ user constraints.
State-of-the-art Overall accuracy for most capable models ranges between 70%
and 85%. However, there are several instruction subcategories and models for
which performance is lower and for which there is higher variance.

FlenQA
Text  Text
Section 5.2

Long Context QA

Task: Answering logical reasoning questions on long context.

Capability importance: Reasoning upon several statements distributed across
long context is relevant for long document understanding that goes beyond merely
retrieving simple facts from context (i.e. needle-in-the-haystack tasks).
State-of-the-art While most models perform well in this benchmark for short
input context, as context length increases, many models are not able to maintain
good accuracy with several of them having an accuracy of less than 80%.

Kitab
Text  Text
Section 5.3

Information Retrieval

Task: Retrieving long-form information from the model's parametric knowledge
or from given input context with Itering constraints.

Capability importance: All information retrieval tasks involve some form of
constraint that de nes the retrieval query. However, other simpler IR benchmarks
only test for short-form generation ( nding a single fact) and for a single con-
straint. Being able to answer more complex queries is relevant to the factuality
and grounding of advanced search and information nding.

State-of-the-art Constrained retrieval from parametric knowledge is still prone
to major irrelevance and fact fabrication with constraint satisfaction being less
than 60%. Constrained retrieval from given input context is signi cantly better in
overall, but for queries with more than one constraint constraint satisfaction and
completeness drop to less than 70% and 60% respectively.

Toxigen
Text  Text
Section 5.4

Toxicity Detection
Safe Language Generation

Task: Classifying whether a given text is toxic or neutral (discriminative case).
Prompting the model with questions/statements that could lead to unsafe language
generation, and testing the safety of the generated language (generative case).
Capability importance: Ability to distinguish between toxic and neutral lan-
guage is relevant for dialogue comprehension and also for establishing the model
utility on content moderation scenarios. Safe language generation itself is an im-
portant capability that impacts different aspects of responsible Al including rep-
resentational fairness, inclusion, and safety.

State-of-the-art State-of-the art models face two types of challenges in this
benchmark. First, there are discrepancies between performance of models across
different demographic groups. Second, some of the models exhibit a high refusal
rate for the toxicity detection task, which makes these models not useful for con-
tent moderation and other scenarios where toxicity detection is key.

Table 3: The role of each benchmark inEEKA-BENCH and the importance of each capability for measuring
progress in Al.



All experiments reported in this paper were conducted througkekA, a software framework that uni es
all of the benchmarks and models used in this report. This framework was designed to ensure reproducibility,
composability, and reusability. We have opened the source coders Ea to maximize transparency into the
details of all benchmarks and evaluation settings.

The BUREKA framework currently supports both language and multimodal (text and image) data, and allows
the user to de ne custom pipelines for data processing, inference, and evaluation, with the possibility to inherit
from existing pipelines to minimize development work. We have released the experiment pipelines for all
benchmarks listed in Table 1.

Each experiment under theUREKA framework is de ned using ®ipeline . These pipelines are com-
prised of a set ob€omponent s. This modular design not only improves readability, but also allows extendabil-
ity and reusability as users can inherit from an existgeline  and only implement minimal changes.

Currently, EUREKA operates with the following set @omponent s:

« PromptProcessing : This component is used to prepare data for inference, apply data manipulations, or
apply complex prompt templates. It enables exible and reproducible experimentation with different prompt
templates and data pre-processing steps.

« Inference : This component performs model inference on any processed data. For example, inference can
be done for the model that is subject to evaluation, or a model that is involved in the evaluation pipeline as an
evaluator of the original model's output.

» DataProcessing : This component is used to post-process the model outputs to extract the model re-
sponse from the generated text. This is necessary for example when a regex search of the option selected is
needed in multiple-choice scenarios or when the generated text includes tags that were used in training (e.g.
|assistant| ) and need to be removed before metric calculation.

« EvalReporting  : This component facilitates evaluation of the processed model outputs using various met-
rics and an arbitrary number of aggregations, and logs the metric results for individual prompts as well as
aggregation results.

» DataJoin : This component is used to join two sources of data, for example to join the model outputs with
the ground truth data for evaluation.

Importantly, allComponents log their outputs in standardizgsbnl les, which increases transparency
into each step of the evaluation, facilitates error analysis, and streamlines result analysis and visualization across
multiple experiments.

Furthermore, th&Component s make use of utility classes, including but not limitedDatal.oader s,

Model s, Metric s, andAggregator s. Each utility class is con gurable using its correspondunfig
class. AliConfig s and individual parameters de ning an experimiggeline  are logged in the experiment
directory as parts of thBipeline  con g to ensure reproducibility. EREKA also provides implementations
of Model s for inference either through APIs or local deployments.

For an overview of two example experiment pipelines availableurREKA, see Figure 2. The top part of
the gure shows the evaluation pipeline for the Toxigen Generative benchmark. First, the PromptProcessing
component reads the Toxigen data from HuggingFace and prepares the prompts for inference. Next, the Infer-
ence component is used to inference the model under evaluation, in this example Llama 3 70B. After that, the
PromptProcessing component is reused, this time to load the inference results and prepare prompts for the judge
model using a prompt template. The Inference component is then reused to inference the judge model and score
the original inference results. Finally, the DataProcessing component is used to extract scores from the judge
model inference results. The scores are aggregated in several ways in the EvalReporting component.

The bottom part of the gure shows the components comprising the GeoMeter experiment pipeline. This
pipeline is different from Toxigen in two important regards: it deals with multimodal data and it does not
use another model as a judge, instead it offers a metric class to score the inference results. Despite these
differences, the same components can be reused with minimal adjustments to accomodate this scenario. Namely,
the PromptProcessing component is set to read multimodal data from a local directory, and the EvalReporting
component is set to use the GeoMeter metric class. As shown in both pipelines, the Inference component can
be easily con gured to use the desired model, enabling fair comparison between models without changing the
rest of the pipeline, and with maximum code reuse.



Figure 2: Overview of experiment pipelines for two example evaluation experiments: Toxigen Generative (a)
and GeoMeter (b). Components are con gurable at instantiation time to maximize code reuse and enable
controlled experimentation. For example, the PromptProcessing component is shown here to use different data
readers or prompt templates in different contexts.

4 Multimodal Evaluation

In this section, we provide detailed analysis and results for the capabilities of geometric reasoning (GeoMe-
ter), multimodal question answering (MMMU), object recognition, object detection, visual prompting, spatial
understanding and reasoning, navigation, and counting.

To account for the impact of non-determinism (discussed in Section 6), all experiments reported here were
repeated three times and we report the mean and corresponding standard error across the three repeated runs
with temperature set to zero and tpp= 0.95.

4.1 Geometric Reasoning - GeoMeter

Moativation: The ability to understand visual properties such as size, shape, depth, and height is fundamental to
visual understanding, yet many existing Visual Question Answering (VQA) benchmarks [50, 20, 63, 32, 104]
do not speci cally focus on the depth and height perception capabilities of Vision Language Models (VLMs).
Accurate perception of these dimensions is vital for practical applications like scene understanding, navigation,
monitoring, and assistive technologies. The lack of accurate depth and height understanding in VLMs can
lead to serious consequences, such as misjudging the proximity of objects, which could result in catastrophic
outcomes in real-world scenarios.

Despite VLMs' abilities to recognize object shapes and sizes, their depth and height reasoning often relies on
learned size/shape cues rather than actual geometric analysis, potentially in uenced by biases from training data
[48]. Alternatively, models might estimate the depth based on the apparent size of objects, without genuine inter-
object reasoning. Additionally, when faced with multiple choices, VLMs might also show bias towards certain
answers, in uenced by the prevalence of similar data during training. Thus, it becomes important working with
focused benchmarks that enhance understanding of true depth and height perception in VLMs, ensuring they
perform reliably in complex, real-world environments.

Here, we usé&eoMeter, a geometric reasoning benchmark derived from previous work [9], which is specif-
ically designed to evaluate the depth and height reasoning capabilities of Vision Language Models (VLMs).
GeoMeter comprises approximatdl@86 unique image-text paiecross two tasks: depth and height. The data
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