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Abstract

The 5G Radio Access Network has shifted towards virtualization
and disaggregation. This change aims to reduce costs and foster
innovation by promoting vendor interoperability and by expand-
ing the ecosystem. In this environment, smaller RAN vendors and
open-source projects have emerged, focusing on low-cost, modu-
lar stacks. However, challenges such as achieving state-of-the-art
performance and accessing data and control knobs hinder their
widespread adoption. To address these issues, we propose a mid-
dlebox architecture, called RANBooster, that enhances the RAN
capabilities without modifying existing network functions, by lever-
aging the open fronthaul interface. To demonstrate the benefits of
the RANBooster framework, we build four reference applications
(distributed antenna system, distributed MIMO, RU sharing, real-
time physical resource block monitoring), and evaluate them on an
enterprise-scale, commercial-grade 5G testbed.
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1 Introduction

The 5G Radio Access Network (RAN) has undergone a paradigm
shift in the recent past, characterized by the virtualization and disag-
gregation of the RAN network functions and their communication
via open interfaces, leading to an Open RAN design [50]. This led
to the emergence of several smaller RAN vendors and open source
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projects, which focus on developing low-cost “commoditized” net-
work components, driven by the vision of becoming part of the
emerging modular and interoperable Open RAN ecosystem both in
the telco and enterprise space. Some examples include vendors of
Radio Units – or RUs – (e.g., Fujitsu, Mavenir, Foxconn, Benetel),
Distributed and Centralized Units – or DUs and CUs – (e.g., Radisys,
CapGemini, srsRAN, OpenAirInterface), as well as RAN Intelligent
controllers (RICs) and optimization applications – or xApps and
rApps – (e.g., HPE-Juniper and VMware).

Despite the initial optimism, innovating in this space has turned
out to be challenging for small players for two reasons:

1. Difficult to achieve state-of-art performance – Enter-
prises and telco networks require advanced features that improve
network performance (e.g., interference mitigation, RU sharing,
coverage/capacity expansion, massive MIMO). Such features are
typically integrated in the solutions of major telco vendors (e.g., as
part of their DU/RU product offering or as standalone sophisticated
dedicated hardware boxes). On the other hand, smaller vendors typ-
ically lack the resources for implementing such features, leading to
suboptimal performance and thus reducing their competitiveness.

2. Lack of access to data and control knobs – The top tier
vendors, who dominate the market, only partially adhere to open
standards and interfaces (e.g., see [44]). This introduces obstacles
to third-party developers, who require full access to implement
advanced features. Thus, top tier vendor products remain the most
innovative through access to proprietary parts of the interfaces,
effectively leading to vendor lock-in.

Motivated by the above, our goal is to accelerate innovation in
the Open RAN space, while maintaining backward compatibility
with existing implementations of RAN network functions from a
broad range of vendors. Guided by this philosophy, we propose
RANBooster, a software-based middlebox architecture for the
RAN fronthaul network (the network that connects the RU to the
DU), that allows third parties to develop and deploy standalone
RAN features or applications in the form of middleboxes, on-the-fly
and without requiring any RAN network function modifications.

Our approach mirrors the evolution in the Internet ecosystem,
where innovation has involved changing core protocols (e.g., IPv6,
BGPsec), but more often has been through middleboxes (e.g., fire-
walls), which can be transparently deployed and hence have seen
rapid adoption. Similarly, RANBooster middleboxes can be used
to enhance the network’s capabilities using commodity hardware
and the network functions of any RAN vendor. This increases the
competitiveness and levels the playing field for smaller players,
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allowing them to focus on their own niche �eld of expertise. Ulti-
mately, it can help commoditize the closed world of today's RAN
deployments.

The architectural choice of leveraging fronthaul middleboxes
stems from the following observations:

(1) The fronthaul carries control and data plane information about
the connected mobile devices (UEs) and the scheduling of radio
resources. It can therefore be a great vantage point for intro-
ducing new monitoring and control capabilities.

(2) The fronthaul network of virtually all modern RAN RUs and
DUs follows the Open RAN speci�cations, meaning that a mid-
dlebox solution can be inter-operable across the network func-
tions of all major RAN vendors [14]. The semantics of the fron-
thaul interface are much simpler than those of other cellular
interfaces, making it much easier to verify interoperability.

(3) The Open RAN fronthaul is Ethernet-based, meaning that the
introduction of new features can be reduced into tasks of for-
warding and manipulating Ethernet packets. This makes their
deployment and management by non-wireless experts simpler
and more accessible.

(4) The RAN softwarization means that middleboxes can be de-
ployed and chained on-the-�y by leveraging widely used net-
working technologies (e.g., DPDK, XDP, SR-IOV), removing the
requirement for costly hardware-based solutions.

To illustrate the power of theRANBooster design, we develop
four middlebox applications: i) a distributed antenna system (DAS)
for coverage expansion, ii) a distributed MIMO (dMIMO) system for
capacity improvement, interference mitigation and handover-free
mobility, iii) a RAN sharing system for sharing RU radio resources
and enabling neutral host deployments, and iv) a monitoring system
to estimate the radio resource utilization of 5G cells in real-time
(sub-millisecond granularity). We demonstrate the performance
and interoperability of the developed solutions by deploying them
on an enterprise-scale testbed spanning several �oors and RUs, and
by using three di�erent RAN stacks (srsRAN, CapGemini, Radisys),
without any source code modi�cation. Finally, we discuss several
other applications that one could develop usingRANBooster.
Disclaimer: This work does not raise any ethical issues.

2 Background
2.1 RAN architectural overview
The 5G RAN architecture is de�ned by standardization bodies, like
the 3GPP [1] and the O-RAN Alliance [48], that group the di�erent
layers of functionality of the RAN into network functions with
open interfaces between them, based on standard protocols (e.g.,
fronthaul, F1, E2). This is in contrast to the closed and proprietary
interfaces of the past. As seen in Figure 1a, the functions include
the RU, the DU, the CU, and the RIC. The RU is implemented on
�xed-function hardware, whereas the DU and CU are virtualized
and running on commodity servers. The DU is responsible for real-
time signal processing and scheduling of radio resources, while the

(a) RAN functions and open in-
terfaces.

(b) RAN fronthaul protocol mes-
sage exchanges.

Figure 1: 5G RAN architecture and fronthaul protocol.

CU is responsible for delay tolerant functionalities, such as mobility
management. The optional RIC separates the control from the data
plane, allowing third-party developers to implement applications
that optimize the RAN's end-to-end network performance.

2.2 Fronthaul protocol
This work focuses on the standardized O-RAN fronthaul inter-
face [48]. The fronthaul is Ethernet-based and transports the modu-
lated higher layer data (e.g., user packets, control signals) between
the DU and the RU. It de�nes an S-plane for synchronization mes-
sages, an M-plane for management, a C-plane for control instruc-
tions and a U-plane for transferring the radio signals. In this work,
we focus on the C-plane and the U-plane.

RU resource scheduling � The DU uses the C-plane messages to
instruct the RU on how to schedule its radio resources (U-plane).
The radio resources span the time, the frequency and the spatial
dimension. In the time dimension, the scheduling takes place in
time increments calledsymbols, with a duration of a few tens of
microseconds (e.g., 33.3`B for a typical cell con�guration). In the
frequency dimension, the minimum resource that can be scheduled
is a physical resource block (PRB), which includes 12 orthogonal
equally spaced sub-carriers (e.g., 30kHz). Finally, in the spatial di-
mension, resource allocations take place in the granularity of logical
RU antenna ports, which correspond to distinct data streams sent
in parallel to and from the RU (e.g., for MIMO transmissions).

Fronthaul message sequences � A typical exchange of fronthaul
messages between the DU and the RU is illustrated in Figure 1b.
The DU sends a C-plane message to the RU containing schedul-
ing instructions for one or more upcoming symbols, followed by a
series of U-plane messages carrying the actual data. The U-plane
messages originate from the DU in the case of downlink, and from
the RU in the case of uplink tra�c. All the messages must be sent
within a strict time window, otherwise the packets will be dropped
and ignored by the DU and the RU. The typical way to guarantee
such deadlines is to use strict nanosecond-level synchronization
protocols, like PTP and SyncE, across the DU and the RU.

Message structure � Both the C-plane and U-plane messages con-
tain Ethernet headers indicating their source and destination (i.e.,
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Figure 2: Wireshark capture showing compressed IQ samples
in U-plane packet for one PRB.

DU and RU). They also encapsulate O-RAN headers, with �elds de-
scribing the resources that are being scheduled (i.e., symbols, PRBs,
antenna port ids). U-plane packets also carry a payload, which con-
tains the waveforms with the modulated higher layer data (user
packets, UE signaling messages). The payload is encoded in the
form of complex numbers calledIQ samples(I being the real part
andQ the imaginary), with each IQ sample corresponding to one
subcarrier of the frequency grid. As such, 12 consecutive IQ samples
constitute a single PRB, as illustrated in the Wireshark capture of a
real U-plane packet in Figure 2.

Payload compression � Each IQ sample is 32-bits in size, re-
sulting in jumbo Ethernet U-plane frames, when employing high
bandwidth cell con�gurations (e.g., 100Mhz with 273 PRBs). To
reduce the high fornthaul bandwidth overhead introduced by the
jumbo frames, the U-plane payload is typically compressed and is
accompanied by compression headers that carry the applied com-
pression parameters. A typical compression scheme employed by
many implementations (including the ones we studied) is called
Block Floating Point (BFP). It compresses the IQ samples at the PRB
granularity and appends a header with a compression exponent to
each PRB, as illustrated in Figure 2.

3 RANBooster middlebox
Motivated by the challenges outlined in the outset, we argue that
the fronthaul interface is an ideal point to introduce innovations
through a middlebox-based architecture.

3.1 The case for a middlebox approach
We start with the �rst key observation that the protocol state com-
plexity in the RAN increases as we move up the stack. As outlined
in Section 2.2, the fronthaul protocol has very little state, making
it easier to achieve interoperability across vendors. It is also the
primary focus of the interoperability e�orts today, as it would allow
for the independent evolution of the software stack (CU/DU) with-
out requiring matching hardware updates at the RU side. Therefore,

Figure 3: Overview of a RANBooster deployment. The mid-
dlebox colors represent di�erent applications. P1-P2 are
packets and A1-A4 are actions applied on them.

due to its limited state, clean and standardized abstractions, and
Ethernet-based nature, the fronthaul allows the insertion of mid-
dleboxes and service chaining without requiring any modi�cations
across the rest of the stack.

The second key observation is that one can innovate by gaining
access to the fronthaul. A common perception is that modifying the
fronthaul interface provides limited value because (i) it provides low
level data abstractions (modulated IQ samples), and (ii) it is char-
acterized by high bandwidth and low latency tra�c, which is com-
putationally expensive to process. We show that both of these are
untrue. Firstly, we show that a number of existing high-value RAN
features (such as DAS and distributed MIMO), as well as new and
useful applications, can be implemented as fronthaul middleboxes.
Secondly, we show that these can be implemented e�ciently, using
existing networking software and hardware acceleration stacks.

3.2 RANBooster middlebox architecture
We begin with a high-level overview of the architecture and ca-
pabilities of a typicalRANBooster middlebox. As illustrated in
Figure 3, aRANBooster middlebox intercepts the C- and U-plane
tra�c between one or more DUs and RUs (N to M mapping). Each
fronthaul packet can be passively inspected before forwarding (e.g.,
to extract information for monitoring applications), or can be modi-
�ed inline or at a later point (e.g., for enabling control applications).
RANBooster middleboxes can be chained together, as illustrated in
Figure 3, to create more advanced connectivity services on-the-�y.
Finally,RANBooster middleboxes expose monitoring and man-
agement interfaces to modify their behavior on-the-�y (e.g., apply
forwarding rules) and to send telemetry data to applications.

3.2.1 RANBoosteractions.RANBooster supports the following
processing actions, which are illustrated in Figure 3:

� Packet redirection and drop (A1) � This refers to the dropping
and steering of packets to a di�erent DU or RU by modifying
Ethernet source and destination addresses, VLAN ids, etc.

� Packet replication (A2) � This refers to the cloning of an in-
coming packet, to send it to several destinations (e.g., RUs).

� Packet caching (A3) � This refers to the storing of a packet for
later use (e.g., to combine its data with that of other incoming
packets that arrive later or from di�erent sources).
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(a) Signal distribution from a regular cell (left)
vs a DAS system (right).

(b) Regular multi-cell transmission (left) vs
distributed MIMO (right).

(c) RAN sharing, with several DUs sharing the
RUs to transmit their signals.

Figure 4: Overview of advanced cellular connectivity con�gurations that can be enabled using RANBooster middleboxes.

� Payload inspection and modi�cation (A4) � This refers to
the access and modi�cation of the fronthaul payload, including
�elds of the O-RAN headers (e.g., number of PRBs, antenna port
ids), as well as raw IQ samples of the U-plane packets.

We argue that the aforementioned actions are expressive enough
to create middleboxes that can realize a plethora of innovative
applications when appropriately combined, as we later demonstrate
through the concrete examples of Section 4 and the additional use
cases outlined in the discussion of Section 8.1.

3.2.2 RANBoostermiddlebox template.Instead of requiring devel-
opers to write middleboxes from scratch,RANBooster introduces a
templated middlebox design. Developers can use a library provided
by RANBooster to initialize a new middlebox and to process C-
and U-plane packets through a handler function with user-provided
code, by leveraging the actions of Section 3.2.1. Each of the actions
has been distilled into a set of API calls that simplify the develop-
ment of new middleboxes. To demonstrate the extendibility of this
approach, we used the same template of theRANBooster library
to create all the middleboxes discussed in Section 4. We believe that
the same templated design can be used for any other application
leveraging the fronthaul interface (e.g., the use cases discussed in
Section 8.1).

4 RANBooster applications
Here we provide a detailed description of several concrete appli-
cations that we have built usingRANBooster. The choice of the
applications was driven by i) their importance for many practical
scenarios of interest, like in the enterprise/private 5G context (e.g.,
see case study in Section 7), and ii) the high cost of existing propri-
etary solutions and stacks (e.g., see cost analysis in Appendix A.2).

4.1 Distributed Antenna System
Motivation: A DAS is a network of antennas placed across large
areas, such as buildings, stadiums and airports. As illustrated in
Figure 4a, DAS allows the distribution of radio signals (e.g., cellular
or WiFi) in a uniform manner, compared to a single more powerful
antenna. This leads to high-quality coverage in areas where natural
signal strength is weak due to physical obstructions or high user
density. DAS solutions are a standard practice across the industry.

DAS systems are composed of a signal source (e.g., RAN macro
or small cell) and a signal distribution system (distribution network

and antennas). The distribution system con�guration can greatly
vary in terms of complexity and cost. On one end are passive DAS
solutions that utilize passive RF components like coaxial cables,
splitters and couplers to distribute the signal in a simpler and less
costly manner. On the other end are more advanced digital DAS
solutions, where RF signals are digitized before being combined and
transmitted over �ber optic or Ethernet cables, making them less
susceptible to interference, at the expense of a higher cost. Most
importantly, existing DAS solutions are proprietary end-to-end,
which signi�cantly contributes to their very high cost, that can be
in the order of several hundred thousand dollars, even for relatively
small deployments [31, 57].

Implementation: We leverage the observation that the fronthaul
carries digitized radio signals, allowing us to build a cost-e�cient
digital DAS using aRANBooster middlebox and commodity RUs.
The functionality of the middlebox is illustrated in Figure 5a, where
the signal from a single cell (DU) is distributed across two RUs. In
the downlink, the middlebox forwards the C- and U-plane packets
from the DU, to all the DAS RUs, using the packet replication and for-
warding actions A1 and A2. In the uplink, it combines the signals of
all the RUs into a single signal that is fed back to the DU. It �rst lever-
ages action A3, to cache the incoming U-plane packets of all the RUs
for a given symbol and antenna port. Once all the RU packets are re-
ceived, the middlebox creates a single U-plane packet, by summing
up their IQ samples in an element-wise manner (i.e., on a sub-carrier
basis), leveraging the payload modi�cation action A4. If the IQ sam-
ples are compressed, the A4 action is also used prior and after sum-
ming them, to decompress and re-compress them. In the last step,
the middlebox leverages action A1, to send the packet combining the
merged IQ samples to the destination DU, while dropping the rest.

Summing the signals of di�erent RUs suggests that interference
may be introduced in the aggregated uplink signal fed to the DU.
However, the DAS system leverages a single radio resource sched-
uler to allocate non-overlapping frequency domain resources (PRBs)
to all the UEs across the DAS coverage area. Therefore, the sum of
the IQ samples of two RUs for a PRB is guaranteed to carry the data
of at most one UE per MIMO layer. This creates a clean signal with
interference free coverage. Conversely, in multi-cell deployments
neighboring cells make independent radio resource scheduling de-
cisions, leading to interference and thus degraded performance, as
we show in Section 6.3.
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(a) (b) (c)

Figure 5: High level overview of (a) DAS, (b) dMIMO and (c) RAN sharing RANBooster middleboxes. The applications have
been explicitly mapped to the actions of Section 3.2 that each middlebox has to perform (marked with red fonts).

4.2 Distributed MIMO
Motivation: MIMO radios use an array of antennas to transmit
multiple data streams simultaneously over the same frequency.
They exploit multipath propagation (di�erent paths taken by the
signal of each antenna), to introduce constructive interference that
ampli�es the transmitted signal, leading to increased spectral e�-
ciency. dMIMO takes this concept to the next level, by allowing the
antennas of a single cell to be distributed. As illustrated in Figure 4b,
in contrast to DAS, where the same signal is replicated across all
the antennas, and to multi-cell deployments, where each antenna
belongs to a di�erent cell, leading to cross-talk, dMIMO expands
both the range and the capacity of a single cell. This leads to higher
throughput compared to DAS, without the need to develop sophis-
ticated mobility or interference management techniques. This is
particularly bene�cial in places where both range and increased
capacity are important (e.g., factories, stadiums, etc.).

Like DAS, dMIMO requires a high capacity distribution net-
work, but also presents a requirement for very strict time and
phase synchronization of the radios (in the order of a few nanosec-
onds [12, 66]). To deal with this, several dMIMO solutions have
been proposed in the recent past, both in industry and academia
(e.g., [13, 26, 27]). While promising, such solutions require spe-
cialized software and/or hardware (e.g., custom RAN software
stacks [26, 27] or proprietary RU designs and interfaces [13]), which
limit their applicability in practical deployment scenarios or lead
to vendor lock-ins.

Implementation: We argue that, while the problem of achieving
dMIMO at city-scale is still open, one can already build practical
dMIMO systems at smaller scales (e.g., enterprise-scale), and in a
cost-e�cient manner, by leveragingRANBooster and commodity
RAN stacks and RUs. To this end, we leverageRANBooster, to
build a dMIMO middlebox. As illustrated in Figure 5b, the middlebox
combines several commodity RUs, each equipped with a small
number of antennas, to create a larger virtual RU. A DU can be
interfaced with the virtual RU via theRANBooster middlebox, to
achieve higher layer MIMO than each individual physical RU, while
also expanding the cell range. For example, one could leverage two

O-RAN RUs with two antennas each, to create a single four antenna
virtual RU that can be interfaced with a DU to achieve4 � 4 MIMO.

More generally, for# MIMO layers, theRANBooster middlebox
must give the DU the illusion that only a single RU with# anten-
nas exists, while each physical" -antennas RU must be given the
illusion that it communicates with a DU supporting" antennas. To
achieve this, for each fronthaul packet, the middlebox remaps their
antenna port ids, by modifying their O-RAN header (action A4). In
the downlink, it also redirects the packet to the correct RU (action
A1). As a concrete example, we consider the setup of Figure 5b. The
middlebox sends all the packets of the DU with antenna ports 1
and 2 to RU 1 unmodi�ed, since the RU expects packets for these
ports. However, in the case of packets for antenna ports 3 and 4,
the middlebox re-maps them to ports 1 and 2, before sending them
to RU 2, since the RU does not expect any packets for port 3 and 4.
The opposite is done in the uplink.

One problem of this approach is related to the transmission of
a periodic broadcast message, called the synchronization signal
block (SSB). The SSB is a critical message that contains the physical
cell id and its reference transmission power, which are required
by the UEs for cell synchronization and monitoring of the radio
link quality. Typically, the SSB is only transmitted by the �rst DU
antenna, which can negatively a�ect our distributed design. This is
because, once a UE moves far from the primary antenna, and even
though it might still be within the range of other antennas, it stops
receiving the SSB message, leading to issues like detachments or to
sub-optimal handovers. To overcome this issue, the middlebox uses
the payload modi�cation action A4, to copy the SSB received by the
U-plane packets of the primary antenna, to those of other antennas.
This is easily done, since the SSB is transmitted periodically in well
known symbols and PRBs of the cell.

We note that for the proposed middlebox to work, we make the
following assumptions about the RAN deployment:

� Cat-A O-RAN RUs �We assume that the employed O-RAN RUs
are of type Cat-A, meaning that all the MIMO-related operations
(e.g., channel estimation, precoding, etc.) take place at the DU.
While this increases the computational complexity at the DU
side and the fronthaul throughput requirements, it also leads to
a simpler and cheaper RU design.
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� Time and phase synchronization �Distributed MIMO requires
tight time and phase synchronization across the distributed ra-
dios and the DU. Such a requirement can be guaranteed in any
RANBooster deployment, given that all the open fronthaul com-
pliant RUs and DUs have to be synchronized using some high
accuracy synchronization method, like GNSS and PTP [51].

4.3 RU sharing
Motivation: RAN sharing is the practice of sharing the infras-
tructure and spectrum for cost reductions or due to space con-
straints [25, 34]. Several sharing models exist, including models
where an operator owns the spectrum or the infrastructure (or
both) and shares it with competitors, as well as models where a
third-party (neutral host), is the owner [16]. Given the importance
of sharing, 3GPP and O-RAN provide speci�cations on how it can
be enabled at several levels, including the DU [49] and the RU [51].

Here, we focus on the capability of RU sharing, i.e., allowing a
single RU to be shared by many DUs, as illustrated in Figure 4c.
Despite the standardization of RU sharing, it is typically a feature
that is implemented as a premium in the RUs of major telco ven-
dors, and is missing from commodity RUs. Therefore, if a RAN
vendor wanted to build a simple solution with sharing capabilities
(e.g., for a neutral host deployment), they would be unable to do
so without relying on telco-grade RUs, which would be di�cult
to obtain and would greatly increase the overall cost of the solution.

Implementation: We argue that RU sharing can be implemented
in a cost-e�cient way using aRANBooster middlebox and com-
modity RUs. Figure 5c, illustrates the high level idea of how this is
achieved. In the downlink,RANBooster multiplexes the packets
from two DUs of di�erent operators into one to be sent to the RU,
while for the uplink, it demultiplexes the packets. This is done so
that the DUs operate as though they are in control of their own RU,
while the RU believes it is being controlled by one DU.

Sharing the RU's spectrum �The shared RU is con�gured for a
speci�c center frequency and bandwidth. The challenge is divid-
ing the RU's spectrum between the DUs. When U-plane packets
carrying PRBs of each DU are multiplexed in the downlink, the
PRBs must be copied to the correct location in the �nal U-plane
packet, for the RU to interpret the correct IQ sample at the correct
frequency. For uplink U-plane packets, the reverse operation is per-
formed. If the PRBs of the DU align with those of the RU (left part
of Figure 6), copying them to the correct location is su�cient. How-
ever, if they are misaligned (right part of Figure 6), the middlebox
must de-compress, copy, and re-compress them. This is because
IQ samples are typically compressed as a PRB using a common
compression parameter (see Section 2.2), which may di�er between
PRBs. Misalignment can cause decompression issues due to mis-
matched compression parameters. Therefore, as an optimization,
one could pick the center frequency of the DUs, so that the PRBs
of the DUs and the RUs are aligned. We provide a formula on how
to ensure this alignment in Appendix A.1.1.

Ensuring consistent resource requests �The middlebox must en-
sure that for each symbol, the RU will receive a C-plane message
that contains instructions about processing the PRBs sent or re-
ceived by all active DUs. Ideally, the middlebox would achieve this

Figure 6: Example of sharing a 100MHz RU between two
40MHz DUs, with PRBs aligned (left) or misaligned (right).

by �rst caching all the C-plane packets from all the DUs for a par-
ticular symbol and antenna port and then combining their requests
to a single C-plane message towards the RU. In practice, this is chal-
lenging to do, since the middlebox does not know a priori whether
all the DUs will send a C-plane message (e.g., due to lack of tra�c).

To overcome this issue, the middlebox takes the following ap-
proach in both the downlink and uplink: When the �rst C-plane
message arrives from any DU for a given symbol and antenna port,
we use the packet modi�cation action A4, to modify the O-RAN
header �eld that encodes the number of requested PRBs, to desig-
nate the max number of PRBs supported by the RU. This makes
the RU process the whole spectrum, ensuring that any follow-up
C-plane request from any DU for the same symbol and antenna
port will already be satis�ed (at the expense of extra bandwidth for
transporting all the PRBs). Furthermore, the middlebox caches all
the incoming C-plane packets (from any DU) for the given symbol
and antenna port. This allows the middlebox to remember which
DUs have made a request, so that it can do the mapping of the
resources, once the corresponding U-plane packets arrive.

Dealing with the U-plane packets �Using the above approach,
the processing of the U-plane tra�c becomes straightforward. In
the downlink, the middlebox uses action A3 to cache any incoming
U-plane packet, until all the packets from all the DUs that have
made a C-plane request on a given symbol and antenna port have
arrived. The middlebox then uses the payload modi�cation action
A4 on one of the U-plane packets, to copy to it all the PRBs (from
all the DUs) that should be sent to the RU. It also uses the packet
drop action A1, to discard the remaining U-plane packets and the
cached C-plane packets. In the uplink, once the middlebox receives
a U-plane packet from the RU, it uses the packet replication action
A2, to create one copy for each DU that made a request (i.e., for each
cached C-plane message). It then uses the payload modi�cation
action A4, to copy to each replica the correct PRBs expected by the
corresponding DU.

4.4 Real-time PRB monitoring
Motivation: Real-time monitoring of RAN KPIs (e.g., PRB utiliza-
tion, signal qualities, etc.) is becoming increasingly important for
a plethora of services, including congestion control [23, 68], video
bitrate adaptation [17, 71], energy savings [42], interference detec-
tion [18], etc. To this end, O-RAN has introduced the E2 interface
that de�nes and exposes such KPIs to applications via the RIC.
Despite its potential, the E2 interface has not yet been met with
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Algorithm 1 PRB Utilization Estimation Algorithm
Require: Fronthaul packets containing PRB data (Fig 2)
Ensure: BitvectorPRB_Utilized populated with utilization status
1: InitializePRB_Utilized as an empty bitvector
2: for eachPRBin Fronthaul_samples do
3: ExtractExponentfrom PRB's BFP header (Fig 2)
4: if Packet is Downlink then
5: PRB_Utilized[PRB] := (Exponent¡ thr_dl )
6: else if Packet is Uplink then
7: PRB_Utilized[PRB] := (Exponent¡ thr_ul )
8: end if
9: end for

10: ExposePRB_Utilized to external applications through telemetry interface

widespread success in commercial deployments, with major ven-
dors being reluctant to adopt it (e.g., see [44]), opting to expose few
and coarse-grained KPIs instead (in the order of several minutes
or hours) [18], which can be very limiting for applications like the
ones mentioned above.

A typical approach to overcome this problem is the use of sni�ers,
which leverage software de�ned radios, to capture and analyze the
IQ samples broadcasted by the base stations in order to extract
useful real-time information, like the PRB utilization, the radio
resource scheduling of users, etc. While this approach has been
used for network optimization and performance analysis [5, 15, 28,
43, 67]), it has a major limitation, in that it can be costly and does
not scale to larger networks, as you need to deploy one hardware
receiver within the area of each cell that you wish to monitor.

In contrast to the over-the-air sni�er approach, the fronthaul
network becomes an ideal vantage point for deploying software-
based real-time monitoring services. This is because the fronthaul
exposes the same data as that captured by over-the-air sni�ers, but
does not require sni�ng hardware. Motivated by this, we develop a
RANBooster middlebox, that acts as a simple real-time monitoring
service. The service monitors the PRB utilization of a cell, which
is an important KPI for several applications, like for example in
the context of energy savings and load balancing [30, 42, 46], and
exposes it to the applications via the telemetry interface.

Implementation: One could use several approaches to calculate
the PRB utilization from the fronthaul. One approach could be to
feed the captured IQ samples to a 5G sni�er [43, 67], to obtain the
higher layer signaling messages (radio resource scheduling deci-
sions) that indicate the utilized PRBs. Another approach could be
to identify all the PRBs carrying IQ samples that are above some
energy level threshold (e.g., like in [18]), indicating the presence
of user data. However, such approaches incur additional overheads,
e.g., for de-compressing and decoding the IQ samples carrying the
scheduling decisions.

To avoid such overheads, we opted for a lightweight approach,
in which we estimate the PRB utilization by leveraging the com-
pression information carried in the uplink and downlink U-plane
packets. The intuition is that a high level of compression indicates
that the PRB carries little useful information, and as such, it can be
considered as unutilized. Based on this observation, we develop an
estimation algorithm (Algorithm 1) that leverages the BFP exponent
(the compression method used by all the RAN implementations
that we studied) to estimate the utilization without decompressing
the samples. A PRB is simply marked as utilized if its BFP exponent

Figure 7: Implementation outline of RANBooster with
DPDK (left) and XDP (right).

is above some threshold (0 in the downlink and 2 in the uplink in
the setups we tried), otherwise it is marked as idle.

5 RANBooster implementation
All middleboxes of Section 4 were implemented in approximately
10K lines of C/C++ code. and can be used as a reference for realizing
other middleboxes in the future.
Network technology options: There are two popular network
packet processing technologies we considered; DPDK [20] and XDP,
with di�erent pros and cons. DPDK bypasses the kernel and pro-
vides optimal throughput and latency performance. Its downsides
include unstable APIs, separate and harder to manage userspace
NIC drivers and tools, and the need for dedicated CPU cores for its
polling-based operation.

XDP relies on the Linux kernel and it o�ers stable APIs, making
it easier to use. It is also interrupt-driven, meaning that it does not
need to utilize a full CPU core when the tra�c is low. A downside of
XDP is that it introduces additional performance and latency over-
heads due to the involvement of the kernel stack in the processing of
the packets [65]. It also introduces memory-related overheads when
handling jumbo Ethernet frames [45], frequently used for fronthaul
communication (e.g., 100MHz cells generate packets¡ 7KB).

Since both technologies can be relevant, and since the perfor-
mance gap between DPDK and XDP is closing (e.g. [65, 73]), we
implemented and evaluatedRANBooster with both.

Implementation of middlebox actions: A typical implementa-
tion of a RANBooster middlebox is illustrated in Figure 7. In the
case of DPDK, middleboxes are monolithic blocks that leverage the
packet processing actions described in Section 3.2 to implement
all their logic in userspace. In contrast, XDP middleboxes are com-
posed of a kernel XDP program loaded at the NIC driver hook and
(optionally) a userspace component. C- and U-plane packets go
through the kernel XDP program, which can be used to e�ciently
implement redirection and drop operations (action A1), as well as
simple payload inspection and modi�cation operations (action A4).
Other actions, that require more advanced packet processing (i.e.,
caching, replication and modi�cations of IQ samples) are ine�cient
when using eBPF [65]. Therefore, logic requiring such actions can
leverage a simple forwarding XDP program that sends them to the
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DAS dMIMO RU sharing PRB monitoring
Kernel space - Ø - Ø

Userspace Ø - Ø -

Table 1: Location of packet processing for the applications
of Section 4 in the XDP implementation.

Figure 8: Chaining of RANBooster middleboxes.

userspace component of the middlebox for further processing, us-
ing a type of socket called AF_XDP [39] (at the expense of context
switching overhead). It is left to the developer to choose the right
location for packet processing, depending on the middlebox logic.
As a reference, Table 1 lists the split of packet processing between
userspace and kernel space for the middleboxes of Section 4.

Middlebox chaining: RANBooster leverages SR-IOV to chain
middleboxes, as illustrated in Figure 8. SR-IOV is a technology that
allows a physical NIC to be split into multiple virtual functions
(VFs), each of which can be assigned directly to a virtual machine
or container with minimal overhead. Each middlebox is con�gured
to use one VF of the NIC for receiving and forwarding fronthaul
packets, through an embedded NIC switch. Typical SR-IOV enabled
NICs (e.g., Mellanox and Intel) allow the creation of several tens of
VFs per NIC port, meaning that severalRANBooster middleboxes
can be deployed on the same NIC port. The total number of mid-
dleboxes that can be chained using this approach is constrained by
two factors; i) the PCIe throughput for forwarding tra�c between
the chained middleboxes, and ii) the total latency added to the DU
packet processing time, which needs to be below some threshold
(typically in the order of a few tens of microseconds). It should be
noted that while SR-IOV is a low-latency and easy method for chain-
ing middleboxes on the same host, it is not the most scalable one,
with the PCIe bus becoming the bottleneck [35]. As already shown
in the literature, one could leverage alternative approaches, like
software-based accelerated switches (e.g., OVS [54]), to increase the
scale at the expense of more compute. We leave the investigation
of such approaches and their trade-o�s as future work.

6 Evaluation
6.1 Testbed setup
For our evaluation, we leverage an enterprise-scale 5G testbed that
we have deployed in our premises, in Microsoft Research Cam-
bridge, UK [3]. The testbed spans �ve 50.9m� 20.9m �oors (see
Figure 9a), each equipped with four O-RAN compliant Foxconn
RPQN-7800 RUs (Figure 9b), supporting up to 100MHz 4� 4 MIMO
in 5G band 78 (3.3-3.8GHz). In addition, the testbed also o�ers an-
other four RUs that are not ceiling-mounted, which we use for
experiments where we need �exible RU placement.

The RUs are connected to a rack of HPE Telco DL110 servers
through a 100GbE Arista 7050 switch (Figure 9c). The servers are
Linux-based (real-time kernel v6.6.44) and they feature Intel Xeon
6338N CPUs and a Mellanox ConnectX-6 Dx NIC. In terms of the
RAN, we use three O-RAN compliant stacks; two closed source
commercial-grade RAN stacks (Intel FlexRAN L1 with CapGemini
and Radisys L2/L3), and the open source srsRAN. All stacks support
up to 4 layers downlink MIMO. For the mobile core, we use the
open source Open5GS. To achieve time synchronization between
the RUs and the DU, we use a Qulsar QG2 PTP grandmaster clock
(GM). For the UEs, we leverage �ve smartphones (OnePlus Nord
N10 5G, Samsung Galaxy S22 and A52s) and �fteen Raspberry Pis
equipped with Quectel RM502Q-AE modems (Figure 9d), spread
across the �ve �oors of our testbed. Unless stated otherwise, we
use the DPDK implementations of the middleboxes.

6.2 Correctness of middleboxes
Here, we evaluate the correctness of the middleboxes described
in Section 4. To demonstrate the portability and inter-operability
of our approach, we have veri�ed our results with all three RAN
stacks described in Section 6.1 (i.e., srsRAN, CapGemini, Radisys).
In all cases, we reused the sameRANBooster middlebox imple-
mentations, without any source code modi�cations, and with only
small con�guration parameter changes (e.g., TDD pattern). Due to
the lack of space, the rest of this section presents only the srsRAN
results with the DPDK implementation. However, the �ndings of
our experiments apply to all stacks, with only di�erences in terms
of the obtained throughput, caused by the variations in the imple-
mentation quality and cell con�gurations provided by each vendor.

6.2.1 DAS.We verify that the cell signal of theRANBooster mid-
dlebox increases the coverage of our network, without a�ecting
performance. As a baseline, we deploy a 100MHz 4� 4 MIMO cell
on the ground �oor of our building and attach two UEs that are
in close proximity to the RU (less than 10 meters). We perform an
iperf UDP test and measure the aggregate throughput achieved by
the UEs, which is illustrated in Figure 10a. Furthermore, we try to
attach other UEs that are located on the upper �oors of our building
and observe that they are unable to do so, due to weak signal.

Next, we deploy theRANBooster DAS middlebox, which repli-
cates the cell's signal across all �ve �oors (i.e., on one RU per �oor).
We place one UE on each �oor, in close proximity to the correspond-
ing RU. With this con�guration we observe that all the UEs (across
all �oors) are able to attach, which demonstrates that the signal
of the cell is indeed extended, due to theRANBooster middlebox.
Furthermore, we use the attached UEs to perform iperf UDP tests,
similar to the single RU case. Speci�cally, we perform two types of
tests; i) all the UEs across all �oors run iperf simultaneously, and
ii) each UE (one per �oor) runs iperf individually, while the other
UEs are attached, but idle. As shown in Figure 10a, the achieved
aggregate downlink and uplink throughput is the same in all cases,
and also matches the baseline, indicating that the DAS middlebox
does not a�ect the network's ideal performance.

6.2.2 dMIMO.To evaluate the correctness of the dMIMO middle-
box, and given the limitations of our RAN stacks, we focus on up
to 4 layers downlink MIMO. As a baseline, we use a 100MHz cell
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